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1 Introduction to Unified L oad Balancer

Topics: This topic explains the Unified Load Balancer (ULB), including its overview, key

features, capabilities, benefits, and limitations.

 ULB overview
This topic provides an overview of the Unified Load Balancer (ULB), highlighting

. LB key feat iliti . . e
u cy features and capabilities its features, benefits, and limitations.

*  Benefits of using ULB
* Limitations
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UL B overview

Explains the Unified Load Balancer (ULB), a Cisco proprietary network function that manages traffic distribution across
worker nodes to ensure high availability and reliability in network infrastructures.

The Unified Load Balancer (ULB) is a Cisco proprietary node or network function (NF) that manages traffic distribution of
incoming network traffic equally across all worker nodes and ensures high availability and reliability across network
infrastructures.

Developed using the Subscriber Microservices Infrastructure (SMI), a Cloud Native (CN) application.
Delivered as a CN-based image and deployed as a CN application using the SMI Cluster Manager (SMI CM).

Supports protocol applications utilizing UDP and TCP that require load balancing across multiple protocol pods.

UL B key features and capabilities

Explains the key features and capabilities of the ULB, including traffic distribution, client IP preservation, DSR, dynamic
scaling, and service IP consistency.

The ULB supports the following functions:
Equal Traffic Distribution and Client IP Preservation:
Distributes incoming network traffic equitably across all worker nodes for Layer 4 protocols (UDP, TCP).

Maintains the original client IP address when distributing ingress traffic to backend pods.

Direct Server Response (DSR) and Service IP Consistency:
Enables backend pods to reply directly to clients, bypassing the load balancer to reduce latency and load.
Ensures response packets have a consistent source IP address, matching the service IP address exposed for
ingress.

Dynamic Scaling and Real-Time Configuration Updates:

Seamlessly adds and removes worker nodes, automatically integrating new nodes into traffic distribution without
downtime.

Dynamically incorporates new backend pods into the traffic routing scheme as they are deployed.

Triggers real-time updates to the load balancer's configuration with any changes to worker nodes or backend
pods.

Service IP Uniqueness and Consistency for Egress Traffic:
Maintains a unique service IP address for egress traffic, even when exiting through multiple worker nodes.

Uses the same service IP address for both ingress and egress requests, providing a consistent IP address to
external systems.

Response Routing and UDP Handling for Egress Traffic:

Accurately routes responses back to the backend pod that initiated the egress request, preserving the original
client IP address.

Routes UDP protocol responses to backend pods, even if they did not originate the egress request.

Cisco Ultra Cloud Core - Subscriber Microservices Infrastructure | Updated July 29, 2026



| Introduction to Unified Load Balancer | 6

For more information on configuring these features, see the ULB features and configuration on page 22 section in this
guide.

Benefits of using ULB

Explains the benefits of using ULB, summarizing key parameters, requirements, and reference information. It covers why
ULB is crucial for network performance, availability, scalability, security, and optimization.

The ULB is crucial for the following reasons:

Traffic management: ULB distributes incoming network traffic across multiple servers to ensure no single server is
overwhelmed. This balanced traffic distribution prevents bottlenecks and enhances the overall performance and
reliability of the network. This applies to Layer 4 (L4) protocols, such as UDP and TCP.

High Availability: By distributing traffic among multiple servers, ULB ensures that the failure or unavailability of a single
server does not impact the entire system. This redundancy is critical for maintaining continuous service availability to
users.

Scalability: ULB supports horizontal scaling, allowing the addition of more servers to handle increased traffic loads
without disrupting existing services. This scalability is vital for accommodating growth and sudden spikes in traffic.

Security: ULB can provide an additional layer of security by masking the internal server IP addresses and managing
secure connections. This helps protect the backend infrastructure from direct exposure to potential threats.

Performance optimization: By facilitating Direct Server Response (DSR), ULB reduces latency and the load on the load
balancer node, thereby optimizing the performance of network communications.

Limitations

Use these guidelines when configuring EgressManagementPolicy for stateful applications without portRanges, as these
limitations apply to IPv4 and StatefulSet workloads only.

EgressManagementPolicy for stateful applications without portRanges is only applicable for IPv4.

EgressManagementPolicy (EMP) for stateful applications without portRanges configured currently works only for
resources managed by StatefulSet workload.

Cisco Ultra Cloud Core - Subscriber Microservices Infrastructure | Updated July 29, 2026
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2 UL B deployment architecture

Topics:

Key components of ULB

This topic explains the ULB deployment architecture, including key components,
workflows, requirements, and expected outcomes for technical implementation
and operations.

The following diagram illustrates a typical deployment model of ULB.
Figure 1: Unified L oad Balancer Deployment Architecture
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ULB can be deployed both on-premises and cloud platform, providing a unified
load-balancing abstraction that simplifies application usage and integration.

On-Premise:

The service integrates with on-premise environments featuring leaf-spine
network architecture, leveraging BGP and BFD protocols for robust route
advertisement and rapid path failure detection.

Cloud:

For public cloud deployments, the service publishes routes with equal
priority to facilitate faster convergence during failure events and maintains
balanced traffic distribution across worker nodes.

Cisco Ultra Cloud Core - Subscriber Microservices Infrastructure | Updated July 29, 2026
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p
@ Note

Deployment of ULB on the cloud platform is not qualified in this release. Contact
your Cisco account representative for more information.
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Key componentsof ULB

Explains the key components of ULB, highlighting their roles, requirements, and operational considerations. It covers the
main ULB components that run as pods in the Kubernetes cluster.

The ULB comprises the following components which run as pods in the Kubernetes cluster:

Operator: This is a controller pod. It can run or get spawned on any of the K8s nodes. The Operator manages the
necessary Kubernetes and Cilium resources associated with the Load Balancer and Egress Management Policy Custom
Resources (CRs). The Operator automates deployment, scaling, and operational tasks for the resources it manages,
ensuring that the state of the system matches the desired state expressed by the CRs.

Agent: The ULB Agent is a DaemonSet that runs on each node in the K8s cluster. The ULB Agent manages the NAT
table and RAW table entries on each node for the corresponding pods on that node that are subject to the Egress
Management Policy. It ensures that traffic routing and policy enforcement are correctly applied at the node level.

Ops Center: The ULB Operations (Ops) Center serves as the central point for configuration and upgrades of ULB
components within the cluster. It helps to manage the lifecycle of ULB components, including deployment, monitoring,
and maintenance activities.

Load Balancer API: Implemented as a Kubernetes Custom Resource Definition (CRD), facilitating the creation,
configuration, and management of load balancer instances within the Kubernetes cluster.

Egress Management Policy API: Also implemented as a Kubernetes CRD, this API enables the definition and enforcement
of egress policies for pods, ensuring that outbound traffic is controlled and adheres to specified rules.

ULB Operator and Agent contain Helm charts and Docker files (images), which allow conformance to industry standards
for installing and managing products within Kubernetes. ULB Ops Center provides a stable CLI/API for operators to manage
the product holistically. ULB Ops Center uses helm v3 to communicate directly to the Kubernetes API server to install,
upgrade, query, and remove Kubernetes resources.

Cisco Ultra Cloud Core - Subscriber Microservices Infrastructure | Updated July 29, 2026
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3 Getting started

Topics: Explains how to get started with technical implementation and operations,

. including requirements and initial configurations for on-premise deployment.
* Requirements

* Initial configurations for on-premise
deployment

Cisco Ultra Cloud Core - Subscriber Microservices Infrastructure | Updated July 29, 2026
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Requirements

Provides the requirements and summarizes key parameters and reference information for ULB deployment. It covers
system prerequisites to ensure optimal performance and compatibility.

To ensure optimal performance and compatibility, the following system requirements must be met for the ULB deployment.
ULB should be installed on a container management platform based on Kubernetes.

The Linux kernel version must be 5.4.x and above. To support the ULB eBPF-based fast path, ensure that every
participating node runs Linux kernel version 6.8.x or later.

Hosts with either AMD64 or AArch64 architecture.

Packet forwarding should be enabled in the kernel, and reverse path filtering should be disabled (that is, rp_filter =
0) on each K8s node.

Kubernetes version: v1.28.x and above.
Cilium version: 1.17.9 and above.

User-space utility program named ‘iptables’ should be installed to configure egress related source NAT IP packet
filter rules on Ubuntu/Linux kernel Netfilter module.

Ensure Kubernetes is installed and configured on the system.

I nitial configurationsfor on-premise deployment

Provides the initial configurations required for on-premise deployment, including installing Cilium CNI, enabling Isovalent
BGP and BFD CRDs, enabling Isovalent egress-gateway CRD, and configuring the load balancer algorithm.
Overview

Provides the initial configurations required for on-premise deployment, including installing Cilium CNI, enabling Isovalent
BGP and BFD CRDs, enabling Isovalent egress-gateway CRD, and configuring the load balancer algorithm.

Make sure that the SMI Cluster Deployer is set up and SMI clusters are already deployed. The deployment of SMI clusters
facilitates the installation of standalone Cilium CNI and supports various Cilium features and functionalities. For more
information on deploying clusters, refer to the SMI documentation.

Cilium configuration

This topic provides an overview of the Cilium configurations supported by the SMI Cluster Deployer. It clarifies that these
settings are optional for eBPF-based load balancing, but are available for use in iptables-based deployments or when
specific Cilium features are required.

The following configurations are supported by the SMI Cluster Deployer. These configurations are not required for
eBPF-based load balancing, but may be configured for iptables-based load balancing deployments or when the
corresponding Cilium feature is required.

Install Cilium CNI

Details Install cilium CNI and summarizes key parameters, requirements, and reference information. It covers SMI supports
Cilium CNI, which can be installed via the cluster deployer using.

SMI supports Cilium CNI, which can be installed via the cluster deployer using the following CLI command:

configuration cni type cilium

Cisco Ultra Cloud Core - Subscriber Microservices Infrastructure | Updated July 29, 2026
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Enableisovalent BGP and BFD CRDs

Details Enable isovalent BGP and BFD crds and summarizes key parameters, requirements, and reference information. It
covers To enable BGP and BFD CRDs, configure the cluster deployer with the following CLI.

To enable BGP and BFD CRDs, configure the cluster deployer with the following CLI command:
configuration cilium enable-bgp true

When IsovalentBgpClusterConfig, IsovalentBgpPeerConfig, and IsovalentBgpAdvertisement CRs are created, Cilium
deploys BGP routers, creates BGP sessions with configured peers, and advertises or unadvertises service IPs in response
to service creation or deletion.

Enable isovalent egress-gateway CRD

Details Enable isovalent egress-gateway CRD and summarizes key parameters, requirements, and reference information.
It covers To enable the egress-gateway CRD for stateful and stateless pods, use the following CLI.

To enable the egress-gateway CRD for stateful and stateless pods, use the following CLI command in the cluster deployer:

configuration cilium enable-egress-gateway true

Configureload balancer algorithm

Details Configure load balancer algorithm and summarizes key parameters, requirements, and reference information. It
covers To configure Cilium’s load balancer algorithm, use the following CLI command.

To configure Cilium’s load balancer algorithm, use the following CLI command:

configuration cilium Ib-algorithm { maglev | random }

p
@ Note

Although 'magleVv' is available as a load balancer algorithm, it is currently recommended to use the 'random' algorithm.

|\ J

Enable legacy host routing

Details Enable legacy host routing and summarizes key parameters, requirements, and reference information. It covers
To enable Legacy Host Routing, which is disabled by default, configure the following command.

To enable Legacy Host Routing, which is disabled by default, configure the following command:

configuration cilium enable-legacy-host-routing true
Configure eBPF-based load balancing
Details configuration requirements for load balancer algorithm.

For eBPF-based load balancing, configure the following settings:

Enable both IPv4 and IPv6 networking for the cluster, if needed.

configuration ipv6-mode dual-stack

Configure Cilium as the cluster CNI plugin.

configuration cni type cilium

Cisco Ultra Cloud Core - Subscriber Microservices Infrastructure | Updated July 29, 2026
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Enable Multus support for attaching secondary network interfaces to pods.

configuration enable-multus true

Toinstall the Whereabouts | PAM plugin for secondary networ ks used with Multus:

Use the following command when workloads require additional network attachments with IP allocation outside the primary
Cilium pod network.

configuration whereabouts enabled

To enablethe optional node-slice controller for Whereabouts:

Use the following command when secondary-network IP allocation needs to scale across nodes or when node-slice-based
allocation behaviour is required.

configuration whereabouts enable-node-slice-controller true

To control which host interfaces Cilium should use for the datapath and service tr affic:

Use the following command on nodes with multiple uplinks, bond or bridge interfaces, or when interface selection must
be explicit and predictable.

To explicitly include devices named <device-namel> <device-name2>, use the following configuration:

configuration cilium devices [ <device-namel> <device-name2> ]

To prevent Cilium from automatically detecting additional usable deviceswhen devicesis configured:

Use the following configuration when Cilium should use only the explicitly configured interfaces:

configuration cilium force-device-detection false

Cisco Ultra Cloud Core - Subscriber Microservices Infrastructure | Updated July 29, 2026
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4 Deploy and configure UL B through Ops center

Topics:

ULB Ops center

Prerequisites for ULB deployment
Deploy the ULB

Access the ULB Ops center

Learn how to deploy and configure ULB through Ops Center. This procedure
covers prerequisites, deployment steps, and configuration of ULB in an
on-premise environment.

The installation process involves setting up the ULB on on-premise environment,
configuring necessary components, and verifying the installation.

The ULB is deployed as CN application using the following image.
Image Description

ulb.<release>.SPA.tgz The ULB software image that is used
to on-board the software in your
deployment environment.

The ULB deployment and configuration procedure involves the following stages.

Procedure

1. Deploy the ULB through the SMI Cluster Deployer.
2. Configure the settings or customizations through the ULB Ops Center.
The Ops Center is based on the ConfD CLI. The ULB configuration includes

the feature-specific configurations to provide highly efficient load balancing
capabilities.

Cisco Ultra Cloud Core - Subscriber Microservices Infrastructure | Updated July 29, 2026
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UL B Ops center

Explains the ULB Ops center, summarizing its key parameters, requirements, and reference information. It covers the
Ops Center as a system-level infrastructure providing deployment, configuration, and management functionality.

The Ops Center is a system-level infrastructure that provides the following functionality:

A user interface to trigger a deployment of microservices with the flexibility of providing variable helm chart parameters
to control the scale and properties of Kubernetes objects (deployment, pod, services, and so on) associated with the
deployment.

A user interface to push application-specific configuration to one or more microservices through Kubernetes
configuration maps.

A user interface to issue application-specific execution commands (such as show and clear commands). These
commands:

Invoke some APIs in application-specific pods

Display the information returned on the user interface application

The ULB Ops Center serves as the central point for configuration and deployment of ULB components (ULB operator and
agent) within the cluster. ULB Operator and Agent contain Helm charts and Docker files (images), which allows us to
conform to industry standards around how to install and manage ULB within Kubernetes. ULB Ops Center provides a
stable CLI/API for operators to manage the ULB in a holistic way. ULB OpsCenter uses helm v3 to directly communicate
with Kubernetes API server to install, upgrade, query, and remove Kubernetes resources.

The ULB Ops Center allows you to configure the features such as Neighbor Discovery, Resilience and Traffic Convergence,
and so on.

Prerequisitesfor UL B deployment

Explains the prerequisites for ULB deployment and summarizes key parameters, requirements, and reference information
before deploying ULB on the SMI layer.

Before deploying ULB on the SMI layer:
Ensure that all the virtual network functions (VNFs) are deployed.

Run the SMI synchronization operation for the ULB Ops Center and Cloud Native Common Execution Environment
(CN-CEE).

Ensure that the node labels are configured as per the recommended pod deployment layout.
Configure the external VIPs as per the ULB deployment requirement.

Enable Istio for pod-to-pod traffic load balancing.

Deploy the ULB

Provides instructions for deploying ULB, including required steps and verification actions.

Use this procedure to deploy the ULB in an on-premise environment, including preparation, deployment, and configuration
steps.

This procedure covers the end-to-end deployment of the ULB, including image handling, Helm chart configuration, and
log management for both operator and agent components.

Cisco Ultra Cloud Core - Subscriber Microservices Infrastructure | Updated July 29, 2026
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Before you begin
Before you begin the deployment of ULB in On-Premise environment, make sure the following prerequisites are met.
Ensure the Kubernetes cluster is installed and configured.

Linux Kernel version should be 5.4.x and above. To support the ULB eBPF-based fast path, ensure that every
participating node runs Linux kernel version 6.8.x or later.

Enable packet forwarding in the kernel.
p
[S] Note

ULB is deployed with the eBPF data path enabled by default and automatically installs and manages the ULB CNI
plugin on each node where the 1bs-agent pod runs, so no separate installation or configuration is required.
When a backend application pod references a ULB-generated NAD, Multus invokes the plugin to create the
ULB-managed pod interface and apply the configured settings.

\ J

p
@ Note

ULB does not use active/standby redundancy model. There is no dedicated active ULB instance with a corresponding
standby ULB peer.

ULB is deployed as a cluster-level networking product, similar to Cilium or Multus. Each Kubernetes cluster requires
one ULB deployment.

& J

Disable Reverse Path Filtering (that is, ‘rp_filter = 0’).
iptables: User-space utility program should be installed.

Cilium is installed using SMI/CNDP.

Procedure

1. Download the ULB image tar file from the designated source (https://software.cisco.com/).

Extract the tar file to unpack the Docker images.

2. Onboard and deploy the ULB image.
a) Load the Docker images and tag them as required.
b) Login to the Docker Hub and push the images.

c) Ensure you have the Helm charts for the ULB operator and agent. Update the ‘values.yaml’ file in the Helm charts
to use your Docker images.

d) Deploy the ULB (ULB operator and agents) using ULB Ops-center from cluster deployer.
e) Configure the ULB according to the requirements.

f) Ensure packet forwarding is enabled and reverse path filtering is disabled.

g) Update log tags configuration for ULB operator and agent.

Cisco Ultra Cloud Core - Subscriber Microservices Infrastructure | Updated July 29, 2026
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Use the following configuration commands for the operator:

config

logging name Ibs_oper ator.app.app level { debug | error |info | off | trace | warn }
logging name Ibs_oper ator.app.empcrd level { debug | error | info | off | trace | warn }
logging name Ibs_operator.app.lbcrd level { debug | error | info | off | trace|warn }
logging name Ibs_oper ator.app.service level { debug | error | info | off | trace | warn }
end

Use the following configuration commands for the agent:

config
logging name Ibs-agent.egress-mgr.app level { debug | error | info | off | trace | warn }
logging name Ibs-agent.egress-mgr.iptableslevel { debug | error |info | off | trace | warn

} logging name Ibs-agent.egress-mgr.iptables-oper level { debug | error | info | off | trace
e logging name Ibs-agent.egress-mgr.Ibs-iptableslevel { debug | error |info | off | trace |
wern logging name Ibs-agent.egress-mgr.egressmgr level { debug | error | info | off | trace |

V:am} logging name Ibs-agent.egress-mgr.listener level { debug | error | info | off | trace | warn

end

This log tag configuration allows precise control over the logging output, enabling effective monitoring,
troubleshooting, performance analysis, security auditing, and operational insights. By specifying different log levels
for various components, administrators can tailor the logging to meet specific needs and ensure the smooth
operation of the load balancing service.

3. Define and apply LoadBalancer and Egress Management Policy CRs as needed.

For a sample YAML file that includes Kubernetes Custom Resources, refer to the Appendix Sample custom resource
definitions for load balancer and egress management policy on page 62.

Accessthe UL B Ops center

Explains how to access the ULB Ops Center and summarizes key parameters, requirements, and reference information
for connecting via SSH.

You can connect to the ULB Ops Center through SSH using the following command:
ssh admin* @ ops_center_pod_ip -p 2024

Use the same user name and password as configured through the SMI Ops Center. For more information on the user
management for access control, refer to the CEE Configuration and Administration Guide .

By default, the Day 0 configuration is loaded into the ULB.
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5 Unified Load Balancer traffic distribution

Topics: Provides an overview of how the Unified Load Balancer (ULB) manages traffic

distribution across worker nodes and backend pods to ensure network reliability.
*  How the ULB works

*  ULB pod availability and
configuration reconciliation

The Unified Load Balancer (ULB) is a Cisco proprietary network function that
distributes incoming network traffic equally across all worker nodes. It ensures
high availability and reliability across network infrastructures by maintaining
consistent service IP addresses for ingress and egress traffic.

Key benefits

Traffic management: Prevents bottlenecks by balancing traffic across multiple
servers.

Scalability: Supports horizontal scaling to handle increased traffic loads.

Performance: Reduces latency through Direct Server Response (DSR).
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How the ULB works

Describes the stages of the random load balancer algorithm used by the ULB to distribute incoming requests to backend
Servers.

The ULB distributes incoming requests to backend servers using the random load balancer algorithm. This approach is
designed to minimize disruption when the backend server pool changes.

The algorithm ensures efficient request distribution and minimal impact during server pool changes.
Summary
Key components involved in this process include the ULB, backend servers, and the random load balancer algorithm.

ULB: Receives client requests and manages distribution to backend servers.

Backend servers: Handle the actual processing of client requests.

Random load balancer algorithm: Maps incoming requests to backend servers using a hash-based lookup table.
The process ensures that incoming requests are efficiently mapped to backend servers, and that changes in the server
pool result in minimal disruption to existing request mappings.

Workflow
These stages describe how the ULB distributes requests using the random load balancer algorithm.
1. When a client request arrives, the ULB uses the random algorithm to determine the appropriate backend server.

The client’s IP address (or another identifier) is used to generate a hash value.

The hash value is mapped to a backend server using a precomputed lookup table.

When the server pool... Then... And...
2. changes (addition/removal) the algorithm recalculates the lookup only a small fraction of mappings are
table affected.
remains stable the lookup table remains constant traffic distribution continues without
interruption.

UL B pod availability and configuration reconciliation

This topic describes how the system maintains traffic continuity and manages configuration updates during periods of
ULB pod unavailability. It outlines how existing traffic remains unaffected while the datapath is active, and explains the
reconciliation process that ensures configuration changes are applied once the ULB pods return to service.

If the ULB pods are stopped or temporarily unavailable, existing live traffic is not impacted. Traffic continues to be forwarded
using the datapath state that was already programmed before the ULB pods went down.

However, configuration changes made while the ULB pods are unavailable are not applied immediately. This includes
starting new application pods, adding, updating, or deleting LoadBalancer services, and adding, updating, or deleting
ULB CLI configuration. These changes are reconciled and applied after the ULB pods are running again.
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6 UL B features and configuration

Topics:

Resilience and traffic convergence
via BGP and BFD

Neighbor discovery
Core dump generation
Service outbound route (SOR)

Support for data path metrics based
on eBPF

Miscellaneous configurations

ULB cluster policy (UCP)

ULB network policy (UNP)

Direct service

Support for SCTP load balancing in
ULB

Support for GTP-C load balancing
in ULB

GTP-C egress management policy
custom resource

Support for PFCP load balancing in
ULB

Explains ULB features and configuration for technical implementation and
operations. It covers resilience and traffic convergence via BGP and BFD, neighbor
discovery, core dump generation, and service outbound route (SOR).

The ULB is designed to enhance network resilience, ensure rapid traffic
convergence, and manage network resources effectively.

p
@ Note

These features are currently applicable only for on-premises deployments.
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Resilience and traffic convergence via BGP and BFD

Explains how resilience and traffic convergence are achieved using BGP and BFD protocols, focusing on network stability
and rapid rerouting during node failures.

The ULB employs BGP and BFD protocols to maintain network stability and enable quick traffic rerouting during node
failures.

How theresilience and traffic conver gence works

Details how the resilience and traffic convergence works for technical implementation and operations. It covers BGP
integration, BFD for rapid failure detection, and limitations with BGP implementation.

BGP integration

Explains BGP integration and summarizes key parameters, requirements, and reference information. It covers how the
ULB service integrates with routing servers using BGP to facilitate real-time route advertisement.

The ULB service integrates with routing servers using BGP, facilitating real-time route advertisement and traffic
redistribution. This is implemented with Cilium support, requiring version 1.17 and above. Upon creating specific CRs,
Cilium deploys BGP routers and manages BGP sessions.

BFD for rapid failure detection

Describes how BFD enables swift detection of path failures between routers to ensure rapid failover and minimize traffic
disruption.

BFD is used to detect path failures between routers swiftly, ensuring quick failover and minimal traffic disruption.
Limitationswith BGP implementation
Outlines recommendations and constraints with BGP implementation to support consistent implementation.

Updating configurations, like timers, causes BGP sessions to restart.
Due to Cilium's limitations, applications cannot segregate traffic and instead use BGP interfaces for all traffic.

Even though BGP server mode is configured, Cilium's issues prevent it from working as a server.

Configurethe BGP
Provides instructions on how to configure the BGP.

Enable BGP functionality to support Resilience and Traffic Convergence in your network.

Procedure

1. Define BFD Peer Profile
2. Set up BGP Peer Profile
3. Configure BGP Router

Define the BFD peer profile

Learn how to define a BFD peer profile, including required steps and verification actions. This procedure covers configuration
for BFD functionalities such as timers for control and echo packets, and maximum retry settings.
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BFD peer profile provides configuration for BFD functionalities such as timers for control packets, echo packets, and
maximum retry for BFD messages.

The following steps describe how to define the BFD peer profile and the associated parameters on the ULB.

Procedure

1. Configure the BFD peer profile in Global Configuration mode.

Example

1lbs (config) # bfd-peer-profile bfd-profl

2. Specify the timer in seconds for transmitting and receiving the BFD control packets.
The valid range of rx-timer for BFD control packets is 10 to 60000 milliseconds. Default value is 10 milliseconds.

The valid range of tx-timer for BFD control packets is 10 to 60000 milliseconds. Default value is 250 milliseconds.

Example

1bs (config-bfd-peer-profile-bfd-profl)# control-msg rx-timer 10 tx-timer 250

3. Specify the timer in seconds for transmitting and receiving the BFD echo packets.

The valid range of rx-timer and tx-timer for echo packets is 10 to 60000 milliseconds. Default value is 90 milliseconds.

Example

1bs (config-bfd-peer-profile-bfd-profl)# echo-msg rx-timer 90 tx-timer 90

4. Specify the max retry of BFD messages to mark the BFD session down.

The valid range of max retry count is 1 to 255. Default value is 3.

Example

1bs (config-bfd-peer-profile-bfd-profl) # max-retry 3
5. Save and commit the configuration.

Example
lbs (config-bfd-peer-profile-bfd-profl)# end

This command lets you to either commit or ignore the configurations. Entering yes allows you to save or modify the
configurations.

Set up the BGP peer profile

Learn how to set up a BGP peer profile, including required steps and verification actions. Use this procedure to configure
BGP session parameters, timers, and related features for BGP advertisement resources.

BGP Peer profile provides configuration options for BGP session related functionalities, such as connection retry timer,
hold-timer, and keepalive-timer. This profile supports graceful restart, EBGP multihop, and advertise label features used
for BGP advertisement resources. The profile configuration also includes support for enabling BFD functionality.
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Use this procedure to define the BGP peer profile and the associated parameters on the ULB.

Procedure

1. Configure the BGP peer profile in Global Configuration mode.
Example
1lbs (config) # bgp-peer-profile bgp-profl
2. Configure the BFD peer profile.
Example

lbs (config) # bfd-peer-profile bfd-profl

3. Define the timers that are related to BGP sessions as needed.
Table 1: BGP Session Timer Parameters

CLI Command Description Range Default Value

connection-retry-timer Timer for connectiontobe 1to 300 12
retried on detecting peer
down or restart of pod

graceful-restart Enables graceful restart 1to 4095 Disabled
restart-timer functionality for BGP peers
hold-timer Timer negotiated with BGP 3 to 300 3

peer to hold the routes
advertised on detecting
peer down

keepalive-timer Timer duration for sending 1to 300 1
keep alive messages to BGP
peers

p
@ Note

Timers cannot be disabled; they can only be adjusted according to deployment needs. By default, graceful restart
is disabled.

\ J

4. Define the match label key/value configuration for BGP peer profiles. This label is used for BGP advertisement resources.

Example

1bs (config-bgp-peer-profile-bgp-profl) # advertise-label key advertise value
bgp

5. Configure EBGP multi hop count for BGP messages.
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Example

1lbs (config-bgp-peer-profile-bgp-profl) # ebgp-multihop 5

6. Save and commit the configuration.

Configurethe BGP router

Learn how to configure the BGP router, including required steps and verification actions. This procedure covers configuration
for virtual routers, BGP peering, and service IP advertisement.

The router supports configuration for virtual routers, BGP peering, and service IP advertisement. It also allows nodes to
be configured as BGP routers.

Use this procedure to configure a router as a BGP router, including BGP peer profiles, node selectors, and service IPs.

Procedure

1. Enter the global configuration mode.

Example

[clusterl/data] lbs# config
2. Configure the BGP router by specifying the ASN (Autonomous System Number) of BGP neighbor.

Example

1lbs (config) # router bgp 65000
3. Configure the BGP peer profile by specifying the profile name.

Example

1lbs (config-router-bgp-65000) # bgp-peer-profile bgp-profl
4. Specify the node selector using key-value pairs.

Example

1lbs (config-bgp-peer-profile-bgp-profl) # node-selector key feature value bgp
5. Configure the service name and IP address.

Example

1bs (config-bgp-peer-profile-bgp-profl) # service name web-service ip 192.168.1.1

6. Specify the peer name, AS number, and peer IP.
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Example

lbs (config-bgp-peer-profile-bgp-profl) # peer-name peer name
lbs (config-bgp-peer-profile-bgp-profl) # peer-as AS peer-ip IP address

7. Save and commit the configuration.

Example

1lbs (config-bgp-peer-profile-bgp-profl) # end

Use the following sample configuration to configure BGP and BFD settings.

config
bfd-peer-profile bfd-profl
control-msg rx-timer 10 tx-timer 250
echo-msg rx-timer 90 tx-timer 90
max-retry 3
exit
bgp-peer-profile bgp-profl
connection-retry-timer 12 hold-timer 3 keepalive-timer 1 ebgp-multihop
255
QAA
bfd-peer-profile bfd-profl
exit
router bgp 65000
bgp-peer-profile bgp-profl
node-selector key feature value bgp
service name pfcp ip 7.7.7.7
service name sll ip 8.8.8.8
peer-name leafl
peer-as 63141 peer-ip 120.20.20.120
exit
peer—-name leafl-v6
peer-as 63141 peer-ip 2006::98
exit
peer-name leaf?
peer-as 63141 peer-ip 130.30.30.130
exit
peer—-name leaf2-v6
peer-as 63141 peer-ip 3006::98
exit
exit

Neighbor discovery

Details neighbor discovery for technical implementation and operations. It covers how the neighbor discovery works,
configuring the refresh interval, interfaces, and node labels, and monitoring neighbor entries.

Neighbor discovery ensures stable network connectivity by addressing issues with ARP entries for neighbor IPs being
removed intermittently. This feature is supported to prevent traffic drops by maintaining these entries.

How the neighbor discovery works

Outlines the workflow for how the neighbor discovery works, including sequence, dependencies, and expected outcomes.
It covers how neighbor discovery enables administrators to configure neighbor IPs and interfaces using the CLI.
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Neighbor discovery enables administrators to configure neighbor IPs and interfaces using the CLI. The process can be
tailored to specific nodes by using labels.

Administrators can configure multiple interfaces, each with their own IP addresses.

Discovery is limited to nodes matching specified labels, or all nodes if no label is set.

Summary
Neighbor discovery involves the following key actors and components:

Administrator: Configures neighbor IPs and interfaces using the CLI.
CLI: Provides commands to set up neighbor discovery parameters.

Nodes: Participate in neighbor discovery based on configured labels.

Administrators use the CLI to configure neighbor discovery, which is then dynamically applied to nodes matching the
specified labels. If no label is configured, all nodes are included in the discovery process.

Workflow
These stages describe how neighbor discovery is configured and applied across nodes.
1. The administrator uses the CLI to configure neighbor IPs and interfaces, specifying labels if needed.

Access the CLI and enter neighbor discovery configuration mode.
Specify interfaces and assign IP addresses for each neighbor.

Optionally, configure labels to restrict discovery to specific nodes.

Neighbor discovery is limited to nodes matching the specified labels. If no label is configured, discovery is performed
on all nodes.

Configuration changes are dynamically applied across nodes, updating neighbor entries as needed.

Configuretherefresh interval, interfaces, and node labels

Provides instructions for configuring the refresh interval, interfaces, and node labels, including required steps and
verification actions.

The following steps describe how to configure the refresh intervals and multiple interfaces with associated IPs.

Procedure

1. Enter the global configuration mode.

Example

[clusterl/data] lbs# config
2. Configure the neighbor discovery details.

Example

1bs (config) # neighbor-discovery

3. Configure the refresh interval of neighbors in seconds.

The refresh interval is an integer from 1 to 3600 seconds. Default value is 30 seconds.
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Example

1lbs (config) # neighbor-discovery refresh-interval 45

4. Configure the interface through which the BGP neighbors should be reachable. Then, specify the associated IPv4 and
IPv6 next-hop addresses.

@ Note

You can set up multiple interfaces, each with several IP addresses.

Example

1bs (config) # neighbor-discovery interface v500
1bs (config*) # neighbor-discovery interface v500 nexthop 7.7.7.3
lbs (config*) # neighbor-discovery interface v500 nexthop 7:7:7::3

5. Specify the node selector using key-value pairs.

Example
lbs (config) # neighbor-discovery node-selector key feature value bgp

Neighbor discovery will be performed on each node matching any of the configured node labels. If no label is configured,
neighbor discovery is performed on all nodes.

6. Save and commit the configuration.

Example

lbs (config) # end

Use the following sample configuration to configure neighbor discovery service.

config
neighbor-discovery
refresh-interval 45
interface v500
nexthop 7.7.7.3
nexthop 7:7:7::3
exit
interface v501
nexthop 6.6.6.3
nexthop 6:6:6::3
exit
interface v502
nexthop 5.5.5.3
nexthop 5:5:5::3
exit
node-selector
key frontend value protocol
key testl value valuel
exit
exit
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Monitor neighbor entries
Details how to monitor neighbor entries and summarizes key parameters, requirements, and reference information.
Verify the entries using the following show command:

lbs# show running-config neighbor-discovery
neighbor-discovery
refresh-interval 10
node-selector

key keyl value valuel
key key2 value valueZ2
exit

interface v500
nexthop 7.7.7.3
nexthop 7:7:7::3

exit

interface v501
nexthop 6.6.6.3
nexthop 6:6:6::3

exit

exit

Coredump generation

Explains how ULB enables generation of core dump files for the ULB Agent and Operator processes, including storage
location and collection procedures for debugging.

ULB allows you to generate the core dump files for the ULB Agent and Operator processes in case of unexpected crashes
or restarts. These core dumps capture the memory state of the process at the time of the failure, providing valuable
information for debugging.

The core dump file is stored in the /var/lib/systemd/coredump/ directory on the node where the process was running.

Network administrators can manually collect the core dump file from each K8 node and analyze it using debugging tools.

Service outbound route (SOR)

Explains the Service Outbound Route (SOR) feature, including its technical implementation, operational benefits, limitations,
and how SOR works within Kubernetes clusters.

The Service Outbound Route (SOR) feature provides a policy-based mechanism to isolate outbound traffic for applications
within a Kubernetes cluster. It eliminates the need for manual configuration of static routes by allowing administrators to
define custom routing policies using a Custom Resource (CR). The SOR CR is referenced by Load Balancer (LB) CRs for
Direct Server Return (DSR) and Egress Management Policy (EMP) CRs for egress traffic.

Benefits of implementing SOR

Explains the benefits of implementing SOR, focusing on simplified network configuration, enhanced security, improved
compliance, and resource optimization for outbound routing.

Simplified network configuration: Automates the configuration of outbound routing, reducing manual effort and potential
errors.

Enhanced security: Isolates outbound traffic, enabling more granular control and security policies.

Improved compliance: Facilitates adherence to compliance requirements by ensuring outbound traffic follows defined
paths.
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Resource optimization: Reduces the operational overhead associated with managing static routes.

Limitations and restrictionswith SOR

Use these guidelines when implementing SOR to ensure backend application pods use separate target ports for different
applications or interfaces, and to understand feature applicability and protocol support.

Backend application pods must use separate target ports for different applications or interfaces in the respective LB
or EMP CRs.

This feature is applicable only for LB/EMP CRs that have a target port defined.
Currently, SOR is only applicable for UDP traffic.

How the SOR feature works

Describes how the SOR feature in the ULB isolates outbound traffic using routing tables and rules, detailing the actors,
workflow, and expected outcomes for outbound traffic management.

The SOR feature in the ULB isolates outbound traffic using routing tables and rules. For applications that require outbound
traffic isolation, the network administrator creates an SOR CR that specifies the next-hop (gateway IP address) and device
(network interface). The load balancer and endpoint custom resources reference this SOR CR to manage routing.

Network administrator creates an SOR CR specifying next-hop and device.
ULB assigns routing table ID and configures routes.

Load balancer and endpoint custom resources reference the SOR CR.

Summary
The main actors and components involved in this process are:

Network administrator: Creates and manages SOR CRs for outbound traffic isolation.
ULB (Unified Load Balancer): Assigns routing table IDs and configures routes based on SOR CRs.

Load balancer and endpoint custom resources: Reference SOR CRs to manage routing for associated pods.

This process ensures that outbound traffic from pods is routed through the specified gateway, enabling controlled and
efficient routing for outbound requests.

Workflow
These stages describe how the SOR feature manages outbound traffic routing using SOR CRs and routing tables.

1. The network administrator creates an SOR CR specifying the next-hop (gateway IP address) and device (network
interface).

2. The ULB assigns a unique routing table ID and configures routes using the specified next-hop and device.
3. Load balancer and endpoint custom resources reference the SOR CR to manage routing for associated pods.

4. IP rules are set so that pod traffic uses the corresponding routing table. Updates or deletions of pods trigger changes
or removal of these IP rules. Iptables are adjusted for load balancer events.

5. When a pod generates outbound traffic, the routing table linked to the SOR CR ensures the traffic is sent through the
configured gateway.
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Support for data path metrics based on eBPF

ULB supports dual eBPF-based metric capabilities, offering granular visibility into service traffic and operational data-path
events through distinct configuration methods.

ULB provides two independent eBPF-based metric capabilities. Service packet-and-byte metrics count packets and
bytes for each service and backend pod. ULB operational data-path metrics expose instrumented receive, session-initiation,
forwarding-path, and eBPF failure events through the ulb dp * metric families. Each capability has a separate
configuration and enablement method.

Service packet-and-byte metrics based on eBPF

This feature utilizes eBPF technology to enhance observability by tracking ingress and egress packet and byte metrics
within the ULB service.

ULB leverages Extended Berkeley Packet Filter (éBPF) technology to provide detailed visibility into the data path of the
ULB service. It collects metrics related to ingress and egress traffic, enabling administrators to monitor performance and
troubleshoot issues.

( N\

@ Note

This feature is supported only on Ubuntu Kernel versions which support CGROUP (Control Group) v2.

|\ J

Benefits of service packet-and-byte metrics

Explains the benefits of using data path metrics, including enhanced debugging, performance monitoring, and improved
visibility for network operations.

ULB provides the following benefits when using the data path metrics.

Enhanced debugging: Provides granular data path metrics, facilitating faster identification and resolution of network
issues.

Performance monitoring: Enables real-time monitoring of traffic throughput, allowing administrators to identify
bottlenecks and optimize performance.

Improved visibility: Offers insights into service traffic patterns, aiding in capacity planning and resource allocation.

Limitations of service packet-and-byte metrics

Explains the limitations in supporting data path metrics, including the impact of eBPF monitoring on system resources
and key considerations for monitoring overhead.

eBPF monitoring can introduce some overhead, so it's important to monitor the system resource usage.
How service packet-and-byte metric collection and reporting works

Describes how the data path metric collection and reporting works, including the sequence, dependencies, and expected
outcomes.

This feature helps in understanding network traffic flow within the Load Balancer Service.
Summary

The process involves several actors and components working together to collect and report network traffic metrics.
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eBPF: Passively observes traffic characteristics and counts packets and bytes for each service and pod.

ULB agent: Periodically collects the counts from eBPF and makes them available as metrics.

These metrics can be used for debugging and performance analysis.
Workflow
These stages describe the collection and reporting of data path metrics within the Load Balancer Service.
1. Enable metric collection feature using this CLI command.
metrics service-stats
Once enabled, the monitoring program (eBPF) starts observing traffic characteristics.
The feature is activated and ready for metric collection.
2. eBPF observes traffic and counts packets and bytes for each service and pod.
eBPF operates in the background, collecting data without impacting performance.
Traffic metrics are accumulated for each service and pod.
3. ULB agent collects the counts from eBPF and makes them available as metrics.

Metrics are periodically gathered and made accessible for debugging and performance analysis.

Enable service packet-and-byte metric collection by eBPF

Learn how to enable data path metrics collection, including required steps and verification actions. This procedure covers
the metrics service-stats command, highlighting key workflows, requirements, and expected outcomes.

Procedure

1. Enter the global configuration mode.
2. Run this command to enable the data path metrics collection feature.

metrics service-stats

( N\

@ Note

This CLI is disabled by default.

|\ J

3. Commit the changes.

UL B operational data-path metrics based on eBPF

Introduces ULB operational data-path metrics based on eBPF and outlines the primary scope. It covers Enable or disable
ULB data path operational statistics, Configure the ULB cluster policy, Verify the configuration, and Configure the ULB
cluster policy with IP pool.

ULB operational data-path metrics provide visibility into how traffic is processed by the ULB eBPF data path. They cover
whether the received traffic is reaching a configured ULB service, observe session-establishment activity, understand
the forwarding path selected by ULB, and identify eBPF processing failures.
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The metrics provide cumulative observations and do not represent a live count of currently active sessions or associations.
With the default 300-second exporter refresh interval, newly recorded activity can take up to five minutes to be exported.
The statistics map supports 16,384 service/interface entries.

The following metric families are exposed:

ulb_dp_rx_total

Confirm that packets for a configured ULB service are reaching the ULB eBPF processing path on the configured node
interfaces. The ulb_dp_rx_total metric identifies the service and reporting interface and indicates whether the traffic
arrived from an external peer or another participating node.

ulb_dp_session_total

Identify new session, connection, flow through ulb_dp_session_total. For example, an SCTP INIT processed for a new
association contributes to this counter. This metric reports initiation events.

ulb_dp_forward_total

Understand how ULB forwards service traffic through ulb_dp_forward_total. Administrators can distinguish forwarding
activity toward a local backend application pod, a backend on another participating node, or another supported forwarding
path. This information helps confirm whether traffic is following the expected ULB path.

ulb_dp_ebpf_failures

Identify eBPF data-path processing failures through ulb_dp_ebpf_failures. Failures are grouped by the processing reason,
helping to determine whether the problem occurred during packet validation, service lookup, backend resolution,
forwarding, or another monitored ULB operation. These counters report failures detected by the ULB data path; they do
not report application-level errors inside backend pods.

Enable or disable ULB data path operational statistics

Provides instructions for enable or disable ULB data path operational statistics, including required steps and verification
actions. It covers The cluster-scoped UlbStats resource controls operational data-path counting.

The cluster-scoped UlbStats resource controls operational data-path counting. These operational data-path statistics
are disabled by default . When the resource is applied, ULB propagates the configuration to participating ULB agent pods.
Configured eBPF programs update data-path statistics, and the exporter periodically exposes the resulting metric series
for Prometheus and Grafana.

Procedure

1. Configure the supported singleton UlbStats resource named ulb-stats.

apiVersion: lbs.cisco.com/vlalphal
kind: UlbStats
metadata:
name: ulb-stats
spec:
dataPathStats:
enable: true

2. Set spec.dataPathStats.enable to false and reapply the resource to disable the feature. Verify that the resource reports
an Applied phase:

kubectl get ulbstats ulb-stats
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p
@ Note

The existing metrics service-stats CLI controls a separate service packet-and-byte collector and does not replace
UlbStats.

Miscellaneous configur ations

Explains miscellaneous configurations for technical implementation and operations, including how to configure cilium BPF
map and enable cilium hubble statistics.

Configure the Cilium BPF map
Learn how to configure the Cilium BPF map by editing map sizes using CLI commands.

Use this procedure to edit the BPF map sizes for Cilium by entering the appropriate CLI commands.

You do not need to configure all map sizes; adjust them as needed for your setup. By default, this CLI does not set any
values, so Cilium BPF map sizes will follow Cilium's standards. After committing changes in this CLI, the Cilium pod will
restart. Ensure the values stay within the defined limits; otherwise, the commit will fail.

Procedure

Enter configuration mode and set the desired BPF map sizes using the following commands:

Example

config

cilium bpf auth-map-max <value>

cilium bpf fragments-map-max <value>
cilium bpf lb-affinity-map-max <value>
cilium bpf lb-maglev-map-max <value>
cilium bpf lb-maglev-table-size <value>
cilium bpf lb-map-max <value>

cilium bpf lb-rev-nat-map-max <value>
cilium bpf lb-service-backend-map-max <value>
cilium bpf lb-service-map-max <value>
cilium bpf lb-source-range-map-max <value>
cilium bpf map-dynamic-size-ratio <value>
cilium bpf neigh-global-max <value>

cilium bpf node-map-max <value>

cilium bpf policy-map-max <value>

-O 0O 0O O0OO0OO0OO0OO0OO0OO0OO0OO0OO0OOo
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You don't need to configure all map sizes; adjust them as needed for your setup.
By default, this CLI doesn't set any values, so Cilium BPF map sizes will follow Cilium's standards.
After committing changes in this CLI, the Cilium pod will restart.

Ensure the values stay within the defined limits. Else, the commit will fail.

Use the following table as a reference for the maximum size associated with these commands.
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Command
cilium bpf auth-map-max

cilium bpf fragments-map-max

cilium bpf Ib-affinity-map-max

cilium bpf Ib-maglev-map-max

cilium bpf Ib-maglev-table-size

cilium bpf Ib-map-max

cilium bpf Ib-rev-nat-map-max
cilium bpf
Ib-service-backend-map-max
cilium bpf Ib-service-map-max

cilium bpf Ib-source-range-map-max

cilium bpf map-dynamic-size-ratio

cilium bpf neigh-global-max

cilium bpf node-map-max

cilium bpf policy-map-max

Description
Maximum size for the BPF auth map

Maximum size for the BPF fragments
map

Maximum size for the BPF load
balancer affinity map

Maximum size for the BPF load
balancer Maglev map

Size of the BPF load balancer Maglev
lookup table.

Maximum size for the BPF load
balancer map

Maximum size for the BPF load
balancer reverse NAT map.

Maximum size for the BPF load
balancer service backend map.

Maximum size for the BPF load
balancer service map.

Maximum size for the BPF load
balancer source range

Ratio used for dynamically sizing BPF
maps relative to the amount of memory
available

Global maximum size for the BPF
neighbor map.

Maximum size for the BPF node map

Maximum size for the BPF policy map.
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Range
65536 10 4194304

4096 to 65536

65536 to 4194304

65536 to 4194304

MAGLEV_TABLE_SIZE_251
MAGLEV_TABLE_SIZE_509
MAGLEV_TABLE_SIZE_1021
MAGLEV_TABLE_SIZE_2039
MAGLEV_TABLE_SIZE_4093
MAGLEV_TABLE_SIZE_8191
MAGLEV_TABLE_SIZE_16381
MAGLEV_TABLE_SIZE_32749
MAGLEV_TABLE_SIZE_65521
MAGLEV_TABLE_SIZE_131071

65536 to 4194304

65536 to 4194304

65536 to 4194304

65536 to 4194304

65536 to 4194304

0.0t0 1.0

65536 to 4194304

16384 to 4194304

8192 to 16384
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Enablethe Cilium Hubble Statistics

Learn how to enable Cilium Hubble statistics, including the required configuration steps and important notes about default
behavior and pod restart.

Procedure

Enter configuration mode and enable Hubble statistics for data collection:

Example

config
metrics collection
exit

p
@ Note

This CLI is disabled by default. Enabling the Hubble statistics will restart the Cilium pod.

Enable or disable UL B data path logging

Provides instructions for enable or disable ULB data path logging, including required steps and verification actions. It
covers Data path logging is a separate cluster-wide troubleshooting control.

Data path logging is a separate cluster-wide troubleshooting control. ULB data-path logging is disabled by default. Set
spec.dataPathLogging.enable to true in ulb-logging to enable it and to false to disable it. This setting affects only eBPF
data-path diagnostic logging; normal component logging remains available.

Procedure

1. Configure the supported singleton UlbLogging resource named ulb-logging.

apiVersion: lbs.cisco.com/vlalphal
kind: UlbLogging
metadata:
name: ulb-logging
spec:
dataPathLogging:
enable: true

2. Verify that the resource reports an Applied phase:

kubectl get ulbloggings ulb-logging
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p
@ Note

Data path logging is intended only for brief, controlled troubleshooting. Enabling it can generate a high volume of
diagnostic output and cause a significant spike in CPU utilization, particularly under high traffic. Do not leave data
path logging enabled during normal production operation. Enable it only long enough to reproduce the issue and
collect the required information, and then disable it immediately

UL B cluster policy (UCP)

Introduces ULB cluster policy (UCP) and highlights key concepts, requirements, and operational considerations. It covers
The ULB Cluster Policy identifies the node interfaces through which ULB receives service traffic.

The ULB Cluster Policy identifies the node interfaces through which ULB receives service traffic. Configure the names of
the physical interfaces or VLAN subinterfaces used by the service-facing network. ULB applies this configuration across
the cluster and activates its ingress eBPF processing on each configured interface that is available and up.

The policy identifies interfaces; it does not create them. You can commit the policy even if a configured interface is
currently missing or down on one or more nodes. The policy remains valid, but an affected node cannot process ULB
service traffic through that interface. When the interface becomes available and up, ULB detects the change and begins
using it automatically; the administrator does not need to recommit the policy.

For service availability, ensure that the configured interface exists and is up on every node expected to receive ULB
service traffic. A missing or unavailable interface affects processing on that node but does not invalidate the cluster-wide
policy.

After the CLI configuration is committed, ULB automatically creates or updates the cluster-scoped policy. The administrator
does not create the Kubernetes resource or specify its generated name. Removing an interface from the CLI configuration
stops ULB from using that interface. Removing all interface entries removes the generated policy.

Configurethe ULB cluster policy

Provides instructions for configure the ULB cluster policy, including required steps and verification actions. It covers
Configure the node interfaces that ULB will use for service traffic.

Procedure

Configure the node interfaces that ULB will use for service traffic:

[clusterl/data] lbs# config

[clusterl/data] lbs(config)# cluster-policy

[clusterl/data] lbs(config-cluster-policy)# node-interface name ensl192.1001
[clusterl/data] lbs(config-cluster-policy)# exit

[clusterl/data] lbs(config)# end

Verify the configuration

Provides instructions for verify the configuration, including required steps and verification actions. It covers ULB
node-interface operational states, highlighting key workflows, requirements, and expected outcomes.
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Procedure

1. Verify that ULB created the policy with the intended interface names:

kubectl get ulbclusterpolicy global-ulb-cluster-policy -o yaml
Sample O/p:
kubectl get ulbclusterpolicy global-ulb-cluster-policy -o yaml
apiVersion: 1lbs.cisco.com/vlalphal
kind: UlbClusterPolicy
metadata:
name: global-ulb-cluster-policy
spec:
nodelInterfaces:
- name: ensl192.1001

2. Check the interface state reported for each node (the UlbNodelnfo will be created by ULB):

kubectl get ulbnodeinfos -o yaml
Sample O/p:

apiVersion: vl

items:

- apiVersion: lbs.cisco.com/vlalphal
kind: UlbNodeInfo
metadata:

name: <ulbnodeinfo-node-name-1>

spec:

interfaces:

- name: ensl192.1001
primaryIpvé4: <ipv4-address>
primaryIpv6: <ipv6-address>
state: up

nodeName: <node-name-1>

- apiVersion: lbs.cisco.com/vlalphal
kind: UlbNodeInfo
metadata:

name: <ulbnodeinfo-node-name-2>

spec:

interfaces:

- name: ensl92.1001
primaryIpvé4: <ipv4-address>
primaryIpv6: <ipv6-address>
state: up

nodeName: <node-nmae-2>

kind: List

UL B node-interface oper ational states

Details ULB node-interface operational states and summarizes key parameters, requirements, and reference information.
It highlights key workflows, requirements, and expected outcomes.

Reported state Meaning and administrator action

up The interface is available for ULB service processing. No
interface-level action is required.
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Reported state Meaning and administrator action

down The interface exists but is not operational. Bring the
interface up before directing service traffic to that node.

unknown The interface was not found. Verify the configured name or
create the required interface on that node.

p
@ Note

The presence of the ULB Cluster Policy confirms that the configuration was accepted. It does not confirm that the
configured interface is currently available on every node. Use the per-node interface state to verify operational readiness.

g J

Configurethe ULB cluster policy with 1P pool

Provides instructions for configure the ULB cluster policy with IP pool, including required steps and verification actions.
It covers Configure the node interfaces that ULB will use for service traffic, along.

Procedure

Configure the node interfaces that ULB will use for service traffic, along with the IP pool for the pod’s secondary interfaces.

[clusterl/data] lbs# config

[clusterl/data] lbs(config)# cluster-policy

[clusterl/data] lbs(config-cluster-policy)# node-interface name <interface-name>
[clusterl/data] lbs(config-cluster-policy)# pod-ip-pool name <pool-name>
ip-version v4 cidr <ipv4-cidr> node-subnet-prefix <ipv4-prefix>
[clusterl/data] lbs(config-cluster-policy)# pod-ip-pool name <pool-name>
ip-version v6 cidr <ipv6-cidr> node-subnet-prefix <ipv6-prefix>
[clusterl/data] lbs(config-cluster-policy)# exit

[clusterl/data] lbs(config)# end

UL B network policy (UNP)

Details ULB network policy (UNP) and summarizes key parameters, requirements, and reference information. It covers
Configure the ULB network policy.

The ULB Network Policy is a namespace-scoped ULB feature that defines an additional network attachment for application
pods. When the configuration is committed, ULB creates or updates the namespace-scoped UlbNetworkPolicy resource
and generates a Multus NetworkAttachmentDefinition (NAD) with the same name and namespace as the ULB Network
Policy. The generated NAD contains the information required by Multus and the ULB CNI to create the requested workload
network attachment. The backend application pod template references the generated NAD through
k8s.v1.cni.cncf.io/networks.

so required network can be attached to each pod replica. UNP supports multiple IPv4 and IPv6 Direct Service addresses
in a backend application network.
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Configurethe ULB network policy

Details Configure the ULB network policy and summarizes key parameters, requirements, and reference information. It
covers Configure direct service IPs.

Use the following task to configure the ULB network policy:

Configure direct service IPs

Configuredirect service | Ps

Provides instructions for configure direct service IPs, including required steps and verification actions. It covers
[cluster1/data] Ibs# config [cluster1/data] Ibs(config)# network-policy name [network-policy-name] namespace
[application-namespace] direct-service-ip ip j

Procedure

Configure direct service IPs

[clusterl/data] lbs# config

[clusterl/data] 1lbs(config)# network-policy name <network-policy-name> namespace
<application-namespace> direct-service-ip ip <ipv4/6-ip-address>
[clusterl/data] 1lbs(config)# network-policy name <network-policy-name> namespace
<application-namespace> direct-service-ip ip <ipv4/6-ip-address> interface-mtu
<1280..9000>[1500]

[clusterl/data] lbs(config)# end

p
@ Note

a) The optional interface-mtu setting applies to all workload interfaces created from the policy. The supported range
is 1280 through 9000, and the defaultis 1500. b) After updating a ULB Network Policy, recreate the affected application
pods. The updated network configuration is applied by the CNI workflow only when a pod is created; it is not applied
retroactively to network interfaces of running pods. Newly created pods receive the updated Direct Service IP addresses,
interface MTU, and other applicable NAD settings.

Verify the ULB network policy:

Provides instructions for verify the ULB network policy:, including required steps and verification actions. It covers kubectl
get ulbnetworkpolicy [network-policy-name] -n [application-namespace] -o yaml.

Procedure

Verify the ULB network policy

kubectl get ulbnetworkpolicy <network-policy-name> -n <application-namespace>
-0 yaml

Sample output:

apiVersion: lbs.cisco.com/vlalphal
kind: UlbNetworkPolicy
metadata:
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labels:

lbs.cisco.com/managed-by: ulb-operator

lbs.cisco.com/source: configmap
name: <network-policy-name>
namespace: <application-namespace>

spec:

features:

directServicelIPs:

- ip: <ipv4-address>

- ip:<ipv6-address>

- ip: <ipv6-address>

interface:

mtu: <mtu-size>

Configure UL B secondary network policy
Provides instructions for configure ULB secondary network policy, including required steps and verification actions. It
covers [cluster1/data] Ibs# config, highlighting key workflows, requirements, and expected outcomes.

Procedure

Configure ULB secondary network policy

[clusterl/data] lbs# config

[clusterl/data] lbs(config)# network-policy name <network-policy-name> namespace
<k8s-namespace> pod-ip-pool name <ip-pool-name>

[clusterl/data] 1lbs(config)# network-policy name <network-policy-name> namespace
<k8s-namespace> interface-mtu <1280..9000>[1500]

[clusterl/data] lbs(config)# end

p
@ Note

a. The supported range is 1280 through 9000, and the default is 1500.

b. After updating a ULB Network Policy, recreate/restart required backend application pods. The updated network
configuration is applied by the CNI workflow only when a pod is created; it is not applied retroactively to network
interfaces of running pods. Newly created pods receive the updated IP addresses, interface MTU, and other
applicable NAD settings.

Direct service

Details Direct service and summarizes key parameters, requirements, and reference information. It covers Direct Service
is a ULB feature that delivers service traffic to an eligible backend.

Direct Service is a ULB feature that delivers service traffic to an eligible backend application pod while preserving the
configured service IP address and port. It uses the node-ingress and pod-network resources configured through the ULB
Cluster Policy and ULB Network Policy, as described in their respective sections. The backend pod template references
the generated Multus NAD. When Multus creates the pod network, each configured Direct Service address is assigned
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to a separate ULB-managed interface inside every attached pod. This provides consistent service delivery whether the
selected backend is on the entry node or another participating node.

When traffic arrives on an operational node interface, the ULB ingress eBPF program matches the destination service IP
address, port, and protocol to a Direct Service LoadBalancer. It selects an eligible backend or reuses an existing valid
placement, then delivers the unchanged packet to a local backend or forwards it to the participating node hosting the
selected backend. Response traffic follows the ULB-managed return path toward the originating client or peer.

Support for SCTP load balancing in ULB

Details Support for SCTP load balancing in ULB and summarizes key parameters, requirements, and reference information.
It covers Manage SCTP service distribution.

ULB provides SCTP load balancing through Direct Service. Every SCTP LoadBalancer custom resource must set protocol:
SCTP and ulbDirectServiceEnabled: true. When ULB processes an SCTP INIT packet, it selects an eligible backend
application pod for the association. Subsequent packets use the same backend while the recorded association state
remains valid. For a multihomed association, traffic received through another learned peer address is also directed to the
same backend.

SCTP load-balancing configuration requirements

Table 2: SCTP load-balancing configuration requirements

Area Administrator requirement

Node ingress availability The ULB Cluster Policy remains valid if a configured
interface is missing or down. A node can receive ULB
service traffic through that interface only while it reports
state: up. ULB begins using the interface automatically when
it becomes operational.

Backend network attachment Each backend pod intended to receive SCTP Direct Service
traffic must be created from a pod template that references
the generated NAD. This creates the ULB-managed
interfaces and service addresses inside the pod.

Protocol and feature Set protocol: SCTP and ulbDirectServiceEnabled: true in
the LoadBalancer.

Service addresses Use the same address set in the LoadBalancer servicelPs
and the ULB Network Policy.

Ports and application Set servicePort and target.port to the same value. The
backend application must accept SCTP traffic on the
configured service addresses and port.

Backend selection Configure target.selectors.matchLabels to match the
intended backend application pods in the LoadBalancer
namespace.

Interface MTU Optionally configure an MTU from 1280 through 9000. The

default is 1500.

ULB configuration and generated resources for SCTP load balancing

Figure 2: ULB configuration and generated resourcesfor SCTP load balancing
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For an SCTP deployment, configure the intended node interface through the ULB Cluster Policy and the service addresses
through the ULB Network Policy, as described in their respective sections.

ULB processes the committed configuration and automatically creates or updates the corresponding Kubernetes resources.
The administrator does not create these resources manually.

The ULB Cluster Policy contains the node interfaces on which ULB processes incoming service traffic. The ULB Network
Policy contains the Direct Service IP addresses and, when required, the interface MTU. For each ULB Network Policy,
ULB also creates a Multus NetworkAttachmentDefinition in the same namespace and with the same name as the policy.
Backend application pod templates reference this name through the k8s.v1.cni.cncf.io/networks pod annotation. When
Multus creates the pod network, each configured service address is assigned to a separate ULB-managed interface inside
the pod.

To verify the generated resources, use:

kubectl get ulbclusterpolicy global-ulb-cluster-policy
kubectl get ulbnetworkpolicy -n <application-namespace> <network-policy-name>

kubectl get network-attachment-definitions -n <application-namespace>
<network-policy-name>

Configure an SCTP direct service LoadBalancer

Provides instructions for configure an SCTP direct service LoadBalancer, including required steps and verification actions.
It covers The following example creates a dual-stack SCTP LoadBalancer.

The following example creates a dual-stack SCTP LoadBalancer. Apply it after the ULB Network Policy, generated NAD,
backend application pod annotation, and backend application pods are ready.

Procedure

Configure an SCTP direct service LoadBalancer

apiVersion: 1lbs.cisco.com/vlalphal
kind: LoadBalancer
metadata:
labels:
app: <sample-application>
component: <sample-component>
release: <sample-release>
name: <loadbalancer-name>
namespace: <application-namespace>
spec:
protocol: SCTP
servicelIPs:
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- <ipv6-address>
- <ipv6-address>
- <ipv4-address>
- <ipvé4-address>
servicePort: 9002

target:
port: 9002
selectors:

matchLabels:
<label-Keyl>: <label-Valuel>
<label-Key2>: <label-Value2>
<label-Key3>: <label-Value3>

ulbDirectServiceEnabled: true

Manage SCTP servicedistribution

Details Manage SCTP service distribution and summarizes key parameters, requirements, and reference information. It
covers Use the ULB Ops Center service-distribution commands to inspect or deliberately reset SCTP associations.

Use the ULB Ops Center service-distribution commands to inspect or deliberately reset SCTP associations for one Direct
Service LoadBalancer. The commands apply only to an SCTP LoadBalancer with Direct Service enabled.

Figure 3: SCTP service-distribution operational command flow

SCTP service-distribution operational command flow
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Table 3: SCTP service-distribution operational command flow

Operation Behavior and use

count Read-only. Reports SCTP association placement and
identifies associations that are inconsistent with the active
distribution.

rebalance Disconnects only inconsistent SCTP associations. Clients
reconnect and are placed according to the current
distribution.

flush Disconnects all discoverable SCTP associations for the
LoadBalancer. Use only during a planned, disruptive service
operation.

Cisco Ultra Cloud Core - Subscriber Microservices Infrastructure | Updated July 29, 2026



| ULB features and configuration | 46

Count the current SCTP association distribution:

loadbalancer service distribution count IbName loadbalancer-name namespace application-namespace
Disconnect only inconsistent SCTP associations:

loadbalancer service distribution rebalance IbName loadbalancer-name namespace application-namespace
Disconnect all discoverable SCTP associations:

loadbalancer service distribution flush IbName loadbalancer-name namespace application-namespace

p
@ Note

rebalance and flush take effect immediately. Run count first, verify the LoadBalancer name and namespace, and
schedule flush as a disruptive operation.

g J

The Ibs-operator pod aggregates results from running Ibs-agent pods and returns one combined table to the ULB Ops
Center CLI. Healthy-ULB agent pod rows remain visible, and any failed agent pod’s status is listed under ERRORS with a
customer-readable reason.

Support for GTP-C load balancingin ULB

Introduces Support for GTP-C load balancing in ULB and highlights key concepts, requirements, and operational
considerations. It covers ULB provides an eBPF-based GTP-C load balancer that distributes GTPv2-C traffic across
backend pods.

ULB provides an eBPF-based GTP-C load balancer that distributes GTPv2-C traffic across backend pods while maintaining
session affinity. It handles node-level messages, new-session messages, and existing-session messages independently.
Applications can use separate backend pod groups for session-level and node-level GTPv2-C traffic.

GTP Session Management:

When a new subscriber session is initiated, ULB selects a GTP-C service instance using the configured load-balancing
algorithm. After the session is established, ULB maintains the session affinity so that all subsequent messages associated
with that session are processed by the same service instance.

Egress GTPv2-C session messages generated by a GTP-C service pod are routed through ULB to the appropriate external
peer. This enables ULB to route both ingress and egress GTPv2-C traffic while ensuring consistent session processing.

GTP Peer Management:

ULB supports GTPv2-C peer management by routing peer-related signalling messages to the appropriate GTP-C
node-management pods. Currently, ULB uses a random-selection algorithm to distribute peer-management messages
across the available node-management backend pods.

GTP-C load balancer custom resource

Details GTP-C load balancer custom resource for technical implementation and operations. It highlights key workflows,
requirements, and expected outcomes.

This section includes the sample configurations for the GTP-C load balancer custom resource.
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Session level messages

Introduces Session level messages and outlines the primary scope. It covers apiVersion, highlighting key workflows,
requirements, and expected outcomes.

apiVersion: lbs.cisco.com/vlalphal
kind: LoadBalancer
metadata:
name: <gtpc-sess-lb-name>
spec:
1bMode: bpf
protocol: GTPC
servicelPs:
- <ipv4d-address>
servicePort: 2123
target:
port: <target-port>
selectors:
matchLabels:
<label-keyl>: <label-valuel>
<label-key2>: <label-value2>
trafficManagementPolicyRef: <gtpc-sess-tmp-name>
ulbDirectServiceEnabled: false

Node level messages

Introduces Node level messages and outlines the primary scope. It covers apiVersion, highlighting key workflows,
requirements, and expected outcomes.

apiVersion: 1lbs.cisco.com/vlalphal
kind: LoadBalancer
metadata:
name: <gtpc-node-lb-name>
spec:
1bMode: bpf
protocol: GTPC
servicelPs:
- <ipv4-address>
servicePort: 2123
target:
port: <target-port>
selectors:
matchLabels:
<label-keyl>: <label-valuel>
<label-key2>: <label-value2>
trafficManagementPolicyRef: <gtpc-node-tmp-name>
ulbDirectServiceEnabled: false

GTP-C traffic management policy custom resource

Details GTP-C traffic management policy custom resource for technical implementation and operations. It highlights key
workflows, requirements, and expected outcomes.
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Session level messages

Introduces Session level messages and outlines the primary scope. It covers apiVersion, highlighting key workflows,
requirements, and expected outcomes.

apiVersion: 1lbs.cisco.com/vlalphal

kind: TrafficManagementPolicy

metadata:
name: <gtpc-sess-tmp-name>

spec:
# GTP-C v2 session message handling (Message Type >= 32)
gtpcSessionMessages:

# Load balancing algorithm
algorithm: RANDOM LOCAL

# Affinity policy

sessionAffinity:
# Node identifier extraction
nodelIdentifier:
target:
header: GTPC # GTP-C Header
offset: 4 # TEID field offset
length: 4 # TEID is 4 bytes
operation:
type: BITWISE AND
mask: "0x3C000000" # Extract bits 26-29 (4 bits)

# Session identifier extraction
sessionlIdentifier:

target:
header: GTPC # GTP-C Header
offset: 4 # TEID field offset
length: 4 # TEID is 4 bytes
operation:
type: BITWISE AND
mask: "OxO3FFFFFE" # Extract bits 0-25 (26 bits)

# Session Map provisioning strategy
sessionMap:
provisioningMode: APPLICATION PUSH NOTIFICATION

# Affinity Notification
affinityNotification:
# Currently single rule is allowed
rules:
- condition: KEY NOT FOUND

# Action to take by marking spare bit in GTP-C Header
# SET _GTPC_SPARE BIT1l: Set spare bit 1 in GTPC Header
# SET GTPC SPARE BIT2: Set spare bit 2 in GTPC Header
action: SET GTPC SPARE BIT1

Node level messages

Introduces Node level messages and outlines the primary scope. It covers apiVersion, highlighting key workflows,
requirements, and expected outcomes.

apiVersion: lbs.cisco.com/vlalphal
kind: TrafficManagementPolicy
metadata:
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name: <gtpc-node-tmp-name>

spec:
# GTP-C v2 node message handling (Message Type < 32)
gtpcNodeMessages:

# Load balancing algorithm (RANDOM)
algorithm: RANDOM

GTP-C egress management policy custom resource

Details GTP-C egress management policy custom resource for technical implementation and operations. It highlights key
workflows, requirements, and expected outcomes.

Session level messages

Introduces Session level messages and outlines the primary scope. It covers apiVersion, highlighting key workflows,
requirements, and expected outcomes.

apivVersion: lbs.cisco.com/vlalphal
kind: EgressManagementPolicy
metadata:

name: <gtpc-sess-emp-name>
spec:

egressIPs:

- <gtpc-service-IP>

egressMode: bpf

egressbort:
stateful:
- podName: <gtpc-sess-0-name>
portRanges:

- <port-rangell...port-rangeln>
- podName: <gtpc-sess-l-name>
portRanges:
- <port-range2l...port-range2n>
- podName: <gtpc-sess-2-name>
portRanges:
- <port-range3l...port-range3n>
- podName: <gtpc-sess-3-name>
portRanges:
- <port-range4l...port-rangedn>
- podName: <gtpc-sess-4-name>
portRanges:
- <port-rangebl...port-rangebn>
protocol: GTPC
target:
selectors:
matchLabels:
<label-keyl>: <label-valuel>
<label-key2>: <label-value2>

Node level messages

Details Node level messages for technical implementation and operations. It covers PFCP session management and PFCP
peer management, highlighting key workflows, requirements, and expected outcomes.

For GTP-C Echo Request and Response messages, both the source and destination ports are typically set to 2123. If an
application uses a different source-port range for these messages, an EMP CR can be configured for node-level traffic
in the same way as the session-level EMP CR described above.
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Limitations:

Outlines recommendations and constraints for Limitations: to support consistent implementation. It covers ULB does not
explicitly handle fragmented IPv4 packets or IPv6 extension-header chains.

1. ULB does not explicitly handle fragmented IPv4 packets or IPv6 extension-header chains.
2. Rolling upgrades and downgrades are not supported in this release.
3. GTPv1-C message handling is not supported in this release.

4. Recovery from resiliency events, such as pod or node restarts, is not supported in this release.

Support for PFCP load balancingin ULB

Details Support for PFCP load balancing in ULB and summarizes key parameters, requirements, and reference information.
It covers ULB provides an eBPF-based PFCP load balancer that distributes PFCP traffic across backend pods.

ULB provides an eBPF-based PFCP load balancer that distributes PFCP traffic across backend pods while maintaining
session affinity. It handles node-level messages, new-session messages, and existing-session messages independently.
Applications can use separate backend pod groups for session-level and node-level PFCP traffic.

PFCP load balancer custom resource

Details PFCP load balancer custom resource for technical implementation and operations. It highlights key workflows,
requirements, and expected outcomes.

Session level messages

Introduces Session level messages and outlines the primary scope. It covers apiVersion, highlighting key workflows,
requirements, and expected outcomes.

apiVersion: lbs.cisco.com/vlalphal
kind: LoadBalancer
metadata:
name: <pfcp-sess-lb-name>
spec:
1bMode: bpf
protocol: PFCP
servicelPs:
- <ipv4 address>
servicePort: 8805
target:
port: <target-port>
selectors:
matchLabels:
<label-keyl>: <label-valuel>
<label-key2>: <label-value2>
trafficManagementPolicyRef: <pfcp-sess-tmp-name>
ulbDirectServiceEnabled: false

Node level messages

Introduces Node level messages and outlines the primary scope. It covers apiVersion, highlighting key workflows,
requirements, and expected outcomes.

apiVersion: 1lbs.cisco.com/vlalphal
kind: LoadBalancer
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metadata:
name: <pfcp-node-lb-name>
spec:
1bMode: bpf
protocol: PFCP
servicelPs:
- <pfcp-service-ip>
servicePort: 8805
target:
port: <target-port>
selectors:
matchLabels:
<label-keyl>: <label-valuel>
<label-key2>: <label-value2>

trafficManagementPolicyRef: <pfcp-node-tmp-name>
ulbDirectServiceEnabled: false

PFCP traffic management policy custom resource

Details PFCP traffic management policy custom resource for technical implementation and operations. It highlights key
workflows, requirements, and expected outcomes.

Session level messages

Introduces Session level messages and outlines the primary scope. It covers apiVersion, highlighting key workflows,
requirements, and expected outcomes.

apiVersion: lbs.cisco.com/vlalphal

kind: TrafficManagementPolicy

metadata:
name: <pfcp-sess-lb-name>

spec:
# PFCP session message handling (Message Type >= 50)
pfcpSessionMessages:

# Load balancing algorithm
algorithm: RANDOM LOCAL

# Affinity policy

sessionAffinity:
# Node identifier extraction
nodeldentifier:
target:
header: PFCP # PFCP Header
offset: 4 # SEID field offset
length: 8 # SEID is 8 bytes
operation:
type: BITWISE AND
mask: "0x3C00000000000000" # Extract bits 58-61 (4 bits)

# Session identifier extraction
sessionIdentifier:

target:
header: PFCP # PFCP Header
offset: 4 # SEID field offset
length: 8 # SEID is 8 bytes
operation:
type: BITWISE AND
mask: "OxO3FFFFFFFFFEFFFEE" # Extract bits 0-57 (58 bits)
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# Session Map provisioning strategy
sessionMap:
provisioningMode: APPLICATION PUSH NOTIFICATION

# Affinity Notification
affinityNotification:
# Currently single rule is allowed
rules:
- condition: KEY NOT FOUND

# Action to take by marking spare bit in PFCP Header
# SET PFCP SPARE BIT4: Set spare bit 4 in PFCP Header

# SET_PCFP_SPARE BIT5: Set spare bit 5 in PFCP Header
action: SET PFCP_SPARE BIT4
Node level messages

Introduces Node level messages and outlines the primary scope. It covers apiVersion, highlighting key workflows,
requirements, and expected outcomes.

apiVersion: lbs.cisco.com/vlalphal
kind: TrafficManagementPolicy

metadata:
name: <pfcp-node-tmp-name>

spec:
# PFCP node message handling (Message Type < 50)
pfcpNodeMessages:

# Load balancing algorithm (RANDOM)
algorithm: RANDOM

PFCP egress management policy custom resource

Details PFCP egress management policy custom resource for technical implementation and operations. It highlights key
workflows, requirements, and expected outcomes.

Session level messages

Introduces Session level messages and outlines the primary scope. It covers apiVersion, highlighting key workflows,
requirements, and expected outcomes.

apiVersion: lbs.cisco.com/vlalphal
kind: EgressManagementPolicy
metadata:

name: <pfcp-sess—-emp-name>
spec:

egressIPs:

- <pfcp-service-ip>

egressMode: bpf

egressPbort:

stateful:
- podName: <pfcp-sess-0-name>
portRanges:

- <port-rangell...port-rangeln>
- podName: <pfcp-sess-l-name>

portRanges:

- <port-range2l...port-range2n>
- podName: <pfcp-sess-2-name>

portRanges:
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- <port-range3l...port-range3n>
- podName: <pfcp-sess-3-name>
portRanges:
- <port-range3l...port-rangedn>
- podName: <pfcp-sess—-4-name>
portRanges:
- <port-range4l...port-rangebn>
protocol: PFCP
target:
selectors:
matchLabels:
<label-keyl>: <label-valuel>
<label-key2>: <label-value2>

Node level messages
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Introduces Node level messages and outlines the primary scope. It covers apiVersion, highlighting key workflows,

requirements, and expected outcomes.

apiVersion: lbs.cisco.com/vlalphal
kind: EgressManagementPolicy
metadata:

name: <pfcp-node-emp-name>
spec:

egressIPs:

- <pfcp-service-ip>

egressMode: bpf

egressPbort:
stateful:
- podName: <pfcp-node-0-name>
portRanges:

- <port-rangell...port-rangeln>
- podName: <pfcp-node-l-name>
portRanges:
- <port-range2l...port-range2n>
protocol: PFCP
target:
selectors:
matchLabels:
<label-keyl>: <label-valuel>
<label-key2>: <label-value2>

Limitations:

Outlines recommendations and constraints for Limitations: to support consistent implementation. It covers ULB does not

explicitly handle fragmented IPv4 packets or IPv6 extension-header chains.

1. ULB does not explicitly handle fragmented IPv4 packets or IPv6 extension-header chains.

2. Rolling upgrades and downgrades are not supported in this release.

3. Recovery from resiliency events, such as pod or node restarts, is not supported in this release.
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7 Performance metricsand KPIs

Topics: Explains performance metrics and KPlIs for technical implementation and
‘ operations. It covers ULB operator metrics and ULB agent metrics, highlighting
* ULB operator metrics key workflows, requirements, and expected outcomes.

. LB agent metrics . . . .
ULB agent metrics This section outlines the key metrics that can be used to assess the performance

of ULB.
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Explains ULB operator metrics and summarizes key parameters, requirements, and reference information.

The following are the ULB operator metrics.

Name

bechebrosr asom iesouce aot 9.0 tH

Labels: [NameSpace, Kind,
CrName, SvcName,
PodName, Error]

becbeaoar asom resouce acd fH od

Labels: [NameSpace, Kind,
CrName, SvcName,
PodName, Error]

beckebre a.som e mody s oEs

Labels: [NameSpace, Kind,
CrName, SvcName,
PodName, Error]

bechebroar asom lesouce odky &

Labels: [NameSpace, Kind,
CrName, SvcName,
PodName, Error]

bechebro a.som iesue o s oS tH

Labels: [NameSpace, Kind,
CrName, SvcName,
PodName, Error]

beckeboar asom rlesouce ckee H 1

Labels: [NameSpace, Kind,
CrName, SvcName,
PodName, Error]

asuEpepsctnEEalsest

Labels: [NameSpace, Kind,
CrName, SvcName,
PodName, Error]

aFsragpTepEsasmeseat] fith

Labels: [NameSpace, Kind,
CrName, SvcName,
PodName, Error]

asugepksctmeETa sesti

Labels: [NameSpace, Kind,
CrName, SvcName,
PodName, Error]

Data Type
INT64

INT64

INT64

INT64

INT64

INT64

INT64

INT64

INT64

Metric Type

Counter

Counter

Counter

Counter

Counter

Counter

Counter

Counter

Counter

Description

Total number of successful
loadbalancer custom
resource add requests
received.

Total number of failed
loadbalancer custom
resource add requests
received.

Total number of successful
loadbalancer custom
resource modify requests
received.

Total number of failed
loadbalancer custom
resource modify requests
received.

Total number of successful
loadbalancer custom
resource delete requests
received.

Total number of failed
loadbalancer custom
resource delete requests
received.

Total number of successful
egressmanagementpolicies
custom resource add
requests received.

Total number of failed
egressmanagementpolicies
custom resource add
requests received.

Total number of successful
egressmanagementpolicies
custom resource modify
requests received.
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Name

gsmapepsctmee /s

Labels: [NameSpace, Kind,
CrName, SvcName,
PodName, Error]

asugnepsctmEEdksest

Labels: [NameSpace, Kind,
CrName, SvcName,
PodName, Error]

apsaape s ctmeE dibfitd

Labels: [NameSpace, Kind,
CrName, SvcName,
PodName, Error]

saioe modly 1od nat bechebroa; onrer

Labels: [NameSpace, Kind,
CrName, SvcName,
PodName, Error]

s dese 1o ot bechedbros; o

Labels: [NameSpace, Kind,
CrName, SvcName,
PodName, Error]

siemul/tirdersraapreiisove

Labels: [NameSpace, Kind,
CrName, SvcName,
PodName, Error]

wirdistidepsraaprehis ove

Labels: [NameSpace, Kind,
CrName, SvcName,
PodName, Error]

Data Type
INT64

INT64

INT64

INT64

INT64

INT64

INT64

Metric Type

Counter

Counter

Counter

Counter

Counter

Counter

Counter
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Description

Total number of failed
egressmanagementpolicies
custom resource modify
requests received.

Total number of successful
egressmanagementpolicies
custom resource delete
requests received.

Total number of failed
egressmanagementpolicies
custom resource delete
requests received.

Total number of service
modify

requests failed due to
service

not owned by load balancer

Total number of service
delete

requests failed due to
service

not owned by load balancer

Total number of service
modify

requests failed due to
service

not owned by

egressmanagementpolicies

Total number of service
modify

requests failed due to
service

not owned by

egressmanagementpolicies.

The following table provides description of the labels associated with the operator metrics.

Label Name Label Type Description

NameSpace STRING Namespace in which the resource is

created.
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Label Name Label Type Description

Kind STRING It will display the kind of resource
created.

CrName STRING Name of the Custom Resource.

SvcName STRING Name of the service created.

PodName STRING Name of the pod.

Error STRING Error string in case of failure.

UL B agent metrics

Explains ULB agent metrics and summarizes key parameters, requirements, and reference information.
The following are the ULB agent metrics.
Name Data Type Metric Type Description

epsragprepd/atmreatiestti  INT64 Counter Total number of
egressmanagementpolicies
custom resource add events
received.

apsaaprepcorsenalesttt INT64 Counter Total number of
egressmanagementpolicies
custom resource modify
events received.

apsraageictmesredicastt INT64 Counter Total number of
egressmanagementpolicies
custom resource delete
events received.

pod_add_event_total INT64 Counter Total number of pod add
events received.

pod_add_event_ignore_total INT64 Counter Total number of pod add
events ignored.

pod_maodify_event_total INT64 Counter Total number of pod modify
events received.

pod_modify_event_ignore_total INT64 Counter Total number of pod modify
events ignored.

pod_delete_event_total INT64 Counter Total number of pod delete
events received.

node_add_event_total INT64 Counter Total number of node add

Label: component events received.
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Name

node_add_event_ignored_total

Label: component (value:
neigbor)

node_modify_event_total

Label: component (value:
neigbor)

node_modify_event_ignored_total

Label: component (value:
neigbor)

node_delete_event_total

Label: component (value:
neigbor)

beckebo; asomesue at eat

beckebor asomesuce ok et 04

beckebros asomesauce mody eat 0

loadbalancer_pod_add_event_total

loackatancer._pod_moify_event total

loachalancer_pod_delete_event_fotal

Data Type
INT64

INT64

INT64

INT64

INT64

INT64

INT64

INT64

INT64

INT64

Metric Type

Counter

Counter

Counter

Counter

Counter

Counter

Counter

Counter

Counter

Counter
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Description

Total number of node add

events ignored.

Total number of node

modify events received.

Total number of node

modify events ignored.

Total number of node delete

events received.

Total number of load
balancer custom
resource add events

received.

Total number of load
balancer custom
resource delete events

received.

Total number of load
balancer custom
resource modify events

received.

Total number of load
balancer pod add events

received.

Total number of load
balancer pod modify

events received.

Total number of load
balancer pod delete

events received.
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Name

bechebroer pod actl evert ioed 1o

beckebrosr pod modky evert ioed o

bechoebroer podl cie evrt igroed o

sxim ook astomence atjeattd

simtnrhketmenenolestt

simtorde ctmsie dibaatti

simtrheesmratiestyoti

sEnmrhectmsEN estgueit

sintorhectmesrdibostyositi

Data Type
INT64

INT64

INT64

INT64

INT64

INT64

INT64

INT64

INT64

Metric Type

Counter

Counter

Counter

Counter

Counter

Counter

Counter

Counter

Counter
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Description

Total number of load
balancer pod add events

ignored.

Total number of load
balancer pod modify

events ignored.

Total number of load
balancer pod delete

events ignored.

Total number of service
outbound route custom
resource add events

received.

Total number of service
outbound route custom
resource modify events

received.

Total number of service
outbound route custom
resource delete events

received.

Total number of service
outbound route custom
resource add events

ignored.

Total number of service
outbound route custom
resource modify events

ignored.

Total number of service
outbound route custom
resource delete events

ignored.
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Name

svc_packet_count

Labels: [svc_ip, svc_name,
pod_ip, pod_port,
pod_name, protocol,
direction]

svc_byte_count

Labels: [svc_ip, svc_name,
pod_ip, pod_port,
pod_name, protocol,
direction]

Data Type
INT64

INT64

Metric Type

Counter

Counter
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Description

Total number of packets per
service IP.

Total number of bytes per
service IP.

The following table provides description of the labels associated with some of the agent metrics.

Label Name
svC_ip
svc_name
pod_ip
pod_port
pod_name
protocol

direction

Label Type
STRING
STRING
STRING
STRING
STRING
STRING
STRING

Description

IP address of the service.
Name of our EMP service

Ip address of the backend pod
Port used by backend pod
Name of the backend pod.

L4 protocol - TCP or UDP

IN/OUT packet direction.

When data path statistics are enabled via the ULBConfig CR, each ULB agent publishes protocol-neutral eBPF data path
operational statistics to Prometheus:

Name

ulb_dp_rx_total

ulb_dp_session_total

ulb_dp_forward_total

ulb_dp_ebpf_failures

Data type
INT64

INT64

INT64

INT64

Metric type
Gauge

Gauge

Gauge

Gauge

Description

Cumulative packet observations
attributed to a configured ULB service,
classified by reporting interface and
packet source.

Cumulative protocol-defined session,
connection, or flow initiation
observations.

Cumulative instrumented ULB
forwarding-path events. A packet can
contribute to more than one path value.

Cumulative instrumented eBPF failure
events grouped by reason.

The following table describes the labels associated with the above eBPF data path operational ulb_dp_* stats:

Label name

Label type

Description

Cisco Ultra Cloud Core - Subscriber Microservices Infrastructure | Updated July 29, 2026



app_namespace

resource_name

service_ip

service_port

protocol

ifname

source

path

reason

STRING

STRING

STRING

STRING

STRING

STRING

STRING

STRING

STRING

| Performance metrics and KPIs | 61

Kubernetes namespace associated with the ULB
service.

Name of the ULB resource associated with the
service.

IPv4 or IPv6 address of the configured ULB service.
Port associated with the configured ULB service.

Protocol associated with the service. Values are
exported in lowercase, such as udp, tcp, sctp, gtpc,
gtpu, or pfcp.

Name of the network interface associated with the
reported event.

Packet-source classification. This label is specific
to ulb_dp_rx_total.

Forwarding-path classification. This label is specific
to ulb_dp_forward_total.

Reason associated with an instrumented eBPF
failure. This label is specific to ulb_dp_ebpf_failures.

p
@ Note

The exporter refreshes these cumulative snapshots every five minutes by default. After enabling statistics, allow time
for controller and agent propagation, the exporter refresh, and the Prometheus scrape.

N\
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A Samplecustom resour cedefinitionsfor load balancer and egress

management policy

Topics:

* Load balancer CR (IPv4)

* Load balancer CR (IPv6)

»  Egress management policy CR for
stateful pods (IPv4)

»  Egress management policy CR for
stateful pods (IPv6)

» Egress management policy CR for
stateless pods (IPv4)

»  Egress management policy CR for
stateless pods (IPv6)

*  Egress management policy CR for
stateful pods without port ranges
(IPv4)

*  Service outbound route (SOR) IPv4

*  Service outbound route (SOR) IPv6

Explains sample custom resource definitions for load balancer and egress
management policy, including Load balancer CR (IPv4), Load balancer CR (IPv6),
Egress management policy CR for stateful pods (IPv4), and Egress management
policy CR for stateful pods (IPv6).

This section offers a sample YAML configuration file featuring the Load Balancer
(LB) and Egress Management Policy (EMP) Custom Resources (CRs). Use this
example to define and apply the LB and EMP CRs based on your deployment
needs.
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L oad balancer CR (1Pv4)

Explains the Load balancer CR (IPv4) and summarizes key parameters, requirements, and reference information.

apiVersion: lbs.cisco.com/vlalphal
kind: LoadBalancer
metadata:
name: udp-1b
spec:
protocol: UDP
servicePort: 8765
servicelIPs:
- 2.2.2.2
target:
port: 8807
selectors:
matchLabels:
release: udp-nf

L oad balancer CR (I Pv6)

Explains the Load balancer CR (IPv6) and summarizes key parameters, requirements, and reference information.

apiVersion: 1lbs.cisco.com/vlalphal
kind: LoadBalancer
metadata:
name: udp-lb-v6
spec:
protocol: UDP
servicePort: 8766
servicelPs:
- 2201::110B
target:
port: 8808
selectors:
matchLabels:
release: udp-nf

Egress management policy CR for stateful pods (I Pv4)

Explains the Egress management policy Custom Resource (CR) for stateful pods using IPv4, including key parameters,
requirements, and reference information.

apiVersion: lbs.cisco.com/vlalphal
kind: EgressManagementPolicy
metadata:
name: udp-emp
spec:
protocol: UDP
egressPort:
stateful:
- podName: pod-1
portRanges:
- “15001..15003”
- 16001
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- podName: pod-2
portRanges:
- “17001..17004"
target:
selectors:
matchLabels:
release: udp-nf
egressIPs:
- 2.2.2.2

Egress management policy CR for stateful pods (I Pv6)

Explains the Egress management policy Custom Resource (CR) for stateful pods using IPv6, including key parameters,
requirements, and reference information.

apiVersion: lbs.cisco.com/vlalphal
kind: EgressManagementPolicy

metadata:
name: udp-emp-vo6
spec:
protocol: UDP
egressPbort:
stateful:
- podName: pod-1
portRanges:

- “25001..25003"
- podName: pod-2
portRanges:
- “27001..27003"
target:
selectors:
matchLabels:
release: udp-nf
egressIPs:
- 2201::110B

Egress management policy CR for stateless pods (I Pv4)

Explains the Egress management policy Custom Resource (CR) for stateless pods (IPv4), including its key parameters,
requirements, and reference information.

apiVersion: lbs.cisco.com/vlalphal
kind: EgressManagementPolicy
metadata:
name: udp-emp-sl
spec:
protocol: UDP
egressPort:
stateless:
portRanges:
- “35001..35003"”
target:
selectors:
matchLabels:
release: udp-nf

Cisco Ultra Cloud Core - Subscriber Microservices Infrastructure | Updated July 29, 2026



| Sample custom resource definitions for load balancer and egress management policy | 65

egressIPs:
- 4.4.4.4

Egress management policy CR for stateless pods (I Pv6)

Explains the Egress management policy CR for stateless pods (IPv6), including key parameters and configuration differences
compared to IPv4.

The configuration of the LoadBalancer and EgressManagementPolicy is similar to that described for IPv4 in the previous
section; the only difference is that the 'servicelPs' field in the LoadBalancer and the 'egressIPs' field in the
EgressManagementPolicy will use IPv6 addresses.

Egress management policy CR for stateful podswithout port ranges (I Pv4)

Explains the Egress management policy CR for stateful pods without port ranges (IPv4), including key parameters and
reference information.

apiVersion: lbs.cisco.com/vlalphal
kind: EgressManagementPolicy
metadata:
name: udp-emp-st-wo-pr
spec:
protocol: UDP
egressPbPort:
stateful:
- podName: pod-1
- podName: pod-2
target:
selectors:
matchLabels:
release: udp-nf
node:
selectors:
matchLabels:
smi.cisco.com/egress: enable
egressIPs:
- 7.7.7.7

Service outbound route (SOR) | Pv4

Explains the Service outbound route (SOR) IPv4, summarizing key parameters, requirements, and expected outcomes

for output.
Name: sor4
Namespace: default
Labels: <none>
Annotations: <none>
API Version: 1lbs.cisco.com/vlalphal
Kind: ServiceOutboundRoute
Metadata:
Creation Timestamp: 2025-02-25T05:23:572
Generation: 1
Resource Version: 465878
UID: 8d3a629c-b9cc-4195-9bb3-a8cdae948613

Cisco Ultra Cloud Core - Subscriber Microservices Infrastructure | Updated July 29, 2026



| Sample custom resource definitions for load balancer and egress management policy | 66

Spec:
Device: ens224.502
Next Hop: 209.165.201.1
Status:
Node Info:
Default Route: {Ifindex: 64 Dst: 0.0.0.0/0 Src: <nil> Gw: 209.165.201.2
Flags: [] Table: 1002 Realm: 0}
Node Name: rid7656453-user-1-worker2
Table Id: 1002
Default Route: {Ifindex: 94 Dst: 0.0.0.0/0 Src: <nil> Gw: 209.165.201.2
Flags: [] Table: 1002 Realm: 0}
Node Name: rid7656453-user-1-master?2
Table Id: 1002
Default Route: {Ifindex: 78 Dst: 0.0.0.0/0 Src: <nil> Gw: 209.165.201.2
Flags: [] Table: 1002 Realm: 0}
Node Name: rid7656453-user-1-master3
Table Id: 1002
Default Route: {Ifindex: 92 Dst: 0.0.0.0/0 Src: <nil> Gw: 209.165.201.2
Flags: [] Table: 1002 Realm: 0}
Node Name: rid7656453-user-1-masterl
Table Id: 1002
Default Route: {Ifindex: 72 Dst: 0.0.0.0/0 Src: <nil> Gw: 209.165.201.2
Flags: [] Table: 1002 Realm: 0}
Node Name: rid7656453-user-1-workerl
Table Id: 1002
Output:

sudo ip route show table all | grep default
local default dev lo table 2004 proto kernel scope host
default via 209.165.201.2 dev ens224.502 table 1002

Service outbound route (SOR) | Pv6

Explains the Service outbound route (SOR) IPv6, summarizing key parameters, requirements, and expected outcomes

for output.
Name : sor4-vo
Namespace: default
Labels: <none>
Annotations: <none>
API Version: 1lbs.cisco.com/vlalphal
Kind: ServiceOutboundRoute
Metadata:
Creation Timestamp: 2025-02-25T07:35:33Z
Generation: 1
Resource Version: 489696
UID: 8d43362a-8662-435e-a1dd-32600cc0d0d3
Speci:
Device: ens224.502
Next Hop: 4444::100
Status:
Node Info:
Default Route: {Ifindex: 78 Dst: ::/0 Src: <nil> Gw: 4444::100 Flags: []
Table: 1003 Realm: 0}
Node Name: rid7656453-user-1-master3
Table Id: 1003
Default Route: ({Ifindex: 72 Dst: ::/0 Src: <nil> Gw: 4444::100 Flags: []

Table: 1003 Realm: 0}
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Node Name:
Table Id:
Default Route:

Table: 1003 Realm:

Node Name:
Table Id:
Default Route:

Table: 1003 Realm:

Node Name:
Table Id:
Default Route:

Table: 1003 Realm:

Node Name:
Table Id:
Events:

Output:
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rid7656453-user-1-workerl
1003

{Ifindex: 64 Dst: ::/0 Src:

0}
rid7656453-user-1-worker2
1003

{Ifindex: 94 Dst: ::/0 Src:

0}
rid7656453-user-1-master?2
1003

{Ifindex: 92 Dst: ::/0 Src:
0}
rid7656453-user-l-masterl
1003

<none>

sudo ip route show table all | grep default
default via 4444::100 dev ens224.502 table 1003 metric 1024 pref medium

<nil> Gw: 4444::100 Flags:

<nil> Gw: 4444::100 Flags:

<nil> Gw: 4444::100 Flags:
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