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            BGP EVPN VXLAN

            
            
            
               
               BGP EVPN VXLAN is a campus network solution for Cisco Catalyst 9000 Series Switches running Cisco IOS XE software. This solution
                  is a result of ratified IETF RFC specifications RFC 7432 and RFC 8365 supporting BGP EVPN control plane with RFC 7348 VXLAN data-plane. In addition, multiple other BGP EVPN RFCs and Internet drafts submitted by the BGP Enabled ServicesS (bess1) workgroup are supported. It is designed to provide a unified overlay network solution and also address the challenges and
                  drawbacks of existing technologies.
               

               
               This chapter provides a background for the evolution of the solution and covers conceptual information and basic terminology
                  that is required to understand BGP EVPN VXLAN. Later chapters of this configuration guide cover information about configuration,
                  implementation, functionalities, and troubleshooting BGP EVPN VXLAN.
               

               
               
            

            
         
      

   
      
         
            The Evolution of BGP EVPN VXLAN

            
               Traditionally, VLANs have been the standard method for providing network segmentation in campus networks. VLANs use loop prevention
                  techniques such as Spanning Tree Protocol (STP), which impose restrictions on network design and resiliency. Further, there
                  is a limitation with the number of VLANs that can be used to address layer 2 segments (4094 VLANs). Therefore, VLANs are a
                  limiting factor for IT departments and cloud providers who build large and complex campus networks.
               

               VXLAN is designed to overcome the inherent limitations of VLANs and STP. It is a proposed IETF standard [RFC 7348] to provide the same Ethernet Layer 2 network services as VLANs do, but with greater flexibility. Functionally, VXLAN is
                  a MAC-in-UDP encapsulation protocol that runs as a virtual overlay on an existing Layer 3 network.
               

               However, VXLAN by itself does not provide optimal switching and routing capabilities in a network because it uses a “flood
                  and learn” mechanism that limits scalability. "Flood and learn" mechanism is where the host’s information is flooded across
                  the network for it to be reachable. To provide optimal switching and routing capabilities, a VXLAN overlay requires:
               

               
                  	
                     
                     An underlying transport network that performs data plane forwarding to allow unicast communication between end points connected
                        to the fabric.
                     

                     
                  

                  	
                     
                     A control plane that is capable of distributing Layer 2 and Layer 3 host reachability information across the network.

                     
                  

               

               To meet these additional requirements, Internet drafts submitted by the bess workgroup (draft-ietf-bess-evpn-overlay-12) proposed MP-BGP to carry Layer 2 MAC and Layer 3 IP information simultaneously. MP-BGP incorporates Network Layer Reachability
                  Information (NLRI) to achieve this. With MAC and IP information available together for forwarding decisions, routing and switching
                  within a network is optimized. This also minimizes the use of the conventional "flood and learn" mechanism used by VXLAN and
                  allows for scalability in the fabric. EVPN is the extension that allows BGP to transport Layer 2 MAC and Layer 3 IP information.
                  This deployment is called a BGP EVPN VXLAN fabric (also referred to as VXLAN fabric).
               

            

         
      

   
      
         
            
            Benefits of Deploying Overlay-Underlay Architecture using BGP EVPN VXLAN

            
            
            
               
               Deploying an overlay-underlay architecture using BGP EVPN VXLAN provides the following advantages:

               
               
                  
                  	
                     
                     Scalability — VXLAN provides Layer 2 connectivity that allows for infrastructure that can scale to 16 million tenant networks.
                        It overcomes the 4094-segment limitation of VLANs. This is necessary to address today’s multi-tenant cloud requirements.
                     

                     
                  

                  
                  	
                     
                     Flexibility — VXLAN allows workloads to be placed anywhere, along with the traffic separation required, in a multitenant environment.
                        The traffic separation is done by network segmentation using VXLAN segment IDs or VXLAN network identifiers (VNIs). Workloads
                        for a tenant can be distributed across different physical devices but they are identified by their respective Layer 2 VNI
                        or Layer 3 VNI.
                     

                     
                  

                  
                  	
                     
                     Mobility — Virtual machines can be moved from one location to another without updating spine switch tables. This is because
                        entities within the same tenant VXLAN network retain the same VXLAN segment ID, regardless of their location.
                     

                     
                  

                  
               

               
            

            
         
      

   
      
         
            Fundamental Concepts of BGP EVPN VXLAN

            
               This section provides information about the various fundamental concepts and terminologies that are involved in the working
                  of BGP EVPN VXLAN.
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            VXLAN Overlay

            
               An overlay network is a virtual network that is built over an existing Layer 2 or Layer 3 network by forming a static or dynamic
                  tunnel that runs on top of the physical network infrastructure. The existing Layer 2 or Layer 3 network is what forms the
                  underlay and is covered further below in this chapter.
               

               When a data packet is sent through an overlay, the original packet or frame is packaged or encapsulated at a source edge device
                  with an outer header and dispatched toward an appropriate destination edge device. The intermediate network devices forward
                  the packet based on the outer header but are not aware of the data in the original packet. At the destination edge device,
                  the packet is decapsulated by stripping off the overlay header and then forwarded based on the actual data within.
               

               In the context of BGP EVPN VXLAN, VXLAN is used as the overlay technology to encapsulate the data packets and tunnel the traffic
                  over a Layer 3 network. VXLAN creates a Layer 2 overlay network by using a MAC-in-UDP encapsulation. A VXLAN header is added
                  to the original Layer 2 frame and it is then placed within a UDP-IP packet. A VXLAN overlay network is also called as a VXLAN
                  segment. Only host devices and virtual machines within the same VXLAN segment can communicate with each other.
               

               
                  VXLAN Network Identifier

                  
                  
                  Each VXLAN segment is identified through a 24-bit segment ID, termed the VXLAN network identifier. This ensures that up to
                     16 million VXLAN segments can be present within the same administrative domain.
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            Virtual Tunnel End Points

            
            
               
               Every VXLAN segment has tunnel edge devices known as Virtual Tunnel End points (VTEPs). These devices sit at the edge of the
                  VXLAN network and are responsible for creating instances of VXLAN tunnels, and for performing VXLAN encapsulation and decapsulation.
               

               
               A VTEP has a switch interface on the local LAN segment to support local endpoint communication through bridging, and an IP
                  interface to interact with the transport IP network.
               

               
               The IP interface has a unique IP address that identifies the VTEP on the transport IP network. The VTEP uses this IP address
                  to encapsulate Ethernet frames and transmits the encapsulated packets to the transport network through the IP interface. A
                  VTEP device also discovers the remote VTEPs for its VXLAN segments and learns remote MAC address-to-VTEP mappings through
                  its IP interface.
               

               
               The following figure illustrates the working of an overlay VXLAN network connecting various VTEPs:

               
               
                  Overlay VXLAN Network
                  
                     
                     [image: working of an overlay VXLAN network]
                     
                  

               
               
            

            
         
      

   
      
         
            Overlay Multicast

            
               Overlay multicast is the method by which a overlay network forwards multicast traffic between various VTEPs present in the
                  network. Tenant Routed Multicast (TRM) provides a mechanism to efficiently forward multicast traffic in a VXLAN overlay network.
                  TRM is a BGP-EVPN based solution that enables multicast routing between sources and receivers connected on VTEPs in VXLAN
                  fabric.
               

               Without TRM, the multicast traffic is sent as part of the underlay network in the form of BUM traffic either using underlay
                  multicast or ingress replication methods. This does not allow sources and receivers that are present across different subnets
                  to communicate with each other. Using TRM, multicast communication is moved out of the BUM underlay traffic. This enables
                  multicast communication in the overlay network irrespective of the subnet in which the source or the receiver resides.
               

            

         
      

   
      
         
            
            Underlay

            
            
            
               
               An underlay network is the physical network over which the virtual overlay network is established. Once the overlay network
                  is defined along with the data-plane encapsulation, a method of transport is required to move the data across the physical
                  network underneath. This method of transport is typically an underlay transport network, or simply the underlay.
               

               
               In BGP EVPN VXLAN, the underlay Layer 3 network transports the VXLAN-encapsulated packets between the source and destination
                  VTEPs and provides reachability between them. The VXLAN overlay and the underlying IP network between the VTEPs are independent
                  of each other.
               

               
               The following figure illustrates an underlay network:

               
               
                  Underlay Layer 3 Network in BGP EVPN VXLAN
                  
                     
                     [image: Underlay Layer 3 network for a BGP EVPN VXLAN fabric ]
                     
                  

               
               
            

            
         
      

   
      
         
            
            EVPN Control Plane

            
            
            
               
               The overlay requires a mechanism to know which end host device is behind which overlay edge device. VXLAN natively operates
                  on a flood and learn mechanism where broadcast, unknown unicast and multicast (BUM) traffic in a given VXLAN network is sent
                  over the IP core to every VTEP that has membership in that network. IP multicast is used to send traffic over the network.
                  The receiving VTEPs decapsulate the packet and, based on the inner frame, perform Layer 2 MAC learning. The inner source MAC
                  address is learned against the outer source IP address corresponding to the source VTEP. In this way, reverse traffic is unicasted
                  toward the previously learnt end host.
               

               
               The drawback of the flood and learn mechanism is that it does not allow scalability in a VXLAN network. In order to address
                  this issue, a control plane is used to manage the MAC address learning and VTEP discovery. In BGP EVPN VXLAN deployments,
                  Ethernet Virtual Private Network (EVPN) is used as the control plane. EVPN control plane provides the capability to exchange
                  both MAC address and IP address information. EVPN uses Multi Protocol Border Gateway Protocol (MP-BGP) as the routing protocol
                  to distribute reachability information pertaining to the VXLAN overlay network, including endpoint MAC addresses, endpoint
                  IP addresses, and subnet reachability information. BGP EVPN distribution protocol facilitates the mapping information to be
                  built by the tunnel edge devices in the location-identity mapping database.
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            Route Target

            
               A route target is an extended attribute in EVPN route updates that controls route distribution in a multi-tenant network.
                  EVPN VTEPs have an import route target setting and an export route target setting for every VRF and Layer 2 Virtual Network
                  Instance (VNI). When a VTEP advertises EVPN routes, it affixes its export route target in the route update. These routes are
                  received by the other VTEPs in the network. The receiving VTEPs compare the route target value carried with the route against
                  their own local import route target setting. If the two values match, the route is accepted and programmed in the routing
                  table. Otherwise, the route is not imported.
               

            

         
      

   
      
         
            
            EVPN Route Types

            
            
            
               
               The EVPN control plane advertises the following types of information:

               
               
                  
                  	
                     
                     Route type 1 – This is an Ethernet Auto-Discovery (EAD) route type used to advertise Ethernet segment identifier, Ethernet
                        Tag ID, and EVPN instance information. EAD route advertisements may be sent for each EVPN instance or for each Ethernet segment.
                     

                     
                  

                  
                  	
                     
                     Route type 2 – This advertises endpoint reachability information, including MAC and IP addresses of the endpoints or VTEPs.

                     
                  

                  
                  	
                     
                     Route type 3 – This performs multicast router advertisement, announcing the capability and intention to use ingress replication
                        for specific VNIs.
                     

                     
                  

                  
                  	
                     
                     Route type 4 – This is an Ethernet Segment route used to advertise the Ethernet segment identifier, IP address length, and
                        the originating router's IP address.
                     

                     
                  

                  
                  	
                     
                     Route type 5 – This is an IP prefix route used to advertise internal IP subnet and externally learned routes to a VXLAN network.

                     
                  

                  
               

               
            

            
         
      

   
      
         
            
            EVPN Instance

            
            
            
               
               An EVPN Instance (EVI) represents a Virtual Private Network (VPN) on a VTEP. It is the equivalent of IP VRF in Layer 3 VPN
                  and is also known as a MAC VRF.
               

               
            

            
         
      

   
      
         
            
            Ethernet Segment

            
            
            
               
               An Ethernet segment is associated with an access-facing interface of a VTEP and represents the connection with a host device.
                  Each Ethernet segment is assigned a unique value known as Ethernet segment identifier (ESI). When a host device is connected
                  to more than one VTEPs, then the ESI for these connections remains the same.
               

               
            

            
         
      

   
      
         
            
            EVPN Multihoming

            
            
            
               
               EVPN multihoming allows you to connect a Layer 2 device or an end host device to more than one leaf switch in the VXLAN network.
                  This provides redundancy and allows network optimization over single-homed topologies where the customer network is connected
                  to a single leaf switch. Redundancy in the connection with the leaf switches ensures that there is no traffic disruption when
                  there is a network failure. Multihomed topologies are more resilient, secure and efficient than single-homed topologies. EVPN
                  multihoming operates in single-active and all-active redundancy modes.
               

               
            

            
         
      

   
      
         
            Stretched VLAN and Subnet

            
               By running over the existing networking infrastructure, EVPN VXLAN provides a means to stretch a Layer 2 network. EVPN VXLAN
                  overlay allows Layer 2 segments and broadcast domains to be extended across sites or campus buildings over a Layer 3 core
                  network. Layer 2 extension with EVPN VXLAN simplifies end user IP address management and provides seamless mobility in large
                  campus networks.
               

            

         
      

   
      
         
            
            Spine Leaf Architecture

            
            
            
               
               Spine-leaf architecture is a two-layer network topology where one layer is composed of leaf switches and the other layer has
                  one or more spine switches. This design connects all the leaf switches by providing multiple paths through the various spine
                  switches.
               

               
               
                  Spine Switch

                  
                  
                  Spine switches are the connecting nodes between all the leaf switches. They forward the traffic between the leaf switches
                     and are unaware of the endpoint addresses. By providing multiple paths to connect the leaf switches, spine switches provide
                     redundancy to the network.
                  

                  
               
               
               
                  Leaf Switch

                  
                  
                  Leaf switches are the nodes that are connected to the host or access devices. As a leaf switch sits on the edge of the network,
                     it is also called as an edge or Network Virtualization Edge (NVE). When a host device on one leaf switch tries to communicate
                     with a host device on another leaf switch, the traffic between the leaf switches is sent through a spine switch. Leaf switches
                     function as VTEPs in a VXLAN network and perform the encapsulation and decapsulation.
                  

                  
                  The following image shows a typical spine-leaf topology where four leaf switches are connected through two spine switches:

                  
                  
                     Spine-Leaf Topology
                     
                        
                        [image: Spine-leaf topology where four leaf switches are connected through two spine switches]
                        
                     

                  
                  
               
               
               
                  Border Spine Switch and Border Leaf Switch

                  
                  
                  External connectivity of the VXLAN fabric with other Layer 2 and Layer 3 networks is facilitated through nodes known as border
                     nodes. If the border functionality is established through a spine switch, it is known as a border spine switch. If it is established
                     through a leaf switch, it is known as a border leaf switch.
                  

                  
                  The following image shows a spine-leaf topology with one border leaf switch and one border spine switch connecting the fabric
                     with an external network:
                  

                  
                  
                     Spine-Leaf Topology Connected to External Network
                     
                        
                        [image: Spine-leaf network that is connected to an external network through a Border Spine switch and a Border Leaf switch]
                        
                     

                  
                  
               
               
            

            
         
      

   
      
         
            
            Integrated Routing and Bridging

            
            
            
               
               EVPN VXLAN supports Integrated Routing and Bridging (IRB) functionality which allows the VTEPs in a VXLAN network to forward
                  both Layer 2 (bridged) and Layer 3 (routed) traffic. When a VTEP forwards Layer 2 traffic, it is said to be performing bridging.
                  Similarly, when a VTEP forwards Layer 3 traffic, it is said to be performing routing. The traffic between different subnets
                  is forwarded through the VXLAN gateways. IRB is implemented in two ways:
               

               
               
                  
                  	
                     
                     Asymmetric IRB

                     
                  

                  
                  	
                     
                     Symmetric IRB

                     
                  

                  
               

               
               For more information about IRB, see Information about EVPN Routing and Bridging section.
               

               
            

            
         
      

   
      
         
            VXLAN Gateways

            
               A VXLAN Gateway is an entity in the network that forwards traffic between VXLAN segments, or from a VXLAN environment to a
                  non-VXLAN environment. Leaf switches in a VXLAN network can function as both Layer 2 and Layer 3 VXLAN gateways.
               

               Layer 2 VXLAN gateways forward traffic within the same VLAN. Layer 2 VXLAN gateways allow VXLAN to VLAN bridging by mapping
                  a VNI segment to a VLAN.
               

               Layer 3 VXLAN gateways forward traffic to a different VLAN. Layer 3 VXLAN gateways allow both VXLAN to VXLAN routing as well
                  as VXLAN to VLAN routing. VXLAN to VXLAN routing provides Layer 3 connectivity between two VNIs where as VXLAN to VLAN routing
                  provides connectivity between a VNI and a VLAN.
               

            

         
      

   
      
         
            Layer 2 Virtual Network Instance

            
               The creation of a VXLAN overlay network allows host devices connected to various leaf nodes, that are separated by multiple
                  Layer 3 networks, to interact as if they were connected to a single Layer 2 network, which is the VXLAN segment. This logical
                  Layer 2 segment is called as Layer 2 VNI. The traffic that flows through a Layer 2 VNI between two VLANs within the same subnet
                  is known as bridged traffic.
               

               A VLAN that is locally defined on a VTEP can be mapped to a Layer 2 VNI. In order to allow host devices to connect to a Layer
                  2 VNI, the connected VLAN must be mapped to the Layer 2 VNI, and then the Layer 2 VNI is associated with the Network Virtualization
                  Edge (NVE) logical interface on the VTEP.
               

            

         
      

   
      
         
            Layer 3 Virtual Network Instance

            
               When endpoints connected to a Layer 2 VNI need to communicate with endpoints belonging to different IP subnets, they send
                  the traffic to their default gateway. Communication between endpoints belonging to different Layer 2 VNIs is possible only
                  through a Layer 3 routing function. In an EVPN VXLAN deployment, the various Layer 2 segments that are defined by combining
                  the local VLANs and the global Layer 2 VNIs can be associated to a VRF in order to communicate.
               

               A Layer 3 VNI facilitates Layer 3 segmentation for every VRF on a VTEP. This is done by mapping each VRF instance to a unique
                  Layer 3 VNI in the network and associating the various Layer 2 VNIs for a VTEP to the same VRF. This allows inter- VXLAN communication
                  throughout the Layer 3 VNI within a particular VRF instance. The use of VRFs to enable a logical Layer 3 isolation is known
                  as multi-tenancy. The traffic that flows through a Layer 3 VNI between two VLANs in different subnets is known as routed traffic.
               

               The following image shows the movement of traffic between host devices in same and different subnets through Layer 2 and Layer
                  3 VNIs:
               

               
                  Traffic through Layer 2 and Layer 3 VNIs
                  
                     
                     [image: Movement of traffic betweeh hosts in the same and different subnets through Layer 2 and Layer 3 VNIs]
                     
                  

               
            

         
      

   
      
         
            Mobility

            
               The identity of an endpoint in the BGP EVPN control plane is derived from its MAC address and IP address, and BGP EVPN provides
                  a mechanism to support endpoint mobility within a VXLAN overlay.
               

               Cisco Catalyst 9000 Series switches support RFC 7432 which defines the scope of endpoint mobility within the VXLAN fabric.
               

               
                  MAC Mobility and Duplicate MAC Detection

                  
                  
                  A MAC move occurs when an endpoint (or host) moves from one port to another. The new port may be within the same VTEP, or
                     in a different VTEP, in the same VLAN. The BGP EVPN control plane resolves such moves by advertising MAC routes (EVPN route
                     type 2). When an endpoint’s MAC address is learned on a new port, the new VTEP it is in advertises (on the BGP EVPN control
                     plane) that it is the local VTEP for the host. All other VTEPs receive the new MAC route.
                  

                  
                  A host may move several times, causing the corresponding VTEPs to advertise as many MAC routes. There may also be a delay
                     between the time a new MAC route is advertised and when the old route is withdrawn from the route tables of other VTEPs, resulting
                     in two locations briefly having the same MAC route. Here, a MAC mobility sequence number helps decide the most current of
                     the MAC routes.
                  

                  
                  When the host MAC address is learned for the first time, the MAC mobility sequence number is set to 0. The value 0 indicates
                     that the MAC address has not had a mobility event, and the host is still at the original location. If a MAC mobility event
                     is detected, a new Route type 2 (MAC or IP advertisement) is added to the BGP EVPN control plane by the new VTEP below which
                     the endpoint moved (its new location). Every time the host moves, the VTEP that detects its new location increments the sequence
                     number by 1 and then advertises the MAC route for that host on the BGP EVPN control plane. On receiving the MAC route at the
                     old location (VTEP), the old VTEP withdraws the old route.
                  

                  
                  A case may arise in which the same MAC address is simultaneously learned on two different ports. The EVPN control plane detects
                     this condition and alerts the user that there is a duplicate MAC. The duplicate MAC condition may be cleared either by manual
                     intervention, or automatically when the MAC address ages out on one of the ports.
                  

                  
               
               
                  IP Mobility and Duplicate IP Detection

                  
                  
                  BGP EVPN supports IP mobility in a similar manner to the way it supports MAC mobility. The principal difference is that an
                     IP move is detected when the IP address is learned on a different MAC address, regardless of whether it was learned on the
                     same port or a different port. A duplicate IP address is detected when the same IP address is simultaneously learned on two
                     different MAC addresses, and the user is alerted when this occurs.
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            Information About EVPN VXLAN Layer 2 Overlay Network

            
               An EVPN VXLAN Layer 2 overlay network allows host devices in the same subnet to send bridged or Layer 2 traffic to each other.
                  The network forwards the bridged traffic using a Layer 2 virtual network instance (VNI). 
               

            

            
            
               
                  	Broadcast, Unknown Unicast, and Multicast Traffic
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            Broadcast, Unknown Unicast, and Multicast Traffic

            
            
            
               
               Multidestination Layer 2 traffic in a VXLAN network is typically referred to as broadcast, unknown unicast, and multicast
                  (BUM) traffic. In a BGP EVPN VXLAN fabric, the underlay network forwards the BUM traffic to all the endpoints connected to
                  a common Layer 2 broadcast domain in the VXLAN overlay.
               

               
               The following image shows the flow of BUM traffic through a Layer 2 VNI. The network forwards BUM traffic from host device
                  1 to all the VTEPs which in turn send the traffic to all the host devices in the same subnet.
               

               
               
                  BUM Traffic through Layer 2 VNI
                  
                     
                     [image: BUM traffic from a host device to other hosts in the same subnet through Layer 2 VNI]
                     
                  

               
               
               The MP-BGP EVPN control plane uses two different methods to forward BUM traffic in a VXLAN network:

               
               
                  
                  	
                     
                     Underlay Multicast

                     
                  

                  
                  	
                     
                     Ingress Replication

                     
                  

                  
               

               
            

            
         
      

   
      
         
            
            Underlay Multicast

            
            
            
               
               In underlay multicast, the underlay network replicates the traffic through a multicast group. Forwarding BUM traffic using
                  underlay multicast requires the configuration of IP multicast in the underlay network. A single copy of the BUM traffic moves
                  from the ingress or source VTEP towards the underlay transport network. The network forwards this copy along the multicast
                  tree so that it reaches all egress or destination VTEPs participating in the given multicast group. Various branch points
                  in the network replicate the copy as it travels along the multicast tree. The branch points replicate the copy only if the
                  receivers are part of the multicast group associated with the VNI.
               

               
               BUM traffic forwarding through underlay multicast is achieved by mapping a Layer 2 VNI to the multicast group. This mapping
                  must be configured on all the VTEPs associated with the Layer 2 VNI. When a VTEP joins the multicast group, it receives all
                  the traffic that is forwarded on that group. If the VTEP receives traffic in a VNI that is not associated with it, it simply
                  drops the traffic. This approach maintains a single link within the network, thus providing an efficient way to forward BUM
                  traffic.
               

               
            

            
         
      

   
      
         
            Ingress Replication

            
               
                  
                  Ingress replication, or headend replication, is a unicast approach to handle multidestination Layer 2 overlay BUM traffic.
                     Ingress replication involves an ingress device replicating every incoming BUM packet and sending them as a separate unicast
                     to the remote egress devices. Ingress replication happens through EVPN route type 3, also called as inclusive multicast ethernet
                     tag (IMET) route. BGP EVPN ingress replication uses IMET route for auto-discovery of remote peers in order to set up the BUM
                     tunnels over VXLAN. Using ingress replication to handle BUM traffic can result in scaling issues as an ingress device needs
                     to replicate the BUM traffic as many times as there are VTEPs associated with the Layer 2 VNI.
                  

                  
               
               
                  Ingress Replication Operation

                  
                  
                  IMET routes carry the remote or egress VNIs advertised from the remote peers, which can be different from the local VNI. The
                     network creates a VXLAN tunnel adjacency when an ingress device receives IMET ingress replication routes from remote NVE peers.
                     The tunnel adjacency is a midchain adjacency which contains IP or UDP encapsulation for the VXLAN Tunnel. If there is more
                     than one VNI along the tunnel, then multiple VNIs share the tunnel. Ingress replication on EVPN can have multiple unicast
                     tunnel adjacencies and different egress VNIs for each remote peer.
                  

                  
                  The network builds a flooded replication list with the routes advertised by each VTEP. The dynamic replication list stores
                     all the remote destination peers discovered on a BGP IMET route in the same Layer 2 VNI. The replication list gets updated
                     every time you configure the Layer 2 VNI at a remote peer. The network removes the tunnel adjacency and VXLAN encapsulation
                     from the replication list every time a remote NVE peer withdraws the IMET ingress replication route. The network deletes the
                     tunnel adjacency when there is no NVE peer using it.
                  

                  
                  Any BUM traffic that reaches the ingress device gets replicated after the replication list is built. The ingress device forwards
                     the replicated traffic throughout the network to all the remote peers in the same VNI.
                  

                  
               
            

         
      

   
      
         
            
            BUM Traffic Rate Limiting

            
            
            
               
               You can use a policer to set the flood rate limit of the BUM traffic in the network to a predefined value. This prevents the
                  flood rate from going beyond the limit and saves the network bandwidth.
               

               
               To set the flood rate limit, configure a policy with a Layer 2 miss filter on the NVE interface of a VTEP. Ensure that the
                  policy is applied on the NVE interface for egress traffic. All the Layer 2 member VNIs under this NVE share the same policy.
                  Any new Layer 2 VNI that is added under the NVE shares this configured policy.
               

               
               See Example: Configuring BUM Traffic Rate Limiting for a sample topology and configuration example.
               

               
            

            
         
      

   
      
         
            Flooding Suppression

            
               EVPN allows the distribution of the binding between IPv4 or IPv6 addresses and MAC addresses among the VTEPs of the network.
                  It distributes the MAC-IP binding among all the VTEPs that participate in the EVPN instance associated with the MAC-IP routes.
                  The MAC address associated with the IPv4 or IPv6 addresses is locally known even though it is learned from a remote VTEP.
                  Locally connected endpoints send an Address Resolution Protocol (ARP) or an IPv6 neighbor discovery request when they look
                  for a remote endpoint. The MAC-IP binding distribution allows a VTEP to perform a lookup in the local cache when it receives
                  an ARP or an IPv6 neighbor discovery request. If the MAC-IP address information for the remote end point is available, the
                  VTEP can use this information to avoid flooding the ARP request. If the MAC or IP address information for the remote end point
                  is not available, the request floods throughout the fabric.
               

               Flooding suppression avoids the flooding of ARP and IPv6 neighbor discovery packets over the EVPN VXLAN network. It suppresses
                  the flooding to both the local and remote host or access devices. The network suppresses the flooding by implementing an ARP
                  or neighbor discovery relay. This is achieved by using the known MAC address for the specified IPv4 or IPv6 address to convert
                  broadcast and multicast requests to unicast requests. Flooding suppression is enabled by default on an EVPN-enabled VLAN.
                  An EVPN VXLAN network suppresses the flooding for the following types of traffic:
               

               
                  ARP Flooding Suppression

                  
                  
                  VTEPs send ARP requests as broadcast packets. ARP requests represent a large percentage of Layer 2 broadcast traffic. Flooding
                     suppression converts them to unicast packets and reduces the network flood.
                  

                  
               
               
                  IPv6 Neighbor Discovery Flooding Suppression

                  
                  
                  The IPv6 neighbor discovery process enables the discovery of a neighbor and helps the peers to determine each other's link-layer
                     addresses. It also verifies the reachability of a neighbor and tracks the neighboring routers. IPv6 neighbor discovery uses
                     Internet Control Message Protocol (ICMP) messages and solicited-node multicast addresses to achieve these functions.
                  

                  
                  Flooding suppression suppresses all multicast neighbor solicitation packets among Internet Control Message Protocol version
                     6 (ICMPv6) packets.
                  

                  
               
            

         
      

   
      
         
            How to Configure EVPN VXLAN Layer 2 Overlay Network

            
               The following figure shows a sample topology of an EVPN VXLAN Network. Host device 1 and host device 3 are part of the same
                  subnet. The network forwards BUM traffic from host device 1 to host device 3 using a Layer 2 VNI through either underlay multicast
                  or ingress replication methods.
               

               
                  
                  
                     [image: EVPN VXLAN sample topology]
                     
                  

               
               
                  
                     	
                        Note

                     
                     	
                        
                           
                            In a two-VTEP topology, a spine switch is not mandatory. For information about configuration of spine switches in an EVPN
                              VXLAN network, see Configuring Spine Switches in a BGP EVPN VXLAN Fabric module.
                           

                           
                        

                     
                  

               

               Perform the following set of procedures to configure an EVPN VXLAN Layer 2 overlay network and forward the BUM traffic:

               
                  
                  	
                     
                     Configure Layer 2 VPN EVPN on the VTEPs.

                     
                  

                  
                  	
                     
                     Configure an EVPN instance in the VLAN on the VTEPs.

                     
                  

                  
                  	
                     
                     Configure the access-facing interface in the VLAN on the VTEPs.

                     
                  

                  
                  	
                     
                     Configure the loopback interface on the VTEPs.

                     
                  

                  
                  	
                     
                     Configure the network virtualization endpoint (NVE) interface on the VTEPs.

                     
                  

                  
                  	
                     
                     Configure BGP with EVPN address family on the VTEPs.

                     
                  

                  	
                     
                     Configure underlay multicast, if the specified replication type is static. For more information, see IP Multicast Routing Configuration Guide.
                     

                     
                  

               

            

            
            
               
                  	Configuring Layer 2 VPN EVPN on a VTEP

                  	Configuring an EVPN Instance on the VLAN on a VTEP

                  	Configuring the Access-Facing Interface in the VLAN on a VTEP

                  	Configuring the Loopback Interface on a VTEP

                  	Configuring the NVE Interface on a VTEP

                  	Configuring BGP on a VTEP with EVPN Address Family

               

            
            
         
      

   
      
         
            
            Configuration Examples for EVPN VXLAN Layer 2 Overlay Network

            
            
            
               
               This sections provides configuration examples for EVPN VXLAN Layer 2 Overlay Network:

               
            

            
            
            
               
                  	Example: Configuring Layer 2 VNI with Back-to-Back Multicast Replication

                  	Example: Configuring Layer 2 VNI with Back to Back Ingress Replication

                  	Example: Configuring Layer 2 VNI with Spine Multicast Replication

                  	Example: Configuring Layer 2 VNI with Spine Ingress Replication

                  	Example: Configuring BUM Traffic Rate Limiting

               

            
            
         
      

   
      
         
            Chapter 3. Configuring EVPN VXLAN Layer 3 Overlay Network
            

            

            
            
               
                  	Information About EVPN VXLAN Layer 3 Overlay Network

                  	How to Configure EVPN VXLAN Layer 3 Overlay Network

                  	Configuration Examples for EVPN VXLAN Layer 3 Overlay Network

                  	Verifying EVPN VXLAN Layer 3 Overlay Network

               

            
            
         
      

   
      
         
            
            Information About EVPN VXLAN Layer 3 Overlay Network

            
            
            
               
               An EVPN VXLAN Layer 3 overlay network allows host devices in different Layer 2 networks to send Layer 3 or routed traffic
                  to each other. The network forwards the routed traffic using a Layer 3 virtual network instance (VNI) and an IP VRF.
               

               
               This module provides information only about how to configure a Layer 3 overlay network. You can also configure both Layer
                  2 and Layer 3 overlay networks together to enable integrated routing and bridging (IRB). For more information about IRB, see
                  Configuring EVPN VXLAN Integrated Routing and Bridging module.
               

               
               The following figure shows the movement of traffic in an EVPN VXLAN Layer 3 overlay network using a Layer 3 VNI:

               
               
                  
                  
                     [image: Topology to show the flow of traffic in an EVPN VXLAN Layer 3 overlay network using a Layer 3 VNI]
                     
                  

               
               
            

            
         
      

   
      
         
            How to Configure EVPN VXLAN Layer 3 Overlay Network

            
               The following figure shows a sample topology of an EVPN VXLAN Network. Host device 3 and host device 5 are part of different
                  subnets. The network forwards traffic from host device 1 to host device 3 using a Layer 3 VNI and an IP VRF.
               

               
                  
                  
                     [image: EVPN VXLAN topology]
                     
                  

               
               
                  
                     	
                        Note

                     
                     	
                        
                           
                            In a two-VTEP topology, a spine switch is not mandatory. For information about configuration of spine switches in an EVPN
                              VXLAN network, see Configuring Spine Switches in a BGP EVPN VXLAN Fabric module.
                           

                           
                        

                     
                  

               

               Perform the following set of procedures to configure an EVPN VXLAN Layer 3 overlay network:

            

            
            
               
                  	Configuring an IP VRF on a VTEP

                  	Configuring the Core-facing VLAN on a VTEP

                  	Configuring Access-facing VLAN on a VTEP

                  	Configuring Switch Virtual Interface for the Core-facing VLAN

                  	Configuring the Switch Virtual Interface for the Access-facing VLANs

                  	Configuring the Loopback Interface on a VTEP

                  	Configuring the NVE Interface on a VTEP

                  	Configuring BGP with IPv4 or IPv6 or Both Address Families on VTEP

               

            
            
         
      

   
      
         
            Chapter 4. Configuring EVPN VXLAN Integrated Routing and Bridging
            

            

            
            
               
                  	Restrictions for EVPN VXLAN Integrated Routing and Bridging

                  	Information About EVPN VXLAN Integrated Routing and Bridging

                  	How to Configure EVPN VXLAN Integrated Routing and Bridging

                  	Verifying EVPN VXLAN Integrated Routing and Bridging

                  	Configuration Examples for EVPN VXLAN Integrated Routing and Bridging

               

            
            
         
      

   
      
         
            
            Information About EVPN VXLAN Integrated Routing and Bridging

            
            
            
               
               EVPN VXLAN integrated routing and bridging (IRB) allows the VTEPs or leaf switches in an EVPN VXLAN network to perform both
                  bridging and routing. IRB allows the VTEPs to forward both Layer 2 or bridged and Layer 3 or routed traffic. A VTEP performs
                  bridging when it forwards traffic to the same subnet. Similarly, a VTEP performs routing when it forwards traffic to a different
                  subnet. The VTEPs in the network forward traffic to each other through the VXLAN gateways. BGP EVPN VXLAN implements IRB in
                  two ways:
               

               
               
                  
                  	
                     
                     Asymmetric IRB

                     
                  

                  
                  	
                     
                     Symmetric IRB

                     
                  

                  
               

               
               
                  Asymmetric IRB

                  
                  
                  In asymmetric IRB, the ingress VTEP performs both bridging and routing whereas the egress VTEP performs only bridging. A packet
                     first moves through a MAC VRF followed by an IP VRF on the network visualization endpoint (NVE) of the ingress VTEP. It then
                     moves only through a MAC VRF on the NVE of the egress VTEP. The NVE of the ingress VTEP manages all the packet processing
                     associated with intersubnet forwarding semantics.
                  

                  
                  The return traffic during asymmetric IRB goes through a different virtual network instance (VNI) compared to the source traffic.
                     Asymmetric IRB needs the source and destination VNIs to be associated with both the ingress and egress VTEPs.
                  

                  
               
               
               
                  Symmetric IRB

                  
                  
                  In symmetric IRB, both the ingress and egress VTEPs perform both bridging and routing. A packet first moves through a MAC
                     VRF followed by an IP VRF on the NVE of the ingress VTEP. It then moves through an IP VRF followed by a MAC VRF on the NVE
                     of the egress VTEP. The NVEs of ingress and egress VTEPs equally share all the packet processing associated with intersubnet
                     forwarding semantics.
                  

                  
                  In symmetric IRB, you are required to define only the VNIs of locally attached endpoints on the ingress and egress VTEPs.
                     Symmetric IRB offers better scalability in terms of the number of VNIs that a BGP EVPN VXLAN fabric supports.
                  

                  
                  The following figure shows the implementation of symmetric IRB and the movement of traffic in an EVPN VXLAN network:

                  
                  
                     
                     
                        [image: Traffic flow in EVPN VXLAN network when Symmetric IRB is configured.]
                        
                     

                  
                  
               
               
            

            
            
            
               
                  	EVPN VXLAN Distributed Anycast Gateway

                  	EVPN VXLAN Centralized Default Gateway

                  	Default Gateway MAC Address Assignment

                  	Route Type 2 to Route Type 5 Host Route Reorigination for Overlay Networks with a Centralized Gateway (Asymmetric IRB)

               

            
            
         
      

   
      
         
            
            EVPN VXLAN Distributed Anycast Gateway

            
            
            
               
               Distributed anycast gateway is a default gateway addressing mechanism in a BGP EVPN VXLAN fabric. The feature enables the
                  use of the same gateway IP and MAC address across all the VETPs in an EVPN VXLAN network. This ensures that every VTEP functions
                  as the default gateway for the workloads directly connected to it. The feature facilitates flexible workload placement, host
                  mobility, and optimal traffic forwarding across the BGP EVPN VXLAN fabric.
               

               
               The scenario shown in the following figure depicts a distributed gateway. Subnet 1 contains two leaf switches, leaf switch
                  1 and leaf switch 2, acting together as a distributed default gateway for VLAN 10. Host device 1 is connected to leaf switch
                  1 and needs to send traffic to host device 3, which is in a different subnet. When host device 1 tries to send traffic outside
                  of subnet 1, the traffic goes through the configured gateway on leaf switch 1. Host device 1 registers the Address Resolution
                  Protocol (ARP) entries of the gateway VLAN MAC and IP addresses on leaf switch 1.
               

               
               
                  Distributed Gateway Topology
                  
                     
                     [image: Topology for Distributed Anycast Gateway]
                     
                  

               
               
               When multiple VETPs act together as one single distributed default gateway for the same VLAN, the VLAN IP address remains
                  the same across all of them. This IP address becomes the gateway IP address for any host device in the VLAN that tries to
                  reach an IP address outside its subnet. But, each VTEP retains its own MAC address. 
               

               
               In the preceding figure, consider the scenario where host device 1 moves from leaf switch 1 to leaf switch 2. The host device
                  remains within the same network and still maintains the same ARP entries for gateway MAC and IP addresses. But the MAC addresses
                  of the VLAN interfaces on leaf switch 2 and leaf switch 1 are different. This results in a MAC address mismatch between the
                  ARP entry and the VLAN on leaf switch 2. As a result, any traffic that host device 1 tries to send outside of Subnet 1 is
                  either lost or continuously flooded as unknown unicast. EVPN VXLAN distributed anycast gateway feature prevents this traffic
                  loss by ensuring that all the VTEPs have the same gateway MAC and IP addresses.
               

               
               Manual MAC address configuration and MAC aliasing are the two methods used to maintain the same MAC address across all VTEPs
                  and configure distributed anycast gateway.
               

               
            

            
            
            
               
                  	Manual MAC Address Configuration

                  	MAC Aliasing

               

            
            
         
      

   
      
         
            Manual MAC Address Configuration

            
               Manual MAC address configuration is the conventional method of enabling distributed anycast gateway in an EVPN VXLAN network.
                  In this method, you manually configure the same MAC address on the Layer 2 VNI VLAN SVI on all the VTEPs in the network. You
                  must configure the same MAC address on all the VTEPs in the same Layer 2 VNI.
               

               
                  
                     	
                        Note

                     
                     	
                        
                           
                           The VLAN SVIs on all the leaf switches must already share the same gateway IP address.

                           
                        

                     
                  

               

               In the Distributed Gateway Topology image, to enable distributed anycast gateway in subnet 1, configure the same MAC address on leaf switch 1 and leaf switch
                  2. This ensures that the ARP entries of gateway MAC and IP addresses on host device 1 match with the MAC and IP addresses
                  of both leaf switch 1 and leaf switch 2.
               

            

         
      

   
      
         
            MAC Aliasing

            
               MAC aliasing for distributed anycast gateway removes the need to configure the same MAC address explicitly on the VLAN interfaces
                  of every VTEP. MAC aliasing allows the VTEPs to advertise their VLAN MAC addresses as the gateway MAC addresses to all the
                  other VTEPs in the network. The VTEPs in the network store the advertised MAC address as a gateway MAC address provided their
                  VLAN IP address matches with the gateway IP address.
               

               In the  Distributed Gateway Topology image, consider the scenario where MAC aliasing is enabled in subnet 1. Leaf switch 1 and leaf switch 2 advertise their MAC
                  addresses to each other as gateway MAC addresses. This allows leaf switch 2 to recognize the MAC address in the ARP entry
                  of host device 1 as a gateway MAC address. It allows host device 1 to send traffic outside of subnet 1 even though its VLAN
                  MAC address does not match with the ARP entry.
               

               MAC aliasing in an EVPN VXLAN network is configured by enabling the default gateway advertisement (using default-gateway advertise  command) on all the VTEPs.
               

               
               
                  
                     	
                        Note

                     
                     	
                        
                           
                           
                           If the same MAC address is assigned to all the VTEPs and the default-gateway advertise  command is configured, only the unique gateway MAC addresses are imported into the default gateway table.
                           

                           
                        

                     
                  

               

            

         
      

   
      
         
            
            EVPN VXLAN Centralized Default Gateway

            
            
            
               
               In this scenario, the network has a CGW VTEP that performs the Layer 3 gateway function for all the Layer 2 VNIs. All the
                  other VTEPs in the network perform only bridging. The CGW VTEP acts as the Layer 3 gateway and performs routing for the inter-subnet
                  VXLAN traffic.
               

               
               The CGW VTEP advertises the SVI MAC-IP route for a particular VXLAN-enabled VLAN to all other Layer 2 VTEPs that have the
                  same Layer 2 VNI configured. This allows the VTEPs to import and install the remote SVI MAC-IP route as a VXLAN Layer 3 gateway
                  address. A host device uses the address of an SVI in the same VLAN on the CGW VTEP as its gateway address. Configure the SVI
                  for the Layer 2 VNI VLAN only on the CGW VTEP. Do not configure the SVI (for the respective Layer 2 VNI VLAN) on any other
                  VTEP in the network that acts as a Layer 2 VTEP.
               

               
               When a host device connected to a Layer 2 VTEP sends traffic to a different subnet, the traffic is bridged from the Layer
                  2 VTEP to the CGW VTEP. The CGW VTEP then routes the traffic to the destination subnet. The destination subnet can be another
                  VXLAN-enabled VLAN or an external route.
               

               
                If the CGW VTEP needs to route the traffic between 2 VXLAN-enabled VLANs, then configure the CGW on the same VTEP for both
                  VLANs. In other words, configure the SVI on the same VTEP for both VLANs.
               

               
               We recommend that you configure a centralized default gateway in an EVPN VXLAN network if:

               
               
                  
                  	
                     
                     You require a boundary between Layer 2 and Layer 3 segments at the border of the BGP EVPN VXLAN fabric.

                     
                  

                  
                  	
                     
                     The inter-subnet traffic is subjected to a firewall inspection or any policy on a centralized plane.

                     
                  

                  
               

               
               
                  
                     	
                        Note

                     
                     	
                        
                           
                           Toggling between DAG and CGW on an SVI in a VLAN disrupts the traffic for that VLAN.

                           
                        

                     
                  

               

               
               The following image shows an EVPN VXLAN network with centralized default gateway configured:

               
               
                  An EVPN VXLAN Network with Centralized Default Gateway
                  
                     
                     [image: Topology of an EVPN VXLAN netowrk with Centralized Default Gateway]
                     
                  

               
               
            

            
         
      

   
      
         
            Default Gateway MAC Address Assignment

            
               When leaf switches import gateway addresses, it can result in a conflict if the SVI of a leaf switch has the same IP and MAC
                  address as the imported addresses. To avoid this conflict, the SVI MAC-IP routes are tagged with the Default Gateway Extended
                  Community attribute. The attribute helps the receiving leaf switches to distinguish the MAC-IP routes of the SVIs from the
                  MAC-IP routes of the host devices. When a leaf switch receives a route tagged with the attribute, it results in one of the
                  following scenarios:
               

               
                  	
                     
                     If the leaf switch does not have a local SVI for the same MAC VRF, it installs the route only as a remote MAC route. The leaf
                        switch implements centralized gateway functionality in this scenario.
                     

                     
                  

                  	
                     
                     If the leaf switch has a local SVI with a matching IP address but different MAC address, it installs the MAC route as a route
                        that points to the local SVI. The leaf switch implements MAC aliasing for distributed anycast gateway in this scenario.
                     

                     
                  

                  	
                     
                     If the leaf switch has an SVI with no matching IP address, it invalidates the MAC-IP route and issues an error. See RFC4732 for more details about the error. 
                     

                     
                  

               

            

         
      

   
      
         
            
            Route Type 2 to Route Type 5 Host Route Reorigination for Overlay Networks with a Centralized Gateway (Asymmetric IRB)

            
            
            
               
               Route type 2 (RT 2) to Route type 5 (RT 5) reorigination allows a Layer 2 and Layer 3 VXLAN network to import IP addresses
                  from another Layer 2-only VXLAN network. In this deployment model, a VXLAN gateway VTEP functions as both the CGW and the
                  Layer 3 VXLAN gateway. You can use the gateway VTEP to connect a Layer 2-only VXLAN network with a Layer 2 and Layer 3 VXLAN
                  network. The gateway VTEP uses the CGW and asymmetric IRB forwarding functionalities in the EVPN segment of the Layer 2-only
                  network. The VTEP can reoriginate any RT 2 host routes, that it learns from the Layer 2 EVPN segment (or MAC VRF), as RT 5
                  routes in the Layer 3 EVPN segment (or IP VRF). The VTEP then forwards the reoriginated RT 5 routes to host devices in the
                  Layer 2 and Layer 3 VXLAN network.
               

               
               
                  
                     	
                        Note

                     
                     	
                        
                           
                           The Layer 3 EVPN segment can be one of the following:

                           
                           
                              
                              	
                                 
                                 An IP VRF-only segment (see Configuring EVPN VXLAN Layer 3 Overlay Network module for more information)
                                 

                                 
                              

                              
                              	
                                 
                                 Distributed anycast gateway (DAG) overlay fabric

                                 
                              

                              
                           

                           
                        

                     
                  

               

               
               To enable RT 2 to RT 5 host route reorigination on the CGW VTEP, ensure that you run the reoriginate route-type5  and member vni layer2-vni-id ingress-replication local-routing  commands on that VTEP. For detailed steps, see Configuring Layer 2 VPN EVPN on a VTEP and Configuring the NVE Interface on a VTEP sections.
               

               
               
                  
                     	
                        Note

                     
                     	
                        
                           
                           The CGW VTEP does not install the reoriginated RT 5 route on its local IP VRF.

                           
                        

                     
                  

               

               
            

            
         
      

   
      
         
            
            How to Configure EVPN VXLAN Integrated Routing and Bridging

            
            
            
               
               To configure EVPN VXLAN Integrated Routing and Bridging, you need to configure EVPN VXLAN Layer 2 and Layer 3 overlay networks,
                  and enable the gateways in the VXLAN network.
               

               
            

            
            
            
               
                  	Configuring EVPN VXLAN Integrated Routing and Bridging using Distributed Anycast Gateway

                  	Configuring EVPN VXLAN Integrated Routing and Bridging using Centralized Default Gateway

               

            
            
         
      

   
      
         
            Configuring EVPN VXLAN Integrated Routing and Bridging using Distributed Anycast Gateway

            
               To enable IRB in an EVPN VXLAN network using distributed anycast gateway, perform the following set of procedures:

            

            
            
               
                  	Configuring Layer 2 VPN EVPN on a VTEP

                  	Configuring IP VRF on VTEP

                  	Configuring the Loopback Interface on a VTEP

                  	Configuring Core-facing and Access-facing VLANs on a VTEP

                  	Configuring Switch Virtual Interface for the Core-facing VLAN on a VTEP

                  	Configuring Switch Virtual Interface for the Access-facing VLANs on a VTEP

                  	Configuring the NVE Interface on a VTEP

                  	Configuring BGP with EVPN and VRF Address Families on a VTEP

               

            
            
         
      

   
      
         
            Configuring Layer 2 VPN EVPN on a VTEP

            
               See Configuring Layer 2 VPN EVPN on a VTEP for detailed steps.
               

            

         
      

   
      
         
            Configuring IP VRF on VTEP

            
               See Configuring an IP VRF on a VTEP for detailed steps.
               

            

         
      

   
      
         
            Configuring the Loopback Interface on a VTEP

            
               See Configuring the Loopback Interface on a VTEP for detailed steps.
               

            

         
      

   
      
         
            Configuring EVPN VXLAN Integrated Routing and Bridging using Centralized Default Gateway

            
               This section provides information about how to configure EVPN VXLAN IRB using centralized default gateway. Centralized default
                  gateway implements asymmetric IRB in the EVPN VXLAN network. To enable IRB using centralized default gateway in an EVPN VXLAN
                  network, perform these steps:
               

               
                  	
                     
                     On the centralized gateway VTEP, perform these procedures:

                     
                     
                        
                        	
                           
                           Configuring Layer 2 VPN EVPN on a VTEP

                           
                        

                        
                        	
                           
                           Configuring the Loopback Interface on a VTEP

                           
                        

                        
                        	
                           
                           Configuring Core-facing and Access-facing VLANs on a VTEP

                           
                        

                        
                        	
                           
                           Configuring Switch Virtual Interface for the Core-facing VLAN on a VTEP

                           
                        

                        
                        	
                           
                           Configuring Switch Virtual Interface for the Access-facing VLANs on a VTEP

                           
                        

                        
                        	
                           
                           Configuring the NVE Interface on a VTEP

                           
                        

                        
                        	
                           
                           Configuring BGP with EVPN and VRF Address Families on a VTEP

                           
                        

                        
                     

                     
                     
                        
                           	
                              Note

                           
                           	
                              
                                 
                                 
                                    
                                    	
                                       
                                       Do not configure a Layer 3 VNI on the centralized gateway VTEP for the specific VRF in which the Layer 2 VNIs are configured.

                                       
                                    

                                    
                                    	
                                       
                                       In order to set the SVI state to up for the respective EVPN instance, run the no autostate  command in the VLAN configuration mode for the SVI.
                                       

                                       
                                    

                                    
                                    	
                                       
                                       The centralized gateway leaf switch can be configured either as a single switch or a stack of switches. To achieve physical redundancy, configure Cisco StackWise Virtual on the leaf switches. For more information, see Configuring Cisco StackWise Virtual module of the High Availability Configuration Guide..
                                       

                                       
                                    

                                    
                                 

                                 
                              

                           
                        

                     

                     
                  

                  	
                     
                     On all the other VTEPs, configure only EVPN VXLAN Layer 2 overlay network. To configure EVPN VXLAN Layer 2 overlay network
                        on the leaf switches, perform all the procedures listed in How to Configure EVPN VXLAN Layer 2 Overlay Network.
                     

                     
                     
                        
                           	
                              Note

                           
                           	
                              
                                 
                                 As Layer 2 VTEPs perform only bridging, do not configure the SVIs on the non-centralized-gateway VTEPs.

                                 
                              

                           
                        

                     

                     
                  

               

            

         
      

   
      
         
            Configuration Examples for EVPN VXLAN Integrated Routing and Bridging

            
               This section provides examples to show how EVPN VXLAN IRB is enabled using distributed anycast gateway and centralized default
                  gateway.
               

            

            
            
               
                  	Example: Enabling EVPN VXLAN Integrated Routing and Bridging using Distributed Anycast Gateway

                  	Example: Enabling EVPN VXLAN Integrated Routing and Bridging using Centralized Default Gateway

               

            
            
         
      

   
      
         
            Chapter 5. Configuring Spine Switches in a BGP EVPN VXLAN Fabric
            

            

            
            
               
                  	Information About Spine Switches in a BGP EVPN VXLAN Fabric

                  	Configuration Examples for Spine Switches in a BGP EVPN VXLAN Network

               

            
            
         
      

   
      
         
            Information About Spine Switches in a BGP EVPN VXLAN Fabric

            
               Spine switches in a BGP EVPN VXLAN fabric act as the connecting nodes between all the leaf switches or VTEPs. They form the
                  backbone of the EVPN VXLAN network and forward traffic between the leaf switches. Each leaf switch is connected to each spine
                  switch in the network. Spine switches enable redundancy within the network and provide multiple paths for VTEPs to forward
                  traffic to each other.
               

               Spine switches in an EVPN VXLAN network are part of the underlay network and transport the VXLAN-encapsulated packets. When
                  deployed as border nodes, spine switches connect the network with an external network and allow movement of traffic. In a
                  BGP EVPN VXLAN fabric, spine switces can also be deployed as route reflectors.
               

            

            
            
               
                  	Deployment Scenarios for Spine Switches and Leaf Switches in a BGP EVPN VXLAN Fabric

               

            
            
         
      

   
      
         
            Deployment Scenarios for Spine Switches and Leaf Switches in a BGP EVPN VXLAN Fabric

            
               Spine switches and leaf switches in a BGP EVPN VXLAN fabric can be deployed in the following ways:

               
                  	
                     
                     Spine Switches and Leaf Switches in the Same Autonomous System

                     
                  

                  	
                     
                     Spine Switches in One Autonomous System and the Leaf Switches in a Different Autonomous System

                     
                  

                  	
                     
                     Spine Switches in One Autonomous System and Each Leaf Switch in a Different Autonomous System

                     
                  

               

               
                  Spine Switches and Leaf Switches in the Same Autonomous System

                  
                  
                  In this scenario, all the devices in the EVPN VXLAN network are in the same autonomous system. The spine switches function
                     as BGP route reflectors and anycast rendezvouz points (RPs). Internal Border Gateway Protocol (iBGP) is used to establish
                     peering between the spine switches, and between the spine and leaf switches.
                  

                  
                  See Configuration Example-Spine and Leaf Switches in the Same Autonomous System for a sample topology and configuration.
                  

                  
               
               
                  Spine Switches in One Autonomous System and the Leaf Switches in a Different Autonomous System

                  
                  
                  In this scenario, all the leaf switches are in a single autonomous system that is different from the autonomous system of
                     the spine switches. The spine switches function as BGP route servers. iBGP is used to establish peering between the spine
                     switches. eBGP is used to establish peering between the spine and leaf switches.
                  

                  
                  See Configuration Example-Spine and Leaf Switches are in Different Autonomous Systems for a sample topology and configuration.
                  

                  
               
               
                  Spine Switches in One Autonomous System and Each Leaf Switch in a Different Autonomous System

                  
                  
                  In this scenario, each leaf switch is in its own individual autonomous system that is different from the autonomous system
                     of the spine switches. The spine switches function as BGP route servers. iBGP is used to establish peering between the spine
                     switches. eBGP is used to establish peering between the spine and leaf switches. 
                  

                  
                  See Configuration Example-Each Leaf Switch in a Different Autonomous System for a sample topology and configuration.
                  

                  
               
            

         
      

   
      
         
            Configuration Examples for Spine Switches in a BGP EVPN VXLAN Network

            
               This section provides configuration examples for spine switches for the different deployments of spine and leaf switches in
                  a BGP EVPN VXLAN fabric.
               

            

            
            
               
                  	Configuration Example-Spine and Leaf Switches in the Same Autonomous System

                  	Configuration Example-Spine and Leaf Switches are in Different Autonomous Systems

                  	Configuration Example-Each Leaf Switch in a Different Autonomous System

               

            
            
         
      

   
      
         
            Chapter 6. Configuring DHCP Relay in a BGP EVPN VXLAN Fabric
            

            

            
            
               
                  	Information About DHCP Relay in a BGP EVPN VXLAN Fabric

                  	How to Configure DHCP Relay in a BGP EVPN VXLAN Fabric

                  	Configuration Examples for DHCP Relay in a BGP EVPN VXLAN Fabric

                  	Additional References for DHCP Relay in a BGP EVPN VXLAN Fabric

               

            
            
         
      

   
      
         
            Information About DHCP Relay in a BGP EVPN VXLAN Fabric

            
               Networks use DHCP relay to forward DHCP packets between host devices and a DHCP server. In a BGP EVPN VXLAN fabric, you can
                  configure a VTEP as a relay agent to provide DCHP relay services in a multi-tenant VXLAN environment.
               

               When a network uses DHCP relay, DHCP messages move through the same switch in both directions. DHCP relay generally uses the
                  gateway IP address (GiAddr) for scope selection and DHCP response messages. In a BGP EVPN VXLAN fabric that has distributed
                  IP anycast gateway enabled, DHCP messages can return to any switch that hosts the respective GiAddr.
               

               Deploying DHCP relay in an EVPN VXLAN network requires a different method for scope selection and a unique IP address for
                  each switch in the network. The unique Loopback interface for a switch becomes the GiAddr that a switch uses to respond to
                  the correct switch. DHCP option 82, also referred to as DHCP option VPN, is used for scope selection based on the Layer 2
                  VNI.
               

               In a multi-tenant EVPN environment, DHCP relay uses the following sub-options of option 82:

               
                  	
                     
                     Sub-Option 151(0x97)—Virtual Subnet Selection: 

                     
                     The virtual subnet selection sub-option is used to convey VRF-related information to the DHCP server in an MPLS VPN and a
                        VXLAN EVPN multi-tenant environment.
                     

                     
                     RFC 6607 provides the definition for this sub-option.
                     

                     
                  

                  	
                     
                     Sub-Option 11(0xb)—Server ID Override

                     
                     The server identifier or server ID override sub-option allows the DHCP relay agent to specify a new value for the server ID
                        option. The DHCP server inserts this new value in the reply packet. This sub-option allows the DHCP relay agent to act as
                        the actual DHCP server. The DHCP relay agent begins to receive all the renew requests instead of the DHCP server. The server
                        ID override sub-option contains the incoming interface IP address. The DHCP client accesses the DHCP relay agent using the
                        incoming interface IP address. The DHCP client uses this information to send all the renew and release request packets to
                        the DHCP relay agent. The DHCP relay agent adds all the appropriate sub-options and then forwards the renew and release request
                        packets to the original DHCP server.
                     

                     
                     For this function, Cisco’s proprietary implementation is sub-option 152(0x98). To implement the suboption and manage the function,
                        run the ip dhcp relay sub-option type cisco command in global configuration mode on the VTEP that acts as the DHCP relay agent.
                     

                     
                     RFC 5107 provides the definition for this sub-option.
                     

                     
                  

                  	
                     
                     Sub-Option 5(0x5)—Link Selection:

                     
                     The link selection sub-option provides a mechanism to separate the subnet or link, on which the DHCP client resides, from
                        the GiAddr. The DHCP server uses this mechanism to communicate with the DHCP relay agent. The DHCP relay agent sets the sub-option
                        to the correct subscriber subnet. The DHCP server then uses this value to assign an IP address different from the GiAddr.
                        The DHCP relay agent sets the GiAddr to its own IP address to ensure that it is possible to forward the DHCP messages over
                        the network.
                     

                     
                     For this function, Cisco’s proprietary implementation is sub-option 150(0x96). To manage the function, run the ip dhcp relay sub-option type cisco command in global configuration mode on the VTEP that acts as the DHCP relay agent.
                     

                     
                     RFC 3527 provides the definition for this sub-option.
                     

                     
                  

               

            

            
            
               
                  	DHCP Relay on VTEPs in Distributed Anycast Gateway Deployment

                  	DHCP Relay on VTEPs in a Layer 2 Overlay Fabric

               

            
            
         
      

   
      
         
            DHCP Relay on VTEPs in Distributed Anycast Gateway Deployment

            
               
               DHCP relay is generally configured on the default gateway that faces the DHCP client. You can configure a VTEP as a DHCP relay
                  agent in different ways to automate IP addressing. The configuration depends on whether the DHCP server is present in the
                  same network, the same VRF, or a different VRF compared to the DHCP client. When the DHCP server and DHCP client are in different
                  VRFs, traffic is forwarded across the tenant or VRF boundaries.
               

               
               The following are the common DHCP relay deployment scenarios for a BGP EVPN VXLAN fabric:

               
               
                  
                  	
                     
                     DHCP server is in the Layer 3 default VRF and DHCP client is in the tenant VRF.

                     
                     See Example: DHCP Server is in the Layer 3 Default VRF and the DHCP Client is in the Tenant VRF for a configuration example.
                     

                     
                  

                  
                  	
                     
                     DHCP server and DHCP client are in the same tenant VRF.

                     
                     See Example: DHCP Server and DHCP Client are in the Same Tenant VRF for a configuration example.
                     

                     
                  

                  
                  	
                     
                     DHCP server and DHCP client are in different tenant VRFs.

                     
                     See Example: DHCP Client and DHCP Server are in Different Tenant VRFs for a configuration example.
                     

                     
                  

                  
                  	
                     
                     DHCP server is in a non-default non-VXLAN VRF and DHCP client is in the tenant VRF.

                     
                     See Example: DHCP Server is in a non-Default, non-VXLAN VRF and DHCP Client is in the Tenant VRF for a configuration example.
                     

                     
                  

                  
               

               
            

         
      

   
      
         
            
            DHCP Relay on VTEPs in a Layer 2 Overlay Fabric

            
            
            
               
               In an EVPN VXLAN centralized gateway (CGW) deployment, the CGW performs the Layer 3 gateway function for all the Layer 2 VNIs.
                  All the other Leaf VTEPs in the network perform only bridging. The CGW VTEP acts as the Layer 3 gateway and performs routing
                  for the intersubnet VXLAN traffic.  
               

               
               One of the VTEPs, usually a Border VTEP, is configured with an SVI to act as the Layer 3 gateway. You can also configure the
                  Layer 3 gateway on an external router or a firewall that is connected to the Border Layer 2 VTEP, for policy enforcement and
                  inspection of the intersubnet traffic.
               

               
               DHCP follows the Discover, Offer, Request, Acknowledge (DORA) process to assign the IP addresses to the endpoints or hosts.
                  To optimize the DORA sequence, a Layer 2 VTEP forwards the DHCP requests only to a Layer 3 VTEP.  The Layer 2 VTEP uses the
                  Gateway MAC-IP route (Route type 2 that is received with BGP gateway extended community attribute) to forward the packets
                  to the Layer 3 gateway VTEP. The DHCP Relay on the Layer 3 gateway VTEP communicates with the DHCP server.
               

               
               Starting with Cisco IOS XE 17.12.2, the following two configurations are supported.

               
               
                  
                  	
                     
                     Layer 3 Gateway configured on the Border VTEP

                     
                  

                  
                  	
                     
                     Layer 3 Gateway configured on an external router or a firewall

                     
                  

                  
               

               
            

            
         
      

   
      
         
            How to Configure DHCP Relay in a BGP EVPN VXLAN Fabric

            
               You must configure EVPN VXLAN Layer 2 and Layer 3 overlay networks before configuring BGP EVPN VXLAN interworking with DHCP
                  relay. See Configuring EVPN VXLAN Integrated Routing and Bridging for detailed steps.
               

               Perform the following set of procedures to configure BGP EVPN VLAN interworking with DHCP relay:

            

            
            
               
                  	Configuring DHCP Relay on a VTEP

                  	Configuring DHCP Relay on the Access SVI of a VTEP

                  	Configuring the Layer 3 or Routed Interface on the Border VTEP for DHCP Server Reachability

               

            
            
         
      

   
      
         
            
            Configuration Examples for DHCP Relay in a BGP EVPN VXLAN Fabric

            
            
            
               
               This section provides configuration examples for DHCP relay in a BGP EVPN VXLAN fabric for the following scenarios using the
                  topology in DHCP Relay Deployment in a BGP EVPN VXLAN Fabric.
               

               
               
                  
                  	
                     
                     DHCP server is in the Layer 3 default VRF and DHCP client is in the tenant VRF

                     
                  

                  
                  	
                     
                     DHCP server and DHCP client are in the same tenant VRF

                     
                  

                  
                  	
                     
                     DHCP server is in a different tenant VRF from that of the DHCP client

                     
                  

                  
                  	
                     
                     DHCP server is in a non-default, non-VXLAN VRF and DHCP client is in the tenant VRF

                     
                  

                  
               

               
               
                  DHCP Relay Deployment in a BGP EVPN VXLAN Fabric
                  
                     
                     [image: Topology for DHCP relay deployment in a BGP EVPN VXLAN fabric]
                     
                  

               
               
               The preceding figure shows an EVPN VXLAN network with two spine switches (Spine Switch 1 and Spine Switch 2) and three leaf
                  switches (VTEP1, VTEP 2, and VTEP 3). VTEP 3 is connected to two DHCP servers. VTEP 1 and VTEP 2 are connected to a single
                  DHCP client each.
               

               
            

            
            
            
               
                  	Example: DHCP Server is in the Layer 3 Default VRF and the DHCP Client is in the Tenant VRF

                  	Example: DHCP Server and DHCP Client are in the Same Tenant VRF

                  	Example: DHCP Client and DHCP Server are in Different Tenant VRFs

                  	Example: DHCP Server is in a non-Default, non-VXLAN VRF and DHCP Client is in the Tenant VRF

                  	Example: Layer 3 Gateway Configured on Border VTEP

                  	Example: Layer 3 Gateway Configured on External Router or Firewall
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            Information About VXLAN-Aware Flexible NetFlow

            
            
            
               
               Flexible NetFlow (FNF) uses flows to provide statistics for accounting, network monitoring, and network planning. VXLAN-aware
                  FNF provides information about the VXLAN-encapsulated IPV4 and IPV6 packets in the network. VXLAN-aware FNF captures the VXLAN
                  flow information for both bridged and routed traffic.
               

               
               A flow is a unidirectional stream of packets that arrives on a source interface and has the same values for the keys. A key
                  is an identified value for a field within the packet. You create a flow using a flow record to define the unique keys for
                  your flow. FNF allows you to define an optimal flow record for a particular application by selecting the keys from a large
                  collection of predefined fields. All key values must match for the packet to count in a given flow. Flows are stored in the
                  FNF cache. You can export the data FNF gathers for your flow by using an exporter.
               

               
               In a BGP EVPN VXLAN fabric, an FNF monitor is configured on the NVE interface on a VTEP and on the physical interface on a
                  spine switch. For more information about FNF, see Configuring Flexible NetFlow module of the Network Management Configuration Guide.
               

               
            

            
         
      

   
      
         
            
            How to Configure VXLAN-Aware Flexible NetFlow

            
            
            
               
               To configure VXLAN-aware FNF, perform these steps:

               
               
                  
                  	
                     
                     Create a flow record by specifying key fields and non-key fields to the flow.

                     
                  

                  
                  	
                     
                     Create a flow exporter by specifying the export protocol and transport destination port, source, and other parameters.

                     
                  

                  
                  	
                     
                     Create a flow monitor based on the flow record and flow exporter.

                     
                  

                  
                  	
                     
                     Apply the flow monitor to the network virtualization edge (NVE) interface on the VTEPs.

                     
                  

                  
               

               
               
                  
                     	
                        Note

                     
                     	
                        
                           
                           The commands listed in this section are applicable only to VXLAN-aware FNF. For detailed steps to configure FNF, see How to Configure Flexible Netflow section in the Configuring Flexible NetFlow module of the Network Management Configuration Guide.
                           

                           
                        

                     
                  

               

               
            

            
            
            
               
                  	Configuring a Flow Record

                  	Configuring Flow Exporter

                  	Configuring a Flow Monitor

                  	Configuring Flexible NetFlow on an NVE Interface

               

            
            
         
      

   
      
         
            
            Chapter 8. Configuring BGP EVPN VXLAN QoS
            

            
            
            
               
               BGP EVPN VXLAN QoS enables you to provides Quality of Service (QoS) capabilities to traffic that is EVPN VXLAN-encapsulated.

               
               By configuring QoS you can provide preferential treatment to specific types of traffic at the expense of other traffic types.
                  Without QoS, the device offers best-effort service for each packet, regardless of the packet contents or size; the device
                  sends the packets without any assurance of reliability, delay bounds, or throughput. 
               

               
               QoS provides the following features:

               
               
                  
                  	
                     
                     Low latency

                     
                  

                  
                  	
                     
                     Bandwidth guarantee

                     
                  

                  
                  	
                     
                     Buffering capabilities and dropping disciplines

                     
                  

                  
                  	
                     
                     Traffic policing

                     
                  

                  
                  	
                     
                     Enables the changing of the attribute of the frame or packet header

                     
                  

                  
                  	
                     
                     Relative services

                     
                  

                  
               

               
               For more information about QoS and its configuration, see Quality of Service Configuration Guide, Cisco IOS XE  for the device.
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            Quality of Service Components

            
            
            
               
               QoS consists of the following key components:

               
               
                  
                  
                     
                     
                  
                  
                     
                     
                        
                        	QoS Component
                        
                        	Description
                        
                     

                     
                  
                  
                     
                     
                        
                        	
                           
                           Classification

                           
                        
                        
                        	
                           
                           Classification is the process of distinguishing one type of traffic from another based upon access control lists (ACLs), Differentiated
                              Services Code Point (DSCP), Class of Service (CoS), and other factors.
                           

                           
                        
                        
                     

                     
                     
                        
                        	
                           
                           Marking

                           
                        
                        
                        	
                           
                           Marking is used on traffic to convey specific information to a downstream device in the network, or to carry information from
                              one interface in a device to another. When traffic is marked, QoS operations on that traffic can be applied. This can be accomplished
                              directly using the set command or through a table map, which takes input values and translates them directly to values on
                              output.
                           

                           
                           Through marking, you can set: a Layer 2 COS value in a frame, Layer 3 DSCP value in a packet, and Layer 3 ECN value in a packet.
                              
                           

                           
                        
                        
                     

                     
                     
                        
                        	
                           
                           Shaping and Policing

                           
                        
                        
                        	
                           
                           Shaping is the process of imposing a maximum rate of traffic, while regulating the traffic rate in such a way that downstream
                              devices are not subjected to congestion. Shaping in the most common form is used to limit the traffic sent from a physical
                              or logical interface. Policing is used to impose a maximum rate on a traffic class. If the rate is exceeded, then a specific
                              action is taken as soon as the event occurs.
                           

                           
                        
                        
                     

                     
                     
                        
                        	
                           
                           Queuing

                           
                        
                        
                        	
                           
                           Queuing is used to prevent traffic congestion. Traffic is sent to specific queues for servicing and scheduling based upon
                              bandwidth allocation. Traffic is then scheduled or sent out through the port.
                           

                           
                        
                        
                     

                     
                     
                        
                        	
                           
                           Bandwidth

                           
                        
                        
                        	
                           
                           Bandwidth allocation determines the available capacity for traffic that is subject to QoS policies.

                           
                        
                        
                     

                     
                     
                        
                        	
                           
                           Trust

                           
                        
                        
                        	
                           
                           Trust enables traffic to pass through the device, and the Differentiated Services Code Point (DSCP), precedence, or CoS values
                              coming in from the end points are retained in the absence of any explicit policy configuration.
                           

                           
                        
                        
                     

                     
                     
                        
                        	
                           
                           Class of Service (CoS)

                           
                        
                        
                        	
                           
                           CoS refers to the three bits in an 802.1Q header that are used to indicate the priority of the Ethernet frame as it passes
                              through a switched network. The CoS bits in the 802.1Q header are commonly referred to as the 802.1p bits. 802.1Q is discarded
                              prior to frame encapsulation in a VXLAN header, where CoS value is not present in VXLAN tunnel. To maintain QoS when a packet
                              enters the VXLAN tunnel, the type of service (ToS) and CoS values map to each other.
                           

                           
                        
                        
                     

                     
                     
                        
                        	
                           
                           Differentiated Services Code Point (DSCP)

                           
                        
                        
                        	
                           
                           The first six bits of the ToS byte in the IP header. DSCP is only present in an IP packet.

                           
                        
                        
                     

                     
                     
                        
                        	
                           
                           Explicit Congestion Notification (ECN)

                           
                        
                        
                        	
                           
                           The last two bits of the ToS byte in the IP header. ECN is only present in an IP packet.

                           
                        
                        
                     

                     
                  
               

               
            

            
         
      

   
      
         
            
            How to Configure BGP EVPN VXLAN QoS

            
            
            
               
               QoS features in a BGP EVPN VXLAN fabric are enabled through the Modular QoS CLI (MQC). The MQC is a CLI structure that allows
                  you to create traffic policies and attach these policies to interfaces. A traffic policy contains a traffic class and one
                  or more QoS features. A traffic class is used to classify traffic, while the QoS features in the traffic policy determine
                  how to treat the classified traffic. 
               

               
               MQC uses the following three steps to configure QoS:

               
               
                  
                  	
                     
                     Define a traffic class with the class-map  command.
                     

                     
                  

                  
                  	
                     
                     Create a traffic policy by associating the traffic class with one or more QoS features, using the policy-map  command.
                     

                     
                  

                  
                  	
                     
                     Attach the traffic policy to the interface with the service-policy  command.
                     

                     
                  

                  
               

               
               For more information about configuring QoS, see the  Quality of Service Configuration Guide, Cisco IOS XE for the device.
               

               
               
                  
                     	
                        Note

                     
                     	
                        
                           
                           In a BGP EVPN VXLAN fabric, QoS policies are applied on the physical interface of the VTEPs in the underlay. The NVE interface
                              of the VTEPs support only the BUM rate limiter policies. For a sample configuration of BUM Traffic Rate Limiting, see "Configuring
                              EVPN VXLAN Layer 2 Overlay Network" chapter in the BGP EVPN VXLAN Configuration Guide for the relevant release.
                           

                           
                        

                     
                  

               

               
            

            
         
      

   
      
         
            
            BGP EVPN VXLAN QoS Modes

            
            
            
               
               Layer 2 or Layer 3 traffic enters a BGP EVPN VXLAN fabric at its edge node, which is also known as the ingress VTEP. The ingress
                  VTEP encapsulates the original packet in a VXLAN header. The VXLAN header  of the encapsulated packet is assigned a DSCP value
                  based on QoS rules. The Spines and any other intermediate Layer 3 network devices are transit systems interconnecting the
                  ingress and egress VTEPs. These intermediate devices use the outer header of the encapsulated packet to perform classification,
                  marking, and policing. The encapsulated packet exits the fabric through the egress VTEP. At the egress VTEP, the VXLAN encapsulated
                  packets are decapsulated and Ethernet packets are sent to the destination. The DSCP value of the inner header (decapsulated
                  packet header) is used to perform classification, marking, and policing.
               

               
               EVPN VXLAN QoS is supported in two modes:

               
               
                  Ingress VTEP: Uniform Mode

                  
                  
                  When a packet enters the fabric, if the ingress interface has a QoS policy that first marks the original packet and then the
                     packet is encapsulated, both the inner and outer headers of the packet have the same updated DSCP value.
                  

                  
                  Uniform mode is the default mode of QoS operation.

                  
               
               
               
                  Egress VTEP: Pipe Mode

                  
                  
                  As the encapsulated packet traverses through the fabric, if an intermediate node has a QoS policy that alters the outer DSCP
                     value, the outer header is removed through decapsulation at egress. The DSCP value from the outer header is not propagated
                     to the original packet. In this way, the original ToS value is preserved at the end of the VXLAN tunnel.
                  

                  
               
               
            

            
         
      

   
      
         
            
            BGP EVPN VXLAN Traffic without QoS Policy 

            
            
            
               
               
               
                  EVPN VXLAN Traffic without a QoS Policy
                  
                     
                     [image: Marking of EVPN VXLAN traffic when there is no QoS policy.]
                     
                  

               
               
               
                  Encapsulation at Ingress VTEP

                  
                  
                  
                     
                     	
                        
                        Traffic entering the edge of  EVPN VXLAN fabric is received by the ingress VTEP (Leaf switch VTEP1) on its access interface.

                        
                     

                     
                     	
                        
                        Ingress VTEP encapsulates the traffic packets with a VXLAN header. During the VXLAN encapsulation, the DSCP value from inner
                           header is copied to the outer header.
                        

                        
                     

                     
                  

                  
               
               
               
                  Transportation of a packet through the VXLAN Tunnel

                  
                  
                  As the VXLAN encapsulated packet traverses through the EVPN VXLAN fabric, the intermediate switches use the outer header to
                     perform classification, marking, and policing.
                  

                  
               
               
               
                  Decapsulation at the Egress VTEP

                  
                  
                  
                     
                     	
                        
                        When a VXLAN-encapsulated packet reaches the NVE interface of the egress VTEP (Leaf switch VTEP2), the switch removes the
                           VXLAN header from the packet.
                        

                        
                     

                     
                     	
                        
                        It uses the DSCP value of the inner header to perform classification, marking, and policing.

                        
                     

                     
                     	
                        
                        The DSCP value from the outer header is not propagated into the original packet header if the outer DSCP value was changed
                           by any intermediate switch.
                        

                        
                     

                     
                     	
                        
                        If a packet exits on a trunk port, the COS value for the packet is derived from the DSCP-to-COS table map.

                        
                     

                     
                  

                  
               
               
            

            
         
      

   
      
         
            
            BGP EVPN VXLAN QoS Marking with an Input Policy

            
            
            
               
               
                  
                  
                  
                     EVPN QoS Marking with an Input Policy  
                     
                        
                        [image: Layer 3 EVPN VXLAN packet marking when an QoS policy is applied at ingress VTEP.]
                        
                     

                  
                  
                  
                     
                     	
                        
                        The ingress VTEP VXLAN-encapsulates the packet and marks both the outer and inner header. During the VXLAN encapsulation,
                           the IP packet's DSCP value is modified based on the input policy.
                        

                        
                     

                     
                     	
                        
                        At egress, the outer VXLAN header is removed and the outer header DSCP values are not propagated to the decapsulated packets.

                        
                     

                     
                  

                  
               
               
            

            
         
      

   
      
         
            
            BGP EVPN VXLAN QoS Marking with Input and Output Policies

            
            
            
               
               
                  
                  
                  
                     EVPN QoS Marking with an Input and an Output Policy
                     
                        
                        [image: EVPN VXLAN Layer 3 packet marking at when QoS policies are applied at ingress and egress VTEPs.]
                        
                     

                  
                  
                  
                     
                     	
                        
                        At ingress, the VTEP encapsulates the packet and marks both the outer and inner header. During the VXLAN encapsulation, the
                           original packet's DSCP value is modified based on the input policy.
                        

                        
                     

                     
                     	
                        
                        At egress, the outer VXLAN header is removed and the outer header DSCP or COS values are marked based on the egress QoS policy.

                        
                     

                     
                  

                  
               
               
            

            
         
      

   
      
         
            Chapter 9. Configuring Tenant Routed Multicast
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            Information about Tenant Routed Multicast

            
            
            
               
               TRM enables multicast forwarding in a VXLAN fabric that uses a BGP-based EVPN control plane. TRM provides multi-tenancy aware
                  multicast forwarding between senders and receivers within the same or different subnets local or across VTEPs.
               

               
               TRM enables the delivery of a customer's IP multicast traffic in a multi-tenant fabric in an efficient and resilient manner.
                  The delivery of TRM improves Layer 3 overlay multicast functionality in the networks. With TRM enabled, multicast forwarding
                  in the underlay is leveraged to replicate VXLAN-encapsulated routed multicast traffic. A default MDT is built per-VRF. This
                  is in addition to the existing multicast groups for broadcast and unknown unicast traffic in a Layer 2 virtual network instance
                  (VNI), and for Layer 2 multicast replication group. The individual multicast group addresses in the overlay are mapped to
                  the respective underlay multicast address for replication and transport. The advantage of using a BGP-based approach is that
                  it allows the BGP EVPN VXLAN fabric with TRM to operate as fully distributed overlay rendezvous point (RP), with the RP presence
                  on every edge device or VTEP.
               

               
               A multicast-enabled data center fabric is typically part of an overall multicast network. Multicast sources, receivers, and
                  multicast rendezvous points, might reside inside the data center but might also be inside the campus or externally reachable
                  via the WAN. Thus, TRM allows a seamless integration with existing multicast networks with newer enterprise fabric.
               

               
               
                  Tenant Routed Multicast Topology
                  
                     
                     [image: TRM topology with multicast source and receiver on different VTEPs]
                     
                  

               
               
               For IPv4 and IPv6 multicast traffic, TRM uses BGP EVPN and multicast virtual private network (MVPN) routes to perform multicast
                  routing. All the VTEPs in the network do not need to be BGP peers. There can be BGP peering between the VTEPs and the spine
                  switches with the spine switches acting as route reflectors. Source reachability is distributed via EVPN route type 2 and
                  EVPN route type 5 in the fabric. RPF is installed based on these routes. Source-active and receiver-join information is carried
                  in the MVPN address family using route types 5, 6, and 7.
               

               
               In an EVPN VXLAN network, TRM is supported in the overlay network in PIM sparse mode and PIM source specific multicast (SSM)
                  mode. VTEPs have BGP peering in MVPN as well as EVPN address families to exchange routes for TRM.
               

               
            

            
            
            
               
                  	TRM in PIM Sparse Mode

                  	TRM in PIM Source Specific Mode

                  	Data MDT

               

            
            
         
      

   
      
         
            
            TRM in PIM Sparse Mode

            
            
            
               
               PIM-SM distributes information about active sources by forwarding data packets on the shared tree. Because PIM-SM uses shared
                  trees, it requires the use of a rendezvous point (RP). An RP is used for the initial convergence of multicast traffic between
                  sources and receivers.
               

               
               The following section describes the different ways the RP can be configured for TRM in PIM sparse mode.

               
            

            
            
            
               
                  	RP Placement

                  	PIM Sparse Mode with Anycast RP

                  	PIM Sparse Mode with RP Inside the BGP EVPN VXLAN Fabric

                  	PIM Sparse Mode with RP Outside the BGP EVPN VXLAN Fabric

               

            
            
         
      

   
      
         
            
            PIM Sparse Mode with Anycast RP 

            
            
            
               
               In PIM sparse mode with anycast RP, every VTEP in the EVPN VXLAN network acts as an RP in the overlay network for its respective
                  multicast group. The RPs in the underlay network must be configured on the spine switches.
               

               
               When a VTEP discovers a source device, it sends Source A-D Routes (MVPN route type 5) to all the other VTEPs. Based on these
                  Source A-D routes, the other VTEPs send (S,G) join requests as MVPN route type 7 to the source VTEP.
               

               
               
                  PIM Sparse Mode with Anycast RP
                  
                     
                     [image: Sequrnce of events for TRM with PIM SM and Anycast RP]
                     
                  

               
               
               
               In PIM sparse mode with anycast RP, the following sequence of events occurs:

               
               
                  
                  	
                     
                     Receiver sends (*,G) IGMP Join to VTEP 3. Since VTEP 3 is an RP, (*,G) is created at VTEP 3.

                     
                  

                  
                  	
                     
                     The source device starts streaming data and (S,G) is created on VTEP 1.

                     
                  

                  
                  	
                     
                     VTEP 1 performs self-source-registration since it is also an RP.

                     
                     The source VTEP (VTEP 1) advertises Source A-D Routes (also called MVPN route type 5) for the (S,G) to all the other VTEPs
                        which are BGP peers in the MVPN address family.
                     

                     
                  

                  
                  	
                     
                     VTEP 2 and VTEP 3 receive and install the Source A-D Route for the (S,G).

                     
                     (S,G) is created at VTEP 3. VTEP 3 now has an overlay route for the (S,G) and also has a unicast route to the source device
                        from the EVPN Control plane. It then sends an MVPN route type 7 (S,G) BGP join to VTEP 1 and starts accepting traffic.
                     

                     
                  

                  
                  	
                     
                     VTEP 1 receives and installs MVPN route type 7 from VTEP 3. It uses the Layer 3 VNI’s SVI as the forwarding interface for
                        the (S,G) and starts forwarding traffic.
                     

                     
                  

                  
               

               
            

            
         
      

   
      
         
            
            PIM Sparse Mode with RP Inside the BGP EVPN VXLAN Fabric

            
            
            
               
               In PIM sparse mode with RP inside the BGP EVPN VXLAN Fabric, the RP can be any VTEP in the EVPN VXLAN network.

               
               
                  PIM Sparse Mode with RP Inside the BGP EVPN VXLAN Fabric
                  
                     
                     [image: Sequence of events for TRM in PIM SM with RP inside the fabric]
                     
                  

               
               
               
               The following sequence of events occurs when TRM is enabled in PIM sparse mode with the RP inside the fabric:

               
               
                  
                  	
                     
                     Receiver sends (*,G) IGMP Join to VTEP 3. (*,G) is created at VTEP 3.

                     
                  

                  
                  	
                     
                     VTEP 3 sends MVPN route type 6 to VTEP 2 which is the RP. (*,G) is created at VTEP 2.

                     
                  

                  
                  	
                     
                     The source device starts streaming data and (S,G) is created on VTEP 1.

                     
                  

                  
                  	
                     
                     VTEP 1 performs source-registration at VTEP 2 since it is the RP. (S,G) is created at VTEP 2.

                     
                  

                  
                  	
                     
                     Since the RP has a receiver for (S,G), it sends an MVPN route type 7 to VTEP 1 and forwards PIM-register traffic towards receivers
                        in the (*,G) tree.
                     

                     
                  

                  
                  	
                     
                     VTEP 1 receives and installs MVPN route type 7 from VTEP 2. It uses the Layer 3 VNI’s SVI as the forwarding interface for
                        (S,G).
                     

                     
                     The source VTEP (VTEP 1) advertises Source A-D Routes for (S,G) to all the other VTEPs which are BGP peers in the MVPN address
                        family.
                     

                     
                     VTEP 2 and VTEP 3 receive and install the Source A-D Routes for (S,G).

                     
                  

                  
                  	
                     
                     (S,G) is created at VTEP 3. VTEP 3 now has an overlay route for (S,G) and also has a unicast route to the source device from
                        the EVPN Control plane. It then sends an MVPN route type 7 to VTEP 1 and starts accepting traffic.
                     

                     
                     VTEP 1 receives and installs MVPN route type 7 from VTEP 3 and starts forwarding traffic.

                     
                     
                        
                           	
                              Note

                           
                           	
                              
                                 
                                 For the receiver VTEP to be able to send an MVPN route type 7 to the source VTEP, there can be two triggers:

                                 
                                 
                                    
                                    	
                                       
                                       The (*,G) packets being forwarded to the receiver VTEP from the RP.

                                       
                                    

                                    
                                    	
                                       
                                       The Source A-D route received from the source VTEP.

                                       
                                    

                                    
                                 

                                 
                                 Once either of these are received, the receiver VTEP sends MVPN route type 7 to the source VTEP.

                                 
                              

                           
                        

                     

                     
                  

                  
               

               
            

            
         
      

   
      
         
            
            PIM Sparse Mode with RP Outside the BGP EVPN VXLAN Fabric

            
            
            
               
               In PIM sparse mode with RP outside the BGP EVPN VXLAN Fabric, the RP can be a PIM router behind any VTEP in the EVPN VXLAN
                  network.
               

               
               
                  
                     	
                        Note

                     
                     	
                        
                           
                           When the RP is configured outside the BGP EVPN VXLAN fabric, TRM in PIM sparse mode functions the same way as it does when
                              the RP is inside the fabric.
                           

                           
                        

                     
                  

               

               
               
                  PIM Sparse Mode with RP Outside the BGP EVPN VXLAN Fabric
                  
                     
                     [image: Sequence of events for TRM in PIM Sparse mode with an external RP]
                     
                  

               
               
               The chronological traffic flow from the image above is as follows:

               
               
                  
                  	
                     
                     Receiver sends (*,G) IGMP Join to VTEP 3. (*,G) is created at VTEP 3.

                     
                  

                  
                  	
                     
                     VTEP3 sends and MVPN route type 6 to VTEP 2 which has the RP in its overlay network. This route is converted to a (*,G) join
                        towards the RP by VTEP2.
                     

                     
                  

                  
                  	
                     
                     The source device starts streaming data and (S,G) is created on VTEP 1.

                     
                  

                  
                  	
                     
                     VTEP1 performs source registration with RP. (S,G) join from RP creates (S,G) state at VTEP 2.

                     
                  

                  
                  	
                     
                     Since the RP has a receiver for (S,G), it sends an MVPN route type 7 to VTEP 1 and forwards PIM-register traffic towards receivers
                        in the (*,G) tree.
                     

                     
                  

                  
                  	
                     
                     VTEP 1 receives and installs MVPN route type 7 from VTEP 2. It uses the Layer 3 VNI’s SVI as the forwarding interface for
                        (S,G).
                     

                     
                     The source VTEP (VTEP 1) advertises Source A-D Routes for (S,G) to all the other VTEPs which are BGP peers in the MVPN address
                        family.
                     

                     
                     VTEP 2 and VTEP 3 receive and install the Source A-D Routes for (S,G).

                     
                  

                  
                  	
                     
                     (S,G) is created at VTEP 3. VTEP 3 now has an overlay route for (S,G) and also has a unicast route to the source device from
                        the EVPN Control plane. It then sends an MVPN route type 7 to VTEP 1 and starts accepting traffic.
                     

                     
                     VTEP 1 receives and installs MVPN route type 7 from VTEP 3 and starts forwarding traffic.

                     
                     
                        
                           	
                              Note

                           
                           	
                              
                                 
                                 For the receiver VTEP to be able to send an MVPN route type 7 to the source VTEP, there can be two triggers:

                                 
                                 
                                    
                                    	
                                       
                                       The (*,G) packets being forwarded to the receiver VTEP from the RP.

                                       
                                    

                                    
                                    	
                                       
                                       The Source A-D route received from the source VTEP.

                                       
                                    

                                    
                                 

                                 
                                 Once either of these are received, the receiver VTEP sends MVPN route type 7 to the source VTEP.

                                 
                              

                           
                        

                     

                     
                  

                  
               

               
               See PIM Sparse mode with RP located inside the BGP EVPN VXLAN fabric for the sequence of events that happen when TRM is enabled in PIM sparse mode with the RP inside the fabric.
               

               
            

            
         
      

   
      
         
            
            TRM in PIM Source Specific Mode

            
            
            
               
               In PIM source specific mode, the Source A-D route (MVPN route type 5) is not needed for the multicast convergence to happen.
                  The receiver VTEP does not wait to receive the Source A-D route to send the MVPN route type 7.
               

               
               
                  PIM Source Specific Mode
                  
                     
                     [image: Sequence of events for TRM in PIM SSM mode]
                     
                  

               
               
               
               In PIM Source Specific Mode, the following sequence of events occurs:

               
               
                  
                  	
                     
                     When the source device sends a unicast packet, VTEP 1 sends out EVPN routes to all the other VTEPs, letting them know that
                        the packet is from the source device.
                     

                     
                     The receiver sends an (S,G) IGMP join towards VTEP 3 and an (S,G) entry is created.

                     
                  

                  
                  	
                     
                     VTEP 3 performs an RPF lookup for the source device. If the SVI of the Layer 3 VNI is found to be the RPF interface, VTEP
                        3 sends MVPN route type 7 towards VTEP 1.
                     

                     
                  

                  
                  	
                     
                     VTEP 1 receives and installs the MVPN route type 7. VTEP 1 creates an (S,G) entry, using the Layer 3 VNI’s SVI as the forwarding
                        interface for (S,G).
                     

                     
                     The source device sends (S,G) data to VTEP 1.

                     
                  

                  
                  	
                     
                      VTEP 1 starts forwarding the traffic to VTEP 3.

                     
                  

                  
               

               
            

            
         
      

   
      
         
            
            Data MDT

            
            
            
               
               
                  
                  Data MDTs are purpose built underlay MDTs to provide optimized forwarding in the MVPN and EVPN core. Threshold and access
                     control configurations can be used to control the characteristics of overlay streams for which data MDTs will be built. The
                     threshold at which the data MDT is created can be configured on a per-VRF basis only. When the multicast transmission exceeds
                     the defined threshold, the sending VTEP device creates the data MDT and sends a MVPN route type 3 message, which contains
                     information about the data MDT, to all devices on the default MDT. The statistics to determine whether a multicast stream
                     has exceeded the data MDT threshold are examined periodically. After a VTEP device sends the MVPN route type 3 message, it
                     waits 3 more seconds before switching over.
                  

                  
               
               
               
                  Benefits of Data MDT

                  
                  
                  
                     
                     	
                        
                        With Data MDT, replication load on the EVPN spine nodes are greatly reduced and there are less number of copies in the EVPN
                           underlay overall.
                        

                        
                     

                     
                     	
                        
                        Data MDT lowers the bandwidth usage between the spine nodes and VTEPs. The traffic load at VTEPs that do not require certain
                           overlay streams are completely avoided.
                        

                        
                     

                     
                     	
                        
                        Data MDT also offers flexibility in deployment through ACLs and threshold-based switchovers, and also enables load-balancing
                           capabilities.
                        

                        
                     

                     
                  

                  
               
               
               
                  
                  Data MDTs are created only for (S, G) multicast route entries within the VRF multicast routing table. They are not created
                     for (*, G) entries regardless of the value of the individual source data rate. An ACL can be configured to control the overlay
                     streams that will be allowed onto the data MDT irrespective of the threshold.
                  

                  
                   Data MDT is supported for all TRM modes: PIM sparse mode with anycast RP, PIM sparse mode with RP inside the BGP EVPN VXLAN
                     fabric, PIM sparse mode with RP outside the BGP EVPN VXLAN fabric, and PIM source specific multicast (SSM) mode.
                  

                  
                  
                     
                        	
                           Note

                        
                        	
                           
                              
                              
                              For an optimal usage of Data MDT, we recommend that you configure PIM-SSM in the underlay. If you configure PIM sparse mode
                                 in the underlay, use distinct Data MDT ranges on each VTEP.
                              

                              
                           

                        
                     

                  

                  
                  
                     Data MDT Mode
                     
                        
                        [image: Sequence of events for TRM in Data MDT mode]
                        
                     

                  
                  
                  After the sequence of events of PIM sparse mode with RP outside the BGP EVPN VXLAN fabric or PIM source specific mode is completed,
                     continue with the following sequence of events for Data MDT mode:
                  

                  
                  
                     
                     	
                        
                        VTEP1 sends MVPN route type 3 to all other nodes. The threshold is exceeded for stream and MVPN route type 3 is sent to advertise
                           data MDT for the stream. After 3 seconds, VTEP1 switches stream from the default MDT to data MDT using MVPN route type 3.
                           Only VTEP3 receives stream data.
                        

                        
                     

                     
                     	
                        
                        VTEP2 has no receiver, and so it does not join the advertised data MDT underlay.

                        
                     

                     
                     	
                        
                        VTEP3 has a receiver, and joins the advertised data MDT underlay.

                        
                     

                     
                  

                  
               
               
            

            
         
      

   
      
         
            
            How to Configure Tenant Routed Multicast

            
            
            
               
               
                  Prerequisites to Configuring TRM

                  
                  
                  Before configuring TRM, ensure that EVPN VXLAN Layer 2 and Layer 3 Overlay networks have been configured. See How to Configure EVPN VXLAN Integrated Routing and Bridging for detailed steps to configure Layer 2 and Layer 3 overlay networks.
                  

                  
               
               
               Perform the following set of procedures to configure TRM in an EVPN VXLAN network:

               
            

            
            
            
               
                  	Configuring TRM with PIM Sparse Mode

                  	Configuring TRM with PIM Source Specific Mode

               

            
            
         
      

   
      
         
            
            Configuring TRM with PIM Sparse Mode

            
            
            
               
               To configure TRM with PIM Sparse Mode, perform the following tasks:

               
            

            
            
            
               
                  	Configuring the TRM Multicast Distribution Tree in the VRF

                  	Configuring Multicast Routing on the Overlay VRF

                  	Configuring Multicast on Switch Virtual Interfaces for Core-facing and Access-facing VLANs

                  	Configuring BGP with MVPN Address Family on VTEP

                  	Configuring RP for Underlay Network

                  	Configuring RP for Overlay Network

               

            
            
         
      

   
      
         
            
            Configuring TRM with PIM Source Specific Mode

            
            
            
               
               To configure TRM with PIM Source Specific Mode, perform the following tasks:

               
               
                  
                  	
                     
                     Configure the TRM Multicast Distribution Tree in the VRF

                     
                  

                  
                  	
                     
                     Configure Multicast Routing on the Overlay VRF

                     
                  

                  
                  	
                     
                     Configure Multicast on Switch Virtual Interfaces for the Core-facing and Access-facing VLANs

                     
                  

                  
                  	
                     
                     Configure BGP with MVPN Address Family on VTEP

                     
                  

                  
                  	
                     
                     Configuring RP for Underlay Network

                     
                  

                  
               

               
            

            
            
            
               
                  	Configuring SSM for Overlay Network

               

            
            
         
      

   
      
         
            
            Troubleshooting Tenant Routed Multicast

            
            
            
               
               See Troubleshoot EVPN VxLAN TRM on Catalyst 9000 Switches document to learn how to troubleshoot issues with TRM in a BGP EVPN VXLAN fabric.
               

               
            

            
         
      

   
      
         
            
            Configuration Examples for Tenant Routed Multicast

            
            
            
               
               The following sections provide configuration examples for TRM in different scenarios.

               
               
                  
                     	
                        Note

                     
                     	
                        
                           
                           These configuration examples do not have the Data MDT feature enabled.

                           
                        

                     
                  

               

               
            

            
            
            
               
                  	Example: Configuring TRM in PIM Sparse Mode with Anycast RP

                  	Example: Configuring TRM with PIM-SM for IPv4 Multicast Traffic when the RP is Inside the BGP EVPN VXLAN Fabric

                  	Example: Configuring TRM with PIM-SM for IPv4 and IPv6 Multicast Traffic when the RP is Inside the BGP EVPN VXLAN Fabric

                  	Example: Configuring TRM with PIM-SM for IPv4 Multicast Traffic when the RP is Outside the BGP EVPN VXLAN Fabric

                  	Example: Configuring TRM with PIM-SM for IPv4 and IPv6 Multicast Traffic when RP is Outside the BGP EVPN VXLAN Fabric

               

            
            
         
      

   
      
         
            Chapter 10. Configuring EVPN VXLAN External Connectivity
            

            

            
            
               
                  	Restrictions for EVPN VXLAN External Connectivity

                  	Information About EVPN VXLAN External Connectivity

                  	How to Configure EVPN VXLAN External Connectivity

                  	Configuration Examples for EVPN VXLAN External Connectivity

               

            
            
         
      

   
      
         
            Information About EVPN VXLAN External Connectivity

            
               External connectivity allows the movement of Layer 2 and Layer 3 traffic between an EVPN VXLAN network and an external network.
                  It also enables the EVPN VXLAN network to exchange routes with the externally connected network. Routes within an EVPN VXLAN
                  network are already shared between all the VTEPs or leaf switches. External connectivity uses the VTEPs on the periphery of
                  the network to pass on these routes to an external Layer 2 or Layer 3 network. Similarly, the EVPN VXLAN network imports the
                  reachability routes from the external network. External connectivity extends the Layer 2 or Layer 3 overlay network outside
                  the VXLAN network. The process of extending a Layer 2 or Layer 3 network outside the EVPN VXLAN network is also known as handoff.
               

            

            
            
               
                  	Implementation of Border Nodes for EVPN VXLAN External Connectivity

                  	External Connectivity with Layer 3 Networks

                  	External Connectivity with Layer 2 Networks

                  	Route Leaking between EVPN-enabled VRF and Global Routing Tables

               

            
            
         
      

   
      
         
            Implementation of Border Nodes for EVPN VXLAN External Connectivity

            
               Border nodes or border VTEPs are the devices through which you establish a connection between an EVPN VXLAN network and an
                  external network. The border nodes sit on the periphery of the EVPN VXLAN network and remain a part of the BGP EVPN VXLAN
                  fabric. To enable external connectivity, you can implement the border nodes of an EVPN VXLAN network as either border leaf
                  or border spine switches.
               

               
                  Connectivity Through a Border Leaf Switch

                  
                  
                  Leaf switches deployed as border nodes support the required control plane and data plane functionalities. Border leaf deployment
                     ensures that the configuration on the spine switches is much simpler. Border leaf switches only allow communication between
                     the external network and the VXLAN network, also known as north-south communication.
                  

                  
                  
                     
                        	
                           Note

                        
                        	
                           
                              
                              A border leaf switch can also be multiple switches functioning as a single logical system with Cisco StackWise Virtual configured.

                              
                           

                        
                     

                  

                  
                  The following figure shows border leaf external connectivity of an EVPN VXLAN network with external Layer 2 and Layer 3 networks:

                  
                  
                     EVPN VXLAN External Connectivity Through a Border Leaf Switch
                     
                        
                        [image: Topology for EVPN VXLAN fabric external connectivity through a border leaf switch]
                        
                     

                  
                  
               
               
                  Connectivity Through a Border Spine Switch

                  
                  
                  Deploying spine switches as border nodes provides the advantage of optimizing the north-south communication with external
                     resources. At the same time, border spine deployment allows the spine switches to support VXLAN control and data plane functionality.
                     Border spine switches allow both north-south communication and east-west communication. East-west communication represents
                     the communication within the nodes of the EVPN VXLAN network.
                  

                  
                  The following figure shows border spine external connectivity of an EVPN VXLAN network with external Layer 2 and Layer 3 networks.:

                  
                  
                     EVPN VXLAN External Connectivity Through a Border Spine Switch
                     
                        
                        [image: Topology for EVPN VXLAN fabric external connectivity through a border spine switch]
                        
                     

                  
                  
               
            

         
      

   
      
         
            External Connectivity with Layer 3 Networks

            
               Layer 3 external connectivity or handoff is established by connecting the border nodes of a BGP EVPN VXLAN fabric with an
                  edge router from the external Layer 3 network. The border node acts as a VTEP to perform VXLAN encapsulation and decapsulation,
                  but it also routes the traffic towards the edge routing device. The VXLAN-facing interface on the external Layer 3 network
                  can be a switch virtual interface (SVI), or a Layer 3 interface, or a Layer 3 subinterface.
               

               You can use Layer 3 external connectivity to achieve any of the following:

               
                  	
                     
                     Extend the logical isolation between VRFs or VLANs within the EVPN VXLAN network into the externally routed network. The external
                        routed network can be a traditional non-VXLAN campus network, a datacenter, or a WAN.
                     

                     
                  

                  	
                     
                     Provide shared access within the EVPN VXLAN network to a common external service such as the internet.

                     
                  

               

               
                  
                  BGP EVPN VXLAN fabric supports Layer 3 external connectivity with VRF-Lite and MPLS Layer 3 VPN networks.

                  
               
               
                  Layer 3 External Connectivity with VRF-Lite

                  
                  
                  Using VRF allows for the use of multiple routing tables that are independent and isolated. VRF-Lite is a mechanism to extend
                     the tenant Layer 3 VRF information beyond the BGP EVPN VXLAN Fabric. External connectivity with VRF-Lite or VRF handoff involves
                     a two-box approach where the border node and the edge router are physically independent devices. With VRF-Lite handoff, the
                     BGP EVPN VXLAN fabric extends the connectivity for different tenants externally on a hop-by-hop basis.
                  

                  
                  Once the border node learns external routes from the edge router, it advertises the prefixes inside the BGP EVPN VXLAN fabric
                     as EVPN type 5 routes. This information is distributed to all the other VTEPs in the network. The border node also advertises
                     EVPN routes to the external edge router. It sends the EVPN routes learned from the Layer 2 VPN EVPN address family to the
                     IPv4 or IPv6 unicast address family.
                  

                  
               
               
                  Layer 3 Multicast External Connectivity with MPLS Layer 3 VPN

                  
                  
                  Layer 3 external connectivity with an MPLS Layer 3 VPN network or MPLS handoff uses a single-box approach. The single-box
                     approach combines the functionalities of an EVPN VXLAN border node and an MPLS PE router into a single physical device. The
                     device is also known as a border PE node. The border PE node reoriginates IP prefixes from the EVPN address family of the
                     BGP EVPN VXLAN fabric to the VPNv4 address family of the MPLS network. Likewise, the border PE node performs the corresponding
                     function in the reverse direction. eBGP peering is necessary between the border PE node and the MPLS PE devices to ensure
                     the connectivity.
                  

                  
                  MPLS handoff allows scalability for EVPN VXLAN networks that have a large number of tenants or VRFs. Scalability is not possible
                     with VRF-Lite handoff.
                  

                  
                  In every VRF on a border VTEP, there are two sets of manually configured import and export route targets. The first set of
                     import and export route targets is associated with the BGP neighbor in the BGP EVPN VXLAN fabric. This BGP neighbor uses the
                     EVPN address family to exchange Layer 3 information. The second set of import and export route targets is associated with
                     the BGP neighbor in the Layer 3 VPN network. This BGP neighbor uses either VPNv4 or VPNv6 unicast address families to exchange
                     Layer 3 information. The separation of route targets allows you to configure both sets of route targets independently. In
                     this way, a border VTEP in an EVPN VXLAN network effectively stitches the two sets of route targets. The route targets associated
                     with the BGP neighbor in the Layer 3 VPN network are known as normal route targets. The route targets associated with the
                     BGP neighbor in the BGP EVPN VXLAN fabric are known as stitching route targets.
                  

                  
               
            

         
      

   
      
         
            External Connectivity with Layer 2 Networks

            
               Layer 2 external connectivity or handoff for an EVPN VXLAN network extends the Layer 2 domain outside of the network. BGP
                  EVPN VXLAN fabric supports Layer 2 external connectivity with IEE 802.1Q, access, and VPLS over MPLS networks.
               

               
                  Layer 2 External connectivity with IEEE 802.1Q or Access Networks

                  
                  
                  Layer 2 handoff to IEEE 802.1Q networks is achieved through a regular IEEE 802.1Q Trunk port configuration on the Switchport
                     interfaces on the border nodes. You can also connect EVPN VXLAN networks to external access networks.
                  

                  
                  The commonly deployed scenario has EVPN enabled at the distribution layer and has the access layer switches connected with
                     IEEE 802.1Q Trunk encapsulation. The IEEE 802.1Q Layer 2 traffic that comes from the access layer switches is mapped to the
                     corresponding VLAN. The border node then bridges the traffic towards the destination with VXLAN encapsulation. The inner packet
                     does not carry the IEEE 802.1Q tag. Instead, the VXLAN network identifier (VNI), which is the Layer 2 VNI in the VXLAN header,
                     represents the broadcast domain. Similarly, the border nodes decapsulate the traffic from the BGP EVPN VXLAN fabric and bridge
                     it with the corresponding IEEE 802.1Q tag to the access switches. The interface on the border VTEP that faces the external
                     interface can be either an access or a Trunk port. The external interface can belong to either a Layer 2 switch or a firewall.
                  

                  
                  
                     
                        	
                           Note

                        
                        	
                           
                              
                              If you connect the network to an external Layer 2 switch through two border VTEPs, it represents a dual connection. In such
                                 cases, STP does not propagate over the BGP EVPN VXLAN fabric by default.
                              

                              
                           

                        
                     

                  

                  
               
               
                  Layer 2 External connectivity with VPLS over MPLS Network

                  
                  
                  External connectivity with VPLS networks or VPLS handoff is achieved when a border VTEP or multiple border VTEPs establish
                     a connection with the VPLS network. The border nodes act as the provider edge (PE) devices in the VPLS network and as VTEPs
                     in the EVPN VXLAN network.
                  

                  
                  BGP EVPN VXLAN supports VPLS handoff in the form of VPLS stitching through either an access VFI or an access pseudowire on
                     the VLAN on the border VTEP.
                  

                  
                  The access pseudowires and the pseudowires in the access VFI function as the access ports in the EVPN VXLAN network. The BGP
                     EVPN VXLAN fabric treats the MAC addresses learned on the pseudowires as locally learned MAC addresses. It advertises these
                     MAC addresses within the fabric as EVPN type 2 routes. The pseudowires are in a different split horizon group compared to
                     the EVPN VXLAN network. Therefore, BUM traffic floods between both the EVPN VXLAN and VPLS networks.
                  

                  
               
            

         
      

   
      
         
            
            Route Leaking between EVPN-enabled VRF and Global Routing Tables

            
            
            
               
               The route leaking feature provides the import and export of routes between an EVPN-enabled Virtual Routing and Forwarding
                  (VRF) Table and the Global Routing Table (GRT). By enabling the import or export of the EVPN learned routes into the GRT,
                  the border node provides access to services such as DNS or DHCP to the hosts in the fabric. Routes that are imported from
                  GRT to VRF can subsequently be imported to EVPN using the import {ipv4|ipv6} unicast map allow-evpn command. Routes that are imported from EVPN to IP VRF can subsequently be exported to GRT using the export {ipv4|ipv6} unicast map allow-evpn command.
               

               
               You can further filter the imported routes using route-maps. A route-map contains the match conditions that define which of
                  the routes from the import or export tables are allowed into the target routing table. This reduces the risk of unintended
                  import or export of routes between the tables and helps contain the table sizes and advertisements.
               

               
            

            
         
      

   
      
         
            How to Configure EVPN VXLAN External Connectivity

            
               This section provides information about how to configure external connectivity between an EVPN VXLAN network and an external
                  Layer 2 or Layer 3 network.
               

               
                  
                     	
                        Note

                     
                     	
                        
                           
                           You must configure EVPN VXLAN Layer 2 and Layer 3 overlay networks before you configure external connectivity. See Configuring EVPN VXLAN Integrated Routing and Bridging for detailed steps.
                           

                           
                        

                     
                  

               

            

            
            
               
                  	Enabling Layer 3 External Connectivity with VRF-Lite

                  	Enabling Route Leaking between EVPN-enabled VRF and Global Routing Table

                  	Enabling Layer 3 External Connectivity with MPLS Layer 3 VPN

                  	Enabling EVPN VXLAN Layer 3 TRM Interworking with MVPN Networks

                  	Enabling Layer 2 External Connectivity with IEEE 802.1Q Networks

                  	Enabling Layer 2 External Connectivity with a VPLS Network Through an Access VFI

               

            
            
         
      

   
      
         
            Enabling Layer 3 External Connectivity with VRF-Lite

            
               The following figure shows a sample topology that illustrates Layer 3 external connectivity with VRF-Lite:

               
                  Layer 3 External Connectivity with VRF-Lite
                  
                     
                     [image: Topology of a BGP VEVPN VXLAN fabric for external connectivity with VRF-Lite]
                     
                  

               
               To configure Layer 3 external connectivity with VRF-Lite, perform the following set of procedures:

               
                  	
                     
                     Configure the VRF on the border VTEP interface that faces the external router.

                     
                  

                  	
                     
                     Ensure that Layer 2 VPN EVPN is advertised as part of the BGP VRF configuration. See Configuring BGP with EVPN and VRF Address Families on a VTEP for detailed steps.
                     

                     
                     
                        
                           	
                              Note

                           
                           	
                              
                                 
                                 Redistribution of the respective interior gateway protocol (IGP) is required in the BGP VRF address family to distribute the
                                    external prefixes into the BGP EVPN VXLAN fabric.
                                 

                                 
                                 For more information about VRF-Lite, see Contents → IP Routing Configuration Guide → Configuring VRF-lite in the software configuration guide for the applicable release.
                                 

                                 
                              

                           
                        

                     

                     
                  

               

            

            
            
               
                  	Configuring the VRF on the Border VTEP Interface that Faces the External Router

               

            
            
         
      

   
      
         
            Enabling Layer 3 External Connectivity with MPLS Layer 3 VPN

            
               The following figure shows a sample topology that illustrates Layer 3 external connectivity with an MPLS Layer 3 VPN network:

               
                  Layer 3 External Connectivity with MPLS Layer 3 VPN
                  
                     
                     [image: Topology of a BGP EVPN VXLAN fabric for Layer 3 external connectivity with MPLS Layer 3 VPN]
                     
                  

               
               To enable EVPN VLAN Layer 3 external connectivity with MPLS Layer 3 VPN networks, perform the following set of procedures:

               
                  	
                     
                     Run the mpls label mode all-vrfs protocol all-afs per-vrf  command in global configuration mode on the border VTEP.
                     

                     
                  

                  	
                     
                     Configure BGP with reorigination of routes with a new route type for Layer 2 VPN, VPNv4, VPNv6 address families on the border
                        VTEP.
                     

                     
                  

               

            

            
            
               
                  	Configuring BGP on a Border VTEP for External Connectivity with MPLS Layer 3 VPN

               

            
            
         
      

   
      
         
            Enabling EVPN VXLAN Layer 3 TRM Interworking with MVPN Networks

            
               
               
                  
                  To configure interworking of Layer 3 TRM with MVPN networks, perform the following steps:

                  
                  
                     
                     	
                        
                        Configure Layer 3 TRM in the BGP EVPN VXLAN fabric before you enable Layer 3 TRM interworking with MVPN. See  Configuring Layer 3 Tenant Routed Multicast for detailed steps. 
                        

                        
                     

                     
                     	
                        
                        Configure the MVPN network for the VPNv4 address family. See Configuring Multicast Virtual Private Network module of the IP Multicast Routing Configuration Guide.
                        

                        
                        
                           
                              	
                                 Note

                              
                              	
                                 
                                    
                                    Configure MVPN Profile 11 for EVPN VXLAN Layer 3 TRM interworking. For information on how to configure MVPN profiles, refer
                                       to Configure mVPN Profiles Within Cisco IOS .
                                    

                                    
                                 

                              
                           

                        

                        
                     

                     
                     	
                        
                        If internal Border Gateway Protocol (iBGP) is used for peering between the two networks, run the mdt auto-discovery interworking vxlan-pim  in VRF configuration mode on the border VTEP.
                        

                        
                        If external Border Gateway Protocol (eBGP) is used for peering between the two networks, run the mdt auto-discovery interworking vxlan-pim inter-as  in VRF configuration mode on the border VTEP.
                        

                        
                     

                     
                  

                  
               
               
            

         
      

   
      
         
            Enabling Layer 2 External Connectivity with a VPLS Network Through an Access VFI

            
               The following illustration shows a single-homed VXLAN network connected to a VPLS over MPLS network through the access VFIs
                  on the border VTEP:
               

               
                  Layer 2 External Connectivity with a VPLS Network Through an Access VFI
                  
                     
                     [image: Topology to show the Layer 2 external connectivity of an EVPN VXLAN fabric with a VPLS network through an access VFI]
                     
                  

               
               
                  
                     	
                        Note

                     
                     	
                        
                           
                           We recommend you to use Cisco Catalyst 9500 Series - High Performance switches or Cisco Catalyst 9600 Series switches as border
                              VTEPs when you configure Layer 2 external connectivity with a VPLS network.
                           

                           
                           We recommend you to configure Cisco StackWise Virtual on the border VTEPs in order to achieve physical redundancy when you
                              configure Layer 2 external connectivity with a VPLS network.
                           

                           
                        

                     
                  

               

               Perform the following set of procedures to enable Layer 2 external connectivity with VPLS networks through an access VFI interface:

               
                  	
                     
                     Define the access VFI for the VTEPs.

                     
                  

                  	
                     
                     Configure the access VFI as a member of the VLAN on the VTEPs.

                     
                  

                  	
                     
                     Configure the EVPN instance as a member of the VLAN on the VTEPs.

                     
                  

                  	
                     
                     Configure VPLS on the border VTEP.

                     
                  

               

            

            
            
               
                  	Defining an Access VFI on a Border VTEP

                  	Adding an Access VFI and an EVPN Instance as Members of the VLAN of a Border VTEP

                  	Configuring VPLS on a Border VTEP

               

            
            
         
      

   
      
         
            Configuring VPLS on a Border VTEP

            
               To configure VPLS on a border VTEP, in the software configuration guide for the required release, see Contents → Multiprotocol Label Switching (MPLS) Configuration Guide → Configuring Virtual Private LAN Service (VPLS).
               

            

         
      

   
      
         
            Configuration Examples for EVPN VXLAN External Connectivity

            
               The following section shows the configuration examples for EVPN VXLAN external connectivity to other technologies:

            

            
            
               
                  	Example: Enabling Layer 3 External Connectivity with MPLS Layer 3 VPN through iBGP

                  	Example: Enabling Layer 3 External Connectivity with MPLS Layer 3 VPN through eBGP

               

            
            
         
      

   
      
         
            
            Chapter 11. Configuring Multi-Homing in a BGP EVPN VXLAN Fabric
            

            
            
            

            
            
            
               
                  	Restrictions for Multi-Homing in a BGP EVPN VXLAN Fabric

                  	Information About Multi-Homing in a BGP EVPN VXLAN Fabric

                  	How to Configure Multi-Homing in a BGP EVPN VXLAN Fabric

                  	Configuration Examples for Multi-Homing in a BGP EVPN VXLAN Fabric

               

            
            
         
      

   
      
         
            Information About Multi-Homing in a BGP EVPN VXLAN Fabric

            
               Multi-homing feature in a BGP EVPN VXLAN fabric provides redundancy in the connection between a host or Layer 2 switch and
                  the EVPN VXLAN network.
               

               
               In a BGP EVPN VXLAN fabric, you connect a host or Layer 2 switch to the EVPN VXLAN network either through single-homing or
                  through multi-homing.
               

               
               Cisco Catalyst 9000 Series switches support RFC 7432 and RFC 8365 for VXLAN encapsulation-based EVPN multi-homing capabilities.
               

            

            
            
               
                  	Single-Homing

                  	Multi-Homing

                  	Migration Between Single-Homed and Multi-Homed Network Topologies

               

            
            
         
      

   
      
         
            
            Single-Homing

            
            
            
               
               Single-homing allows you to connect a host or Layer 2 switch to a single VTEP in the EVPN VXLAN network. Single-homing does
                  not support redundancy in the connection between the host or access device and the VTEP. When the active link breaks down,
                  the connection between the host (or Layer 2 switch) and the VTEP is lost. As a result, single-homed topologies are not always
                  reliable and efficient.
               

               
               The following figure shows a single-homed topology:

               
               
                  Single-Homed Topology
                  
                     
                     [image: Topology of a BGP EVPN VXLAN network for single-homing]
                     
                  

               
               
            

            
         
      

   
      
         
            Multi-Homing

            
               Multi-homing allows you to connect a host or Layer 2 switch to more than one VTEP in the EVPN VXLAN network. This connection
                  provides redundancy and allows network optimization. Redundancy in the connection with the VTEPs ensures that there’s no traffic
                  disruption when there’s a network failure. Multi-homed topologies are more reliant, secure, and efficient than single-homed
                  topologies.
               

               Multi-homing operates in single-active and all-active redundancy modes. In both modes, the connected host or access device
                  is represented by an ethernet segment ID. This ethernet segment ID must also be part of the configuration on the VTEP's interface
                  that connects the multihomed host or network device. All traffic forwarded between the VTEPs and the host (or Layer 2 switch)
                  passes through this ethernet segment.
               

            

            
            
               
                  	Single-Active Redundancy Mode

               

            
            
         
      

   
      
         
            Single-Active Redundancy Mode

            
               In single-active redundancy mode, only a single VTEP, among a group of VTEPs that are attached to a particular Ethernet-segment,
                  is allowed to forward traffic to and from the Ethernet segment. It results in a single-active access link between the VTEPs
                  and the host (or Layer 2 switch) that passes through the Ethernet segment. The single access link can either be a physical
                  link or an ether-channel.
               

               Multi-homing in single-active redundancy mode is supported only in the form of dual-homing. Dual-homing allows a host or access device to be connected to only two VTEPs. A dual-homed topology with single-active redundancy
                  can be deployed in one of the following ways:
               

               
                  	
                     
                     Dual-homed device

                     
                  

                  	
                     
                     Dual-homed network

                     
                  

               

               
                  Dual-Homed Device

                  
                  
                  In single-active dual-homed device topology, a single host or access device is connected to two VTEPs with two links that
                     pass through a single-active Ethernet segment. The Ethernet segment contains two separate links connecting the host or access
                     device to each VTEP, but only one link remains active at any given time. For each VLAN interface on a dual-homed host or access
                     device, only one link remains active. When the active link breaks down, the back-up link takes over and ensures constant connectivity.
                  

                  
                  The following figure shows a dual-homed device topology:

                  
                  
                     Dual-Homed Device Topology
                     
                        
                        [image: Topology for a single-active dual-homed device with one device connected to two VTEPs]
                        
                     

                  
                  
               
               
                  Dual-Homed Network

                  
                  
                  In single-active dual-homed network topology, two host or access devices from the same network are connected to two separate
                     VTEPs through links that pass through a single-active Ethernet segment. At any given time, only one of these links remains
                     active. When the active link breaks down, the back-up link takes over and ensures constant connectivity. The two host or access
                     devices are part of a dual-homed network.
                  

                  
                  A dual-homed network topology results in a situation where the network splits into two different networks if the connectivity
                     between the host or access devices is lost. To avoid this scenario, redundancy must also be enabled within the dual-homed
                     network.
                  

                  
                  The following figure shows a dual-homed network topology:

                  
                  
                     
                        	
                           Note

                        
                        	
                           
                              
                              Ensure that you enable a spanning tree within the dual-homed Layer 2 network.

                              
                           

                        
                     

                  

                  
                  
                     Dual-Homed Network Topology
                     
                        
                        [image: Topology for a single-active dual-homed network with two hosts connected to two separate VTEPs]
                        
                     

                  
                  
                  
               
               
               
                  DF Election and Load Balance

                  
                  
                  A dual-homed network with a single-active Ethernet segment uses a Designated Forwarder (DF) election mechanism to load balance
                     the traffic. The DF election is made at the Layer 2 VNI level, when the access interface from the VTEP is a trunk interface
                     and an Ethernet segment is configured.
                  

                  
                  In the above topology, some Layer 2 VNIs use the interface connected to VTEP 1 as the active link and the others use the interface
                     connected to VTEP 2 as the active link. This allows effective utilization of bandwidth on both the interfaces in a steady
                     network state. Traffic in each Layer 2 VNI is load balanced for the downstream dual-homed Layer 2 network. If any of the physical
                     interface link to the downstream Layer 2 device goes down and is not operational, the DF election algorithm recalculates the
                     active link interface. After the link is reestablished and both links are operational again, the DF election algorithm restores
                     the load balancing operation to utilize the bandwidth of both the links effectively.
                  

                  
                  
                  To support selective migration of traditional Layer 2 domains to EVPN overlay Layer 2 segments, the EVPN-enabled VLANs and
                     non EVPN-enabled VLANs can continue to exist on the ethernet segment-enabled trunk interfaces. The DF or non DF forwarding
                     state of the physical port is applicable only for the EVPN-enabled VLANS and will be managed by the EVPN control plane. Spanning
                     Tree Protocol (STP) if enabled, will manage the forwarding state of the physical port only for non EVPN-enabled VLANs.
                  

                  
                  The Layer 2 trunk port disables classic STP function for the VLANs mapped to EVI once the trunk port is configured with Ethernet
                     Segment (ES). STP functionality will be disabled on per VP (vlan,port) as per the loop-prevention technique and handled by
                     BGP EVPN control-plane with DF/NDF selection algorithm. Such architecture change remains unknown at downstream Layer 2 access
                     network device(s) which continue to operate with STP protocol.
                  

                  
                  As the data switching for each VLAN is evenly load-share across each Layer 2 trunk port, the fault detection and recovery
                     mechanics between Distribution layer is handled by BGP EVPN control-plane. The downstream network convergence from IP core
                     to Layer 2 network is rapidly detected, synchronized, and it delivers deterministic sub-second recovery. However, the Upstream
                     network from Layer 2 network to an IP core demands re-learning MAC move from failed connection to new one, that by default
                     L2 Access switch relies on slow STP forward-delay timer.
                  

                  
                  Hence, to deliver bi-directional and symmetric data convergence during Layer 2 path failure the Catalyst 9000 introduced new
                     advancement starting IOS-XE 17.11.1 release to conditionally inject STP Topology Change Notification (TCN) message to downstream
                     Layer 2 network device(s). This event-driven STP TCN forces the Layer 2 network devices to perform rapid MAC move from failed
                     to new connection and start performing data switching to deliver deterministic sub-second convergence time.
                  

                  
               
            

         
      

   
      
         
            Migration Between Single-Homed and Multi-Homed Network Topologies

            
               BGP EVPN VXLAN allows you to migrate your network topology from one redundancy mode to another. You can transition from a
                  single-homed topology to a multi-homed topology. Likewise, you can also remove the redundancy from a multi-homed topology
                  to move back to a single-homed topology.
               

               
               
                  
                     	
                        Note

                     
                     	
                        
                           
                           When you migrate from one topology to another, ensure you make corresponding changes to the Ethernet segment configuration.
                              If you change either of the two without making corresponding changes to the other, it results in traffic loops and traffic
                              blackholing.
                           

                           
                        

                     
                  

               

               
               For a sample illustration and detailed steps about how to migrate from a single-homed topology to a single-active dual-homed
                  topology, see Migrating from a Single-Homed Topology to a Single-Active Dual-Homed Topology.
               

               
               For a sample illustration and detailed steps about how to migrate from a single-active dual-homed topology to a single-homed
                  topology, see Migrating from a Single-Active Dual-Homed Topology to a Single-Homed Topology.
               

            

         
      

   
      
         
            How to Configure Multi-Homing in a BGP EVPN VXLAN Fabric

            
               Before you configure multi-homing in a BGP EVPN VXLAN fabric, ensure that you configure EVPN VXLAN Layer 2 and Layer 3 overlay
                  networks. See How to Configure EVPN VXLAN Integrated Routing and Bridging for detailed steps.
               

            

            
            
               
                  	Configuring Dual-Homing with Single Active Redundancy in a BGP EVPN VXLAN Fabric

                  	Migrating from a Single-Homed Topology to a Single-Active Dual-Homed Topology

                  	Migrating from a Single-Active Dual-Homed Topology to a Single-Homed Topology

               

            
            
         
      

   
      
         
            
            Migrating from a Single-Homed Topology to a Single-Active Dual-Homed Topology

            
            
            
               
               The following figures illustrate the migration from a single-homed topology to a single-active dual-homed topology:

               
               
                  Migration from a Single-Homed Network to a Single-Active Dual-Homed Network
                  
                     
                     [image: Topology to show the migration from a single-homed network to a single-active dual-homed network]
                     
                  

               
               
               To migrate from a single-homed network to a single-active dual-homed network, perform the following steps:

               
               
                  
                     	
                        Note

                     
                     	
                        
                           
                           When you migrate from one topology to another, ensure you make corresponding changes to the Ethernet segment configuration.
                              If you change either of the two without making corresponding changes to the other, it results in traffic loops and traffic
                              blackholing.
                           

                           
                        

                     
                  

               

               
               
                  
                  	
                     
                     Before you migrate, we recommend that you do not configure the VTEP as the root bridge of the spanning tree, as the provision
                        of Ethernet segment on the interface of a VTEP excludes it from spanning-tree. If the VTEP is the root bridge, its exclusion
                        from the spanning-tree triggers an immediate spanning tree re-convergence.
                     

                     
                     
                        
                           	
                              Note

                           
                           	
                              
                                 
                                 Do not activate a link between VTEP 2 and a switch in the single-homed network yet. Activate the second only once you configure
                                    the Ethernet segment. In case a link is already activated, ensure that you deactivate the link.
                                 

                                 
                              

                           
                        

                     

                     
                  

                  
                  	
                     
                     Provision the Ethernet segment on the interface of the VTEP that has the active link. Provision of the Ethernet segment updates
                        all the MAC addresses that are locally learned on that interface with the Ethernet segment ID of the interface.
                     

                     
                  

                  
                  	
                     
                     Now provision the Ethernet segment on the interface of the second VTEP that needs to be connected to the switch in the single-homed
                        network.
                     

                     
                  

                  
                  	
                     
                     Connect the link and bring up the interface of the second VTEP. By doing this, you trigger fast convergence, Ethernet segment
                        auto-discovery, and DF reelection.
                     

                     
                     The single-homed network has now migrated to a dual-homed network.

                     
                  

                  
               

               
            

            
         
      

   
      
         
            
            Migrating from a Single-Active Dual-Homed Topology to a Single-Homed Topology

            
            
            
               
               The following figures illustrate the migration from a single-active dual-homed topology to a single-homed topology:

               
               
                  Migration from a Single-Active Dual-Homed Network to a Single-Homed Network
                  
                     
                     [image: Topology to show the migration from a single-active dual-homed network to a single-homed network]
                     
                  

               
               
               To migrate from a single-active dual-homed network to a single-homed network, perform the following steps:

               
               
                  
                     	
                        Note

                     
                     	
                        
                           
                           When you migrate from one topology to another, ensure you make corresponding changes to the Ethernet segment configuration.
                              If you change either of the two without making corresponding changes to the other, it results in traffic loops and traffic
                              blackholing.
                           

                           
                        

                     
                  

               

               
               
                  
                     	
                        Note

                     
                     	
                        
                           
                           Ensure that the Ethernet segment remains configured on the dual-homed links as long as the links are up. If the Ethernet segment
                              is removed from an active link, it causes traffic loops.
                           

                           
                        

                     
                  

               

               
               
                  
                  	
                     
                     Before you migrate, we recommended that you configure portfast on the link you activate. Removal of Ethernet segment from
                        an interface on the VTEP puts it back into the spanning-tree. If the interface is not configured with portfast, the port goes
                        through block-learn-forward states and causes extensive traffic loss.
                     

                     
                  

                  
                  	
                     
                     Shut down the interface that needs to be decommissioned. When you shut down the interface, you trigger fast convergence, Ethernet
                        segment auto-discovery, and DF reelection. As a result, all the traffic converges into the active link.
                     

                     
                  

                  
                  	
                     
                     Remove the Ethernet segment from the decommissioned interface. Ensure that the interface is down before you disconnect the
                        link.
                     

                     
                     The dual-homed network has now migrated to a single-homed network with an Ethernet segment.

                     
                  

                  
                  	
                     
                     (Optional) Remove the Ethernet segment from the interface with the active link on the VTEP.

                     
                     Removal of the Ethernet segment updates all the MAC addresses that are locally learned on that interface without the Ethernet
                        segment ID.
                     

                     
                     The Ethernet segment is now removed from the single-homed network homed network.

                     
                  

                  
               

               
            

            
         
      

   
      
         
            Configuration Examples for Multi-Homing in a BGP EVPN VXLAN Fabric

            
               This section provides configuration examples for multi-homing in a BGP EVPN VXLAN fabric:

            

            
            
               
                  	Example: Configuring Dual-Homing with Single-Active Redundancy in a BGP EVPN VXLAN Fabric

               

            
            
         
      

   
      
         
            
            Chapter 12. Configuring Private VLANs in a BGP EVPN VXLAN Fabric
            

            
            
            

            
            
            
               
                  	Restrictions for Private VLANs in a BGP EVPN VXLAN Fabric

                  	Information About Private VLANs in a BGP EVPN VXLAN Fabric

                  	How to Configure Private VLANs in a BGP EVPN VXLAN Fabric

                  	Configuration Examples for Private VLANs in a BGP EVPN VXLAN Fabric

               

            
            
         
      

   
      
         
            
            Information About Private VLANs in a BGP EVPN VXLAN Fabric

            
            
            
               
               A private VLAN (PVLAN) divides a regular VLAN into logical partitions, allowing limited broadcast boundaries among selected
                  port-groups on a single Layer 2 Ethernet switch. The single Ethernet switch's PVLAN capabilities can be extended over the
                  BGP EVPN VXLAN enabled network to build partitioned bridge-domain between port-groups across multiple Ethernet switches in
                  the BGP EVPN VXLAN VTEP mode. The integration of PVLAN with a BGP EVPN VXLAN network enables the following benefits:
               

               
               
                  
                  	
                     
                     Microsegmented Layer 2 network segregation across one or more BGP EVPN VXLAN switches.

                     
                  

                  
                  	
                     
                     Partitioned and secured user-group Layer 2 network that limits the communication with dynamic or static port configuration
                        assignments.
                     

                     
                  

                  
                  	
                     
                     IP subnet pool conservation across BGP EVPN VXLAN network while extending segregated Layer 2 network across the fabric.

                     
                  

                  
                  	
                     
                     Conservation of  Layer 2 overlay tunnels and peer networks with a single virtual network identifier (VNI) mapped to Primary
                        VLAN.
                     

                     
                  

                  
               

               
            

            
            
            
               
                  	Primary and Secondary VLANs

                  	Private VLAN Ports

                  	Extension of Private VLANs in a BGP EVPN VXLAN Fabric

                  	Traffic Forwarding for Private VLANs in a BGP EVPN VXLAN Fabric

                  	Routed Traffic Forwarding

               

            
            
         
      

   
      
         
            
            Primary and Secondary VLANs

            
            
            
               
               Each subdomain in a PVLAN is represented by a pair of VLANs: a primary VLAN and a secondary VLAN. A PVLAN can have multiple
                  VLAN pairs, one pair for each subdomain. All VLAN pairs in a PVLAN share the same primary VLAN. The secondary VLAN ID differentiates
                  one subdomain from another. A secondary VLAN can either be an isolated VLAN or a community VLAN. Primary and secondary VLANs
                  have the following characteristics:
               

               
               
                  
                  	
                     
                     Primary VLAN: A PVLAN has only one primary VLAN. Every port in a PVLAN is a member of the primary VLAN. The primary VLAN carries
                        unidirectional traffic downstream from the promiscuous ports to the host (isolated and community) ports and to other promiscuous
                        ports.
                     

                     
                  

                  
                  	
                     
                     Isolated VLAN: A PVLAN has only one isolated VLAN. An isolated VLAN is a secondary VLAN that carries unidirectional traffic
                        upstream from the hosts towards the promiscuous ports and the gateway.
                     

                     
                  

                  
                  	
                     
                     Community VLAN: A community VLAN is a secondary VLAN that carries upstream traffic from the community ports to the promiscuous
                        port gateways and to other host ports in the same community. You can configure multiple community VLANs in a PVLAN.
                     

                     
                  

                  
               

               
            

            
         
      

   
      
         
            
            Private VLAN Ports

            
            
            
               
               PVLAN ports are access ports that are one of these types:

               
               
                  
                  	
                     
                     Promiscuous: A promiscuous port belongs to the primary VLAN. It can communicate with all interfaces, including the community
                        and isolated host ports that belong to the secondary VLANs associated with the primary VLAN.
                     

                     
                  

                  
                  	
                     
                     Isolated: An isolated port is a host port that belongs to an isolated secondary VLAN. It has complete Layer 2 separation from
                        other ports within the same PVLAN, except for the promiscuous ports. PVLANs block all traffic to isolated ports except traffic
                        from promiscuous ports. Likewise, PVLANs forward the traffic from an isolated port only to promiscuous ports.
                     

                     
                  

                  
                  	
                     
                     Community: A community port is a host port that belongs to a community secondary VLAN. Community ports communicate with other
                        ports in the same community VLAN and with promiscuous ports. Community ports are isolated at Layer 2 from all other interfaces
                        in external communities and also from isolated ports within their private VLAN.
                     

                     
                  

                  
               

               
               For more information about PVLANs and the steps to configure PVLANs, see "Configuring Private VLANs" module in the VLAN Configuration Guide for the applicable release.
               

               
            

            
         
      

   
      
         
            
            Extension of Private VLANs in a BGP EVPN VXLAN Fabric

            
            
            
               
               Private VLANs (PVLANs) partition a regular VLAN domain into subdomains and provide Layer 2 isolation between ports within
                  the same PVLAN. Like a regular VLAN, a private VLAN can span multiple Layer 2 switches. In a private VLAN that spans across
                  multiple devices, traffic from an isolated port in Switch A does not reach an isolated port on Switch B. This is achieved
                  by the trunk port carrying the primary VLAN and secondary VLANs to neighboring switches with dot1q tag in a traditional Layer
                  2 network. With BGP EVPN VXLAN enabled in the PVLANs on the VTEPs, the L2VNI segment preserves the PVLAN semantics and provides
                  the Layer 2 isolation for the stretched PVLAN segment across the VTEPs in the overlay fabric. PVLAN extension with BGP EVPN
                  VXLAN allows you to:
               

               
               
                  
                  	
                     
                     Seamlessly migrate and join (or stretch) the PVLAN domain like any regular VLAN.

                     
                  

                  
                  	
                     
                     Access to centralized common services such as printer or DHCP through the promiscuous port on any VTEP in the EVPN overlay.

                     
                  

                  
                  	
                     
                     Maintain community and isolated VLAN semantics in the overlay fabric across all the VTEPs. The EVPN fabric provides a logical
                        single switch view for the respective Layer 2 domain.
                     

                     
                  

                  
               

               
               The following image shows PVLAN extension in a BGP EVPN VXLAN fabric with two VTEPs:

               
               
                  PVLAN Extension in a BGP EVPN VXLAN Fabric
                  
                     
                     [image: Topology to show the PVLAN extension in a BGP EVPN VXLAN fabric.]
                     
                  

               
               
            

            
         
      

   
      
         
            
            Traffic Forwarding for Private VLANs in a BGP EVPN VXLAN Fabric

            
            
            
               
               You can forward known unicast and broadcast, unknown unicast, and multicast (BUM) traffic between PVLANs in a BGP EVPN VXLAN
                  fabric. On the Source VTEP, the forwarding process on the access PVLAN ports (promiscuous, isolated, community) adheres to
                  the baseline PVLAN forwarding. With BGP EVPN VXLAN enabled in the PVLAN domain, the remote host routes are learned and programmed
                  in the hardware of the respective PVLANs. The following sections illustrate the forwarding scenarios for unicast and BUM traffic
                  between local and remote hosts for each of the secondary VLANs. 
               

               
            

            
            
            
               
                  	Known Unicast Traffic Forwarding

                  	Broadcast, Unknown Unicast, and Multicast Traffic Forwarding

               

            
            
         
      

   
      
         
            
            Known Unicast Traffic Forwarding

            
            
            
               
               The sending VTEP bridges a known unicast packet with the corresponding secondary VLAN’s virtual network identifier (VNI) ID.
                  The packet arrives on the receiving VTEP. After decapsulation, receiving VTEP processes the packet in the same way as a packet
                  from a local PVLAN host port. The packet gets mapped to the respective community, isolated, or primary VLAN. 
               

               
               The following images illustrate the known unicast traffic forwarding scenarios for PVLANs in a BGP EVPN VXLAN fabric:

               
               
                  Unicast Traffic from Promiscuous Port : H14 to H8
                  
                     
                     [image: Topology to show unicast traffic flow from promiscous port H14 to H8]
                     
                  

               
               
               
                  Unicast Traffic from Isolated Port: H1 to H13
                  
                     
                     [image: Topology to show unicast traffic flow from an isolated port]
                     
                  

               
               
               
                  Unicast Traffic from Community Port: H6 to H7
                  
                     
                     [image: Topology to show unicast traffic flow from community port]
                     
                  

               
               
            

            
         
      

   
      
         
            
            Broadcast, Unknown Unicast, and Multicast Traffic Forwarding

            
            
            
               
               In a regular VLAN, broadcasts are forwarded to all ports in that VLAN. Private VLAN broadcast forwarding depends on the port
                  sending the broadcast: 
               

               
               
                  
                  	
                     
                     An isolated port sends a broadcast only to the promiscuous ports or trunk ports.

                     
                  

                  
                  	
                     
                     A community port sends a broadcast to all promiscuous ports, trunk ports, and ports in the same community VLAN.

                     
                  

                  
                  	
                     
                     A promiscuous port sends a broadcast to all ports in the private VLAN (other promiscuous ports, trunk ports, isolated ports,
                        and community ports).
                     

                     
                  

                  
               

               
               In addition to the above, a copy of the flood packet is sent to the remote VTEPs with the respective L2VNI. (See BUM traffic handling in the L2VNI). On the remote VTEP, the flood copy is again replicated towards the access as per the PVLAN broadcast rules mentioned above.
                  Flood packets received from the fabric are not sent back to fabric with split-horizon check.
               

               
               During forwarding, if a packet's MAC address isn't available in the lookup, the VTEP replicates the packet with the VNI ID
                  of the forwarding (or incoming) VLAN. The VTEP forwards the BUM packets with the VNI ID of the corresponding VLAN. The receiving
                  VTEP decapsulates the BUM packet and maps the VNI ID to the corresponding secondary VLAN. This mapping ensures that the flood
                  rules remain local. The VTEP then processes the packet in the same way as a packet from a local host port.
               

               
               For isolated VLANs, after the destination MAC address lookup results in an unknown unicast from the source port, it's not
                  locally known whether the destination MAC address belongs to the remote isolated VLAN host or the remote primary VLAN host.
                  Hence, the BUM packet copy is allowed to go the egress VTEPs with the isolated VLAN VNI ID. On egress VTEPs, this BUM copy
                  gets flooded on local isolated ports and local promiscuous ports. As a result, BUM traffic from remote isolated ports to local
                  isolated ports is unavoidable.
               

               
               
                  
                     	
                        Note

                     
                     	
                        
                           
                           Forwarding of unknown unicast traffic from an isolated port to a remote promiscuous port isn't supported.

                           
                        

                     
                  

               

               
               The following images illustrate the BUM traffic forwarding scenarios for PVLANs in a BGP EVPN VXLAN fabric:

               
               
                  BUM Traffic from Promiscuous Port (H14)
                  
                     
                     [image: Topology to show the BUM traffic from a promiscuous port]
                     
                  

               
               
               
                  BUM Traffic from Isolated Port (H1)
                  
                     
                     [image: Topology to show the BUM traffic from a community port]
                     
                  

               
               
               
                  BUM Traffic from Community Port (H5)
                  
                     
                     [image: Topology to show the BUM trafficforwarding from a community port]
                     
                  

               
               
            

            
         
      

   
      
         
            
            Routed Traffic Forwarding

            
            
            
               
               Routed traffic between the hosts in a microsegmented VLAN is through the associated Primary VLAN SVI on the Local VTEP (For
                  more information, see "Configuring Private VLANs" module in the VLAN Configuration Guide for the applicable release). When the source and destination hosts are across the EVPN VXLAN fabric, the routed traffic between
                  the microsegmented VLAN hosts follows the Symmetric Integrated Routing and Bridging (IRB) method to cross the fabric (For
                  more information, see Configuring EVPN VXLAN Integrated Routing and Bridging). On the destination VTEP, traffic is routed from the core VLAN SVI to the associated Primary VLAN SVI interface and then
                  bridged in the microsegmented local destination Secondary VLAN.
               

               
            

            
         
      

   
      
         
            
            How to Configure Private VLANs in a BGP EVPN VXLAN Fabric

            
            
            
               
                When you configure PVLANs in a BGP EVPN VXLAN fabric, the existing PVLAN configuration is preserved and the Layer 2 VNI configuration
                  is added to the PVLAN. By adding the Layer 2 VNI configuration, you expand the PVLAN and stretch it over the fabric across
                  the VTEPs in the fabric.
               

               
               In a BGP EVPN VXLAN fabric, the EVPN control plane distributes the MAC and MAC-IP routes. In addition, PVLANs handle BUM and
                  unicast traffic forwarding differently compared to regular VLANs. Due to these two reasons, you can create and delete PVLANs
                  strictly in the following ways:
               

               
               
                  
                  	
                     
                     To create a PVLAN, first configure the VLAN with primary and secondary associations. Next, enable EVPN separately in each
                        of the primary, community, and isolated VLANs.
                     

                     
                     
                        
                           	
                              Note

                           
                           	
                              
                                 
                                 If there's an EVPN configuration already associated with a VLAN, you can't directly configure the PVLAN associations for this
                                    VLAN. First, use the member vni  command in VLAN configuration mode to disassociate the EVPN configuration from the VLAN. Next, configure the PVLAN association.
                                    Now reconfigure EVPN in each of the newly configured primary, community, and isolated VLANs.
                                 

                                 
                              

                           
                        

                     

                     
                  

                  
                  	
                     
                     To delete a PVLAN, ensure that you unconfigure EVPN in the respective VLAN before you modify the PVLAN configuration.

                     
                  

                  
               

               
            

            
            
            
               
                  	Configuring the Primary and Secondary VLANs for a Private VLAN

                  	Configuring the Port of a Private VLAN

                  	Enabling EVPN in a Private VLAN

               

            
            
         
      

   
      
         
            
            Chapter 13. Configuring Optimized Layer 2 Overlay Multicast
            

            
            
            

            
            
            
               
                  	Restrictions for Optimized Layer 2 Overlay Multicast

                  	Information About Optimized Layer 2 Overlay Multicast

                  	How to Configure Optimized Layer 2 Overlay Multicast

                  	Verifying Optimized Layer 2 Overlay Multicast on VTEP and Centralized Gateway

                  	Configuration Examples for Optimized Layer 2 Overlay Multicast

               

            
            
         
      

   
      
         
            
            Restrictions for Optimized Layer 2 Overlay Multicast

            
            
            
               
               
                  
                  	
                     
                     This feature does not support data MDT in the underlay. 

                     
                  

                  
                  	
                     
                     Optimized Layer 2 overlay multicast source specific forwarding (S,G)  is not supported. Only (*,G) is supported.

                     
                  

                  
                  	
                     
                     Optimized Layer 2 overlay multicast is ineffective for a Distributed Anycast Gateway deployment (use Layer 3 Tenant Routed
                        Multicast in a Distributed Anycast Gateway deployment). Optimized Layer 2 overlay multicast is applicable between Layer 2
                        Leaf or Centralized Gateway that extends the bridge-domain over EVPN VXLAN fabric.
                     

                     
                  

                  
                  	
                     
                     Optimized Layer 2 overlay multicast handoff to Layer 3 tenant routed multicast  (TRM) within the EVPN fabric is not supported.

                     
                  

                  
               

               
            

            
         
      

   
      
         
            
            Information About Optimized Layer 2 Overlay Multicast

            
            
            
               
               Optimized Layer 2 Overlay Multicast functionality is based on IGMP or MLD Proxy for EVPN, as defined in draft-ietf-bess-evpn-igmp-mld-proxy.
               

               
               In a BGP EVPN VXLAN fabric, there can be many hosts attached to a VLAN that is stretched across several sites. These hosts
                  send IGMP membership reports to join their interested multicast groups. Also, the IGMP router periodically sends membership
                  queries to find out if there are hosts on a VLAN that are interested in receiving multicast traffic for that group. This leads
                  to a flooding of IGMP reports and queries in the overlay network across multiple sites. The network may have few hosts but
                  the IGMP messages are sent to all VTEPs, resulting in an overloading of the fabric. This necessitates an IGMP or MLD Proxy
                  to efficiently forward the multicast traffic. When you enable an IGMP or MLD Proxy on the VTEP, the proxy forwards the multicast
                  traffic only to the interested receivers, thus optimizing the bandwidth of the fabric. 
               

               
               Optimized Layer 2 Overlay Multicast functionality facilitates multicast traffic both at the access level and within the VXLAN
                  fabric. Optimized Layer 2 Overlay Multicast is restricted to a Layer 2 Virtual Network Instance (L2VNI), wherein the source
                  and receivers are within the same Layer 2 domain. Layer 2 multicast data traffic is not forwarded to a VTEP or a port that
                  does not have a multicast router or receiver attached to it.
               

               
               Optimized Layer 2 Overlay Multicast supports both IPv4 and IPv6 multicast traffic in a Layer 2 EVPN VXLAN fabric. 

               
            

            
            
            
               
                  	Optimized Layer 2 Multicast in BGP EVPN VXLAN Layer 2 Overlay

                  	Optimized Layer 2 Overlay Multicast Interworking in BGP EVPN VXLAN Fabric

                  	Replication Types Supported in Underlay Network

               

            
            
         
      

   
      
         
            
            Optimized Layer 2 Multicast in BGP EVPN VXLAN Layer 2 Overlay

            
            
            
               
               Optimized Layer 2 Overlay Multicast uses an EVPN instance (EVI) to build an IGMP or MLD overlay. When a VTEP receives an IGMP
                  or MLD report from a host on the access link, it propagates this information to all other VTEPs in the same EVI, using EVPN
                  Route Type 6 (RT6). Propagation of RT6 updates the multicast forwarding tree for the intra-VLAN multicast traffic in the fabric.
                  If a host on a second VTEP sends multicast traffic to a group that already has receivers, traffic is forwarded in the established
                  multicast forwarding tree. Multicast traffic source and receiver, which are on the same VLAN but stretched across VTEPs in
                  the BGP EVPN VXLAN fabric, can communicate with each other.
               

               
               
                  Source and Receiver on Same VLAN, Connected to Different Layer 2 VTEPs

                  
                  
                  
                  
                     Topology to show Layer 2 Overlay Multicast Traffic within a VLAN
                     
                        
                        [image: Topology for Layer 2 Multicastwhen source and receivers are connected to different VTEPs in the same VLAN]
                        
                     

                  
                  
                  
                     
                     	
                        
                        Receiver R3 in VLAN 10 sends (*,G) IGMP Join to VTEP 2. (*,G) is created at VTEP 2. 

                        
                     

                     
                     	
                        
                        VTEP 2 sends EVPN route type 6 to VTEP 1. (*,G) is created at VTEP 1.

                        
                     

                     
                     	
                        
                        Source S1 in VLAN 10 starts streaming data. VTEP 1 forwards the multicast packets to all other VTEPs that have receivers.

                        
                     

                     
                     	
                        
                        Layer 2 multicast packets are encapsulated with L2VNI that corresponds to VLAN 10 and are forwarded through the overlay to
                           VTEP 2.
                        

                        
                     

                     
                     	
                        
                        On VTEP 2, the L2VNI encapsulated data packets are decapsulated and forwarded to the port where receiver R3 is connected.

                        
                     

                     
                  

                  
               
               
            

            
         
      

   
      
         
            
            Optimized Layer 2 Overlay Multicast Interworking in BGP EVPN VXLAN Fabric

            
            
            
               
               VTEPs in the EVPN VXLAN network forward traffic to each other through the VXLAN gateways. An EVPN VXLAN Centralized Gateway
                  (CGW) VTEP performs the Layer 3 gateway function for all the Layer 2 VNIs. All the other VTEPs in the network perform only
                  bridging. For information on CGW, see “Configuring EVPN VXLAN Integrated Routing and Bridging”.
               

               
            

            
            
            
               
                  	Optimized Layer 2 Multicast across Layer 2 Overlays

                  	Optimized Layer 2 Overlay Multicast Handoff with External Network

               

            
            
         
      

   
      
         
            
            Optimized Layer 2 Multicast across Layer 2 Overlays

            
            
            
               
               In an EVPN VXLAN fabric, a CGW performs routing for the inter-L2VNI Layer 2 multicast traffic. In this case, the sender and
                  receiver, both could be on the same VTEP or they could be on different VTEPs within the EVPN VXLAN fabric. 
               

               
               
                  Source and Receiver on Different VLANs, connected to Different Layer 2 VTEPs

                  
                  
                  
                  
                     Topology to show Layer 2 Overlay Multicast Traffic between Different VLANs
                     
                        
                        [image: Topology for L2 Multicast with sender and recevier on different VTEPs and different VLANs]
                        
                     

                  
                  
                  
                     
                     	
                        
                        CGW sends EVPN route type 6 (*, *) to all the Layer 2 VTEPs in EVPN VXLAN fabric.

                        
                     

                     
                     	
                        
                        Receiver R4 in VLAN 20  sends (*, G) IGMP join to VTEP 2. (*, G) is created in IGMP snooping table on VTEP 2.

                        
                     

                     
                     	
                        
                        VTEP 2 sends EVPN route type 6 (*, G) to the CGW and all other Layer 2 VTEPs. (* , G) is also created in Layer 3 multicast
                           on the CGW.
                        

                        
                     

                     
                     	
                        
                        Source S1 in VLAN 10 starts streaming data. VTEP1 forwards the multicast traffic.

                        
                     

                     
                     	
                        
                        Layer 2 multicast traffic is switched through L2VNI to the CGW, based on the default EVPN route type 6.

                        
                        In the CGW,  multicast data packets are processed by Layer 3 Multicast and routed to access SVI20 where the receiver R4 is
                           connected.
                        

                        
                     

                     
                     	
                        
                        Multicast traffic is forwarded to VTEP 2 through L2VNI. On egress VTEP 2, Layer 2 Overlay Multicast switches the data packets
                           to the port where the receiver R4 is connected. 
                        

                        
                     

                     
                  

                  
               
               
            

            
         
      

   
      
         
            
            Optimized Layer 2 Overlay Multicast Handoff with External Network

            
            
            
               
               
                  Topology to show Layer 2 Overlay Multicast Traffic Handoff to an External Network
                  
                     
                     [image: Topology for Layer 2 Multicast Handoff to external network]
                     
                  

               
               
               In this topology, either the multicast receiver or sender exists on an external network. The Centralized Gateway is configured
                  to route the multicast traffic between the EVPN VXLAN fabric and the external network. The leaf VTEPs in the VXLAN fabric
                  perform only bridging. 
               

               
               If a source device that is connected to a Layer 2 VTEP starts streaming multicast traffic, the traffic is bridged from the
                  Layer 2 VTEP to the Centralized Gateway VTEP. The Centralized Gateway VTEP then routes the multicast traffic to the interested
                  receivers in the external network.
               

               
               The Rendezvous Point (RP) is located outside the fabric.

               
            

            
         
      

   
      
         
            
            Replication Types Supported in Underlay Network 

            
            
            
               
               Optimized Layer 2 Overlay Multicast (OL2OM) supports the following replication types:

               
               
                  
                  	
                     
                     Ingress Replication

                     
                  

                  
                  	
                     
                     Underlay Multicast with Default MDT

                     
                  

                  
               

               
               
                  Ingress Replication

                  
                  
                  Ingress replication, or headend replication, is a unicast approach to handle multidestination Layer 2 overlay broadcast, unknown
                     unicast, and multicast (BUM) traffic. For more information, see Ingress Replication in the “Configuring EVPN VXLAN Layer 2 Overlay Network“ chapter.  OL2OM uses the ingress replication mechanism to send the
                     Layer 2 overlay multicast traffic only to those VTEPs where receivers have joined the multicast group. If ingress replication
                     is already configured as part of initial Layer 2 VNI configuration, OL2OM uses the same mode of replication, without the need
                     for extra configuration steps. Using ingress replication to handle OL2OM traffic can result in scaling issues because an ingress
                     device must replicate the multicast traffic as many times as the number of  VTEPs that are associated with the Layer 2 VNI.
                     Use ingress replication in a network that has fewer receivers.
                  

                  
               
               
               
                  Underlay Multicast with Default MDT

                  
                  
                  A multicast distribution tree (MDT) is a multicast tunnel that transports multicast traffic. Traffic through the Default MDT
                     is flooded to all remote VTEPs, irrespective of whether the VTEP has any receivers or not. For more information, see Underlay Multicast  in the “Configuring EVPN VXLAN Layer 2 Overlay Network“ chapter. For a large scale fabric network, we recommend Underlay
                     Multicast Replication. Optimized Layer 2 Overlay Multicast traffic can take advantage of the underlying multicast network
                     for data replication to support better scale and performance.
                  

                  
               
               
            

            
         
      

   
      
         
            
            How to Configure Optimized Layer 2 Overlay Multicast

            
            
            
               
               Configure Optimized Layer 2 Overlay Multicast in the fabric and also on the host-facing or Layer 2 access devices.

               
               
                  Prerequisites for Configuring Optimized Layer 2 Overlay Multicast

                  
                  
                  Before configuring Optimized Layer 2 Overlay Multicast, ensure that the EVPN VXLAN Layer 2 Overlay network has been configured
                     by performing all the procedures that are listed in How to Configure EVPN VXLAN Layer 2 Overlay Network.
                  

                  
               
               
            

            
            
            
               
                  	Configure Optimized Layer 2 Multicast in EVPN VXLAN Layer 2 Overlay

                  	Configure Optimized Layer 2 Overlay Multicast Interworking

               

            
            
         
      

   
      
         
            
            Configure Optimized Layer 2 Multicast in EVPN VXLAN Layer 2 Overlay

            
            
            
               
               
            

            
            
            
               
                  	Enable Optimized Layer 2 Overlay Multicast in BGP EVPN VXLAN Fabric

                  	Configure Optimized Layer 2 Overlay Multicast for IPv4

                  	Configure Optimized Layer 2 Overlay Multicast for IPv6

               

            
            
         
      

   
      
         
            
            Configure Optimized Layer 2 Overlay Multicast Interworking

            
            
            
               
               Optimized Layer 2 Overlay Multicast Interworking supports the following scenarios:

               
               
                  
                  	
                     
                     Optimized Layer 2 Multicast across Layer 2 Overlays within the same fabric domain

                     
                  

                  
                  	
                     
                     Optimized Layer 2 Overlay Multicast handoff with IP Multicast external network

                     
                  

                  
               

               
               
                  Before You Begin

                  
                  
                  
                     
                     	
                        
                        Before you configure the interworking scenarios, ensure that you set up the centralized gateway by performing all the steps
                           described in Configuring EVPN VXLAN Integrated Routing and Bridging using Centralized Default Gateway.
                        

                        
                     

                     
                     	
                        
                        Enable Optimized Layer 2 Multicast on the centralized gateway by performing all the configurations described earlier in this
                           document, under Configure Optimized Layer 2 Multicast in EVPN VXLAN Layer 2 Overlay. 
                        

                        
                     

                     
                  

                  
               
               
            

            
            
            
               
                  	Enable Layer 3 Multicast on Centralized Gateway

               

            
            
         
      

   
      
         
            
            Chapter 14. Configuring BGP EVPN VXLANv6
            

            
            
            
               
               This document describes new deployment and migration scenarios for implementing IPv6 in the underlay of a BGP EVPN VXLAN fabric.

               
            

            
            
            
               
                  	Restrictions for BGP EVPN VXLANv6

                  	Information About BGP EVPN VXLANv6

                  	How to Configure BGP EVPN VXLANv6

                  	Migration from VXLANv4 to VXLANv6

                  	Troubleshooting BGP EVPN VXLANv6

                  	Configuration Examples for BGP EVPN VXLANv6

               

            
            
         
      

   
      
         
            
            Restrictions for BGP EVPN VXLANv6

            
            
            
               
               
                  
                  	
                     
                     Optimized Layer 2 overlay multicast is not supported in BGP EVPN VXLANv6.

                     
                  

                  
                  	
                     
                     BGP EVPN VXLANv6 does not support centralized anycast gateway deployment. Only distributed anycast gateway is supported.

                     
                  

                  
                  	
                     
                     BGP EVPN VXLANv6 does not support the following features:

                     
                     
                        
                        	
                           
                           Multi-Homing

                           
                        

                        
                        	
                           
                           Access Virtual Forwarding Interface (VFI)

                           
                        

                        
                        	
                           
                           Fabric Netflow

                           
                        

                        
                     

                     
                  

                  
               

               
            

            
         
      

   
      
         
            
            Information About BGP EVPN VXLANv6 

            
            
            
               
               The ever-expanding needs of the enterprise networks to enhance the IP addressing capabilities and simplify the network configurations
                  makes it pertinent to adopt IPv6-enabled networks. The larger IPv6 address space allows networks to scale and provide global
                  reachability. The simplified IPv6 packet header format handles packets more efficiently. IPv6 prefix aggregation, simplified
                  network renumbering, and IPv6 site multihoming capabilities provide an IPv6 addressing hierarchy that allows for more efficient
                  routing. When you enable IPv6 in the underlay for VXLAN tunnel endpoints (VTEPS), the overlay traffic is encapsulated with
                  the IPv6 VXLAN encapsulation. IPv6 connectivity between the VTEPS is established by enabling IPv6 unicast routing protocols.
                  For overlay multi-destination traffic (BUM), when underlay multicast is used, IPv6 multicast protocol must be enabled.
               

               
               For a new deployment, you can build your BGP EVPN VXLAN fabric with IPv6 underlay. For an existing BGP EVPN VXLAN fabric with
                  IPv4 underlay, you can seamlessly migrate to an IPv6 only or dual stack underlay. 
               

               
               
               
            

            
            
            
               
                  	BGP EVPN VXLANv6 Fabric Support

                  	EVPN VXLANv6 Layer 2 Overlay

                  	EVPN VXLANv6 Overlay with Distributed Anycast Gateway

               

            
            
         
      

   
      
         
            
            BGP EVPN VXLANv6 Fabric Support

            
            
            
               
               In Cisco IOS XE Dublin 17.10.1 and later releases, a BGP EVPN VXLAN fabric with an IPv6 underlay supports the following features:
                  
               

               
               
                  
                  	
                     
                     Ingress Replication or Static Multicast Replication

                     
                  

                  
                  	
                     
                     Layer 2 Gateway

                     
                  

                  
                  	
                     
                     Distributed Anycast Gateway with Symmetric Integrated Routing and Bridging

                     
                  

                  
                  	
                     
                     Layer 2 External connectivity with IEEE 802.1Q network

                     
                  

                  
                  	
                     
                     Layer 3 External Connectivity with VRF-Lite or MPLS Layer 3 VPN network

                     
                  

                  
                  	
                     
                     Seamless migration between EVPN VXLANv4 fabric and EVPN VXLANv6 fabric

                     
                  

                  
                  	
                     
                     IPv6 BGP EVPN Neighbor Peering

                     
                  

                  
               

               
            

            
         
      

   
      
         
            
            EVPN VXLANv6 Layer 2 Overlay

            
            
            
               
               The Layer 2 Gateway with VXLANv6 deployment supports IPv6 transport in the underlay. The VXLAN tunnels and BGP peering between
                  Layer 2 Gateways are both IPv6 based. The overlay has only Layer 2 routes. 
               

               
               A Layer 2 Gateway with VXLANv6 supports Layer 2 bridging between Layer 2 Gateways. Layer 3 Routing is implemented with the
                  external Layer 3 Gateways. 
               

               
               
                  EVPN VXLANv6 Fabric with Layer 2 Gateway 
                  
                     
                     [image: images/470174.jpg]
                     
                  

               
               
               The topology in the figure shows a BGP EVPN VXLAN fabric with a Layer 2 overlay that supports IPv6 underlay. The fabric supports both IPv4 and IPv6
                  hosts.
               

               
            

            
         
      

   
      
         
            
            EVPN VXLANv6 Overlay with Distributed Anycast Gateway

            
            
            
               
               In a BGP EVPN VXLANv6 fabric with Distributed Anycast Gateway, the underlay supports IPv6 transport. The VXLAN tunnels and
                  BGP peering, both support IPv6 addressing. The overlay has both Layer 2 and Layer 3 routes and supports MAC, IPv4 and IPv6
                  addressing.
               

               
               Distributed Anycast Gateway with VXLANv6 supports Layer 2 bridging, Layer 3 routing within the EVPN fabric, and Layer 3 stitching
                  through Layer 3 border gateway with IPv6 underlay. For Layer 3 routing, both IPv4 and IPv6 overlay prefixes are supported
                  over IPv6 underlay.
               

               
               
                  BGP EVPN VXLANv6 Fabric with Distributed Anycast Gateway
                  
                     
                     [image: BGP EVPN VXLANv6 fabric with integrated routing and bridging (IRB) using distributed anycast gateway ]
                     
                  

               
               
               Topology in the figure shows a BGP EVPN VXLANv6 fabric with integrated routing and bridging (IRB) using distributed anycast gateway (DAG). The fabric
                  supports both IPv4 and IPv6 hosts, and IPv6 BGP peering. 
               

               
            

            
         
      

   
      
         
            
            How to Configure BGP EVPN VXLANv6

            
            
            
               
               This section describes only the changes in the underlay configuration. For the overlay and complete configuration of the fabric,
                  refer How to Configure EVPN VXLAN Layer 2 Overlay Network and Information About EVPN VXLAN Integrated Routing and Bridging.
               

               
            

            
            
            
               
                  	Configure VXLANv6 for BGP EVPN Fabric with Layer 2 Overlay

                  	Configure VXLANv6 for BGP EVPN Fabric with Distributed Anycast Gateway

               

            
            
         
      

   
      
         
            
            Migration from VXLANv4 to VXLANv6

            
            
            
               
               You can seamlessly migrate your existing network from VXLANv4 to VXLANv6 underlay. To achieve a nondisruptive migration, the
                  EVPN VXLAN network should migrate incrementally from IPv4 to IPv6 underlay. During migration, the part of the network that
                  is migrated to IPv6 underlay remains connected with the part of the network that still works with IPv4 underlay.
               

               
               The incremental migration is achieved by individually making each VTEP dual stack-capable. A dual stack VTEP node has two
                  VTEP addresses (IPv4 and IPv6) associated with the same VXLAN Network Identifier (VNI). During the underlay migration, both
                  these VTEP IP addresses are advertised to peers in a single BGP EVPN dual next-hop update. The receiving nodes in the underlay
                  can choose either IPv4 or IPv6 for traffic forwarding. This ensures connectivity between the IPv4 VTEPs, the dual stack VTEPs
                  and IPv6 VTEPs. After all the VTEPs in the fabric are made dual stack-capable, each VTEP is migrated to IPv6.
               

               
               
               
               
               
                  
                  Step 1

                  
                  
                     
                     
                        [image: Enable dual stack in the underlay]
                        
                     

                  
                  
                  
                     
                     	
                        
                        Configure IPv4/IPv6 Loopback interface.

                        VTEP(config)#interface Loopback1 
 VTEP(config-if)# ipv6 address ABCD:1::2/128
 VTEP(config-if)# ipv6 ospf 1 area 0

                        

                     
                     	
                        
                        Enable Dual Stack.

                        VTEP(config)# interface nve1
VTEP(config-if)# vxlan encapsulation dual-stack prefer-ipv6

                        

                     
                     	
                        
                        For unicast traffic and BUM traffic using ingress replication, the dual stack VTEP communicates with other IPv4 VTEPs using
                           VXLANv4 and with other dual stack VTEPs using VXLANv6.
                        

                        
                        Configure static multicast replication for L2VNI.

                        VTEP(config-if)# member vni 20011 mcast-group 239.2.1.11 FF0E::11

                        

                     
                  

                  
               
               
               
                  
                  Step 2

                  
                  This step is only needed for BUM traffic using Multicast Replication.

                  
                  
                  
                     
                     
                        [image: All VTEPs switch to dual stack]
                        
                     

                  
                  
                  
                     
                     	
                        
                        After all the VTEPs are dual stack-capable, underlay multicast switches to IPv6 Multicast.

                        
                        
                           VTEP(config)# interface nve1
VTEP(config-if)# vxlan encapsulation dual-stack prefer-ipv6 underlay-mcast ipv6

                           

                        
                     

                     
                  

                  
               
               
               
                  
                  Step 3

                  
                  
                     
                     
                        [image: Underlay switches to IPv6 addressing]
                        
                     

                  
                  
                  
                     
                     	
                        
                        Configure all VTEPs to support only IPv6.

                        
                        
                           VTEP(config)# interface nve1
VTEP(config-if)# member vni 20011 mcast-group FF0E::11
VTEP(config-if)# vxlan encapsulation ipv6

                           

                        
                     

                     
                     	
                        
                        The fabric switches to IPv6 encapsulations.

                        
                     

                     
                  

                  
               
               
               
                  
                  See Migrate EVPN VXLAN to IPv6 Underlay on Catalyst 9000 Switches document for detailed steps to migrate from VXLANv4 to VXLANv6.
                  

                  
               
               
            

            
         
      

   
      
         
            
            Chapter 15. Configuring Tenant Routed Multicast over BGP EVPN VXLANv6
            

            
            
            
               
               
            

            
            
            
               
                  	Restrictions for Tenant Routed Multicast over BGP EVPN VXLANv6

                  	Information about Tenant Routed Multicast over BGP EVPN VXLANv6

                  	How to Configure Tenant Routed Multicast over BGP EVPN VXLANv6

                  	Verifying Tenant Routed Multicast over BGP EVPN VXLANv6

                  	Configuration Examples for Tenant Routed Multicast over BGP EVPN VXLANv6

               

            
            
         
      

   
      
         
            
            Information about Tenant Routed Multicast over BGP EVPN VXLANv6

            
            
            
               
               TRM over IPv6 underlay follows the industry standard IETF RFCs 6513 and 6514 to support rich multicast applications over the BGP EVPN VXLAN fabric network. The Cisco Catalyst 9000 series switches provide
                  flexibility to transport IPv4 multicast applications in overlay networks while the underlay network can be built on single-stack
                  IPv6 only.
               

               
               TRM over IPv6 underlay enables the delivery of a customer's IPv4 and IPv6 multicast host traffic in a multi-tenant fabric
                  in an efficient and resilient manner. The delivery of TRM improves Layer 3 overlay multicast functionality in the networks.
                  With TRM enabled, multicast forwarding in the underlay is leveraged to replicate VXLAN-encapsulated routed multicast traffic
                  over native IPv6 network. A default MDT is built per-VRF. This is in addition to the existing multicast groups for broadcast
                  and unknown unicast traffic in a Layer 2 virtual network instance (VNI), and for Layer 2 multicast replication group. The
                  individual multicast group addresses in the overlay are mapped to the respective underlay multicast address for replication
                  and transport. The advantage of using a BGP-based approach is that it allows the BGP EVPN VXLAN fabric with TRM to operate
                  as fully distributed overlay rendezvous point (RP), with the RP presence on every edge device or VTEP.
               

               
               A multicast-enabled data center fabric is typically part of an overall multicast network. Multicast sources, receivers, and
                  multicast rendezvous points, might reside inside the data center but might also be inside the campus or externally reachable
                  via the WAN. Thus, TRM allows a seamless integration with existing multicast networks with newer enterprise fabric.
               

               
               
                  Tenant Routed Multicast Topology
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               For IPv4 and IPv6 multicast traffic, TRM uses BGP EVPN and multicast virtual private network (MVPN) routes to perform multicast
                  routing. All the VTEPs in the network do not need to be BGP peers. There can be BGP peering between the VTEPs and the spine
                  switches with the spine switches acting as route reflectors. Source reachability is distributed via EVPN route type 2 and
                  EVPN route type 5 in the fabric. RPF is installed based on these routes. Source-active and receiver-join information is carried
                  in the MVPN address family using route types 5, 6, and 7.
               

               
               In an EVPN VXLAN network, TRM is supported in the overlay network in PIM sparse mode and PIM source specific multicast (SSM)
                  mode. VTEPs have IPv6 BGP peering in MVPN as well as EVPN address families to exchange routes for TRM.
               

               
            

            
            
            
               
                  	TRM in PIM Sparse Mode

                  	TRM in PIM Source Specific Mode

               

            
            
         
      

   
      
         
            
            TRM in PIM Sparse Mode

            
            
            
               
               PIM-SM distributes information about active sources by forwarding data packets on the shared tree. Because PIM-SM uses shared
                  trees, it requires the use of a rendezvous point (RP). An RP is used for the initial convergence of multicast traffic between
                  sources and receivers.
               

               
               The following section describes the different ways the RP can be configured for TRM in PIM sparse mode.

               
            

            
            
            
               
                  	RP Placement

                  	PIM Sparse Mode with Anycast RP

                  	PIM Sparse Mode with RP Inside the BGP EVPN VXLAN Fabric

                  	PIM Sparse Mode with RP Outside the BGP EVPN VXLAN Fabric

               

            
            
         
      

   
      
         
            
            PIM Sparse Mode with Anycast RP 

            
            
            
               
               In PIM sparse mode with anycast RP, every VTEP in the EVPN VXLAN network acts as an RP in the overlay network for its respective
                  multicast group. The RPs in the underlay network must be configured on the spine switches.
               

               
               When a VTEP discovers a source device, it sends Source A-D Routes (MVPN route type 5) to all the other VTEPs. Based on these
                  Source A-D routes, the other VTEPs send (S,G) join requests as MVPN route type 7 to the source VTEP.
               

               
               
                  PIM Sparse Mode with Anycast RP
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               In PIM sparse mode with anycast RP, the following sequence of events occurs:

               
               
                  
                  	
                     
                     Receiver sends (*,G) IGMP Join to VTEP 3. Since VTEP 3 is an RP, (*,G) is created at VTEP 3.

                     
                  

                  
                  	
                     
                     The source device starts streaming data and (S,G) is created on VTEP 1.

                     
                  

                  
                  	
                     
                     VTEP 1 performs self-source-registration since it is also an RP.

                     
                     The source VTEP (VTEP 1) advertises Source A-D Routes (also called MVPN route type 5) for the (S,G) to all the other VTEPs
                        which are BGP peers in the MVPN address family.
                     

                     
                  

                  
                  	
                     
                     VTEP 2 and VTEP 3 receive and install the Source A-D Route for the (S,G).

                     
                     (S,G) is created at VTEP 3. VTEP 3 now has an overlay route for the (S,G) and also has a unicast route to the source device
                        from the EVPN Control plane. It then sends an MVPN route type 7 (S,G) BGP join to VTEP 1 and starts accepting traffic.
                     

                     
                  

                  
                  	
                     
                     VTEP 1 receives and installs MVPN route type 7 from VTEP 3. It uses the Layer 3 VNI’s SVI as the forwarding interface for
                        the (S,G) and starts forwarding traffic.
                     

                     
                  

                  
               

               
            

            
         
      

   
      
         
            
            PIM Sparse Mode with RP Inside the BGP EVPN VXLAN Fabric

            
            
            
               
               In PIM sparse mode with RP inside the BGP EVPN VXLAN Fabric, the RP can be any VTEP in the EVPN VXLAN network.

               
               
                  PIM Sparse Mode with RP Inside the BGP EVPN VXLAN Fabric
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               The following sequence of events occurs when TRM is enabled in PIM sparse mode with the RP inside the fabric:

               
               
                  
                  	
                     
                     Receiver sends (*,G) IGMP Join to VTEP 3. (*,G) is created at VTEP 3.

                     
                  

                  
                  	
                     
                     VTEP 3 sends MVPN route type 6 to VTEP 2 which is the RP. (*,G) is created at VTEP 2.

                     
                  

                  
                  	
                     
                     The source device starts streaming data and (S,G) is created on VTEP 1.

                     
                  

                  
                  	
                     
                     VTEP 1 performs source-registration at VTEP 2 since it is the RP. (S,G) is created at VTEP 2.

                     
                  

                  
                  	
                     
                     Since the RP has a receiver for (S,G), it sends an MVPN route type 7 to VTEP 1 and forwards PIM-register traffic towards receivers
                        in the (*,G) tree.
                     

                     
                  

                  
                  	
                     
                     VTEP 1 receives and installs MVPN route type 7 from VTEP 2. It uses the Layer 3 VNI’s SVI as the forwarding interface for
                        (S,G).
                     

                     
                     The source VTEP (VTEP 1) advertises Source A-D Routes for (S,G) to all the other VTEPs which are BGP peers in the MVPN address
                        family.
                     

                     
                     VTEP 2 and VTEP 3 receive and install the Source A-D Routes for (S,G).

                     
                  

                  
                  	
                     
                     (S,G) is created at VTEP 3. VTEP 3 now has an overlay route for (S,G) and also has a unicast route to the source device from
                        the EVPN Control plane. It then sends an MVPN route type 7 to VTEP 1 and starts accepting traffic.
                     

                     
                     VTEP 1 receives and installs MVPN route type 7 from VTEP 3 and starts forwarding traffic.

                     
                     
                        
                           	
                              Note

                           
                           	
                              
                                 
                                 For the receiver VTEP to be able to send an MVPN route type 7 to the source VTEP, there can be two triggers:

                                 
                                 
                                    
                                    	
                                       
                                       The (*,G) packets being forwarded to the receiver VTEP from the RP.

                                       
                                    

                                    
                                    	
                                       
                                       The Source A-D route received from the source VTEP.

                                       
                                    

                                    
                                 

                                 
                                 Once either of these are received, the receiver VTEP sends MVPN route type 7 to the source VTEP.

                                 
                              

                           
                        

                     

                     
                  

                  
               

               
            

            
         
      

   
      
         
            
            PIM Sparse Mode with RP Outside the BGP EVPN VXLAN Fabric

            
            
            
               
               In PIM sparse mode with RP outside the BGP EVPN VXLAN Fabric, the RP can be a PIM router behind any VTEP in the EVPN VXLAN
                  network.
               

               
               
                  
                     	
                        Note

                     
                     	
                        
                           
                           When the RP is configured outside the BGP EVPN VXLAN fabric, TRM in PIM sparse mode functions the same way as it does when
                              the RP is inside the fabric.
                           

                           
                        

                     
                  

               

               
               
                  PIM Sparse Mode with RP Outside the BGP EVPN VXLAN Fabric
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               The chronological traffic flow from the image above is as follows:

               
               
                  
                  	
                     
                     Receiver sends (*,G) IGMP Join to VTEP 3. (*,G) is created at VTEP 3.

                     
                  

                  
                  	
                     
                     VTEP3 sends and MVPN route type 6 to VTEP 2 which has the RP in its overlay network. This route is converted to a (*,G) join
                        towards the RP by VTEP2.
                     

                     
                  

                  
                  	
                     
                     The source device starts streaming data and (S,G) is created on VTEP 1.

                     
                  

                  
                  	
                     
                     VTEP1 performs source registration with RP. (S,G) join from RP creates (S,G) state at VTEP 2.

                     
                  

                  
                  	
                     
                     Since the RP has a receiver for (S,G), it sends an MVPN route type 7 to VTEP 1 and forwards PIM-register traffic towards receivers
                        in the (*,G) tree.
                     

                     
                  

                  
                  	
                     
                     VTEP 1 receives and installs MVPN route type 7 from VTEP 2. It uses the Layer 3 VNI’s SVI as the forwarding interface for
                        (S,G).
                     

                     
                     The source VTEP (VTEP 1) advertises Source A-D Routes for (S,G) to all the other VTEPs which are BGP peers in the MVPN address
                        family.
                     

                     
                     VTEP 2 and VTEP 3 receive and install the Source A-D Routes for (S,G).

                     
                  

                  
                  	
                     
                     (S,G) is created at VTEP 3. VTEP 3 now has an overlay route for (S,G) and also has a unicast route to the source device from
                        the EVPN Control plane. It then sends an MVPN route type 7 to VTEP 1 and starts accepting traffic.
                     

                     
                     VTEP 1 receives and installs MVPN route type 7 from VTEP 3 and starts forwarding traffic.

                     
                     
                        
                           	
                              Note

                           
                           	
                              
                                 
                                 For the receiver VTEP to be able to send an MVPN route type 7 to the source VTEP, there can be two triggers:

                                 
                                 
                                    
                                    	
                                       
                                       The (*,G) packets being forwarded to the receiver VTEP from the RP.

                                       
                                    

                                    
                                    	
                                       
                                       The Source A-D route received from the source VTEP.

                                       
                                    

                                    
                                 

                                 
                                 Once either of these are received, the receiver VTEP sends MVPN route type 7 to the source VTEP.

                                 
                              

                           
                        

                     

                     
                  

                  
               

               
               See PIM Sparse Mode with RP Inside the BGP EVPN VXLAN Fabric for the sequence of events that happen when TRM is enabled in PIM sparse mode with the RP inside the fabric.
               

               
            

            
         
      

   
      
         
            
            TRM in PIM Source Specific Mode

            
            
            
               
               In PIM source specific mode, the Source A-D route (MVPN route type 5) is not needed for the multicast convergence to happen.
                  The receiver VTEP does not wait to receive the Source A-D route to send the MVPN route type 7.
               

               
               
                  PIM Source Specific Mode
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               In PIM Source Specific Mode, the following sequence of events occurs:

               
               
                  
                  	
                     
                     When the source device sends a unicast packet, VTEP 1 sends out EVPN routes to all the other VTEPs, letting them know that
                        the packet is from the source device.
                     

                     
                     The receiver sends an (S,G) IGMP join towards VTEP 3 and an (S,G) entry is created.

                     
                  

                  
                  	
                     
                     VTEP 3 performs an RPF lookup for the source device. If the SVI of the Layer 3 VNI is found to be the RPF interface, VTEP
                        3 sends MVPN route type 7 towards VTEP 1.
                     

                     
                  

                  
                  	
                     
                     VTEP 1 receives and installs the MVPN route type 7. VTEP 1 creates an (S,G) entry, using the Layer 3 VNI’s SVI as the forwarding
                        interface for (S,G).
                     

                     
                     The source device sends (S,G) data to VTEP 1.

                     
                  

                  
                  	
                     
                      VTEP 1 starts forwarding the traffic to VTEP 3.

                     
                  

                  
               

               
            

            
         
      

   
      
         
            
            How to Configure Tenant Routed Multicast over BGP EVPN VXLANv6

            
            
            
               
               
                  Prerequisites to Configuring TRM

                  
                  
                  Before configuring TRM, ensure that VXLANv6 and EVPN VXLAN Layer 2 and Layer 3 Overlay networks have been configured. See
                     Configuring BGP EVPN VXLANv6 for detailed steps to configure VXLANv6. See How to Configure EVPN VXLAN Integrated Routing and Bridging for detailed steps to configure Layer 2 and Layer 3 overlay networks.
                  

                  
               
               
               Perform the following set of procedures to configure TRM in an EVPN VXLAN network:

               
            

            
            
            
               
                  	Configuring TRM with PIM Sparse Mode

                  	Configuring TRM with PIM Source Specific Mode

               

            
            
         
      

   
      
         
            
            Configuring TRM with PIM Sparse Mode

            
            
            
               
               To configure TRM with PIM Sparse Mode, perform the following tasks:

               
            

            
            
            
               
                  	Configuring the TRM Multicast Distribution Tree in the VRF

                  	Configuring Multicast Routing on the Overlay VRF

                  	Configuring Multicast on Switch Virtual Interfaces for Core-facing and Access-facing VLANs

                  	Configuring BGP with MVPN Address Family on VTEP

                  	Configuring RP for Underlay Network

                  	Configuring RP for Overlay Network

               

            
            
         
      

   
      
         
            
            Configuring TRM with PIM Source Specific Mode

            
            
            
               
               To configure TRM with PIM Source Specific Mode, perform the following tasks:

               
               
                  
                  	
                     
                     Configure the TRM Multicast Distribution Tree in the VRF

                     
                  

                  
                  	
                     
                     Configure Multicast Routing on the Overlay VRF

                     
                  

                  
                  	
                     
                     Configure Multicast on Switch Virtual Interfaces for the Core-facing and Access-facing VLANs

                     
                  

                  
                  	
                     
                     Configure BGP with MVPN Address Family on VTEP

                     
                  

                  
                  	
                     
                     Configuring RP for Underlay Network

                     
                  

                  
               

               
            

            
            
            
               
                  	Configuring SSM for Overlay Network

               

            
            
         
      

   
      
         
            
            Chapter 16. Configuring EVPN Microsegmentation
            

            
            
            
               
               A secure BGP EVPN VXLAN fabric integrates Cisco TrustSec to provide microsegmentation and group-based policy enforcement.
                  
               

               
            

            
            
            
               
                  	Restrictions for EVPN Microsegmentation

                  	Information About EVPN Microsegmentation

                  	How to Configure EVPN Microsegmentation

                  	Deployment of EVPN Microsegmentation

                  	Configuration Example of EVPN Microsegmentation

               

            
            
         
      

   
      
         
            
            Restrictions for EVPN Microsegmentation

            
            
            
               
               Restrictions for EVPN Microsegmentation

               
               
                  
                  	
                     
                     VXLAN-GPO encapsulation is not supported for VXLANv6. It is supported only with IPv4 underlay. 

                     
                  

                  
                  	
                     
                     If the host-facing interface is a trunk interface, you must configure device tracking on that interface.

                     
                  

                  
                  	
                     
                     Overlay multicast traffic is not subject to SGACL enforcement.

                     
                  

                  
               

               
            

            
         
      

   
      
         
            
            Information About EVPN Microsegmentation

            
            
            
               
               In an enterprise network, users, devices, and applications, all utilize the network to access resources. But the access needs
                  of a user may be different from that of a device in a network. Microsegmentation addresses the need for this isolation of
                  network access. Using Security Group-Based Access Control, the endpoints within the overlay network can be permitted access
                  to specific resources and denied access to others, based on their group membership. 
               

               
               BGP EVPN VXLAN integrates Cisco TrustSec to provide microsegmentation and end-to-end access control with propagation of the
                  security group tag (SGT). Using security group access control lists (SGACLs), a network administrator can control the operations
                  that users can perform based on their security group assignments and destination resources in a VXLAN campus fabric.
               

               
               For more information on Cisco TrustSec, refer to “Cisco TrustSec Overview” in the Cisco TrustSec Configuration Guide.
               

               
               
                  Secure Fabric: BGP EVPN VXLAN Fabric Microsegmentation
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               Cisco TrustSec solution encompasses many aspects as discussed in the Cisco TrustSec Overview module. The three fundamental
                  components of CiscoTrustSec are: Classification, Propagation, and Enforcement.
               

               
            

            
            
            
               
                  	Classification

                  	Propagation

                  	Enforcement

                  	Security Group Access Control Lists

               

            
            
         
      

   
      
         
            
            Classification

            
            
            
               
               When users or devices (endpoints) connect to a network, the network assigns it a specific security group tag (SGT). This process
                  is called Classification and can be either static or dynamic assignment. Static assignment is done by associating the SGT
                  with an IP, VLAN, or port-profile. Dynamic assignment of the SGT tag is based on the results of authentication of the endpoints
                  and downloaded as an authorization option from Cisco Identity Services Engine (ISE).
               

               
               For information about ISE, refer to Cisco Identity Services Engine.
               

               
            

            
         
      

   
      
         
            
            Propagation

            
            
            
               
               An SGT is a metadata value that is transmitted in the header of the VXLAN-encapsulated packets. It is a unique 16-bit tag
                  that represents the privilege of the source endpoint.
               

               
               After the user traffic is classified, the SGT is propagated from the node at which classification took place, to where the
                  enforcement action is invoked. This process is called propagation. Propagation in a BGP EVPN VXLAN network occurs through
                  the VXLAN Group-based Policy Option (VXLAN-GPO), as defined in VXLAN Group Policy Option - draft-smith-vxlan-group-policy-0. SGT propagation through the EVPN VXLAN fabric is described in the later sections of this document.
               

               
               A typical VXLAN header that contains an SGT tag is as shown:
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                           Flag

                           
                        
                        
                        	
                           
                           Description

                           
                        
                        
                     

                     
                  
                  
                     
                     
                        
                        	
                           
                           G Bit (bit 0)

                           
                        
                        
                        	
                           
                           Group-Based Policy Extension bit: Set to 1 when SGT is carried in the Group Policy ID field.

                           
                        
                        
                     

                     
                     
                        
                        	
                           
                           D bit (bit 9)

                           
                        
                        
                        	
                           
                           Don't Learn bit: Set to 1 to indicate that the egress VTEP must not learn the source address of the encapsulated frame. D
                              bit is set to 0.
                           

                           
                        
                        
                     

                     
                     
                        
                        	
                           
                           A bit (bit 12)

                           
                        
                        
                        	
                           
                           Policy Applied bit: A bit can be set to 0 (treat as reserved).

                           
                        
                        
                     

                     
                     
                        
                        	
                           
                           Group Policy ID

                           
                        
                        
                        	
                           
                           The Group Policy ID is a 16-bit identifier that identifies the source group of the packet encapsulated within VXLAN. Set to
                              SGT (also called EPG Class).
                           

                           
                        
                        
                     

                     
                     
                        
                        	
                           
                           VXLAN Network Identifier (VNI)

                           
                        
                        
                        	
                           
                           VNI is a 24-bit identifier that identifies the virtual network of the communicating hosts. It is set to the egress VNI associated
                              with the destination subnet as determined by routing or bridging.
                           

                           
                        
                        
                     

                     
                  
               

               
            

            
         
      

   
      
         
            
            Enforcement

            
            
            
               
               The enforcement of the policy based on the SGT occurs at an egress device like a firewall, router, or a switch. The enforcement
                  device takes the source SGT and looks it up against the destination SGT to determine if the traffic should be allowed or denied.
                  Security group access control list (SGACL) is one of the policy enforcement methods that provides state-less access control
                  mechanism based on the security association or SGT value.
               

               
            

            
         
      

   
      
         
            
            Security Group Access Control Lists 

            
            
            
               
               SGACLs define access control policies based on device identities instead of IP addresses as in traditional ACLs. Hence the
                  network devices are free to move throughout the network and change IP addresses. If the roles and the permissions remain the
                  same, changes to the network topology do not change the security policy. When an endpoint is connected to the device, you
                  simply assign the endpoint to an appropriate security group and the endpoint immediately receives the permissions of that
                  group.Using role-based permissions greatly reduces the size of ACLs and simplifies their maintenance. With Cisco TrustSec,
                  the number of access control entries (ACEs) configured is determined by the number of permissions specified, resulting in
                  a much smaller number of ACEs than in a traditional IP network. The use of SGACLs typically results in a more efficient use
                  of TCAM resources compared with traditional ACLs. For more information on the SGACL policies and enforcement, refer to “Configuring
                  Security Group ACL Policies” in the Cisco TrustSec Configuration Guide for the relevant platform.
               

               
            

            
         
      

   
      
         
            
            Deployment of EVPN Microsegmentation

            
            
            
               
               The EVPN VXLAN fabric propagates the SGT tag (and thus security policy) in the following deployment scenarios:

               
               
                  
                  	
                     
                     EVPN Layer 2 Virtual Network Instance (L2VNI)

                     
                     An EVPN VXLAN Layer 2 overlay network allows host devices in the same subnet to send bridged traffic to each other. The network
                        forwards the bridged traffic using a Layer 2 virtual network instance (VNI). Layer 2 overlay network traffic supports the
                        SGT propagation.
                     

                     
                     To configure a Layer 2 overlay, refer to How to Configure EVPN VXLAN Layer 2 Overlay Network.
                     

                     
                  

                  
                  	
                     
                     EVPN Layer 3 Virtual Network Instance (L3VNI)

                     
                     An EVPN VXLAN Layer 3 overlay network allows host devices in different Layer 2 networks to send Layer 3 or routed traffic
                        to each other. The network forwards the routed traffic using a Layer 3 virtual network instance (VNI) and an IP VRF.
                     

                     
                     For information about how to configure a Layer 3 overlay network, refer to How to Configure EVPN VXLAN Layer 3 Overlay Network.
                     

                     
                  

                  
                  	
                     
                     EVPN VXLAN Distributed Anycast Gateway

                     
                     EVPN VXLAN integrated routing and bridging (IRB) allows the VTEPs or leaf switches in an EVPN VXLAN network to perform both
                        bridging and routing. The VTEPs in the network forward traffic to each other through the VXLAN gateways.
                     

                     
                     Distributed anycast gateway enables the use of the same gateway IP and MAC address across all the VTEPs in an EVPN VXLAN network.
                        This ensures that every VTEP functions as the default gateway for the workloads directly connected to it.
                     

                     
                     To configure a Distributed Anycast Gateway, refer to How to Configure EVPN VXLAN IRB using Anycast Distributed Gateway

                     
                  

                  
                  	
                     
                     EVPN VXLAN Centralized Anycast Gateway

                     
                     A Centralized Anycast Gateway (CGW) VTEP performs the Layer 3 gateway function for all the Layer 2 VNIs. All the other VTEPs
                        in the network perform only bridging. The CGW VTEP acts as the Layer 3 gateway and performs routing for the intersubnet VXLAN
                        traffic.
                     

                     
                     To configure a CGW, refer to How to Configure EVPN VXLAN IRB using CGW.
                     

                     
                  

                  
                  	
                     
                     Multi-Homing

                     
                     Multi-homing allows you to connect a host or Layer 2 switch to more than one VTEP in the EVPN VXLAN network. This connection
                        provides redundancy and allows network optimization. Redundancy in the connection with the VTEPs ensures that there’s no traffic
                        disruption when there’s a network failure.
                     

                     
                     To configure Multi-homing, refer to How to Configure Multi-Homing in a BGP EVPN VXLAN Fabric.
                     

                     
                  

                  
               

               
               In each of the deployments, the leaf node is located either at the access layer or the distribution layer.

               
            

            
            
            
               
                  	Leaf Node at Access or Distribution Layer

                  	Device Tracking for a Trunk Interface

               

            
            
         
      

   
      
         
            
            Leaf Node at Access or Distribution Layer

            
            
            
               
               
               
                  
                  
                     
                     
                  
                  
                     
                     
                        
                        	
                           
                           Leaf Node at Access Layer

                           
                        
                        
                     

                     
                  
                  
                     
                     
                        
                        	
                           
                           The CTS solution is enabled on the leaf node to provide classification of packets and secure propagation and enforcement of
                              policies. When a host/endpoint connects to a Leaf node that is located at the access layer: 
                           

                           
                           
                              
                              	
                                 
                                 The leaf node first authenticates the endpoint using 802.1X protocol. 

                                 
                              

                              
                              	
                                 
                                 On successful authentication, the endpoint is authorized to send and receive traffic. Traffic from the endpoint is classified
                                    and tagged with an SGT value.
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                           Configuration of the Leaf Node

                           
                           The leaf node is configured to provide the functionalities:

                           
                           
                              
                              	
                                 
                                 VXLAN-GPO encapsulation

                                 
                              

                              
                              	
                                 
                                 CTS classification, propagation, and enforcement

                                 
                              

                              
                           

                           
                           
                        
                        
                     

                     
                  
               

               
               
                  
                  
                     
                     
                  
                  
                     
                     
                        
                        	
                           
                           Leaf Node at the Distribution Layer

                           
                        
                        
                     

                     
                  
                  
                     
                     
                        
                        	
                           
                           The CTS solution is enabled on the access switch. When an endpoint connects to the switch at the access layer:

                           
                           
                              
                              	
                                 
                                 Endpoint is authenticated with the IEEE 802.1X method.

                                 
                              

                              
                              	
                                 
                                 On successful authentication, the traffic from the endpoint is classified and tagged with an SGT value.

                                 
                              

                              
                              	
                                 
                                 The packets originating from the endpoints are encapsulated in a Cisco Meta Data (CMD) format at the access layer and forwarded
                                    to the leaf node at the distribution layer (L2VNI). The CMD header is inserted in the frame header before being sent out of
                                    the access switch to the VTEP (leaf node) in the fabric.
                                 

                                 
                              

                              
                              	
                                 
                                 The Leaf node encapsulates the packet with a VXLAN header, preserving the CMD data and sends the packet to the destination.
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                           Configuration of Leaf Node and Access Switch

                           
                           The leaf node at the distribution layer is configured to provide VXLAN-GPO encapsulation of the packets at egress, and propagation
                              of SGT tags.
                           

                           
                           The access switch is configured to provide CTS classification.

                           
                        
                        
                     

                     
                  
               

               
            

            
         
      

   
      
         
            
            Device Tracking for a Trunk Interface

            
            
            
               
               When you configure the group-based policy, you must explicitly attach a device-tracking policy to the trunk interface of the
                  Layer 2 VTEP. This explicit policy attachment is required to keep the IP-to-SGT binding active.
               

               
               The following sample configuration shows how to define a policy and attach it to a specific target, which is the trunk interface.

               
               
                  
                  	
                     
                     Define a new policy.

                     VTEP(config)# device-tracking policy IPDT_POLICY
VTEP(config-device-tracking)# tracking enable
VTEP(config-device-tracking)# security-level glean
VTEP(config-device-tracking)# exit

                     

                  
                  	
                     
                     Verify the policy that is created.

                     VTEP# show device-tracking policy IPDT_POLICY
Device-tracking policy IPDT_POLICY configuration:
security-level glean
device-role node
gleaning from Neighbor Discovery
gleaning from DHCP6
gleaning from ARP
gleaning from DHCP4
NOT gleaning from protocol unknown
tracking enable


                     

                  
                  	
                     
                     Configure the policy on a specific target (trunk interface).

                     VTEP(config)# interface gi1/0/1
VTEP(config-if)# switchport trunk allowed vlan 101,102,201,202
VTEP(config-if)# switchport mode trunk
VTEP(config-if)# device-tracking attach-policy IPDT_POLICY
VTEP(config-if)# exit

                     

                  
               

               
            

            
         
      

   
      
         
            
            Chapter 17. Configuring Additional BGP EVPN Features
            

            
            
            
               
               This module discusses additional features of BGP EVPN such as  Dynamic BGP Peering, and Route Map support.

               
            

            
            
            
               
                  	Dynamic BGP Peering for EVPN

                  	EVPN Route Map Support

                  	BGP EVPN VRF Auto Route Distinguisher

                  	BGP EVPN VRF Auto Route Target

               

            
            
         
      

   
      
         
            
            Dynamic BGP Peering for EVPN

            
            
            
               
               Dynamic BGP Peering feature allows BGP peering to a group of remote neighbors that are defined by a range of IP addresses.
                  Each range can be configured as a subnet IP address. BGP dynamic neighbors are configured using a range of IP addresses and
                  BGP peer groups.
               

               
               For information about configuring Dynamic BGP Peering, see BGP Dynamic Neighbors. 
               

               
               In Cisco IOS XE Release 17.11.1, support for Dynamic BGP Peering is extended to the L2VPN EVPN address family. To understand
                  how to configure, verify, and troubleshoot BGP Dynamic Peering for the EVPN address family, refer to Configure BGP DN for Multiple AF on Catalyst 9000 Series Switches.
               

               
            

            
            
            
               
                  	Configuration Example for Dynamic BGP Peering

               

            
            
         
      

   
      
         
            
            EVPN Route Map Support

            
            
            
               
               The Leaf, Spine and Border nodes of a BGP EVPN fabric support route map for L2VPN EVPN address-family. A route map allows
                  you to check for certain match conditions and set a value. With the route map support, the BGP attributes and their values
                  can be modified to customize the routing policy based on the requirement. The routing policy can be applied for both inbound
                  and outbound EVPN routes.
               

               
               EVPN routes contain many fields and carry attributes specific to EVPN. Using route maps, you can filter routes on the basis
                  of these attributes. The following route-filtering and attribute-handling options are available for the routes belonging to
                  the EVPN address family:
               

               
               
                  
                  	
                     
                     Matching based on IP prefix:

                     
                     You can use IPv4 or IPv6 prefix or host route that is embedded in EVPN prefix field to filter EVPN Type 2  and Type 5 routes.

                     
                  

                  
                  	
                     
                     Matching based on the EVPN route type:

                     
                     Seven types of network layer reachability information (NLRI) are available in EVPN and called the Route Types. You can filter
                        the routes based on the EVPN route type. For Type 2, you can further filter the routes based on the MAC address or the MAC
                        and IP addresses.
                     

                     
                  

                  
                  	
                     
                     Setting a value:

                     
                     A set clause is used in a route map to set the BGP attributes, community, and so on. In a route map operation, after all the
                        match statements are successful, the set clauses are executed.
                     

                     
                  

                  
               

               
            

            
            
            
               
                  	Configuring Route Maps

                  	Applying Route Maps

               

            
            
         
      

   
      
         
            
            Configuring Route Maps

            
            
            
               
               You can configure route maps to filter the EVPN address-family routes. A route map evaluates match clauses until a successful
                  match occurs. After the match occurs, the route map stops evaluating match clauses and starts executing set clauses, in the
                  order in which they were configured. If a successful match does not occur, the route map “falls through” and evaluates the
                  next sequence number of the route map until all configured route map entries have been evaluated or a successful match occurs.
                  
               

               
               
            

            
            
            
               
                  	Matching based on IP prefix

                  	Matching Based on EVPN Route Type

               

            
            
         
      

   
      
         
            
            BGP EVPN VRF Auto Route Distinguisher

            
            
            
               
               You can now configure devices in a BGP EVPN VXLAN fabric to autogenerate the route distinguisher (RD) value. Autogenerated
                  RD value is based on the Type 1 encoding format as described in IETF RFC 4364.
               

               
            

            
            
            
               
                  	Prerequisites for Configuring Auto Route Distinguisher in a BGP EVPN VXLAN Fabric

                  	Configuring Auto Route Distinguisher in a BGP EVPN VXLAN Fabric

               

            
            
         
      

   
      
         
            
            Prerequisites for Configuring Auto Route Distinguisher in a BGP EVPN VXLAN Fabric

            
            
            
               
               You must explicitly configure the BGP router ID at the global level, using the bgp router-id  command.
               

               
               RD is autogenerated using four bytes of BGP router ID and two bytes of VRF ID.

               
            

            
         
      

   
      
         
            
            Configuring Auto Route Distinguisher in a BGP EVPN VXLAN Fabric

            
            
            
               
               To enable autogeneration of RD for a specific VRF, use the rd-auto command in the VRF configuration mode.
               

               
               
                  Example

                  
                  VTEP(config)# vrf definition green
VTEP(config-vrf)# rd-auto


                  

               
               
                  
                  To enable autogeneration of RDs at a global level for all the VRFs in the fabric, use the vrf rd-auto command in the global configuration mode.
                  

                  
               
               
               
                  Example

                  
                  VTEP(config)# vrf rd-auto

                  

               
               
                  
                  To override the global auto RD configuration and configure a static RD for a specific VRF, use the rd-auto disable  command in the VRF configuration mode. This command disables the autogeneration of RD for this specific VRF and lets you
                     configure a static RD value.
                  

                  
               
               
               
                  Example

                  
                  VTEP(config)# vrf definition green
VTEP(config-vrf)# rd-auto disable
VTEP(config-vrf)# rd 103:2


                  

               
               
                  
                  You can disable the manual configuration of RD using the no form of the command.
                  

                  
                  The following example disables the static configuration of RD and enables autogeneration of RD.

                  
               
               
               
                  Example

                  
                  VTEP(config)# vrf definition green
VTEP(config-vrf)# no rd 103:2 
VTEP(config-vrf)# no rd-auto disable


                  

               
               
                  
                  
                     
                        	
                           Note

                        
                        	
                           
                              
                              You cannot enable both auto RD and static RD for a given VRF.

                              
                           

                        
                     

                  

                  
               
               
               
                  
                  In Cisco IOS XE Dublin 17.12.1, the show vrf  command is enhanced to indicate if an RD has been assigned automatically.
                  

                  
               
               
               
                  Example

                  
                  VTEP# show vrf  
Name             Default RD            Protocols  Interfaces
green            1.1.1.1:60000(auto)   ipv4,ipv6   Gi1/0 
blue             2:2                   ipv4,ipv6   Lo12


                  

               
            

            
         
      

   
      
         
            
            BGP EVPN VRF Auto Route Target

            
            
            
               
               A VRF can be associated with one or more route targets (RT). You can enable the devices in a BGP EVPN VXLAN fabric to autogenerate
                  the route target value for a specified VRF. The autogenerated route target value is based on the Type 0 encoding format as
                  described in IETF RFC 4364.
               

               
               
                  
                     	
                        Note

                     
                     	
                        
                           
                           Both statically assigned RT and autogenerated RT can exist in a VRF.

                           
                        

                     
                  

               

               
            

            
            
            
               
                  	Prerequisites for Configuring Auto Route Target in a BGP EVPN Fabric

                  	Configuring Auto Route Target in a BGP EVPN VXLAN Fabric

               

            
            
         
      

   
      
         
            
            Prerequisites for Configuring Auto Route Target in a BGP EVPN Fabric

            
            
            
               
               You must explicitly configure the BGP router-id at the global level, using the bgp router-id command in the router configuration mode.
               

               
               A route target value is constructed using Autonomous System Number (ASN) as the 2-byte administrative field and the VXLAN
                  Network Identifier (VNI) for the 4-byte numbering field. If the ASN is 4 bytes, it is aliased with a special purpose 2-byte
                  ASN, 23456.  This 2-byte ASN 23456 is registered by the IANA as AS_TRANS.
               

               
            

            
         
      

   
      
         
            
            Configuring Auto Route Target in a BGP EVPN VXLAN Fabric

            
            
            
               
               To enable autogeneration of route target for a VRF, use the following command in the VRF configuration mode.

               
               
               
               vnid 
                     vnid
                     [ evpn-instance]  

               
               The following table describes the different fields of the command syntax.

               
               
                  
                     
                     
                  
                  
                     
                        
                        	
                           
                           vnid 

                           
                        
                        
                        	
                           
                           Specifies the VXLAN Network Identifier (VNI).

                           
                           The VNI range is from 1 to 2147483647.

                           
                        
                        
                     

                     
                        
                        	
                           
                           evpn-instance  

                           
                        
                        
                        	
                           
                           (Optional) Specify the evpn-instance keyword to autogenerate the stitching of Route Targets.
                           

                           
                        
                        
                     

                  
               

               
               
               
                  Example

                  
                  
VTEP(config)# router bgp 150
VTEP(config-bgp)# bgp router-id interface Loopback0
VTEP(config-bgp)# exit

VTEP(config)# vrf definition green
VTEP(config-vrf)# vnid 3000101 evpn-instance
VTEP(config-vrf)# exit

VTEP(config)# address-family ipv4
VTEP(config-af-ipv4)# exit-address-family
VTEP(config)# address-family ipv6
VTEP(config-af-ipv6)# exit-address-family

                  

               
               
                  
                  In Cisco IOS XE Dublin 17.12.1, the show vrf detail command is enhanced to indicate if an RT has been assigned automatically.
                  

                  
               
               
               
                  Example

                  
                  VTEP# show vrf detail green
VRF green (VRF Id = 182); default RD 10.1.10.1:121(auto); default VPNID <not set>
  New CLI format, supports multiple address-families
  vnid: 3000101 evpn-instance
  Flags: 0x380C
  Interfaces:
    Lo10                     Vl201                    Vl202                   
    Vl203                    Vl204                    Vl205                   
    Vl401                    Vl402                    Vl403                   
    Vl404                    Vl405                    Vl2101                  
Address family ipv4 unicast (Table ID = 0xB6):
  Flags: 0x0
  Export VPN route-target communities
    RT:150:3000101 (auto)   
  Import VPN route-target communities
    RT:150:3000101 (auto)   
  Export VPN route-target stitching communities
    RT:150:3000101 (auto)   
  Import VPN route-target stitching communities
    RT:150:3000101 (auto)   
  No import route-map
  No global export route-map
  No export route-map
  VRF label distribution protocol: not configured
  VRF label allocation mode: per-prefix
Address family ipv6 unicast (Table ID = 0x1E000002):
  Flags: 0x0
  Export VPN route-target communities
    RT:150:3000101 (auto)   
  Import VPN route-target communities
    RT:150:3000101 (auto)   
  Export VPN route-target stitching communities
    RT:150:3000101 (auto)   
  Import VPN route-target stitching communities
    RT:150:3000101 (auto)   
  No import route-map
  No global export route-map
  No export route-map
  VRF label distribution protocol: not configured
  VRF label allocation mode: per-prefix
Address family ipv4 multicast not active
Address family ipv6 multicast not active

                  

               
            

            
         
      

   
      
         
            
            Chapter 18. BGP EVPN VXLAN Scalability Guide
            

            
            
            
               
                  	Scale and Performance Capabilities for BGP EVPN VXLAN on Cisco Catalyst 9400 Series Switches

               

            
            
         
      

   
      
         
            Chapter 19. Troubleshooting BGP EVPN VXLAN
            

            

            
            
               
                  	Troubleshooting Scenarios for BGP EVPN VXLAN

                  	Troubleshooting Broadcast, Unkown Unicast, Multicast Traffic Forwarding

                  	Troubleshooting Unicast Forwarding Between VTEPs in the Same VLAN Through a Layer 2 VNI

                  	Troubleshooting Unicast Forwarding Between VTEPS in Different VLANs Through a Layer 3 VNI

                  	Troubleshooting Unicast Forwarding Between a VXLAN Network and an IP Network

                  	Troubleshooting Tenant Routed Multicast

               

            
            
         
      

   
      
         
            Troubleshooting Scenarios for BGP EVPN VXLAN

            
               This document provides information about the various troubleshooting scenarios that are applicable to BGP EVPN VXLAN and how
                  to troubleshoot each scenario.
               

               In this troubleshooting document, comments have been added at the end of certain lines of the outputs of show  commands. This has been done to highlight or explain a specific aspect of that line of output. If a comment begins in a new
                  line, then it refers to the line of output that precedes the comment. The following notation has been used throughout the
                  document to highlight the comments inside the outputs of show  commands:
               

   <<— Text highlighted in this format inside a command's output represents a comment.   
       This is done for explanation purpose only and is not part of the command's output.


The following is a sample EVPN VXLAN topology with two access facing VTEPs (VTEP 1 and VTEP 2) and a border leaf VTEP connected
                  in a VXLAN network through an EVPN route reflector. Each of the access facing VTEPs has two host devices connected to it and
                  the border leaf VTEP is connected to an external IP network. All the troubleshooting scenarios in this document are explained
                  using this topology.
               

               
                  EVPN VXLAN Topology
                  
                     
                     [image: BGP EVPN VXLAN topology with BUM and Unicast forwarding]
                     
                  

               
               The following are the various troubleshooting scenarios that apply to BGP EVPN VXLAN for the topology illustrated in the figure above:
               

               
                  	
                     
                     Scenario 1: Troubleshooting Broadcast, Unknown Unicast, Multicast traffic Forwarding
                     

                     
                  

                  	
                     
                     Scenario 2: Troubleshooting Unicast Forwarding Between VTEPs in the Same VLAN Through a Layer 2 VNI
                     

                     
                  

                  	
                     
                     Scenario 3: Troubleshooting Unicast Forwarding Between VTEPS in Different VLANs Through a Layer 3 VNI
                     

                     
                  

                  	
                     
                     Scenario 4: Troubleshooting Unicast Forwarding Between a VXLAN Network and an IP Network
                     

                     
                  

               

            

         
      

   
      
         
            Troubleshooting Unicast Forwarding Between VTEPs in the Same VLAN Through a Layer 2 VNI

            
               This scenario might occur when host device 2 in VLAN 10 attempts to ping host device 3 that is also in VLAN 10. Perform the
                  checks listed in the following table before troubleshooting unicast forwarding between VTEPs in the same VLAN through a Layer
                  2 VNI:
               

               
                  Scenario 2: Troubleshooting Unicast Forwarding Between VTEPs in the Same VLAN Through a Layer 2 VNI
                  
                     
                     
                  
                  
                     
                        	
                           
                           Check to be Performed

                           
                        
                        	
                           
                           Steps to Follow

                           
                        
                     

                  
                  
                     
                        	
                           
                           Has ARP been resolved on the local host for the Layer 2 adjacent remote host?

                           
                        
                        	
                           
                           Run the arp - a  command in privileged EXEC mode on the host device.
                           

                           
                        
                     

                     
                        	
                           
                           Do the hosts have the same subnet masks?

                           
                        
                        	
                           
                           Perform any of the following steps:

                           
                           
                              	
                                 
                                 Check the host device.

                                 
                              

                              	
                                 
                                 Check the SVI configuration on the VTEP.

                                 
                              

                           

                           
                        
                     

                     
                        	
                           
                           Do you have the EVPN instance configured on your local VTEP? 

                           
                        
                        	
                           
                           Run the following commands in privileged EXEC mode on the VTEP:

                           
                           
                              	
                                 
                                 show run |  section l2vpn 

                                 
                              

                              	
                                 
                                 show run |  section vlan config 

                                 
                              

                              	
                                 
                                 show run interface nve
                                       interface-number 

                                 
                              

                           

                           
                        
                     

                     
                        	
                           
                           Has the remote MAC address been learned in platform MATM in the same VLAN as the local host? 

                           
                        
                        	
                           
                           Run the show platform software fed switch active matm macTable vlan vlan-id  command in privileged EXEC mode on the VTEP to check for the remote MAC addresses in the same VLAN.
                           

                           
                        
                     

                  
               

               To troubleshoot unicast forwarding between two VTEPs in the same VLAN using a Layer 2 VNI, follow these steps:

               
                  	
                     
                     Verify the provisioning of the EVPN VXLAN Layer 2 overlay network.

                     
                  

                  	
                     
                     Verify intra-subnet traffic movement in the EVPN VXLAN Layer 2 overlay network.

                     
                  

               

            

            
            
               
                  	Verifying the Provisioning of an EVPN VXLAN Layer 2 Overlay Network

                  	Verifying Intra-Subnet Traffic Movement in an EVPN VXLAN Layer 2 Overlay Network

               

            
            
         
      

   
      
         
            Troubleshooting Unicast Forwarding Between VTEPS in Different VLANs Through a Layer 3 VNI

            
               This scenario might occur when host device 1 in VLAN 12 attempts to ping host device 4 in VLAN 13. Perform the checks listed
                  in the following table before troubleshooting unicast forwarding between VTEPs in different VLANs through a Layer 3 VNI:
               

               
                  Scenario 3: Troubleshooting Unicast Forwarding Between VTEPS in Different VLANs Through a Layer 3 VNI
                  
                     
                     
                  
                  
                     
                        	
                           
                           Check to be Performed

                           
                        
                        	
                           
                           Steps to Follow

                           
                        
                     

                  
                  
                     
                        	
                           
                           Are the source and destination host devices in different subnets? 

                           
                        
                        	
                           
                           Check the subnet of the local host device and compare it against the subnet of the remote host device.

                           
                        
                     

                     
                        	
                           
                           Do you have an SVI interface configured for the remote subnet? 

                           
                        
                        	
                           
                           Run the show ip interface brief | excluse unassigned   command in privileged EXEC mode on the VTEP.
                           

                           
                        
                     

                     
                        	
                           
                           Do you have the EVPN instance configured on your local VTEP? 

                           
                        
                        	
                           
                           Run the following commands in privileged EXEC mode on the VTEP:

                           
                           
                              	
                                 
                                 show run | section l2vpn 

                                 
                              

                              	
                                 
                                 show run | section vlan config 

                                 
                              

                              	
                                 
                                 show run interface nve
                                       interface-number 

                                 
                              

                           

                           
                        
                     

                  
               

               To troubleshoot unicast forwarding between two VTEPs in different VLANs using a Layer 3 VNI, follow these steps:

               
                  	
                     
                     Verify the provisioning of the EVPN VXLAN Layer 3 overlay network.

                     
                  

                  	
                     
                     Verify inter-subnet traffic movement and symmetric IRB in the EVPN VXLAN Layer 3 overlay network.

                     
                  

               

            

            
            
               
                  	Verifying the Provisioning of an EVPN VXLAN Layer 3 Overlay Network

                  	Verifying Inter-Subnet Traffic Movement and Symmetric IRB in an EVPN VXLAN Layer 3 Overlay Network

               

            
            
         
      

   
      
         
            Troubleshooting Unicast Forwarding Between a VXLAN Network and an IP Network

            
               This scenario might occur when host device 1 attempts to ping an external IP address through a border leaf VTEP. Perform the
                  checks listed in the following table before troubleshooting unicast forwarding between a VXLAN network and an external IP
                  network.
               

               
                  Scenario 4: Troubleshooting Unicast Forwarding Between a VXLAN Network and an IP Network
                  
                     
                     
                  
                  
                     
                        	
                           
                           Check to be performed

                           
                        
                        	
                           
                           Steps to follow

                           
                        
                     

                  
                  
                     
                        	
                           
                           Is one IP address present in the VXLAN network and the other IP address coming from external IP network?

                           
                        
                        	
                           
                           Check the local subnets (or the SVI interfaces) if the remote subnet is present.

                           
                           
                              
                                 	
                                    Note

                                 
                                 	
                                    
                                       
                                       Local subnet has the remote subnet listed even in the case of scenario 3.

                                       
                                    

                                 
                              

                           

                           
                        
                     

                     
                        	
                           
                           Is the EVPN route type 5 being used to send traffic to remote destination? 

                           
                        
                        	
                           
                           Run the show bgp l2vpn evpn all  command in privileged EXEC mode on the VTEP. Look for remote prefix to be displayed as [5] for route type 5.
                           

                           
                        
                     

                  
               

               To troubleshoot unicast forwarding between a VXLAN network and an external IP network, follow these steps:

               
                  	
                     
                     Verify the provisioning of the EVPN VXLAN Layer 3 overlay network.

                     
                  

                  	
                     
                     Verify traffic movement from the VXLAN network to the IP network through the border leaf switch using route type 5.

                     
                  

               

            

            
            
               
                  	Verifying the Provisioning of an EVPN VXLAN Layer 3 Overlay Network

                  	Verifying Traffic from a VXLAN Fabric to an IP Network Through a Border Leaf Switch Using Route Type 5

               

            
            
         
      

   
      
         
            Verifying the Provisioning of an EVPN VXLAN Layer 3 Overlay Network

            
               See Verifying the Provisioning of an EVPN VXLAN Layer 3 Overlay Network for detailed steps.
               

            

         
      

   
      
         
            
            Troubleshooting Tenant Routed Multicast

            
            
            
               
               See Troubleshoot EVPN VxLAN TRM on Catalyst 9000 Switches document to learn how to troubleshoot issues with TRM in a BGP EVPN VXLAN fabric.
               

               
            

            
         
      

   
      
         
            
            Part I. Integration with Cisco DNA Service for Bonjour
            

            
            
            
               
               
               
                  
                  	
                     
                     
                  

                  
               

               
            

            
            
            
               
                  	Cisco DNA Service for Bonjour Solution Overview

                  	Configuring Cisco DNA Service for Bonjour over EVPN VXLAN Layer 3 Overlay Networks

                  	Configuring VRF-Aware Local Area Bonjour Services

               

            
            
         
      

   
      
         
            Chapter 20. Cisco DNA Service for Bonjour Solution Overview
            

            

            
            
               
                  	About the Cisco DNA Service for Bonjour Solution

                  	Solution Components

                  	Supported Platforms

                  	Supported Network Design

               

            
            
         
      

   
      
         
            
            About the Cisco DNA Service for Bonjour Solution
            

            
            
            
               
               The Apple Bonjour protocol is a zero-configuration solution that simplifies rich services and enables intuitive experience
                  between connected devices, services, and applications. Using Bonjour, you can discover and use IT-managed, peer-to-peer, audio
                  and video, or Internet of Things (IoT) services with minimal intervention and technical knowledge. Bonjour is originally designed
                  for single Layer 2 small to mid-size networks, such as home or branch networks. The Cisco DNA Service for Bonjour solution eliminates the single Layer 2 domain constraint and expands the matrix to enterprise-grade traditional wired and
                  wireless networks, including overlay networks such as Cisco Software-Defined Access (SD-Access) and industry-standard BGP
                  EVPN with VXLAN. The Cisco Catalyst 9000 Series LAN switches, Cisco Nexus 9300 Series Switches, and Cisco Catalyst 9800 Series Wireless Controller follow the industry standard, RFC 6762-based multicast DNS (mDNS) specification to support interoperability with various
                  compatible wired and wireless consumer products in enterprise networks.
               

               
               The Cisco Wide Area Bonjour application on Cisco DNA Center enables mDNS service routing to advertise and discover services across enterprise-grade wired and wireless networks. The
                  new-distributed architecture is designed to eliminate mDNS flood boundaries and transition to unicast-based service routing,
                  providing policy enforcement points and enabling the management of Bonjour services. 
               

               
               
               The following figure illustrates how the Cisco Wide Area Bonjour application operates across two integrated service-routing domains.
               

               
               
                  Cisco Wide Area Bonjour Solution Architecture
                  
                  
                     
                     [image: images/357018.jpg]
                     
                  

               
               
               
                  
                  
                  	
                     
                     Local Area Service Discovery Gateway Domain - Unicast Mode: The new enhanced Layer 2 unicast policy-based deployment model. The new mDNS service discovery and distribution using the
                        Layer 2 unicast address enables flood-free LAN and wireless networks. Cisco Catalyst 9000 Series Switches and Cisco Catalyst 9800 Series Wireless Controller in Layer 2 mode introduce a new service-peer role, replacing the classic flood-n-learn, for new unicast-based service routing
                        support in the network. The service-peer switch and wireless controller also replace mDNS flood-n-learn with unicast-based communication with any RFC 6762 mDNS-compatible wired and wireless endpoints.
                     

                     
                  

                  
                  	
                     
                     Wide-Area Service Discovery Gateway Domain: The Wide Area Bonjour domain is a controller-based solution. The Bonjour gateway role and responsibilities of Cisco Catalyst and Cisco Nexus 9300 Series Switches are extended from a single SDG switch to an SDG agent, enabling Wide Area Bonjour service routing beyond a single IP gateway. The network-wide distributed SDG agent devices establish a lightweight, stateful,
                        and reliable communication channel with a centralized Cisco DNA Center controller running the Cisco Wide Area Bonjour application. The SDG agents route locally discovered services based on the export policy.
                     

                     
                     
                        
                           	
                              Note

                           
                           	
                              
                                 
                                 The classic Layer 2 multicast flood-n-learn continues to be supported on wired and wireless networks with certain restrictions
                                    to support enhanced security and location-based policy enforcement. The Cisco Catalyst and Cisco Nexus 9300 Series Switches at Layer 3 boundary function as an SDG to discover and distribute services between local wired or wireless VLANs based on
                                    applied policies.
                                 

                                 
                              

                           
                        

                     

                     
                  

                  
               

               
            

            
         
      

   
      
         
            Solution Components

            
               
               The Cisco DNA Service for Bonjour solution is an end-to-end solution that includes the following key components and system roles to enable unicast-based service
                  routing across the local area and Wide Area Bonjour domain:
               

               
                  
                  	
                     
                     Cisco Service Peer: Cisco Catalyst Switches and Cisco Wireless Controllers in Layer 2 access function in service peer mode to support unicast-based communication with local attached endpoints and
                        export service information to the upstream Cisco Catalyst SDG agent in the distribution layer.
                     

                     
                     
                        
                           	
                              Note

                           
                           	
                              
                                 
                                 Cisco Nexus 9300 Series Switches don't support unicast-based service routing with downstream Layer 2 access network devices.
                                 

                                 
                              

                           
                        

                     

                     
                  

                  
                  	
                     
                     Cisco SDG Agent: Cisco Catalyst and Cisco Nexus 9300 Series Switches function as an SDG agent and communicate with the Bonjour service endpoints in Layer 3 access mode. At the distribution layer,
                        the SDG agent aggregates information from the downstream Cisco service peer switch and wireless controller, or local Layer 2 networks, and exports information to the central Cisco DNA controller.
                     

                     
                     
                        
                           	
                              Note

                           
                           	
                              
                                 
                                 Cisco Nexus 9300 Series Switches don't support multilayer LAN-unicast deployment mode.
                                 

                                 
                              

                           
                        

                     

                     
                  

                  
                  	
                     
                     Cisco DNA controller: The Cisco DNA controller builds the Wide Area Bonjour domain with network-wide and distributed trusted SDG agents using a secure communication channel for centralized services
                        management and controlled service routing.
                     

                     
                  

                  	
                     
                     Endpoints: A Bonjour endpoint is any device that advertises or queries Bonjour services conforming to RFC 6762. The Bonjour endpoints
                        can be in either LANs or WLANs. The Cisco Wide Area Bonjour application is designed to integrate with RFC 6762-compliant Bonjour services, including AirPlay, Google Chrome cast, AirPrint,
                        and so on.
                     

                     
                  

               

            

         
      

   
      
         
            Supported Platforms

            
               The following table lists the supported controllers, along with the supported hardware and software versions.

               
                  Supported Controllers with Supported Hardware and Software Versions
                  
                     
                     
                     
                  
                  
                     
                        	Supported Controller
                        	Hardware
                        	Software Version
                     

                  
                  
                     
                        	
                           
                           Cisco DNA Center appliance
                           

                           
                        
                        	
                           
                           DN2-HW-APL

                           
                           DN2-HW-APL-L

                           
                           DN2-HW-APL-XL

                           
                        
                        	
                           
                           Cisco DNA Center, Release 2.3.6
                           

                           
                        
                     

                     
                        	
                           
                           Cisco Wide Area Bonjour application 
                           

                           
                        
                        	
                           
                           —

                           
                        
                        	
                           
                           2.4.660.75403

                           
                        
                     

                  
               

               The following table lists the supported SDG agents along with their licenses and software
                  requirements.
               

               
                  Supported SDG Agents with Supported License and Software Requirements
                  
                     
                     
                     
                     
                     
                  
                  
                     
                     
                        
                        	Supported Platform
                        
                        	Supported Role
                        
                        	Local Area SDG
                        
                        	Wide Area SDG
                        
                        	Minimum Software
                        
                     

                     
                  
                  
                     
                     
                        
                        	
                           
                           Cisco Catalyst 9200 Series Switches

                           
                        
                        
                        	
                           
                           SDG agent

                           
                           Service peer

                           
                        
                        
                        	
                           
                           Cisco DNA Advantage
                           

                           
                        
                        
                        	
                           
                           Cisco DNA Advantage
                           

                           
                        
                        
                        	
                           
                           Cisco IOS XE Release 17.11.1

                           
                        
                        
                     

                     
                     
                        
                        	
                           
                           Cisco Catalyst 9200L Series Switches

                           
                        
                        
                        	
                           
                           SDG agent

                           
                           Service peer

                           
                        
                        
                        	
                           
                           Cisco DNA Advantage
                           

                           
                        
                        
                        	
                           
                           Cisco DNA Advantage
                           

                           
                        
                        
                        	
                           
                           Cisco IOS XE Release 17.11.1

                           
                        
                        
                     

                     
                     
                        
                        	
                           
                           Cisco Catalyst 9300 and 9300-X Series Switches

                           
                        
                        
                        	
                           
                           Service peer

                           
                           SDG agent

                           
                        
                        
                        	
                           
                           Cisco DNA Advantage
                           

                           
                        
                        
                        	
                           
                           Cisco DNA Advantage
                           

                           
                        
                        
                        	
                           
                           Cisco IOS XE Release 17.11.1

                           
                        
                        
                     

                     
                     
                        
                        	
                           
                           Cisco Catalyst 9400 and 9400-X Series Switches

                           
                        
                        
                        	
                           
                           Service peer

                           
                           SDG agent

                           
                        
                        
                        	
                           
                           Cisco DNA Advantage
                           

                           
                        
                        
                        	
                           
                           Cisco DNA Advantage
                           

                           
                        
                        
                        	
                           
                           Cisco IOS XE Release 17.11.1

                           
                        
                        
                     

                     
                     
                        
                        	
                           
                           Cisco Catalyst 9500  and 9500-X Series Switches

                           
                        
                        
                        	
                           
                           Service peer

                           
                           SDG agent

                           
                        
                        
                        	
                           
                           Cisco DNA Advantage
                           

                           
                        
                        
                        	
                           
                           Cisco DNA Advantage
                           

                           
                        
                        
                        	
                           
                           Cisco IOS XE Release 17.11.1

                           
                        
                        
                     

                     
                     
                        
                        	
                           
                           Cisco Catalyst 9500 High Performance Series Switches

                           
                        
                        
                        	
                           
                           Service peer

                           
                           SDG agent

                           
                        
                        
                        	
                           
                           Cisco DNA Advantage
                           

                           
                        
                        
                        	
                           
                           Cisco DNA Advantage
                           

                           
                        
                        
                        	
                           
                           Cisco IOS XE Release 17.11.1

                           
                        
                        
                     

                     
                     
                        
                        	
                           
                           Cisco Catalyst 9600 and 9600-X Series Switches

                           
                        
                        
                        	
                           
                           Service peer

                           
                           SDG agent

                           
                        
                        
                        	
                           
                           Cisco DNA Advantage
                           

                           
                        
                        
                        	
                           
                           Cisco DNA Advantage
                           

                           
                        
                        
                        	
                           
                           Cisco IOS XE Release 17.11.1

                           
                        
                        
                     

                     
                     
                        
                        	
                           
                           Cisco Catalyst 9800 Wireless Controller

                           
                        
                        
                        	
                           
                           Service peer

                           
                        
                        
                        	
                           
                           Cisco DNA Advantage
                           

                           
                        
                        
                        	
                           
                           Cisco DNA Advantage
                           

                           
                        
                        
                        	
                           
                           Cisco IOS XE Release 17.11.1

                           
                        
                        
                     

                     
                     
                        
                        	
                           
                           Cisco Catalyst 9800-L Wireless Controller

                           
                        
                        
                        	
                           
                           Service peer

                           
                        
                        
                        	
                           
                           Cisco DNA Advantage
                           

                           
                        
                        
                        	
                           
                           Cisco DNA Advantage
                           

                           
                        
                        
                        	
                           
                           Cisco IOS XE Release 17.11.1

                           
                        
                        
                     

                     
                     
                        
                        	
                           
                           Cisco Nexus 9300 Series Switches

                           
                        
                        
                        	
                           
                           SDG agent

                           
                        
                        
                        	
                           
                           Cisco DNA Advantage
                           

                           
                        
                        
                        	
                           
                           Cisco DNA Advantage
                           

                           
                        
                        
                        	
                           
                           Cisco NX-OS Release 10.2(3)F

                           
                        
                        
                     

                     
                  
               

            

         
      

   
      
         
            Supported Network Design

            
               
               The Cisco DNA Service for Bonjour supports a broad range of enterprise-grade networks. The end-to-end unicast-based Bonjour service routing is supported on
                  traditional, Cisco SD-Access, and BGP EVPN-enabled wired and wireless networks.
               

               
            

            
            
               
                  	Traditional Wired and Wireless Networks

                  	Cisco SD-Access Wired and Wireless Networks

                  	BGP EVPN Networks

               

            
            
         
      

   
      
         
            Traditional Wired and Wireless Networks

            
               
               Traditional networks are classic Layer 2 or Layer 3 networks for wired and wireless modes deployed in enterprise networks.
                  Cisco DNA Service for Bonjour supports a broad range of network designs to enable end-to-end service routing and replace flood-n-learn-based deployment
                  with a unicast mode-based solution. 
               

               
               The following figure illustrates traditional LAN and central-switching wireless local mode network designs that are commonly
                  deployed in an enterprise.
               

               
               
                  Enterprise Traditional LAN and Wireless Local Mode Network Design
                  
                     
                     [image: images/357153.jpg]
                     
                  

               
               
            

            
            
               
                  	Wired Networks

                  	Wireless Networks

               

            
            
         
      

   
      
         
            
            Wired Networks

            
            
               
               The following figure shows the supported traditional LAN network designs that are commonly deployed in an enterprise.

               
               
                  Enterprise Wired Multilayer and Routed Access Network Design
                  
                     
                     [image: images/357149.jpg]
                     
                  

               
               
               The Cisco Catalyst or Cisco Nexus 9300 Series Switches in SDG agent role that provide Bonjour gateway functions are typically IP gateways for wired endpoints that could reside
                  in the distribution layer in multilayer network designs, or in the access layer in Layer 3 routed access network designs:
               

               
               
                  
                  	
                     
                     Multilayer LAN—Unicast Mode: In this deployment mode, the Layer 2 access switch provides the first-hop mDNS gateway function to locally attached wired
                        endpoints. In unicast mode, the mDNS services are routed to the distribution layer systems providing IP gateway and SDG agent
                        mode. The policy-based service routing between the SDG agents is performed by the Cisco DNA Center controller.
                     

                     
                  

                  
                  	
                     
                     Multilayer LAN—Flood-n-Learn Mode: In this deployment mode, the Layer 2 access switch or wireless controller are in mDNS passthrough modes with the Cisco Catalyst or Cisco Nexus 9300 Series Switches operating in the SDG agent mode. The mDNS gateway function at distribution layer in a network enables inter-VLAN mDNS local
                        proxy. It also builds stateful Wide Area Bonjour unicast service routing with the Cisco DNA Center to discover or distribute mDNS services beyond a single IP gateway.
                     

                     
                  

                  
                  	
                     
                     Routed Access: In this deployment mode, the first-hop Cisco Catalyst or Cisco Nexus 9300 Series Switch is an IP gateway boundary and, therefore, it must also perform the SDG agent role. The policy-based service routing between
                        the SDG agents is performed by the Cisco DNA Center controller.
                     

                     
                  

                  
               

               
            

            
         
      

   
      
         
            
            Wireless Networks

            
            
               
               The Cisco DNA Service for Bonjour extends the single wireless controller mDNS gateway function into the Wide Area Bonjour solution. The mDNS gateway on Cisco Catalyst 9800 Series Wireless Controller can be deployed in an enhanced mode as a service peer. In this mode, the wireless controller builds unicast service routing with an upstream Cisco Catalyst gateway switch for end-to-end mDNS service discovery. It replaces
                  the classic flood-n-learn mDNS services from wired network using mDNS AP or other methods.
               

               
               The following figure shows the supported traditional wireless LAN network designs that are commonly deployed in an enterprise.
                  Based on the wireless network design, the mDNS gateway function may be on the wireless controller, or first-hop Layer 2 or Layer 3 Ethernet switch of an Access Point in local-switching mode.
               

               
               
                  Enterprise Traditional Wireless LAN Network Design
                  
                     
                     [image: Enterprise Traditional Wireless LAN Network Design]
                     
                  

               
               
               The Cisco DNA Service for Bonjour supports the following modes for wireless LAN networks:
               

               
               
                  
                  	
                     
                     Local Mode: In the central switching wireless deployment mode, the m-DNS traffic from local mode Cisco access points is terminated on
                        the Cisco Catalyst 9800 Series Wireless Controller. The Cisco Catalyst 9800 Series Wireless Controller extends the mDNS gateway function to the new service peer mode. The wireless controller can discover and distribute services to local wireless users and perform unicast service routing over a wireless management
                        interface to the upstream Cisco Catalyst Switch in the distribution layer, which acts as the IP gateway and the SDG agent.
                        
                     

                     
                     
                  

                  
                  	
                     
                     FlexConnect—Central: The mDNS gateway function for Cisco access point in FlexConnect central switch SSID functions consistently as described
                        in Local Mode. The new extended mDNS gateway mode on the Cisco Wireless Controller and upstream service routing with SDG agent operate consistently to discover services across network based on policies and
                        locations.
                     

                     
                  

                  
                  	
                     
                     FlexConnect—Local: In FlexConnect local switching mode, the Layer 2 access switch in mDNS gateway service peer mode provides the policy-based
                        mDNS gateway function to locally attached wired and wireless users. The Cisco Catalyst Switches in the distribution layer
                        function as SDG agents and enable mDNS service-routing across all Layer 2 ethernet switches to support unicast-based service
                        routing to LAN and wireless LAN user groups.
                     

                     
                  

                  
                  
                  	
                     
                     Embedded Wireless Controller—Access Point: The Layer 2 access switch in service peer mode provides unified mDNS gateway function to wired and wireless endpoints associated
                        with Cisco Embedded Wireless Controller on Cisco Catalyst 9100 Series Access Points. The SDG agent in the distribution layer
                        provides unicast service routing across all Layer 2 service peer switches in the Layer 2 network block without any mDNS flooding.
                        
                     

                     
                     
                  

                  
               

               
            

            
         
      

   
      
         
            Cisco SD-Access Wired and Wireless Networks

            
               
               Cisco SD-Access-enabled wired and wireless networks support Cisco DNA Service for Bonjour across fabric networks. The Cisco Catalyst 9000 Series Switches support VRF-aware Wide Area Bonjour service routing to provide secure and segmented mDNS service discovery and distribution management for virtual networks.
                  The VRF-aware unicast service routing eliminates the need to extend Layer 2 flooding, and improves the scale and performance
                  of the fabric core network and endpoints. 
               

               
               
               
                  Cisco SD-Access Wired and Wireless Network Design
                  
                  
                     
                     [image: Cisco SD-Access Wired and Wireless Network Design]
                     
                  

               
               
               Cisco SD-Access supports flexible wired and wireless network design alternatives to manage fully distributed, integrated, and backward-compatible
                  traditional network infrastructure. Wide Area Bonjour service routing is supported in all network designs providing intuitive user experience. The following figure illustrates
                  the various SD-Access enabled wired and wireless network design alternatives. 
               

               
               
                  Cisco SD-Access Wired and Wireless Network Design Alternatives
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               The Cisco DNA Service for Bonjour for SD-Access enabled wired and fabric, or traditional mode-wireless networks use two-tier service routing providing end-to-end
                  unicast-based mDNS solution. Based on the network design, each solution component is enabled in a unique role to support the
                  Wide Area Bonjour domain:
               

               
               
                  
                  	
                     
                     Fabric Edge SDG Agent: The Layer 3 Cisco Catalyst Fabric Edge switch in the access layer configured as SDG agent provides unicast-based mDNS gateway
                        function to the locally attached wired and wireless endpoints. The VRF-aware mDNS service policy provides network service
                        security and segmentation in a virtual network environment. The mDNS services can be locally distributed and routed through
                        centralized Cisco DNA Center.
                     

                     
                  

                  
                  	
                     
                     Policy Extended Node: The Layer 2 Cisco Catalyst access layer switch enables first-hop mDNS gateway function without flooding across the Layer
                        2 broadcast domain. The unicast-based service routing with upstream Fabric Edge switch in the distribution layer enables mDNS
                        service routing within the same Layer 2 network block. It can also perform remote service discovery and distribution from
                        centralized Cisco DNA Center.
                     

                     
                  

                  
                  	
                     
                     Cisco Wireless Controller: Based on the following wireless deployment modes, Cisco Wireless Controller supports unique function to enable mDNS service routing in Cisco SD-Access enabled network:
                     

                     
                     
                        
                        	
                           
                           Fabric-Enabled Wireless: Cisco Wireless Controller doesn't require any mDNS gateway capability to be enabled in distributed fabric-enabled wireless deployments.
                           

                           
                        

                        
                        	
                           
                           Local Mode Wireless: As Cisco Wireless Controller provides central control and data plane termination, it provides mDNS gateway in service peer mode for wireless endpoints.
                              The wireless controller provides mDNS gateway between locally associated wireless clients. The wireless controller builds service routing with upstream SDG agent Catalyst switch providing IP gateway and service routing function for wireless
                              endpoints.
                           

                           
                        

                        
                        	
                           
                           Embedded Wireless Controller—Switch: The Cisco Embedded Wireless Controller solution enables the lightweight integrated wireless controller function within the Cisco Catalyst 9300 Series Switch. The Cisco Catalyst switches in the distribution layer function as
                              SDG agents to the wired and wireless endpoints. The SDG agent in the distribution layer provides unicast service routing across
                              all wireless access points and Layer 2 service peer switches without mDNS flooding.
                           

                           
                        

                        
                     

                     
                  

                  
                  	
                     
                     Cisco DNA Center Controller: The Cisco Wide Area Bonjour application on Cisco DNA Center supports policy and location-based service discovery, and distribution between network-wide distributed Fabric Edge switches
                        in SDG agent mode.
                     

                     
                  

                  
               

               
               The Wide Area Bonjour communication between the SDG agent and controller takes place through the network underlay. Based on policies, the SDG agent
                  forwards the endpoint announcements or queries to the Cisco DNA Center. After discovering a service, the endpoints can establish direct unicast communication through the fabric overlay in the
                  same virtual network. The inter-virtual network unicast communication takes place through the Fusion router or external Firewall
                  system. This communication is subject to the configured overlay IP routing and Security Group Tag (SGT) policies.
               

               
            

         
      

   
      
         
            
            BGP EVPN Networks

            
            
               
               The BGP EVPN-based technology provides a flexible Layer 3 segmentation and Layer 2 extension overlay network. The VRF and
                  EVPN VXLAN-aware Wide Area Bonjour service routing provides secure and segmented mDNS service solution. The overlay networks eliminate mDNS flooding over EVPN-enabled
                  Layer 2 extended networks and solve the service reachability challenges for Layer 3 segmented routed networks in the fabric.
               

               
               The following figure shows the BGP EVPN leaf switch in the distribution layer, supporting overlay Bonjour service routing
                  for a BGP EVPN-enabled traditional Layer 2 wired access switch and traditional wireless local mode enterprise network interconnected
                  through various types of Layer 2 networks and Layer 3 segmented VRF-enabled networks.
               

               
               
                  Overlay Bonjour Service for a BGP EVPN-Enabled Enterprise Network
                  
                     
                     [image: images/357409.jpg]
                     
                  

               
               
               
               
               
               
               Cisco DNA Service for Bonjour supports all the industry-standard overlay network designs enabling end-to-end unicast-based mDNS service routing, and preventing
                  flooding and service boundary limitation across wired and wireless networks.
               

               
               The following figure illustrates the various BGP EVPN VXLAN reference overlay network design alternatives. This network design
                  enables end-to-end mDNS service discovery and distribution based on overlay network policies.
               

               
               
                  BGP EVPN VXLAN Wired and Wireless Design Alternatives
                  
                     
                     [image: BGP EVPN VXLAN Wired and Wireless Design Alternatives]
                     
                  

               
               
               
               The Cisco Catalyst and Cisco Nexus 9000 Series Switches can be deployed in Layer 2 or Layer 3 leaf roles supporting mDNS service routing for a broad range of overlay networks. In
                  any role, the mDNS communication is limited locally and supports end-to-end unicast-based service routing across Wide Area Bonjour domain:
               

               
               
                  
                  	
                     
                     Layer 2 Leaf SDG Agent: The Cisco Catalyst or Cisco Nexus switches can be deployed as Layer 2 leaf supporting end-to-end bridged network with IP
                        gateway within or beyond BGP EVPN VXLAN fabric network. By default, the mDNS is flooded as Broadcast, Unknown Unicast, Multicast
                        (BUM) over the fabric-enabled core network. This mDNS flooding may impact network performance and security. The Layer 2 leaf,
                        enabled as SDG agent, prevents mDNS flooding over VXLAN and supports unicast-based service routing.
                     

                     
                  

                  
                  	
                     
                     Layer 3 Leaf SDG Agent: The Cisco Catalyst or Cisco Nexus switches can be deployed as SDG agent supporting Layer 3 overlay network in BGP EVPN VXLAN
                        fabric. The IP gateway and mDNS service boundary is terminated at the SDG agent switches and remote services can be discovered
                        or distributed through centralized Cisco DNA Center.
                     

                     
                  

                  
                  	
                     
                     Local Mode Wireless: The centralized wireless local mode network can be terminated within or outside the EVPN VXLAN fabric domain to retain network
                        segmentation and service discovery for wireless endpoints. The Cisco Catalyst 9800 Series Wireless Controller in service peer mode can build unicast service routing with distribution layer IP and SDG agent Cisco Catalyst switch to
                        discover services from BGP EVPN VXLAN fabric overlay network.
                     

                     
                  

                  
                  	
                     
                     Cisco DNA Center: Cisco DNA Center supports Wide Area Bonjour capability to dynamically discover and distribute mDNS services based on Layer 2 or Layer 3 Virtual Network ID (VNID) policies
                        to route the mDNS services between SDG agent switches in the network.
                     

                     
                  

                  
               

               
               For more information about BGP EVPN networks, see Cisco DNA Service for Bonjour Configuration Guide, Cisco IOS XE Bengaluru 17.6.x (Catalyst 9600 Switches).
               

               
            

            
         
      

   
      
         
            
            Chapter 21. Configuring Cisco DNA Service for Bonjour over EVPN VXLAN Layer 3 Overlay Networks
            

            
            
            

            
            
            
               
                  	Prerequisites for Cisco DNA Service for Bonjour over EVPN VXLAN Layer 3 Overlay Networks

                  	Restrictions for Wide Area Bonjour over EVPN VXLAN Layer 3 Overlay Networks

                  	Information About Cisco DNA Service for Bonjour over EVPN VXLAN Layer 3 Overlay Networks

                  	How to Configure Cisco DNA Service for Bonjour over EVPN VXLAN Layer 3 Overlay Networks

                  	Verifying Cisco DNA Service for Bonjour over EVPN VXLAN Layer 3 Overlay Networks

                  	Additional References for Cisco DNA Service for Bonjour over EVPN VXLAN Layer 3 Overlay Networks

               

            
            
         
      

   
      
         
            
            Information About Cisco DNA Service for Bonjour over EVPN VXLAN Layer 3 Overlay Networks

            
            
            
               
               Cisco Catalyst 9000 Series leaf switches or VTEPs introduce hierarchical service-routing for standard-based BGP EVPN VXLAN
                  overlay networks. Leaf switches can function as Service Discovery Gateway Agents (SDG-Agents) to enable mDNS service-routing
                  for Layer 3 and Layer 2 overlay networks. The enhanced gateway function (at the first hop of wired and wireless networks)
                  communicates with directly associated, industry-standard, RFC 6762-compliant multicast DNS (mDNS) end points in Layer 2 unicast mode. Communication in unicast mode eliminates Layer 2 mDNS
                  traffic flooding and enables service discovery across Layer 3 networks for large scale and enterprise-grade LAN and WLAN overlay
                  networks. By doing this, unicast mode enhances security, bandwidth, scale, and performance for underlay and overlay fabric
                  networks.
               

               
               The following image illustrates a BGP EVPN VXLAN fabric that supports service-routing for wired and wireless user endpoints
                  over Layer 3 overlay networks:
               

               
               
                  Cisco Wide Area Bonjour over BGP EVPN VXLAN Layer 3 Overlay Networks
                  
                     
                     [image: Cisco Wide Area Bonjour over BGP EVPN VXLAN Layer 3 Overlay Networks]
                     
                  

               
               
               A leaf switch in enterprise campus access or distribution layer can perform Wide Area Bonjour service-routing. Service-routing
                  allows the leaf switch to establish stateful and reliable communication with a centralized Cisco DNA Center in the underlay
                  network. The leaf can also discover and distribute policy-based services. Service data communication between mDNS sources
                  and receivers over an EVPN VXLAN network uses segmented Layer 3 overlay forwarding topologies. A leaf switch can extend unicast-based
                  service-routing through a downstream Layer 2 access device to build a Local Area Bonjour domain for the VXLAN fabric. The
                  domain allows end-to-end, unicast-based service-routing for EVPN VXLAN Layer 3 overlay networks. The downstream Layer 2 access
                  device in the fabric can be one of:
               

               
               
                  
                  	
                     
                     A Cisco Catalyst 9000 Series Ethernet switch

                     
                  

                  
                  	
                     
                     A Cisco Catalyst 9800 Series WLC

                     
                  

                  
               

               
            

            
            
            
               
                  	Understanding Wide Area Bonjour over EVPN VXLAN Layer 3 Overlay Networks

               

            
            
         
      

   
      
         
            
            Understanding Wide Area Bonjour over EVPN VXLAN Layer 3 Overlay Networks

            
            
            
               
               A BGP EVPN Layer 3 leaf switch provides an IP gateway to a Layer 3-segmented, VRF-enabled interface to attach wired and wireless
                  endpoints locally. Each BGP EVPN leaf switch in an access or distribution layer network provides a demarcation point to the
                  broadcast boundary of its local Layer 2 network. This demarcation prevents mDNS service discovery and distribution beyond
                  the leaf switch in the access or distribution layer network.
               

               
               Cisco Wide Area Bonjour for BGP EVPN overlay networks enables unicast-based mDNS service discovery and distribution beyond
                  the boundary of the single IP network. A network-wide distributed BGP EVPN leaf switch in an access or distribution layer
                  network builds stateful and reliable communication with a Cisco DNA Center. This link enables policy- and location-based mDNS
                  service-routing between the leaf switches for Layer 3 overlay networks.
               

               
               The BGP EVPN fabric boundary can be initiated from the access or distribution layer network depending on network design. The
                  following figure provides two deployment alternatives to determine the handling of mDNS communication with downstream Layer 2 switches or
                  WLCs and upstream fabric networks:
               

               
               
                  
                  	
                     
                     Leaf Access and Distribution: The LAN access in Layer 3 mode provides the Layer 2–Layer 3 boundary to enable mDNS service-routing over the EVPN fabric
                        network. The leaf switch in distribution layer can connect to a downstream Layer 2 WLC in Service-Peer mode and enable Unicast-based
                        service-routing.
                     

                     
                  

                  
                  	
                     
                     Leaf Distribution: The LAN and Wireless distribution layer provides the Layer 2–Layer 3 boundary to enable mDNS service-routing over the EVPN
                        fabric network. The leaf switch in Distribution layer can connect to a downstream Layer 2 LAN access switch and WLC in Service-Peer
                        mode and enable Unicast-based service-routing.
                     

                     
                  

                  
               

               
               
                  Wide Area Bonjour for Wired and Wireless BGP EVPN Layer 3 Overlay Networks
                  
                     
                     [image: Topology for Wide Area Bonjour for Wired and Wireless BGP EVPN Layer 3 Overlay Network]
                     
                  

               
               
               mDNS service-routing for EVPN VXLAN Layer 3 overlay networks supports dynamic service discovery from a local network and performs
                  service-routing with a centralized Cisco DNA-Center. The mDNS service-routing functions in the following ways with Bonjour
                  domains:
               

               
               
                  
                  	
                     
                     Local Area Bonjour Domain: A BGP EVPN Layer 3 leaf switch discovers and distributes mDNS services dynamically. The leaf switch distributes the mDNS
                        services to directly or indirectly attached wired and wireless endpoints in a Layer 2 network. The leaf switch in distribution
                        layer can establish unicast-based service-routing with a downstream Layer 2 access device to improve scale, performance, and
                        location-based service capabilities. The downstream Layer 2 access device can be either a Cisco Catalyst Series switch or
                        a Cisco 9800 Series WLC.
                     

                     
                     SeeConfiguring Local Area Bonjour Unicast Mode for Wired and Wireless Local Mode Networks for detailed configuration steps.
                     

                     
                  

                  
                  	
                     
                     Wide Area Bonjour Domain: A BGP EVPN Layer 3 leaf switch and Wide Area Bonjour application in a Cisco DNA Center work together to build secure service-routing
                        and peering. The link-up enables policy-based and location-based mDNS service-routing across Layer 3 overlay networks. The
                        Layer 3 overlay network allows the exchange of VXLAN data only between the leaf switch and the Cisco DNA Center. The endpoints
                        of mDNS service providers and receivers do not forward VXLAN data between themselves.
                     

                     
                     See Configuring Wide Area Bonjour for BGP EVPN VXLAN Layer 3 Overlay Network for detailed configuration steps for Cisco Catalyst 9000 Series switches.
                     

                     
                     See Cisco Wide Area Bonjour Application on Cisco DNA Center User Configuration Guide, 2.1.2 Release for more information about how to configure Cisco DNA Center.
                     

                     
                  

                  
               

               
            

            
         
      

   
      
         
            
            How to Configure Cisco DNA Service for Bonjour over EVPN VXLAN Layer 3 Overlay Networks

            
            
            
               
               This section shows how to configure Local and Wide Area Bonjour over Layer 3 overlay networks.

               
            

            
            
            
               
                  	Configuring Local Area Bonjour in Unicast Mode over EVPN VXLAN Layer 3 Overlay Networks

                  	Configuring Wide Area Bonjour over EVPN VXLAN Layer 3 Overlay Networks

               

            
            
         
      

   
      
         
            
            Configuring Local Area Bonjour in Unicast Mode over EVPN VXLAN Layer 3 Overlay Networks

            
            
            
               
               Local Area Bonjour enables unicast-based mDNS service-routing function between the service provider and receiver within the
                  local Layer 2 network boundary. The leaf switch can be directly or indirectly attached to one of:
               

               
               
                  
                  	
                     
                     Wired endpoint using an intermediate Layer 2 access switch

                     
                  

                  
                  	
                     
                     Wireless endpoint using a Cisco Catalyst 9800 Series WLC

                     
                  

                  
               

               
               
                  Local Area Bonjour Unicast Mode for Wired and Wireless Local Mode Networks
                  
                     
                     [image: Topology for Local Area Bonjour Unicast Mode for Wired and Wireless Local Mode Networks]
                     
                  

               
               
               Service-routing for Local Area Bonjour enables unicast-based mDNS service discovery and distribution in the access layer through
                  the BGP EVPN leaf switch. In the distribution layer, service-routing achieves this with multiple downstream Layer 2 Ethernet
                  switches or Cisco WLCs in Service-Peer mode. To configure Local Area Bonjour in unicast mode over an EVPN VXLAN Layer 3 overlay
                  network for the deployment shown above, perform the following operations:
               

               
               
                  
                  	
                     
                     (Optional) Configure the Layer 2 access switch in Service-Peer mode to enable the first hop mDNS gateway that directly connects
                        it to mDNS wired and wireless endpoints.
                     

                     
                  

                  
                  	
                     
                     (Optional) Configure the Cisco Catalyst 9800 series WLC in Service-Peer mode to enable the first hop mDNS gateway that directly
                        connects it to mDNS wired and wireless endpoints.
                     

                     
                  

                  
                  	
                     
                     Configure the Layer 3 BGP EVPN access leaf switch as an SDG agent.

                     
                  

                  
                  	
                     
                     Configure the Layer 3 BGP EVPN distribution leaf switch as an SDG agent.

                     
                  

                  
               

               
               
                  
                     	
                        Note

                     
                     	
                        
                           
                           Ensure that you BGP EVPN VXLAN before you enable an mDNS gateway on a VLAN mapped to a Layer 3 overlay network. For  detailed
                              information and configuration steps, see BGP EVPN VXLAN Configuration Guide for the applicable release.
                           

                           
                        

                     
                  

               

               
               
                  Configuring Layer 3 BGP EVPN Access Leaf SDG Agents

                  
                  
                  This sub-section shows a sample configuration to enable unicast-based service-routing and mDNS gateway functionality on a
                     Layer 3 BGP EVPN access leaf swtich for the topology in the figure below:
                  

                  
                  
                     Layer 3 BGP EVPN Leaf Access SDG Agents
                     
                        
                        [image: Sample topology to enable unicast-based service-routing and mDNS gateway functionality on a Layer 3 BGP EVPN access leaf swtich]
                        
                     

                  
                  
                  
                     Configuring Layer 3 BGP EVPN Access Leaf SDG Agents
                     
                        
                        
                        
                     
                     
                        
                        
                           
                           	
                              
                              Configuration Step

                              
                           
                           
                           	
                              
                              Layer 3 Access Leaf SDG Agent in VLAN 10

                              
                           
                           
                           	
                              
                              Layer 3 Access Leaf SDG Agent in VLAN 20

                              
                           
                           
                        

                        
                     
                     
                        
                        
                           
                           	
                              
                              Enable mDNS gateway and set the gateway mode on the Layer 3 Access switch.

                              
                           
                           
                           	
                              
                              
                                 !
mdns-sd gateway
 mode sdg-agent
!

                                 

                              
                           
                           
                           	
                              
                              
                                 mdns-sd gateway
 mode sdg-agent
!

                                 

                              
                           
                           
                        

                        
                        
                           
                           	
                              
                              Create a unique mDNS inbound policy to permit ingress AirPrint service announcement from the service provider.

                              
                           
                           
                           	
                              
                              
                                 !
mdns-sd service-list LOCAL-AREA-SERVICES-IN in
 match printer-ipp
!

                                 

                              
                           
                           
                           	
                              
                              
                                 !
mdns-sd service-list LOCAL-AREA-SERVICES-IN in
 match printer-ipp
!

                                 

                              
                           
                           
                        

                        
                        
                           
                           	
                              
                              Create a unique mDNS outbound policy to permit egress AirPrint service response to the service receiver.

                              
                              Associate location-filter to share AirPrint service information from the grouped VLAN

                              
                           
                           
                           	
                              
                              
                                 !
mdns-sd service-list LOCAL-AREA-SERVICES-OUT out
 match printer-ipp
!

                                 

                              
                           
                           
                           	
                              
                              
                                 !
mdns-sd service-list LOCAL-AREA-SERVICES-OUT out
 match printer-ipp
!

                                 

                              
                           
                           
                        

                        
                        
                           
                           	
                              
                              Associate the inbound and outbound service lists to a unique service-policy.

                              
                           
                           
                           	
                              
                              
                                 !
mdns-sd service-policy LOCAL-AREA-POLICY
 service-list LOCAL-AREA-SERVICES-IN
 service-list LOCAL-AREA-SERVICES-OUT
!

                                 

                              
                           
                           
                           	
                              
                              
                                 !
mdns-sd service-policy LOCAL-AREA-POLICY
 service-list LOCAL-AREA-SERVICES-IN
 service-list LOCAL-AREA-SERVICES-OUT
!

                                 

                              
                           
                           
                        

                        
                        
                           
                           	
                              
                              Enable unicast-based mDNS gateway for wired users in VLAN 10 and VLAN 20 that are mapped to the Layer 3 VRF for BGP EVPN VXLAN.

                              
                              Configure the service-policy with advanced parameters and associate it with the VLAN.

                              
                           
                           
                           	
                              
                              
                                 !
! mDNS Unicast based gateway
!
vlan configuration 10
 mdns-sd gateway
   service-policy LOCAL-AREA-POLICY
   active-query timer 3600
!

                                 

                              
                           
                           
                           	
                              
                              
                                 !
! mDNS Unicast based gateway
!
vlan configuration 20
 mdns-sd gateway
   service-policy LOCAL-AREA-POLICY
   active-query timer 3600
!

                                 

                              
                           
                           
                        

                        
                        
                           
                           	
                              
                              Configure the wired users for VLAN 10 and VLAN 20 with IP address, Layer 3 VRF, and any other required parameters.

                              
                           
                           
                           	
                              
                              
                                 !
interface Vlan 10
 description BLUE VRF WIRED USER VLAN
 vrf forwarding BLUE_VRF
 ip address 10.1.1.254 255.255.255.0
 no shutdown
!

                                 

                              
                           
                           
                           	
                              
                              
                                 !
interface Vlan 20
 description BLUE VRF WIRED USER VLAN
 vrf forwarding BLUE_VRF
 ip address 10.1.2.254 255.255.255.0
 no shutdown
!

                                 

                              
                           
                           
                        

                        
                     
                  

                  
               
               
               
                  Configuring the BGP EVPN Leaf Switch and the Layer 2 Access Switch for Service-Routing

                  
                  
                  This sub-section shows a sample configuration to enable unicast-based service-routing between a Layer 2 access switch and
                     a BGP EVPN VXLAN distribution leaf switch for the topology in the figure below:
                  

                  
                  
                     Layer 2 Access Switch Service-Peer and Distribution Leaf Switch SDG Agent
                     
                        
                        [image: Topology to show the configuration of unicast-based service-routing between a Layer 2 access switch and a BGP EVPN VXLAN distribution leaf switch.]
                        
                     

                  
                  
                  
                     Configuring the BGP EVPN Leaf Switch and the Layer 2 Access Switch for Service-Routing
                     
                        
                        
                        
                     
                     
                        
                        
                           
                           	
                              
                              Configuration Step

                              
                           
                           
                           	
                              
                              Layer 2 Access Switch as Service Peer 

                              
                           
                           
                           	
                              
                              Distribution Leaf as SDG Agent

                              
                           
                           
                        

                        
                     
                     
                        
                        
                           
                           	
                              
                              Step 1: Enable mDNS gateway and the gateway modes on the access switch (SP-1) and distribution switch (Agent-1).

                              
                           
                           
                           	
                              
                              
                                 !
mdns-sd gateway
 mode service-peer
!

                                 

                              
                           
                           
                           	
                              
                              
                                 !
mdns-sd gateway
 mode sdg-agent
!

                                 

                              
                           
                           
                        

                        
                        
                           
                           	
                              
                              Create a unique mDNS inbound policy to permit ingress AirPrint service announcement from the service provider on the access
                                 switch (SP-1) .
                              

                              
                           
                           
                           	
                              
                              
                                 !
mdns-sd service-list LOCAL-AREA-SERVICES-IN in
 match printer-ipp
!

                                 

                              
                           
                           
                           	
                              
                              
                                 !

                                 

                              
                           
                           
                        

                        
                        
                           
                           	
                              
                              Step 3: Create a unique mDNS outbound policy to permit egress AirPrint service response to the locally attached wired service
                                 receiver.
                              

                              
                           
                           
                           	
                              
                              
                                 !
mdns-sd service-list LOCAL-AREA-SERVICES-OUT out
 match printer-ipp
!

                                 

                              
                           
                           
                           	
                              
                              
                                 !

                                 

                              
                           
                           
                        

                        
                        
                           
                           	
                              
                              Step 4: Associate the inbound and outbound service lists to a unique service-policy.

                              
                           
                           
                           	
                              
                              
                                 !
mdns-sd service-policy LOCAL-AREA-POLICY
 service-list LOCAL-AREA-SERVICES-IN
 service-list LOCAL-AREA-SERVICES-OUT
!

                                 

                              
                           
                           
                           	
                              
                              
                                 !

                                 

                              
                           
                           
                        

                        
                        
                           
                           	
                              
                              Step 5: Enable unicast-based mDNS gateway on wired users in VLAN 10 mapped to the Layer 3 VRF for BGP EVPN VXLAN. 

                              
                              Associate the service-policy with advanced parameters.

                              
                              On the Service-Peer, configure the network IP address for the SDG-Agent's management VLAN and the parameters for the local
                                 source management VLAN to enable unicast service-routing over Layer 2 trunk interface.
                              

                              
                           
                           
                           	
                              
                              
                                 !
! mDNS Unicast based gateway
!
vlan configuration 10
 mdns-sd gateway
   service-policy LOCAL-AREA-POLICY
   active-query timer 3600
   sdg-agent 10.0.1.254
   source-interface Vlan 4094
!


                                 

                              
                           
                           
                           	
                              
                              
                                 !
! mDNS Unicast based gateway
!
vlan configuration 10
 mdns-sd gateway
!

                                 

                              
                           
                           
                        

                        
                        
                           
                           	
                              
                              Step 6: Configure the wired user in VLAN 10 with the IP address, Layer 3 VRF, and any other parameters, as required.

                              
                           
                           
                           	
                              
                              
                                 !

                                 

                              
                           
                           
                           	
                              
                              
                                 !
interface Vlan 10
 description BLUE VRF WIRED USER VLAN
 vrf forwarding BLUE_VRF
 ip address 10.1.1.254 255.255.255.0
 no shutdown
!

                                 

                              
                           
                           
                        

                        
                     
                  

                  
               
               
               
                  Configuring the Layer 2 Cisco WLC and the BGP EVPN Leaf Switch for Service-Routing

                  
                  
                  This sub-section shows a sample configuration to enable unicast-based service-routing between a Cisco Catalyst 9800 Wireless
                     LAN Controller and a BGP EVPN VXLAN distribution leaf switch for the topology in the figure below:
                  

                  
                  
                     Catalyst 9800 WLC Service-Peer and Distribution Leaf Switch SDG Agent
                     
                        
                        [image: Topology to show the configuration of unicast-based service-routing between a Cisco Catalyst 9800 WLC   and BGP EVPN VXLAN distribution leaf switch.]
                        
                     

                  
                  
                  
                     Configuring the Layer 2 Cisco WLC and the BGP EVPN Leaf Switch for Service-Routing
                     
                        
                        
                        
                     
                     
                        
                        
                           
                           	
                              
                              Configuration Step

                              
                           
                           
                           	
                              
                              WLC Service-Peer

                              
                           
                           
                           	
                              
                              Layer 3 Distribution Leaf Switch SDG Agent

                              
                           
                           
                        

                        
                     
                     
                        
                        
                           
                           	
                              
                              Step 1: Enable mDNS gateway and set the gateway mode.

                              
                              
                                 
                                 	
                                    
                                    WLC Service Peer: Service Peer mode is the default mode with mDNS gateway configuration.

                                    
                                 

                                 
                                 	
                                    
                                    Layer 3 Distribution Leaf Switch: SDG Agent mode is the default mode with mDNS gateway configuration.

                                    
                                 

                                 
                              

                              
                           
                           
                           	
                              
                              
                                 !
mdns-sd gateway
!

                                 

                              
                           
                           
                           	
                              
                              
                                 !
mdns-sd gateway
 mode sdg-agent
!

                                 

                              
                           
                           
                        

                        
                        
                           
                           	
                              
                              Step 2: Create a unique mDNS inbound policy to permit ingress AirPrint service announcement on the WLC in Service-Peer mode.

                              
                           
                           
                           	
                              
                              
                                 !
mdns-sd service-list LOCAL-AREA-SERVICES-IN in
 match printer-ipp
!

                                 

                              
                           
                           
                           	
                              
                              
                                 !

                                 

                              
                           
                           
                        

                        
                        
                           
                           	
                              
                              Step 3: Create a unique mDNS outbound policy to permit egress AirPrint service response on the WLC in Service-Peer mode.

                              
                           
                           
                           	
                              
                              
                                 !
mdns-sd service-list LOCAL-AREA-SERVICES-OUT out
 match printer-ipp
!

                                 

                              
                           
                           
                           	
                              
                              
                                 !

                                 

                              
                           
                           
                        

                        
                        
                           
                           	
                              
                              Step 4: Associate the inbound and outbound service lists to a unique service-policy.

                              
                           
                           
                           	
                              
                              
                                 !
mdns-sd service-policy LOCAL-AREA-POLICY
 service-list LOCAL-AREA-SERVICES-IN
 service-list LOCAL-AREA-SERVICES-OUT
!

                                 

                              
                           
                           
                           	
                              
                              
                                 !

                                 

                              
                           
                           
                        

                        
                        
                           
                           	
                              
                              Step 5: Activate unicast mDNS gateway and attach the service-policy on the WLAN and the wired VLAN.

                              
                              
                                 
                                 	
                                    
                                    WLC: Activate mDNS gateway for each WLAN Policy Profile and SSID.

                                    
                                 

                                 
                                 	
                                    
                                    Switch: Activate mDNS gateway for each VLAN.

                                    
                                 

                                 
                              

                              
                           
                           
                           	
                              
                              
                                 !
wireless profile policy WLAN-PROFILE
 shutdown
 mdns-sd service-policy LOCAL-AREA-POLICY
 no shutdown
!
wlan WLAN-PROFILE 1 blizzard
 shutdown
 mdns-sd-interface gateway
 no shutdown
!

                                 

                              
                           
                           
                           	
                              
                              
                                 !
! mDNS Unicast based gateway
!
vlan configuration 30
 mdns-sd gateway
!

                                 

                              
                           
                           
                        

                        
                        
                           
                           	
                              
                              Step 6: (Optional) Enable service-routing on the wired Service-Peer mDNS between the local VLANs. Enable location-based wireless
                                 service on the WLC.
                              

                              
                           
                           
                           	
                              
                              
                                 !
mdns-sd service-policy LOCAL-AREA-POLICY
 location ap-location
!

                                 

                              
                           
                           
                           	
                              
                              
                                 !

                                 

                              
                           
                           
                        

                        
                        
                           
                           	
                              
                              Step 7: Enable unicast service-routing between the wired and wireless Service-Peer and SDG Agent.

                              
                              Configure the SDG Agent's IP address and the wireless management source VLAN's ID and IP address on the WLC.

                              
                           
                           
                           	
                              
                              
                                 !
mdns-sd gateway
  source-interface vlan 4094
  sdg-agent 10.0.2.254
!

                                 

                              
                           
                           
                           	
                              
                              
                                 !

                                 

                              
                           
                           
                        

                        
                        
                           
                           	
                              
                              Step 8: Configure the wireless user VLAN with the IP address, Layer 3 VRF, and any other parameters, as required.

                              
                           
                           
                           	
                              
                              
                                 !

                                 

                              
                           
                           
                           	
                              
                              
                                 !
interface Vlan 30
 description BLUE VRF WIRELESS USER VLAN
 vrf forwarding BLUE_VRF
 ip address 10.1.3.254 255.255.255.0
 no shutdown
!

                                 

                              
                           
                           
                        

                        
                     
                  

                  
               
               
            

            
         
      

   
      
         
            
            Configuring Wide Area Bonjour over EVPN VXLAN Layer 3 Overlay Networks

            
            
            
               
               To configure Wide Area Bonjour and connect with wired or wireless endpoints across the IP network boundary, enable unicast-mode
                  service-routing on:
               

               
               
                  
                  	
                     
                     the Layer 3 access leaf switch SDG agent

                     
                  

                  
                  	
                     
                     the WLC distribution leaf switch SDG agent

                     
                  

                  
               

               
               Once you configure both SDG agents, you enable service-routing peering with Cisco DNA Center Wide Area Bonjour application
                  that supports BGP EVPN VXLAN. Once you enable service-routing, global discovery and distribution is enabled and the Layer
                  3 leaf switch communicates with Cisco DNA Center to perform service-discovery beyond its boundary. mDNS services can be discovered
                  and distributed among the endpoints in the same or in different Layer 3 overlay networks.
               

               
               For detailed steps about how to configure Wide Area Bonjour service-routing and service policies on a Cisco DNA Center, see
                  Wide Area Bonjour Configuration Guidelines in Cisco Wide Area Bonjour Application on Cisco DNA Center User Configuration Guide, 2.1.2 Release.
               

               
               
                  
                     	
                        Note

                     
                     	
                        
                           
                           We recommend that you use the Loopback interface to establish service-routing between the leaf switches and Cisco DNA Center
                              in the underlay network.
                           

                           
                        

                     
                  

               

               
               
                  Deployment Model for Wide Area Bonjour over BGP EVPN VXLAN
                  
                     
                     [image: Deployment Model for Wide Area Bonjour over BGP EVPN VXLAN]
                     
                  

               
               
               The following table shows how to enable unicast-based service-routing on Layer 3 overlay networks connected to wired endpoints
                  or wireless endpoints across IP network boundary:
               

               
               
                  Configuring SDG Agents to Configure Wide Area Bonjour over EVPN VXLAN Layer 3 Overlay Networks
                  
                     
                     
                     
                  
                  
                     
                     
                        
                        	
                           
                           Configuration Step

                           
                        
                        
                        	
                           
                           Layer 3 Access Leaf SDG Agent

                           
                        
                        
                        	
                           
                           WLC Distribution Leaf SDG Agent

                           
                        
                        
                     

                     
                  
                  
                     
                     
                        
                        	
                           
                           Step 1: Enable mDNS gateway and set the gateway mode.

                           
                        
                        
                        	
                           
                           
                              !
mdns-sd gateway
!

                              

                           
                        
                        
                        	
                           
                           
                              !
mdns-sd gateway
!

                              

                           
                        
                        
                     

                     
                     
                        
                        	
                           
                           Step 2: Activate the unicast mDNS gateway on the wired VLAN and Wireless user VLAN on the respective SDG Agents.

                           
                        
                        
                        	
                           
                           
                              !
vlan configuration 10
 
 mdns-sd gateway
!

                              

                           
                        
                        
                        	
                           
                           
                              !
vlan configuration 30
 
 mdns-sd gateway
!

                              

                           
                        
                        
                     

                     
                     
                        
                        	
                           
                           Step 3: Enable Wide Area Bonjour service-routing. Configure the service export with the associated controller parameters like
                              IP Address and source interface for stateful connection for Wide Area service-routing. Inbound policy towards the controller
                              is not required.
                           

                           
                        
                        
                        	
                           
                           
                              !
service-export mdns-sd
controller DNAC-CONTROLLER-POLICY

controller-address 100.0.0.1

controller-source-interface
LOOPBACK 0

                              

                           
                        
                        
                        	
                           
                           
                              !
service-export mdns-sd
controller DNAC-CONTROLLER-POLICY

controller-address 100.0.0.1

controller-source-interface
LOOPBACK 0
!

                              

                           
                        
                        
                     

                     
                     
                        
                        	
                           
                           Step 4: (Optional) Create a custom controller service list to permit egress AirPrint service discovery and distribution from
                              the Catalyst Switch in SDG Agent mode.
                           

                           
                        
                        
                        	
                           
                           
                              !
mdns-sd controller
service-list WIDE-AREA-SERVICES

match printer-ipp
!

                              

                           
                        
                        
                        	
                           
                           
                              !
mdns-sd controller
service-list WIDE-AREA-SERVICES

match printer-ipp
!

                              

                           
                        
                        
                     

                     
                     
                        
                        	
                           
                           Step 5: (Optional) Associate the controller service list to a custom controller service policy.

                           
                        
                        
                        	
                           
                           
                              !
mdns-sd controller service-policy
WIDE-AREA-POLICY

service-list WIDE-AREA-SERVICES
!


                              

                           
                        
                        
                        	
                           
                           
                              !
mdns-sd controller service-policy
WIDE-AREA-POLICY

service-list WIDE-AREA-SERVICES

                              

                           
                        
                        
                     

                     
                     
                        
                        	
                           
                           Step 6: (Optional) Associate the custom controller service policy to Wide Area Service routing.

                           
                           
                              
                                 	
                                    Note

                                 
                                 	
                                    
                                       
                                       A default controller service policy is configured if you do not create a custom controller service policy.

                                       
                                    

                                 
                              

                           

                           
                        
                        
                        	
                           
                           
                              !
service-export mdns-sd controller
DNAC-CONTROLLER-POLICY

controller-service-policy
WIDE-AREA-POLICY
!

                              

                           
                        
                        
                        	
                           
                           
                              !
service-export mdns-sd controller
DNAC-CONTROLLER-POLICY

controller-service-policy
WIDE-AREA-POLICY
!

                              

                           
                        
                        
                     

                     
                  
               

               
            

            
         
      

   
      
         
            
            Verifying Cisco DNA Service for Bonjour over EVPN VXLAN Layer 3 Overlay Networks

            
            
            
               
               This section shows how to verify Cisco DNA Service for Bonjour over EVPN VXLAN Layer 3 overlay networks.

               
            

            
            
            
               
                  	Verifying Local Area Bonjour over an EVPN VXLAN Layer 3 Overlay Network

                  	Verifying Wide Area Bonjour over EVPN VXLAN Layer 3 Overlay Networks

                  	Verifying Cisco DNA Center Configuration and Service-Routing Status

               

            
            
         
      

   
      
         
            
            Verifying Local Area Bonjour over an EVPN VXLAN Layer 3 Overlay Network

            
            
            
               
               This section shows how to verify Local Area Bonjour over EVPN VXLAN Layer 3 overlay networks. The examples in this section
                  show the mDNS configuration, service discovery status, and service distribution status for the policies applied on devices
                  in Service-Peer and SDG Agent modes.
               

               
            

            
            
            
               
                  	Verifying Wired Service-Peer Configuration

                  	Verifying Wired SDG Agent Configuration and Service-Routing Status

                  	Verifying Wireless Service-Peer and Service Routing Status

               

            
            
         
      

   
      
         
            
            Chapter 22. Configuring VRF-Aware Local Area Bonjour Services
            

            
            
            
               
               Beginning from Cisco IOS XE Bengaluru 17.4.1, Cisco Catalyst 9000 Series switches supports Virtual Routing and Forwarding-Aware (VRF-Aware) services in Local Area Bonjour
                  domain. VRF-Aware Local Area Bonjour services provide boundary-based service discovery for Layer 3 segmented IPv4 and IPv6
                  network and support policy-based (secure) routing services for Wired and Wireless networks. VRF-Aware Local Area Bonjour service
                  is supported on enterprise-grade, traditional, and next-generation fabric-based deployment models as described in Cisco DNA Service for Bonjour Solution Overview.
               

               
            

            
            
            
               
                  	Prerequisites for VRF-Aware Local Area Bonjour Services

                  	Restrictions for VRF-Aware Local Area Bonjour Services

                  	Information about VRF-Aware Local Area Bonjour Services

                  	Understanding VRF-Aware Wide Area Bonjour Services

                  	Understanding VRF-Aware Service on Multilayered Wired and Wireless Networks

                  	How to configure Intra-Virtual Network Proxy Service on Local Area Bonjour Domain

                  	How to configure Inter-Virtual Network Proxy Service on Local Area Bonjour Domain

                  	Verifying VRF-Aware Local Area Bonjour Services

               

            
            
         
      

   
      
         
            
            Information about VRF-Aware Local Area Bonjour Services

            
            
            
               
               The Cisco DNA Service for Bonjour solution provides end-to-end service-routing for enterprise-grade Wired and Wireless networks.
                  The enterprise network builds secure and segmented networks that protect IT-managed infrastructure and shares services and
                  resources among trusted and untrusted user group. The physical infrastructure can be logically virtualized into a private
                  networking space that supports secure communication services within closed user groups and conditionally extends boundary
                  services based on business and technical demands.
               

               
               VRF-Aware Local Area Bonjour gateway services allow to dynamically discover and distribute mDNS services on the same VRF segmented
                  Layer 3 overlay networks based on policy. You can also build an Extranet network using the mDNS location-filter policy that
                  supports proxy services among multiple logical VRF or a global IP routing domain on a local system. The Layer 3 VRF segmented
                  networks can also be configured to route in overlay using any next-generation overlay networks such as Cisco SD-Access, BGP
                  EVPN VXLAN or classic technologies such as Multi-VRF, MPLS.
               

               
               Figure illustrates the Cisco DNA Service for Bonjour solution configured with VRF-Aware services for enterprise-grade Wired and
                  Wireless networks.
               

               
               
                  Cisco DNA Service for Bonjour with VRF-Aware Services 
                  
                     
                     [image: images/459190.jpg]
                     
                  

               
               
            

            
            
            
               
                  	Gateway Modes for VRF-Aware Bonjour Services

               

            
            
         
      

   
      
         
            
            Gateway Modes for VRF-Aware Bonjour Services

            
            
            
               
               VRF is a Layer 3 specific virtual routing function and therefore it is implemented on Layer 3 Ethernet switches with first-hop
                  IP gateways that can directly or remotely attach mDNS endpoints. 
               

               
               Figure illustrates the Cisco Catalyst 9000 Series switch in SDG-Agent mode supporting VRF-Aware services in Layer 3 access mode
                  and in multi-layer network deployment mode. In multi-layer network deployment mode, the gateway to the distribution layer
                  provides a Layer 2 or Layer 3 boundary to a downstream Layer 2 Cisco Catalyst 9000 Series switch and Cisco Catalyst 9800 WLC
                  for local proxy service with local VLANs.
               

               
               
                  Gateway Modes for VRF-Aware Services
                  
                     
                     [image: images/459191.jpg]
                     
                  

               
               
               
                  
                  	
                     
                     VRF-Aware Routed Access: The Cisco Catalyst 9000 Series switch can be deployed as an IP gateway for directly attached Wired or Wireless mDNS endpoints.
                        The Cisco Wireless SSID can be configured as fabric-enabled or as FlexConnect with local switching that provides local termination
                        point to a first-hop Ethernet switch that supports Layer 3 overlay networks such as Cisco SD-Access or BGP EVPN based-fabric
                        networks. A Cisco Catalyst 9000 Series switch configured in SDG-Agent mode provides unicast-based mDNS gateway services to
                        directly attached Wired and Wireless endpoints within the same or different virtual routing network space or a default global
                        IP network.
                     

                     
                  

                  
                  	
                     
                     VRF-Aware Multilayer: The Cisco Catalyst 9000 Series Switch can be deployed as an IP gateway for remotely attached Wired or Wireless mDNS endpoints
                        through an intermediate Layer 2 Cisco Catalyst 9000 Series switch or Cisco Catalyst 9800 Series WLC. A Cisco Catalyst 9000
                        Series switch, configured in SDG-Agent mode and in the distribution layer, provides VRF-Aware mDNS gateway services, while
                        the Layer 2 Ethernet switch and Cisco WLC in Unicast mode provides local proxy services to directly attached Wired and Wireless
                        endpoints within the same or different VLAN.
                     

                     
                  

                  
               

               
            

            
         
      

   
      
         
            
            Understanding VRF-Aware Wide Area Bonjour Services

            
            
            
               
               The VRF-Aware service discovery and distribution can be implemented across multiple switches in SDG-Agent mode on an IP, MPLS,
                  or VXLAN-enabled network with Wide Area Bonjour. The Cisco DNA-Center Wide Area Bonjour application supports granular and
                  policy-based routing services that allow discovery and distribution of mDNS services dynamically over overlay networks. You
                  can build a global policy combining one or more source and receiver SDG-Agents that allow distributing or advertising services
                  from a specific IPv4 or even an IPv6 network mapped to the VRF.
               

               
               The network wide and distributed switches in SDG-Agent mode transport locally discovered or requested mDNS service information
                  over lightweight unicast routing services to a centralized Cisco DNA-Center controller in an underlay IPv4 network. These
                  switches must be configured with a unified service-export policy for local networks mapped to one or more VRFs or to a global
                  IP routing domain. 
               

               
               Figure illustrates VRF-Aware Wide Area Bonjour services for IP, MPLS, or VXLAN enabled overlay networks.
               

               
               
                  VRF-Aware Wide Area Bonjour Services
                  
                     
                     [image: images/459192.jpg]
                     
                  

               
               
               The Configuring Wide Area Bonjour module lists the configuration procedures in detail.
               

               
            

            
         
      

   
      
         
            
            Understanding VRF-Aware Service on Multilayered Wired and Wireless Networks

            
            
            
               
               The Cisco Catalyst 9000 Series switches support VRF-Aware service for multilayered Wired and central-switching Wireless-enabled
                  networks. The Layer 2 or Layer 3 network boundary to the Cisco Catalyst 9000 Series switches is extended at the distribution
                  layer with an intermediate Layer 2 Cisco Catalyst 9000 Series switch or Cisco Catalyst 9800 Series WLC and directly attached
                  to the Wired and central-switching Wireless endpoints. As the IP gateway shifts, the Cisco Catalyst 9000 Series switches in
                  the distribution layer must be configured in SDG-Agent mode and the downstream Layer 2 switch and WLC network devices must
                  be configured in Service-Peer mode to support mDNS proxy services to locally attached endpoints.
               

               
               The VRF-Aware service configured on a switch, in SDG-Agent mode and in the distribution layer, follows configuration and operation
                  guidelines for Wired and central-switching Wireless as described in Understanding VRF-Aware Wide Area Bonjour Services. The Layer 2 switch and WLC network devices remains transparent to VRF-Aware services and continues to provide local proxy
                  services to locally attached users in the same or different VLANs. 
               

               
               The VRF-Aware service discovery and distribution can be implemented across multiple switches in SDG-Agent mode on an IP, MPLS,
                  or VXLAN-enabled network with Wide Area Bonjour. The Cisco DNA-Center Wide Area Bonjour application supports granular and
                  policy-based routing services that allow discovery and distribution of mDNS services dynamically for overlay networks. You
                  can build a global policy combining one or more source and receiver SDG-Agent that allow distributing or advertising services
                  from a specific IPv4 or even an IPv6 network mapped to the VRF. 
               

               
               Figure illustrates end-to-end VRF-Aware on multilayered Wired and Wireless networks across Wide Area Bonjour domain with Cisco DNA-Center.
               

               
               
                  VRF-Aware on Multilayered Wired and Wireless Network
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            How to configure Intra-Virtual Network Proxy Service on Local Area Bonjour Domain

            
            
            
               
               Intra-Virtual Network (Intra-VN) Proxy Service is a policy-based VRF-Aware service discovery and distribution implemented
                  on the IP VRF of a switch in SDG-Agent mode connected to multiple IP networks.
               

               
               Beginning from Cisco IOS XE Bengaluru 17.4.1, the Cisco Catalyst 9000 Series switches support mDNS gateway service as the default on each VRF. You must build a mDNS service
                  policy that implicitly allows required mDNS service types and mapping services to endpoint facing VLANs. The Cisco Catalyst
                  9000 Series switch can automatically discover VRF associations to a VLAN interface without additional configurations. 
               

               
               The Cisco Catalyst 9000 Series switch in SDG-Agent mode dynamically discovers mDNS services from a local network and automatically
                  builds VRF-aware service information. To enable Layer 3 segmented proxy service by default, the SDG-Agent provides limited
                  mDNS service proxy response to endpoints in other VLANs mapped with the same VRF. 
               

               
               Figure illustrates VRF-Aware enabled on an Intra-VN proxy service.
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            How to configure Inter-Virtual Network Proxy Service on Local Area Bonjour Domain

            
            
            
               
               Inter-VN Proxy Service is a policy-based VRF-Aware service discovery and distribution implemented on multiple IP VRFs or on
                  a global IP routing domain of a switch in SDG-Agent mode connected to multiple IP networks.
               

               
               Beginning from Cisco IOS XE Bengaluru 17.4.1, the Cisco Catalyst 9000 Series switches support mDNS service discovery and distribution between IP VRFs or on a global routing
                  domain based on the configured mDNS location-filter policy. The existing location-filter configuration on an SDG-Agent permits
                  mDNS service information between configured VLANs and records discovery and distribution on the mapping table. Although configuring
                  inter-VN provides Extranet mDNS proxy services between Wired and Wireless networks, additional methods such as stateful firewall,
                  route-leaking and so on must also be configured to handle the data transfer between Inter-VN or VRF to global IP routing.
               

               
               Figure shows Inter-VN proxy service for Extranet network.
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                  	Configuring Inter-Virtual Network Location-Filter

               

            
            
         
      

   
      
         
            
            Part II. Feature History for BGP EVPN VXLAN
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            Chapter 23. Feature History for BGP EVPN VXLAN
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