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C H A P T E R  1
Introduction

This chapter contain the following sections:

• Overview, page 1

Overview
Cisco Virtual Topology System (VTS) is an open, standards-based virtual network architecture that delivers
a hardware-agnostic and hypervisor-agnostic, multi-tenanted software overlay network for service provider
and enterprise datacenters.

VTS 1.5 provides a controller solution for standalone fabric switches. VTS enables network-based VxLAN
routing, gateway, and bridging originating in Top-of-Rack (ToR) switches.

It provides support for:

• MP-BGP/eVPN based control plane

• VLAN provisioning between ToR switches to server host

• VxLAN overlay provisioning between ToR switches.

• VxLAN overlay provisioning between ToR and border leaf switches

It provide the following connectivity options:

• Bare metal host

• Bare metal service

• Virtual Compute host

VTS supports scalable deployment of multi-tenanted network services. It enables a policy-based approach
for overlay provisioning, and also enables troubleshooting functions.
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C H A P T E R  2
Prerequisites

The following sections detail the prerequisites for installing VTS 1.5:

• Hardware Requirement, page 3

• Software Requirements, page 4

• Setting up the VTC VM, page 4

• Day Zero Underlay Configuration - XRv as RR, page 4

• Day Zero Underlay Configuration - External RR (Spine as RR), page 16

Hardware Requirement
The following are the hardware requirements:

Table 1: Hardware Requirements

Cisco Nexus 93xxTX SwitchToR

Cisco Nexus 93xxPX Switch; Cisco Nexus 95xxPX
Switch

Spine

Cisco UCS C220 Server; Cisco UCS C240 ServerController / Compute host

Cisco Nexus 93xxTX SwitchBorder leaf

Cisco ASR 9000 Series Aggregation Services
Routers; Cisco Nexus 7000 Series Switches

Data Center Interconnect
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Software Requirements
VTS 1.5 has been qualified for OpenStack as well for VMware vCenter VMM. The following tables provide
information about the software requirements on OpenStack and VMware environments:

Table 2: OpenStack Related Requirements

OpenStack Ice house. Cisco VTS has been tested
using RedHat OpenStack Platform 5 (RHEL OSP5),
which is based on OpenStack Icehouse release.

OpenStack release

VTS has been qualified using RHEL 7.0.RedHat Requirement for VTC controller host

Table 3: VMware Related Requirements

All nodes must be running VMware ESXi 5.5.Hypervisor requirements

VMware vCenter 5.5 server Enterprise Plus must be
installed on Windows 2008 x 64 server.

VMware vCenter server requirements

Setting up the VTC VM
Given is a sample of the bridge configuration on the controller in a Linux host OS environment:
Bridge br-ex

Port "vnet0"
Interface "vnet0"

Port "vnet1"
Interface "vnet1"

Port br-ex
Interface br-ex

type: internal
Port "eth0"

Interface "eth0"

Day Zero Underlay Configuration - XRv as RR
The following table provides details about day zero configuration required on XRv, ToR1 & ToR2 (leafs),
DC GW – ToR3 and DCI with reference to the image below.
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Table 4: Day Zero Configuration on ToR

Example Configuration (Includes Descriptions)Configuration Items
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hostname XRv1
telnet vrf VTS_VIP ipv4 server max-servers 10
username admin
password cisco123
group root-system
group cisco-support
vrf VTS_VIP
address-family ipv4 unicast
!
interface Loopback0

ipv4 address 1.1.1.1 255.255.255.255
interface MgmtEth0/0/CPU0/0
vrf VTS_VIP
ipv4 address 209.165.201.1 255.255.255.254
interface GigabitEthernet0/0/0/0
Description: Interface to peer node spine eth1/1
ipv4 address 209.165.202.129 255.255.255.254
router static
vrf VTS_VIP
address-family ipv4 unicast
0.0.0.0/0 209.165.201.2

router ospf 100
router-id 1.1.1.1
address-family ipv4 unicast
area 0
interface Loopback0
interface GigabitEthernet0/0/0/0

router bgp 100

On XRv1

hostname XRv2
telnet vrf VTS_VIP ipv4 server max-servers 10
username admin
password cisco123
group root-system
group cisco-support
vrf VTS_VIP
address-family ipv4 unicast
!
interface Loopback0

ipv4 address 10.10.10.10 255.255.255.255
interface MgmtEth0/0/CPU0/0
vrf VTS_VIP
ipv4 address 209.165.201.1 255.255.255.254
interface GigabitEthernet0/0/0/0
Description: Interface to peer node spine eth1/2
ipv4 address 10.6.46.2 255.255.255.0
router static
vrf VTS_VIP
address-family ipv4 unicast
0.0.0.0/0 209.165.201.2

router ospf 100
router-id 10.10.10.10
address-family ipv4 unicast
area 0
interface Loopback0
interface GigabitEthernet0/0/0/0

router bgp 100

On XRv2

On ToR1
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hostname ToR1
vdc ToR1 id 1
limit-resource vlan minimum 16 maximum 4094
limit-resource vrf minimum 2 maximum 4096
limit-resource port-channel minimum 0 maximum 512
limit-resource u4route-mem minimum 248 maximum 248
limit-resource u6route-mem minimum 96 maximum 96
limit-resource m4route-mem minimum 58 maximum 58
limit-resource m6route-mem minimum 8 maximum 8

feature telnet
feature nxapi
feature bash-shell
cfs eth distribute
nv overlay evpn
feature ospf
feature bgp
feature pim
feature isis
feature interface-vlan
feature vn-segment-vlan-based
feature lacp
feature vpc
feature lldp
feature vtp
feature nv overlay
username admin password cisco123 role network-admin
no password strength-check
ip domain-lookup
spanning-tree mode mst
snmp-server user admin network-admin auth md5 cisco123 priv
cisco123 localizedkey
rmon event 1 log trap public description FATAL(1) owner PMON@FATAL
rmon event 2 log trap public description CRITICAL(2) owner
PMON@CRITICAL
rmon event 3 log trap public description ERROR(3) owner PMON@ERROR
rmon event 4 log trap public description WARNING(4) owner
PMON@WARNING
rmon event 5 log trap public description INFORMATION(5) owner
PMON@INFO

fabric forwarding anycast-gateway-mac 2001.2001.2001
ip pim rp-address 2.2.2.2 group-list 224.0.0.0/4
ip pim ssm range 232.0.0.0/8
route-map subnet-policy permit
vrf context management
ip route 0.0.0.0/0 209.165.201.2

vpc domain 50
peer-keepalive destination 209.165.201.3
peer-gateway
ip arp synchronize

interface Ethernet1/1
description: Interface connected to Compute1 eth1.
switchport mode trunk
spanning-tree port type edge trunk
spanning-tree bpduguard enable
spanning-tree bpdufilter enable

interface Ethernet1/2
Description: Interface connected to Controller1 eth1 for dhcp.

switchport mode trunk
spanning-tree port type edge trunk
spanning-tree bpduguard enable
spanning-tree bpdufilter enable

interface Ethernet1/3
Description: Interface connected to Compute1 eth2 for vPC link.

switchport mode trunk
speed 1000
channel-group 100
no shutdown
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interface Ethernet1/4
Description: Interface connected to ToR2 eth1/4 for vPC peer

link.
switchport mode trunk
channel-group 20
no shutdown

interface port-channel20
Description: Port channel link connected to ToR2 vPC peer link.

switchport mode trunk
spanning-tree port type network
speed 1000
vpc peer-link

interface port-channel00
Description: Port channel link connected to compute1 link.
switchport mode trunk
spanning-tree port type edge trunk
spanning-tree bpduguard enable
spanning-tree bpdufilter enable
vpc 50

interface Ethernet2/1
Description: Interface connected to Spine eth2/1.
no switchport
ip address 209.165.200.225/24
ip router ospf 100 area 0.0.0.0
ip pim sparse-mode
no shutdown

interface mgmt0
vrf member management
ip address 209.165.201.4/26

interface loopback0
ip address 2.2.2.2/32
ip router ospf 100 area 0.0.0.0
ip pim sparse-mode
line console
line vty
boot nxos bootflash:/n9000-dk9.7.0.3.I1.1.bin
router ospf 100
router-id 2.2.2.2
area 0.0.0.0 default-cost 10

On ToR 2
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vdc ToR1 id 1
limit-resource vlan minimum 16 maximum 4094
limit-resource vrf minimum 2 maximum 4096
limit-resource port-channel minimum 0 maximum 512
limit-resource u4route-mem minimum 248 maximum 248
limit-resource u6route-mem minimum 96 maximum 96
limit-resource m4route-mem minimum 58 maximum 58
limit-resource m6route-mem minimum 8 maximum 8

feature telnet
feature nxapi
feature bash-shell
cfs eth distribute
nv overlay evpn
feature ospf
feature bgp
feature pim
feature isis
feature interface-vlan
feature vn-segment-vlan-based
feature lacp
feature vpc
feature lldp
feature vtp
feature nv overlay
username admin password cisco123 role network-admin
no password strength-check
ip domain-lookup
spanning-tree mode mst
snmp-server user admin network-admin auth md5 cisco123 priv
cisco123 localizedkey
rmon event 1 log trap public description FATAL(1) owner PMON@FATAL
rmon event 2 log trap public description CRITICAL(2) owner
PMON@CRITICAL
rmon event 3 log trap public description ERROR(3) owner PMON@ERROR
rmon event 4 log trap public description WARNING(4) owner
PMON@WARNING
rmon event 5 log trap public description INFORMATION(5) owner
PMON@INFO

fabric forwarding anycast-gateway-mac 2001.2001.2001
ip pim rp-address 2.2.2.2 group-list 224.0.0.0/4
ip pim ssm range 232.0.0.0/8
route-map subnet-policy permit
vrf context management
ip route 0.0.0.0/0 209.165.201.2

vpc domain 50
peer-keepalive destination 209.165.201.4
peer-gateway
ip arp synchronize

interface Ethernet1/1
Description: Interface connected to Compute2 eth1.
switchport mode trunk
spanning-tree port type edge trunk
spanning-tree bpduguard enable
spanning-tree bpdufilter enable

interface Ethernet1/3
Description: Interface connected to Compute1 eth3 for vPC link.

switchport mode trunk
speed 1000
channel-group 100
no shutdown

interface Ethernet1/4
Description: Interface connected to ToR2 eth1/4 for vPC peer

link.
switchport mode trunk
channel-group 20
no shutdown

interface port-channel20
Description: Port channel link connected to ToR1 vPC peer link.
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switchport mode trunk
spanning-tree port type network
speed 1000
vpc peer-link

interface port-channel00
Description: Port channel link connected to compute2 link.
switchport mode trunk
spanning-tree port type edge trunk
spanning-tree bpduguard enable
spanning-tree bpdufilter enable
vpc 50

interface Ethernet2/1
Description: Interface connected to Spine eth2/1.
no switchport
ip address 198.51.100.1/24
ip router ospf 100 area 0.0.0.0
ip pim sparse-mode
no shutdown

interface mgmt0
vrf member management
ip address 209.165.201.3/26

interface loopback0
ip address 3.3.3.3/32
ip router ospf 100 area 0.0.0.0
ip pim sparse-mode
line console
line vty
boot nxos bootflash:/n9000-dk9.7.0.3.I1.1.bin
router ospf 100
router-id 3.3.3.3
area 0.0.0.0 default-cost 10

On ToR 3 - DC Gateway
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hostname ToR3
vdc ToR1 id 1
limit-resource vlan minimum 16 maximum 4094
limit-resource vrf minimum 2 maximum 4096
limit-resource port-channel minimum 0 maximum 512
limit-resource u4route-mem minimum 248 maximum 248
limit-resource u6route-mem minimum 96 maximum 96
limit-resource m4route-mem minimum 58 maximum 58
limit-resource m6route-mem minimum 8 maximum 8

feature telnet
feature nxapi
feature bash-shell
cfs eth distribute
nv overlay evpn
feature ospf
feature bgp
feature pim
feature isis
feature interface-vlan
feature vn-segment-vlan-based
feature lacp
feature vpc
feature vtp
feature lldp
feature nv overlay
username admin password cisco123 role network-admin
no password strength-check
ip domain-lookup
spanning-tree mode mst
snmp-server user admin network-admin auth md5 cisco123 priv
cisco123 localizedkey
rmon event 1 log trap public description FATAL(1) owner PMON@FATAL
rmon event 2 log trap public description CRITICAL(2) owner
PMON@CRITICAL
rmon event 3 log trap public description ERROR(3) owner PMON@ERROR
rmon event 4 log trap public description WARNING(4) owner
PMON@WARNING
rmon event 5 log trap public description INFORMATION(5) owner
PMON@INFO

fabric forwarding anycast-gateway-mac 2001.2001.2001
ip pim rp-address 2.2.2.2 group-list 224.0.0.0/4
ip pim ssm range 232.0.0.0/8
route-map subnet-policy permit
vrf context management
ip route 0.0.0.0/0 209.165.201.2

interface Ethernet1/1
Description: Interface connected to Compute3 eth1.
switchport mode trunk
spanning-tree port type edge trunk
spanning-tree bpduguard enable
spanning-tree bpdufilter enable

interface Ethernet1/2
Description: Interface connected to DCI G0/0/1/19.
no switchport
ip address 192.0.2.1/24
no shutdown

interface Ethernet2/1
Description: Interface connected to Spine eth2/1.
no switchport
ip address 209.165.202.130/24
ip router ospf 100 area 0.0.0.0
ip pim sparse-mode
no shutdown

interface mgmt0
vrf member management
ip address 209.165.201.4/26

interface loopback0
ip address 4.4.4.4/32
ip router ospf 100 area 0.0.0.0
ip pim sparse-mode
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line console
line vty
boot nxos bootflash:/n9000-dk9.7.0.3.I1.1.bin
router ospf 100
router-id 4.4.4.4
area 0.0.0.0 default-cost 10

On Spine
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hostname SolTB1-Spine1
vdc SolTB1-Spine1 id 1
allocate interface Ethernet1/1-48
allocate interface Ethernet2/1-12
limit-resource vlan minimum 16 maximum 4094
limit-resource vrf minimum 2 maximum 4096
limit-resource port-channel minimum 0 maximum 512
limit-resource u4route-mem minimum 248 maximum 248
limit-resource u6route-mem minimum 96 maximum 96
limit-resource m4route-mem minimum 58 maximum 58
limit-resource m6route-mem minimum 8 maximum 8

feature telnet
feature nxapi
feature bash-shell
cfs eth distribute
nv overlay evpn
feature ospf
feature bgp
feature pim
feature isis
feature interface-vlan
feature vn-segment-vlan-based
feature lacp
feature vpc
feature vtp
feature lldp
feature nv overlay
username admin password cisco123 role network-admin
no password strength-check
ip domain-lookup
snmp-server user admin network-admin auth md5 cisco123 priv
cisco123 localizedkey
rmon event 1 log trap public description FATAL(1) owner PMON@FATAL
rmon event 2 log trap public description CRITICAL(2) owner
PMON@CRITICAL
rmon event 3 log trap public description ERROR(3) owner PMON@ERROR
rmon event 4 log trap public description WARNING(4) owner
PMON@WARNING
rmon event 5 log trap public description INFORMATION(5) owner
PMON@INFO
ip pim rp-address 2.2.2.2 group-list 224.0.0.0/4
ip pim ssm range 232.0.0.0/8
vlan 1
vrf context management
ip route 0.0.0.0/0 209.165.201.5

interface Ethernet1/1
Description: Interface connected to XRv1 G0/0/0/0.
no switchport
ip address 10.6.45.1/24
no shutdown
interface Ethernet1/2
Description: Interface connected to XRv2 G0/0/0/0.
no switchport
ip address 209.165.202.131/24
no shutdown
interface Ethernet2/1
Description: Interface connected to ToR1 eth2/1.
no switchport
ip address 209.165.200.226/24
ip router ospf 100 area 0.0.0.0
ip pim sparse-mode
no shutdown
interface Ethernet2/2
Description: Interface connected to ToR2 eth2/1.
no switchport
ip address 198.51.100.1/24
ip router ospf 100 area 0.0.0.0
ip pim sparse-mode
no shutdown
interface Ethernet2/3
Description: Interface connected to ToR3 DC GW eth2/1.
no switchport
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ip address 13.1.1.1/24
ip router ospf 100 area 0.0.0.0
ip pim sparse-mode
no shutdown
interface mgmt0
vrf member management
ip address 209.165.201.5/26
interface loopback0
ip address 5.5.5.5/32
ip router ospf 100 area 0.0.0.0
ip pim sparse-mode

line console
line vty
boot nxos bootflash:/n9000-dk9.6.1.2.I3.1.bin
router ospf 100
router-id 5.5.5.5

area 0.0.0.0 default-cost 10

service unsupported-transceiver
hostname asr9k1
username admin
password cisco123
group root-system
group cisco-support
interface MgmtEth0/0/CPU0/0
ipv4 address 209.165.201.6 255.255.255.254

interface GigabitEthernet0/0/1/19
Description: Interface to peer node DC GW ToR3 eth1/2
ipv4 address 209.165.202.131 255.255.255.254
router static
address-family ipv4 unicast
0.0.0.0/0 209.165.201.2
router bgp 44
bgp-router-id 6.6.6.6
address-family ipv4 unicast
address-family vpnv4 unicast

lldp

On DCI ASR 9 K

On Linux Hosts/Servers

1 Install lldpad on the server.

• On RHEL/CentOS
#yum install lldpad

2 Run the LLDP Daemon:
#lldpad -d

3 Run the following script:
for i in `ls /sys/class/net/ | grep eth` ;

do echo "enabling lldp for interface: $i" ;
lldptool set-lldp -i $i adminStatus=rxtx ;
lldptool -T -i $i -V sysName enableTx=yes;
lldptool -T -i $i -V portDesc enableTx=yes ;
lldptool -T -i $i -V sysDesc enableTx=yes;
lldptool -T -i $i -V sysCap enableTx=yes;
lldptool -T -i $i -V mngAddr enableTx=yes;

done
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Server Configuration for vPC – Data-bond in case of OpenStack Compute host which has OVS bridge configured.

Server connected in port channel mode must have a NIC bonding between their Ethernet interfaces. In the
example, Server1 - eth2 and eth3 is bonded as data-bond and attached to OVS bridge br-data.
Eth2 - /etc/sysconfig/network-scripts/ifcfg-eth2
DEVICE=eth2
BOOTPROTO=none
ONBOOT=yes
MASTER=data-bond
SLAVE=yes
USERCTL=no
NM_CONTROLLED=no
Eth1 – /etc/sysconfig/network-scripts/ifcfg-eth3
DEVICE=eth3
BOOTPROTO=none
ONBOOT=yes
MASTER=data-bond
SLAVE=yes
USERCTL=no
NM_CONTROLLED=no
Data bond - /etc/sysconfig/network-scripts/ifcfg-data-bond

DEVICE=data-bond
DEVICETYPE=ovs
TYPE=OVSPort
OVS_BRIDGE=br-data
ONBOOT=yes
BOOTPROTO=none
NM_CONTROLLED=no
USERCTL=no
BONDING_OPTS="mode=4"
Some topologies have br-ctrl/br-control instead of br-data. Make changes according to your bridge name.
Replace br-data with your bridge name everywhere.
Br-data - /etc/sysconfig/network-scripts/ifcfg-br-data

PEERDNS=yes
PEERROUTES=yes
IPV4_FAILURE_FATAL=no
IPV6INIT=yes
IPV6_AUTOCONF=yes
IPV6_DEFROUTE=yes
IPV6_PEERDNS=yes
IPV6_PEERROUTES=yes
IPV6_FAILURE_FATAL=no
DOMAIN=cisco.com
UUID=3ab2bc85-1093-4bda-920a-411662efcdb1
ONBOOT=yes
DEVICE=br-data
DEVICETYPE=ovs
OVSBOOTPROTO=none
TYPE=OVSBridge
NM_CONTROLLED=no

Add data-bond to ovs bridge br-data:
ovs-vsctl add-port br-data data-bond

[root@vts-tb1-server3 ~]# ovs-vsctl show
96f00f61-b8e5-4634-a29c-d6a11105a84d

Bridge br-int
fail_mode: secure
Port br-int

Interface br-int
type: internal

Port int-br-data
Interface int-br-data

Bridge br-data
Port br-data

Interface br-data
type: internal
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Port phy-br-data
Interface phy-br-data

Port data-bond
Interface data-bond

Restart networking: Disable NetworkManager if you have. You need to disable NetworkManager from
CIMC. Instead of NetworkManager service enable Network service. See RedHat docuemntation for steps to
disable NetworkManager/enable Network.
Restart Network Service:
system network restart
If you cannot reach your server after network restart, then you might have lost the default route. So, add it
back from your CIMC:
route add default gw <gw_ip>

VTC Configuration

• VLAN Configuration - Make sure the vpc paired ToR / n9k leaf devices have the same VLAN range.
For example:

• n9k1 vlan range - 1001 - 2000

• n9k2 vlan range - 1001 - 2000

Do not use different VLAN ranges for peered ToRs

• Caveats for vPC

• Under “vpc domain <>” configure do not configure source IP.

• Under “vpc domain <>” configure destination IP of remote / peer ToR mgmt intf. IP

Day Zero Underlay Configuration - External RR (Spine as RR)
The following sections provide details about the day zero configuration required on ToR1 and ToR2 (leafs),
DC GW – ToR3, and DCI, with reference to the below example topology, with Spine as BGP Route Reflector.
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Table 5: Day Zero Configuration on ToR

Example Configuration (Includes Descriptions)Configuration Items
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hostname XRv1
telnet vrf VTS_VIP ipv4 server max-servers 10
username admin
password cisco123
group root-system
group cisco-support
vrf VTS_VIP
address-family ipv4 unicast
!
interface MgmtEth0/0/CPU0/0
vrf VTS_VIP
ipv4 address 209.165.201.1 255.255.255.254
router static
vrf VTS_VIP
address-family ipv4 unicast
0.0.0.0/0 209.165.201.2

router bgp 100

On XRv1

hostname XRv2
telnet vrf VTS_VIP ipv4 server max-servers 10
username admin
password cisco123
group root-system
group cisco-support
vrf VTS_VIP
address-family ipv4 unicast
!
interface MgmtEth0/0/CPU0/0
vrf VTS_VIP
ipv4 address 209.165.201.1 255.255.255.254
router static
vrf VTS_VIP
address-family ipv4 unicast
0.0.0.0/0 209.165.201.2

router bgp 100

On XRv 2

On ToR1
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hostname ToR1
vdc ToR1 id 1
limit-resource vlan minimum 16 maximum 4094
limit-resource vrf minimum 2 maximum 4096
limit-resource port-channel minimum 0 maximum 512
limit-resource u4route-mem minimum 248 maximum 248
limit-resource u6route-mem minimum 96 maximum 96
limit-resource m4route-mem minimum 58 maximum 58
limit-resource m6route-mem minimum 8 maximum 8

feature telnet
feature nxapi
feature bash-shell
cfs eth distribute
nv overlay evpn
feature ospf
feature bgp
feature pim
feature isis
feature interface-vlan
feature vn-segment-vlan-based
feature lacp
feature vpc
feature lldp
feature vtp
feature nv overlay
username admin password cisco123 role network-admin
no password strength-check
ip domain-lookup
spanning-tree mode mst
snmp-server user admin network-admin auth md5 cisco123 priv
cisco123 localizedkey
rmon event 1 log trap public description FATAL(1) owner PMON@FATAL
rmon event 2 log trap public description CRITICAL(2) owner
PMON@CRITICAL
rmon event 3 log trap public description ERROR(3) owner PMON@ERROR
rmon event 4 log trap public description WARNING(4) owner
PMON@WARNING
rmon event 5 log trap public description INFORMATION(5) owner
PMON@INFO

fabric forwarding anycast-gateway-mac 2001.2001.2001
ip pim rp-address 2.2.2.2 group-list 224.0.0.0/4
ip pim ssm range 232.0.0.0/8
route-map subnet-policy permit
vrf context management
ip route 0.0.0.0/0 209.165.201.2

vpc domain 50
peer-keepalive destination 209.165.201.3
peer-gateway
ip arp synchronize

interface Ethernet1/1
Description:Interface connected to Compute1 eth1
switchport mode trunk
spanning-tree port type edge trunk
spanning-tree bpduguard enable
spanning-tree bpdufilter enable

interface Ethernet1/2
description ***Interface connected to Controller1 eth1 for

dhcp***
switchport mode trunk
spanning-tree port type edge trunk
spanning-tree bpduguard enable
spanning-tree bpdufilter enable

interface Ethernet1/3
Description: Interface connected to Compute1 eth2 for vPC link.

switchport mode trunk
speed 1000
channel-group 100
no shutdown

interface Ethernet1/4
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Description: Interface connected to ToR2 eth1/4 for vPC peer
link.
switchport mode trunk
channel-group 20
no shutdown

interface port-channel20
Description: Port channel link connected to ToR2 vPC peer link.

switchport mode trunk
spanning-tree port type network
speed 1000
vpc peer-link

interface port-channel00
Description: Port channel link connected to compute1 link.
switchport mode trunk
spanning-tree port type edge trunk
spanning-tree bpduguard enable
spanning-tree bpdufilter enable
vpc 50

interface Ethernet2/1
Description: Interface connected to Spine eth2/1.
no switchport
ip address 209.165.200.225/24
ip router ospf 100 area 0.0.0.0
ip pim sparse-mode
no shutdown

interface mgmt0
vrf member management
ip address 209.165.201.4/26

interface loopback0
ip address 2.2.2.2/32
ip router ospf 100 area 0.0.0.0
ip pim sparse-mode
line console
line vty
boot nxos bootflash:/n9000-dk9.7.0.3.I1.1.bin
router ospf 100
router-id 2.2.2.2
area 0.0.0.0 default-cost 10

router bgp 100
router-id 2.2.2.2
address-family ipv4 unicast
address-family l2vpn evpn
retain route-target all

neighbor 5.5.5.5
remote-as 100
update-source loopback0
address-family ipv4 unicast
address-family l2vpn evpn

send-community extended

On ToR 2
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vdc ToR1 id 1
limit-resource vlan minimum 16 maximum 4094
limit-resource vrf minimum 2 maximum 4096
limit-resource port-channel minimum 0 maximum 512
limit-resource u4route-mem minimum 248 maximum 248
limit-resource u6route-mem minimum 96 maximum 96
limit-resource m4route-mem minimum 58 maximum 58
limit-resource m6route-mem minimum 8 maximum 8

feature telnet
feature nxapi
feature bash-shell
cfs eth distribute
nv overlay evpn
feature ospf
feature bgp
feature pim
feature isis
feature interface-vlan
feature vn-segment-vlan-based
feature lacp
feature vpc
feature lldp
feature vtp
feature nv overlay
username admin password cisco123 role network-admin
no password strength-check
ip domain-lookup
spanning-tree mode mst
snmp-server user admin network-admin auth md5 cisco123 priv
cisco123 localizedkey
rmon event 1 log trap public description FATAL(1) owner PMON@FATAL
rmon event 2 log trap public description CRITICAL(2) owner
PMON@CRITICAL
rmon event 3 log trap public description ERROR(3) owner PMON@ERROR
rmon event 4 log trap public description WARNING(4) owner
PMON@WARNING
rmon event 5 log trap public description INFORMATION(5) owner
PMON@INFO

fabric forwarding anycast-gateway-mac 2001.2001.2001
ip pim rp-address 2.2.2.2 group-list 224.0.0.0/4
ip pim ssm range 232.0.0.0/8
route-map subnet-policy permit
vrf context management
ip route 0.0.0.0/0 209.165.201.2

vpc domain 50
peer-keepalive destination 209.165.201.4
peer-gateway
ip arp synchronize

interface Ethernet1/1
Description: Interface connected to Compute2 eth1.
switchport mode trunk
spanning-tree port type edge trunk
spanning-tree bpduguard enable
spanning-tree bpdufilter enable

interface Ethernet1/3
Description: Interface connected to Compute1 eth3 for vPC link.

switchport mode trunk
speed 1000
channel-group 100
no shutdown

interface Ethernet1/4
Description: Interface connected to ToR2 eth1/4 for vPC peer

link.
switchport mode trunk
channel-group 20
no shutdown

interface port-channel20
Description: Port channel link connected to ToR1 vPC peer link.
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switchport mode trunk
spanning-tree port type network
speed 1000
vpc peer-link

interface port-channel00
Description: Port channel link connected to compute2 link.
switchport mode trunk
spanning-tree port type edge trunk
spanning-tree bpduguard enable
spanning-tree bpdufilter enable
vpc 50

interface Ethernet2/1
Description: Interface connected to Spine eth2/1.
no switchport
ip address 12.1.1.2/24
ip router ospf 100 area 0.0.0.0
ip pim sparse-mode
no shutdown

interface mgmt0
vrf member management
ip address 209.165.201.3/26

interface loopback0
ip address 3.3.3.3/32
ip router ospf 100 area 0.0.0.0
ip pim sparse-mode
line console
line vty
boot nxos bootflash:/n9000-dk9.7.0.3.I1.1.bin
router ospf 100
router-id 3.3.3.3
area 0.0.0.0 default-cost 10

router bgp 100
router-id 3.3.3.3
address-family ipv4 unicast
address-family l2vpn evpn
retain route-target all

neighbor 5.5.5.5
remote-as 100
update-source loopback0
address-family ipv4 unicast
address-family l2vpn evpn

send-community extended

On ToR 3 - DC Gateway
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hostname ToR3
vdc ToR1 id 1
limit-resource vlan minimum 16 maximum 4094
limit-resource vrf minimum 2 maximum 4096
limit-resource port-channel minimum 0 maximum 512
limit-resource u4route-mem minimum 248 maximum 248
limit-resource u6route-mem minimum 96 maximum 96
limit-resource m4route-mem minimum 58 maximum 58
limit-resource m6route-mem minimum 8 maximum 8

feature telnet
feature nxapi
feature bash-shell
cfs eth distribute
nv overlay evpn
feature ospf
feature bgp
feature pim
feature isis
feature interface-vlan
feature vn-segment-vlan-based
feature lacp
feature vpc
feature vtp
feature lldp
feature nv overlay
username admin password cisco123 role network-admin
no password strength-check
ip domain-lookup
spanning-tree mode mst
snmp-server user admin network-admin auth md5 cisco123 priv
cisco123 localizedkey
rmon event 1 log trap public description FATAL(1) owner PMON@FATAL
rmon event 2 log trap public description CRITICAL(2) owner
PMON@CRITICAL
rmon event 3 log trap public description ERROR(3) owner PMON@ERROR
rmon event 4 log trap public description WARNING(4) owner
PMON@WARNING
rmon event 5 log trap public description INFORMATION(5) owner
PMON@INFO

fabric forwarding anycast-gateway-mac 2001.2001.2001
ip pim rp-address 2.2.2.2 group-list 224.0.0.0/4
ip pim ssm range 232.0.0.0/8
route-map subnet-policy permit
vrf context management
ip route 0.0.0.0/0 209.165.201.2

interface Ethernet1/1
Description: Interface connected to Compute3 eth1.
switchport mode trunk
spanning-tree port type edge trunk
spanning-tree bpduguard enable
spanning-tree bpdufilter enable

interface Ethernet1/2
Description: Interface connected to DCI G0/0/1/19.
no switchport
ip address 192.0.2.1/24
no shutdown

interface Ethernet2/1
Description: Interface connected to Spine eth2/1.
no switchport
ip address 198.51.100.2/24
ip router ospf 100 area 0.0.0.0
ip pim sparse-mode
no shutdown

interface mgmt0
vrf member management
ip address 209.165.201.4/26

interface loopback0
ip address 4.4.4.4/32
ip router ospf 100 area 0.0.0.0
ip pim sparse-mode
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line console
line vty
boot nxos bootflash:/n9000-dk9.7.0.3.I1.1.bin
router ospf 100
router-id 4.4.4.4
area 0.0.0.0 default-cost 10

router bgp 100
router-id 4.4.4.4
address-family ipv4 unicast
address-family l2vpn evpn
retain route-target all

neighbor 5.5.5.5
remote-as 100
update-source loopback0
address-family ipv4 unicast
address-family l2vpn evpn

send-community extended

On Spine
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vdc SolTB1-Spine1 id 1
allocate interface Ethernet1/1-48
allocate interface Ethernet2/1-12
limit-resource vlan minimum 16 maximum 4094
limit-resource vrf minimum 2 maximum 4096
limit-resource port-channel minimum 0 maximum 512
limit-resource u4route-mem minimum 248 maximum 248
limit-resource u6route-mem minimum 96 maximum 96
limit-resource m4route-mem minimum 58 maximum 58
limit-resource m6route-mem minimum 8 maximum 8

feature telnet
feature nxapi
feature bash-shell
cfs eth distribute
nv overlay evpn
feature ospf
feature bgp
feature pim
feature isis
feature interface-vlan
feature vn-segment-vlan-based
feature lacp
feature vpc
feature vtp
feature lldp
feature nv overlay
username admin password cisco123 role network-admin
no password strength-check
ip domain-lookup
snmp-server user admin network-admin auth md5 cisco123 priv
cisco123 localizedkey
rmon event 1 log trap public description FATAL(1) owner PMON@FATAL
rmon event 2 log trap public description CRITICAL(2) owner
PMON@CRITICAL
rmon event 3 log trap public description ERROR(3) owner PMON@ERROR
rmon event 4 log trap public description WARNING(4) owner
PMON@WARNING
rmon event 5 log trap public description INFORMATION(5) owner
PMON@INFO
ip pim rp-address 2.2.2.2 group-list 224.0.0.0/4
ip pim ssm range 232.0.0.0/8
vlan 1
vrf context management
ip route 0.0.0.0/0 209.165.201.5

interface Ethernet1/1
Description: Interface connected to XRv1 G0/0/0/0.
no switchport
ip address 209.165.202.130/24
no shutdown
interface Ethernet1/2
Description: Interface connected to XRv2 G0/0/0/0.
no switchport
ip address 209.165.202.131/24
no shutdown
interface Ethernet2/1
Description: Interface connected to ToR1 eth2/1.
no switchport
ip address 209.165.200.226/24
ip router ospf 100 area 0.0.0.0
ip pim sparse-mode
no shutdown
interface Ethernet2/2
Description: Interface connected to ToR2 eth2/1.
no switchport
ip address 198.51.100.1/24
ip router ospf 100 area 0.0.0.0
ip pim sparse-mode
no shutdown
interface Ethernet2/3
Description: Interface connected to ToR3 DC GW eth2/1.
no switchport
ip address 198.51.100.2/24
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ip router ospf 100 area 0.0.0.0
ip pim sparse-mode
no shutdown
interface mgmt0
vrf member management
ip address 209.165.201.5/26
interface loopback0
ip address 5.5.5.5/32
ip router ospf 100 area 0.0.0.0
ip pim sparse-mode

line console
line vty
boot nxos bootflash:/n9000-dk9.6.1.2.I3.1.bin
router ospf 100
router-id 5.5.5.5

area 0.0.0.0 default-cost 10
router bgp 100
router-id 5.5.5.5
address-family ipv4 unicast
address-family l2vpn evpn
retain route-target all

neighbor 2.2.2.2
remote-as 100
update-source loopback0
address-family ipv4 unicast
send-community extended
route-reflector-client

address-family l2vpn evpn
send-community extended
route-reflector-client

neighbor 3.3.3.3
remote-as 100
update-source loopback0
address-family ipv4 unicast
send-community extended
route-reflector-client

address-family l2vpn evpn
send-community extended
route-reflector-client

neighbor 4.4.4.4
remote-as 100
update-source loopback0
address-family ipv4 unicast
send-community extended
route-reflector-client

address-family l2vpn evpn
send-community extended
route-reflector-client

service unsupported-transceiver
hostname asr9k1
username admin
password cisco123
group root-system
group cisco-support
interface MgmtEth0/0/CPU0/0
ipv4 address 209.165.201.6 255.255.255.0

interface GigabitEthernet0/0/1/19
Description: Interface to peer node DC GW ToR3 eth1/2
ipv4 address 209.165.202.131 255.255.255.0
router static
address-family ipv4 unicast
0.0.0.0/0 209.165.201.2
router bgp 44
bgp-router-id 6.6.6.6
address-family ipv4 unicast
address-family vpnv4 unicast

lldp

On DCI ASR 9 K
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On Linux Hosts/Servers

1 Install lldpad on the server.

• On RHEL/CentOS
#yum install lldpad

2 Run the LLDP Daemon:
#lldpad -d

3 Run the following script:
for i in `ls /sys/class/net/ | grep eth` ;

do echo "enabling lldp for interface: $i" ;
lldptool set-lldp -i $i adminStatus=rxtx ;
lldptool -T -i $i -V sysName enableTx=yes;
lldptool -T -i $i -V portDesc enableTx=yes ;
lldptool -T -i $i -V sysDesc enableTx=yes;
lldptool -T -i $i -V sysCap enableTx=yes;
lldptool -T -i $i -V mngAddr enableTx=yes;

done

Server Configuration for vPC – Data-bond in case of OpenStack Compute host which has OVS bridge configured.

Server connected in port channel mode must have a NIC bonding between their Ethernet interfaces. In the
example, Server1 - eth2 and eth3 is bonded as data-bond and attached to OVS bridge br-data.
Eth2 - /etc/sysconfig/network-scripts/ifcfg-eth2
DEVICE=eth2
BOOTPROTO=none
ONBOOT=yes
MASTER=data-bond
SLAVE=yes
USERCTL=no
NM_CONTROLLED=no
Eth1 – /etc/sysconfig/network-scripts/ifcfg-eth3
DEVICE=eth3
BOOTPROTO=none
ONBOOT=yes
MASTER=data-bond
SLAVE=yes
USERCTL=no
NM_CONTROLLED=no
Data bond - /etc/sysconfig/network-scripts/ifcfg-data-bond

DEVICE=data-bond
DEVICETYPE=ovs
TYPE=OVSPort
OVS_BRIDGE=br-data
ONBOOT=yes
BOOTPROTO=none
NM_CONTROLLED=no
USERCTL=no
BONDING_OPTS="mode=4"
Some topologies have br-ctrl/br-control instead of br-data. Make changes according to your bridge name.
Replace br-data with your bridge name everywhere.
Br-data - /etc/sysconfig/network-scripts/ifcfg-br-data

PEERDNS=yes
PEERROUTES=yes
IPV4_FAILURE_FATAL=no
IPV6INIT=yes
IPV6_AUTOCONF=yes
IPV6_DEFROUTE=yes
IPV6_PEERDNS=yes
IPV6_PEERROUTES=yes
IPV6_FAILURE_FATAL=no
DOMAIN=cisco.com
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UUID=3ab2bc85-1093-4bda-920a-411662efcdb1
ONBOOT=yes
DEVICE=br-data
DEVICETYPE=ovs
OVSBOOTPROTO=none
TYPE=OVSBridge
NM_CONTROLLED=no

Add data-bond to ovs bridge br-data:
ovs-vsctl add-port br-data data-bond

[root@vts-tb1-server3 ~]# ovs-vsctl show
96f00f61-b8e5-4634-a29c-d6a11105a84d

Bridge br-int
fail_mode: secure
Port br-int

Interface br-int
type: internal

Port int-br-data
Interface int-br-data

Bridge br-data
Port br-data

Interface br-data
type: internal

Port phy-br-data
Interface phy-br-data

Port data-bond
Interface data-bond

Restart networking: Disable NetworkManager if you have. You need to disable NetworkManager from
CIMC. Instead of NetworkManager service enable Network service. See RedHat docuemntation for steps to
disable NetworkManager/enable Network.
Restart Network Service:
system network restart
If you cannot reach your server after network restart, then you might have lost the default route. So, add it
back from your CIMC:
route add default gw <gw_ip>

VTC Configuration

• VLAN Configuration - Make sure the vpc paired ToR / n9k leaf devices have the same VLAN range.
For example:

• n9k1 vlan range - 1001 - 2000

• n9k2 vlan range - 1001 - 2000

Do not use different VLAN ranges for peered ToRs

• Caveats for vPC

• Under “vpc domain <>” configure do not configure source IP.

• Under “vpc domain <>” configure destination IP of remote / peer ToR mgmt intf. IP
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C H A P T E R  3
Installing Cisco VTS

The following sections provide details about installing VTS on a Linux-OpenStack environment or a
VMware-based environment. Ensure that you review the Prerequisites chapter, before you begin installing
VTS.

• Installing Cisco VTS in a Linux - OpenStack Environment, page 29

• Installing Cisco VTS on a VMware Environment, page 33

Installing Cisco VTS in a Linux - OpenStack Environment
Installing Cisco VTS in an OpenStack environment involves:

Installing the VTC VM
The VTC VM is installed on controller node. The VM is provided as vtc.qcow2 file.

Ensure that the following packages are installed:Note

• Redhat : yum install qemu-kvm libvirt virt-manager telnet

You will need root permission to execute the following steps.

Step 1 Connect to the controller node via SSH, and copy the vtc.qcow2 file to /var/lib/libvirt/images/ folder.
Step 2 Copy the vtc.xml file to your controller. (sample). Modify it as per your setup.
Step 3 Create the VTC VM using following command:

virsh create vtc.xml

Step 4 Run the command:
virsh list --all
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It should display:

Id Name State
--------------------------------------------------
2 VTC running

Step 5 Install virt-manage. Run yum install virt-manager
Step 6 Install display related packages. Run yum groupinstall X Window System KDE Desktop.
Step 7 Logout and ssh into the controller back again .

While logging in if you get error message /usr/bin/xauth: file /root/.Xauthority does not exist, logout once more and log
in again.

Step 8 Start virt-manager. Run virt-manager.
Step 9 Once virt-manager window opens, click on the VTC VM to open up the VTC VM console.

In the console you get the installation dialog wizard which will take you through the steps to configure VTC VM for the
first time.

Step 10 Enter VTC VM hostname, IP address, subnet mask, gateway address, DNS nameserver, domain search (ex: cisco.com),
ntp server information (can be same as gateway ip address), when prompted for. The values for each should be separated
by space.

Step 11 Enter default user vts-admin password. The vts-admin user serves as a root user to do password recovery. If you login
into the VTC VM using vts-admin username and password again, you will get the same dialog to go through the VTC
VM setup again.

Step 12 Enter administrative username and password. This username and password should be used to operate the VTC VM.
VTC VM goes for a reboot at this time. Wait for two minutes for the VTC VM to be up. You can ping the IP address
given for VTC VM in the setup process to see if the VTC VM is up.

Step 13 SSH into VTC VM using the IP address, administrative username/password (given in the setup process (Not vts-admin
user)

Modifying the Credentials File
Before logging in to VTS GUI, modify the credentials file in VTC, available at
/usr/lib/python2.7/dist-packages/vtsHostAgent/credentials. This is used for the HostAgent installer to put the
right credentials on the plugin and host agent as well as to put the correct versions of the plugin and host
agents. This is necessary step so you do not have to manually put the plugin and host agents into the respective
directories.

When you execute change password using the GUI, it will run the host agent installer, modify the files, and
restart the OpenStack Neutron services.

In High Availability mode, modify the file in both the VTCs.Note

An example is given below. The IP for NCS is the VIP IP.
[ncs]

username = admin

password = admin
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ip = 172.20.98.246

[compute1]

username = admin

password = cisco123

ip = 172.20.98.199

[compute2]

username = admin

password = cisco123

ip = 172.20.98.200

[compute3]

username = admin

password = cisco123

ip = 172.20.98.208

[compute4]

username = admin

password = cisco123

ip = 172.20.98.209

[controller]

username = admin

password = cisco123

ip = 172.20.98.197

Installing OpenStack Plugin
Installation of OpenStack plugin for VTC includes replacing two files—mechanism_ncs.py and
cisco_vts_plugin.py. These files will be provided as part of the package.

Step 1 Connect to your OpenStack controller node using SSH.
Step 2 Copy cisco-vts-agent available under host-agent build dir to /usr/bin/cisco-vts-agent

cp cisco-vts-agent /usr/bin/cisco-vts-agent

Step 3 Copy the L2 plugin mechanism_ncs.py available under openstack-plugin dir to
/usr/lib/python2.7/site-packages/neutron/plugins/ml2/drivers/mechanism_ncs.py . Run:
cp mechanism_ncs.py /usr/lib/python2.7/site-packages/neutron/plugins/ml2/drivers/mechanism_ncs.py

Step 4 Create the directory service_plugins using the following command:
mkdir /usr/lib/python2.7/site-packages/neutron/plugins/cisco/service_plugins

Step 5 Copy cisco_vts_plugin.py available under openstack-plugin dir to service_plugins directory. Run:
cp cisco_vts_plugin.py /usr/lib/python2.7/site-packages/neutron/plugins/cisco/service_plugins
/cisco_vts_plugin.py
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Step 6 Create __init__.py file in /usr/lib/python2.7/site-packages/neutron/plugins/cisco/service_plugins/.
touch /usr/lib/python2.7/site-packages/neutron/plugins/cisco/service_plugins/__init__.py

Step 7 Open /etc/neutron/neutron.conf. Replace service_plugins = line with:
service_plugins=neutron.services.firewall.fwaas_plugin.FirewallPlugin,neutron.plugins.c
isco.service_plugins.cisco_vts_plugin.VtsL3Plugin

Step 8 Open /etc/neutron/plugin.ini. Replace mechanism_drivers = line with:
mechanism_drivers = ncs,openvswitch.

Step 9 In the same file add the following content at the bottom, replacing the NCS_IP with your NCS IP address:
[ml2_ncs]
url = https://<VTC_IP>:8888/api/running/openstack
username = admin
password = admin
timeout = 360

Step 10 Add the following content at the bottom of the file: /etc/neutron/plugins/openvswitch/ovs_neutron_plugin.ini:
[ml2_ncs]
url = https://<VTC_IP>:8888/api/running/openstack
username = admin
password = admin
timeout = 360

Step 11 Restart the neutron and host agent . Run:
sudo service neutron-server restart

sudo service neutron-vts-agent restart

Step 12 On all compute nodes, copy the host agent to the appropriate directory as in step 2 above.
Step 13 On all compute nodes, open /etc/neutron/plugins/openvswitch/ovs_neutron_plugin.ini file, and repeat the procedure

given in step 10.
Step 14 Restart the host agent on all compute nodes. Run:

In git mechanism_ncs.py and cisco_vts_plugin.py are at vts/vmm-plugins/openstack/mechanism_ncs.py and
vts/vmm-plugins/openstack/cisco_vts_plugin.py respectively. cisco-vts-agent is available under vts/openstack.

Note

Installing the Host Agent
The host agent installer can be used to install or upgrade the VTS host agent on your compute/controller nodes.
To install the host agent:

Step 1 Copy the host agent installer to your VTC.
Step 2 Create a credentials file that contains your compute, NCS, and controller credentials. Sample file is at

vts/install/hostagent/credentials.
Step 3 You can run the installer as standalone as well as a REST server that accepts REST APIs from northbound GUI.

• Usage 1: python vts-installer.py -a <Host agent File> -I <VTC IP> -p <NCS PORT> -n -c <CREDENTIALS FILE>

1 This will install/upgrade on all the controller/compute nodes configured in the NCS, and start a web server to
monitor the installation from northbound REST APIs.
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• Usage 2: python vts-installer.py -a <Host agent File> -I <VTC IP> -p <NCS PORT> -n <Hostname> -c
<CREDENTIALS FILE>

1 This will install/upgrade on all the provided hosts and start a web server to monitor the installation from
northbound REST APIs.

• Usage 3: python vts-installer.py -a <Host agent File> -I <VTC IP> -p <NCS PORT> -c <CREDENTIALS FILE>

1 This will start a web server through which you can start or monitor installation or upgrade from northbound
APIs.

2 North bound API to install on all nodes curl -X POST http://<VTC_IP>:8100/install --v
3 North bound API to install on particular node curl -X POST http://<VTC_IP>:8100/install/compute1 --v
4 North bound API to get install status for all nodes curl -X GET http://<VTC_IP>:8100/install --v
5 North bound API to get install status for a particular node curl -X GET http://<VTC_IP>:8100/install/compute1

--v

Installing Cisco VTS on a VMware Environment
Installing Cisco VTS on a VMware environment includes:

Installing VTC on ESXi
To install VTC on an ESXi host:

Step 1 Open the Browse Datastore window on the ESXi host where VTC needs to be installed.
Step 2 Create a folder to upload VTC image, for example, VTC-A.
Step 3 Upload vtc.vmdk and vtc.vmx file in this folder.
Step 4 Right click on vtc.vmx, and select add to inventory.

This will create the VM for VTC.

We recommend that you configure 8vCPUs and 16GB virtual memory for the VTCVM, for better performance.Note

Step 5 Power ON the VM, and open the console for it.
Console window automatically starts a script and asks for your inputs to configure the following:

• VTS Hostname

• DHCP / Static IP configuration for static IP

• Underlay IP address for VTC

• Underlay Netmask

• Underlay Gateway address
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• DNS Address

• DNS Search domain

• NTP address

• Password change for user vts-admin

• Administrator User

• Password for administrator user

Installing vCenter VTC Plugin
Do the following to install the vCenter plugin:

Step 1 Log in to your VTC server, and change directory to:
/opt/cisco/packages/vtc/bin

Step 2 As root, run:
vwcregister.py -s <vCenter IP> -u <vCenter administrative user> -p <vcenter administrative user
password>

We recommend that you use the administrator@vsphere.local user when registering the plugin.

To verify that the plugin has been installed, go to https://<vcenter-ip-address>/mob/?moid=ExtensionManager. The table
should list the following:

extensionList["com.cisco.vts.vwcplugin"]

Initializing vCenter Plugin
Microsoft SQL Server is the supported database. Plugin can connect to an external database or to database
on vCenter server machine. You need to configure the port and username/password on the VTS Configuration
tab to create database for VTS. vCenter plugin also needs to communicate to VTC to push the configuration
and receive the events for provisioning the overlay.

Step 1 Click one of the virtual distributed switches (VDS) you had created.
VTS plugin adds three tabs to all VDS: VTS configuration, VTS Networks, and VTS Router. These tabs can accessed
by clicking the Manage tab.

Step 2 Click the Manage tab, and select VTS Configuration.
Step 3 Enter the following details:

• DatabaseIP
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• DatabasePort - The port that you have configured for the SQL server.

• Database UserName

• Database Password.

Step 4 Click Submit.
After you click Submit, the GUI displays a button, Set. This shows the current status of the database and means that the
database configuration is set. We do not support the copying the database entries from the previous database to the new
database. Updating database can be a potentially disruptive operation.

After saving the database information, a new box appears to enter the VTS IP, username, and password.

Step 5 Enter the VTS IP, username, and password. Make sure that the configured user has admin privileges.
If both connections are successful, the plugin is ready to start creating networks, subnets, and routers. With each new
network, a new port group will be created for all VDS in vCenter.
After you click Submit, the GUI displays a button, Set. Updating the parameters can be a potentially disruptive operation.
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C H A P T E R  4
Installing VTS in High Availability Mode

VTS is installed in high availability mode using the cluster_install.sh script. Before you run the script, you
need to do the following:

• Instantiate VTC VMs and XRv VMs

• Configure XRv Day0 configurations

• Set up the VTC environment

See the following sections for detailed information about installing VTS in high availability mode.

• Instantiating VTC VMs and XRv VMs , page 37

• XRv Day Zero Configuration., page 38

• Setting up the VTC Environment, page 39

• Running the High Availability Installation Script, page 41

• Changing the Default Password, page 43

• Modifying OpenStack Plugin and Host Agent Configuration to use VIP and New Password, page 43

• Verifying the VTC High Availability, page 44

Instantiating VTC VMs and XRv VMs

Spawn two VTC VMs and two XRv VMs.
Each VTC should have an XRv that is on the same broadcast domain (L2 domain). The two VTCs can be on different
L3 subnet.

At a minimum, you would need to have three IP addresses for VTC. One for VTC1, one for VTC2 and one for the Virtual
IP (VIP).
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XRv Day Zero Configuration.
The configuration shown here is the Day0 required for the HA portion. Other Day0 configurations may be
necessary for the EVPN RR functionality.

Step 1 Telnet to XRv using console/serial port. The port number is defined in the libvirt XML or VMware VMX file.
Step 2 Configure the XRv Day0 configuration.

• Hostname

• VRF Name

• Management IP (inside the VRF)

• Default Route under the VRF

• Enable Telnet for the VRF

On XRv 1

hostname XRv1
telnet vrf VTS_VIP ipv4 server max-servers 10
vrf VTS_VIP
address-family ipv4 unicast
!
!
interface MgmtEth0/0/CPU0/0
vrf VTS_VIP
ipv4 address 101.1.1.5 255.255.255.0
!
router static
vrf VTS_VIP
address-family ipv4 unicast
0.0.0.0/0 101.1.1.1
!
!
!
router bgp 100

On XRv 2

hostname XRv2
telnet vrf VTS_VIP ipv4 server max-servers 10
vrf VTS_VIP
address-family ipv4 unicast
!
!
interface MgmtEth0/0/CPU0/0
vrf VTS_VIP
ipv4 address 102.1.1.5 255.255.255.0
!
router static
vrf VTS_VIP
address-family ipv4 unicast
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0.0.0.0/0 102.1.1.1
!
!
!
router bgp 100

VTS_VIP is user-chosen name for the VRF.

router bgp 100 - 100 is the local ASN chosen by the
user.

Note

Setting up the VTC Environment
You need to set up the VTC environment before you run the high availability script.

Step 1 Edit /opt/cisco/package/vtc/bin/cluster.conf file on both the VTCs.
Both the VTCs MUST have the identical information in the cluster.conf
file.

Note

ncs_port=8080
ncs_user=admin
ncs_pass=admin

vip=103.1.1.4

master_name=vtc1
master_ip=101.1.1.4
master_network_interface=eth0

slave_name=vtc2
slave_ip=102.1.1.4
slave_network_interface=eth0

vrf_name=VTS_VIP

xrvr1_mgmt_ip=101.1.1.5

###List of neighbors for XRv1, separated by comma
xrvr1_bgp_neighbors=101.1.1.1,101.1.1.2

xrvr2_mgmt_ip=102.1.1.5

###List of neighbors for XRv2, separated by comma
xrvr2_bgp_neighbors=102.1.1.1,102.1.1.2

xrvr_user=admin
xrvr_pass=cisco123

remote_ASN=100
local_ASN=100
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bgp_keepalive=10
bgp_hold=30

Note • ncs_port should be left as 8080. The script runs fromVTC and uses localhost. So, HTTPS is not necessary.

• master_name and slave_name has to match the VTC Hostname.

• master_network_interface and slave_network_interface are interface names of VTC1 and VTC2 where
the real IP resides.

• vrf_name is the name of the VRF the user has configured on the XRv.

• xrvr_user and xrvr_pass are the credentials the user used when logging in to XRv and configured the Day0
configurations.

Step 2 After modifying the ' /opt/cisco/package/vtc/bin/cluster.conf' with the appropriate values for each field, execute the
'/opt/cisco/package/vtc/bin/modify_host_vtc.sh'. This will execute the following.
Modify Hostname for VTC1 and VTC2 under '/etc/hostname'. (Requires reboot to take effect)
cisco@vtc1:~$ more /etc/hostname

vtc1

cisco@vtc2:~$ more /etc/hostname
vtc2

Step 3 Change the hostname using the hostname command.
Step 4 Modify and add additional entries for VTC1 and VTC2 in /etc/hosts.

/etc/hosts entries are not identical for VTC1 and VTC2. Entry for 127.0.1.1 are different on both
VTC.

Note

On VTC 1

127.0.0.1 localhost
127.0.1.1 vtc1
101.1.1.4 vtc1
102.1.1.4 vtc2

On VTC 2

127.0.0.1 localhost
127.0.1.1 vtc2
101.1.1.4 vtc1
102.1.1.4 vtc2

101.1.1.4 is VTC1 Real IP and 102.1.1.4 is VTC2 Real IP .

You may see the hostname in the prompt has not change after running the script. The prompt will change to the
hostname that is defined in cluster.conf after you log out or reboot.

Note
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Running the High Availability Installation Script
Before you run the script you must ensure that you have reviewed the sections above and performed the tasks
listed in them.

Step 1 Run the cluster installer script /opt/cisco/package/vtc/bin/cluster_install.sh on both VTC1 and VTC2 .
$ cd /opt/cisco/package/vtc/bin

$ sudo ./cluster_install.sh

Output from executing the cluster_install.sh would be similar to:

rm -rf ../load-dir/*

rm -f ../*jar/*.jar

cd java && ant -q clean || true

BUILD SUCCESSFUL

Total time: 0 seconds

rm -f java/src/com/tailf/ns/tcm/namespaces/*.java

mkdir -p ../load-dir

mkdir -p java/src/com/tailf/ns/tcm/namespaces

/opt/ncs/current/bin/ncsc `ls tcm-ann.yang > /dev/null 2>&1 && echo "-a tcm-ann.yang"` \

--yangpath ./yang -c -o ../load-dir/tcm.fxs yang/tcm.yang

/opt/ncs/current/bin/ncsc --java-disable-prefix --exclude-enums --fail-on-warnings --java-package
com.tailf.ns.tcm.namespaces --emit-java java/src/com/tailf/ns/tcm/namespaces/tcm.java
../load-dir/tcm.fxs

cd java && ant -q all

BUILD SUCCESSFUL

Total time: 1 second

Change made to ncs.conf file. Need to restart ncs

Stopping ncs: .
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Starting ncs: .

Adding system startup for /etc/init.d/pacemaker ...

/etc/rc0.d/K20pacemaker -> ../init.d/pacemaker

/etc/rc1.d/K20pacemaker -> ../init.d/pacemaker

/etc/rc6.d/K20pacemaker -> ../init.d/pacemaker

/etc/rc2.d/S20pacemaker -> ../init.d/pacemaker

/etc/rc3.d/S20pacemaker -> ../init.d/pacemaker

/etc/rc4.d/S20pacemaker -> ../init.d/pacemaker

/etc/rc5.d/S20pacemaker -> ../init.d/pacemaker

System start/stop links for /etc/init.d/corosync already exist.

* Stopping corosync daemon corosync
[ OK ]

Pacemaker Cluster Manager is already stopped[ OK ]

* Starting corosync daemon corosync

Apr 10 21:08:48 notice [MAIN ] Corosync Cluster Engine ('2.3.3'): started and ready to provide
service.

Apr 10 21:08:48 info [MAIN ] Corosync built-in features: dbus testagents rdma watchdog augeas
pie relro bindnow

[ OK ]

Starting Pacemaker Cluster Manager: [ OK ]

Starting Pacemaker Cluster Manager: [ OK ]

HA cluster is installed

The following step should be run only on the Master VTC, and not on the Slave VTC. Do not execute the
following step more than once.

Before you run this script, ensure that the Master VTC can telnet to both XRv1 and XRv2 using the IP address
provided in the /opt/cisco/package/vtc/bin/cluster.conf file.

Note

Step 2 On the Master VTC, run /opt/cisco/package/vtc/bin/master_node_install.sh.
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Changing the Default Password
You need to change the default password on both the VTCs.

Step 1 Login to VTS GUI using the Virtual IP (VIP). This will prompt you to change the initial password.
Step 2 Modify cluster.conf on both the VTCs, and change the value for the variable ncs_user with the new password that was

entered in the VTS GUI.
ncs_port=8080
ncs_user=admin
ncs_pass=<New Password>

Step 3 Run the change password script /opt/cisco/package/vtc/bin/change_ha_password.sh on both the VTCs.

Modifying OpenStack Plugin and Host Agent Configuration to
use VIP and New Password

Step 1 Modify the /etc/neutron/plugins/openvswitch/ovs_neutron_plugin.ini and /etc/neutron/plugin.ini files in the OpenStack
Controller

• Change the URL to point to VTC using the Virtual IP.

• Use the new password that was entered in the VTS GUI.

Edit these files:

/etc/neutron/plugins/openvswitch/ovs_neutron_plugin.ini
/etc/neutron/plugin.ini

Edit this section in each file:
[ml2_ncs]
url = https://<Virtual IP>:8888/api/running/openstack
username = admin
password = <New Password>
timeout = 360

Step 2 Restart the Neutron Server service as well as the Neutron VTS Agent service.
service neutron-server restart

service neutron-vts-agent restart

Step 3 Make the same configuration changes for all the Compute Nodes in the
/etc/neutron/plugins/openvswitch/ovs_neutron_plugin.ini file.
[ml2_ncs]
url = https://<Virtual IP>:8888/api/running/openstack
username = admin
password = <New Password>
timeout = 360
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Step 4 Restart the Neutron VTS Agent service.
service neutron-vts-agent restart

Changing the password and the VIP for Cisco VTS Plugin and VTS Host Agent can also be done using the Host
Agent Installer.

Note

Verifying the VTC High Availability
In a stable HA cluster:

• Corosync and Pacemaker should be running

• There should be a VTC Master/Slave in the Pacemaker Layer

• There should be a NCS Master/Slave (in the NCS Layer) and it must match the Pacemaker status.

• The virtual IP should be residing in the VTC Master.

To verifying whether the HA cluster is stable:

Step 1 Check if Corosync is running. Run the command service corosync status (run with root privileges)
$ sudo service corosync status

* corosync is running

Step 2 Check if Pacemaker is running. Run the command service pacemaker status (run with root privileges).
$ sudo service pacemaker status

pacemakerd (pid 10316) is running...

Step 3 Check the HA status in corosync/pacemaker layer. Run the command sudo crm_mon -1

• Verify that both VTC are online .

• Verify that one VTC is Master and the other is Slave

A sample output is given below:

$ sudo crm_mon -1

Last updated: Wed Apr 1 22:53:37 2015

Last change: Wed Apr 1 19:56:02 2015 via cibadmin on vtc1

Stack: corosync

Current DC: vtc2 (1711341828) - partition with quorum

Version: 1.1.10-42f2063

2 Nodes configured
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3 Resources configured

Online: [ vtc1 vtc2 ]

ClusterIP (ocf::heartbeat:IPaddr2): Started vtc1

Master/Slave Set: ms_vtc_ha [vtc_ha]

Masters: [ vtc1 ]

Slaves: [ vtc2 ]

Step 4 Check the HA status in NCS level. Run the command show ha-cluster.
A sample output is given below:

admin@ncs> show ha-cluster

NAME STATUS

--------------

vtc1 master

vtc2 slave

[ok][2015-04-01 22:56:16]

Step 5 Check if the Virtual IP is assigned to the Master VTC. Run the command ip addr.
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C H A P T E R  5
Post-Installation Tasks

This chapter has the following sections:

• VTS System Configuration Before Overlay Provisioning, page 47

• Creating the VMware vSphere Distributed Switch (VDS), page 48

• Example Topology, page 50

VTS System Configuration Before Overlay Provisioning
The following table gives details about tasks to be done before provisioning overlays:

User Guide Chapter TitleNavigation in VTS GUITask

Managing Users and GroupsInventory Management > Authorization
Group

Create
Authorization group
to be used by VTC
to access ToRs

Managing InventoryInventory Management > Topology
Discovery

Discover devices

See Creating the VMware vSphere
Distributed Switch (VDS), on page 48

Create a VMware
vSphere Distributed
Switch
corresponding to
each TOR.

Managing InventoryNetwork Details > TopologyView the topology
of based on input
via file.

Managing InventoryNetwork Details > Network Inventory

Network Details > Host Inventory.

View the details of
the switch devices
and server hosts.
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Managing Resource PoolsResource Pools > Global VNI PoolEnter the VNI
ranges to be used

Managing Resource PoolsResource Pools > Device Specific VLAN
Pools

Enter VLAN ranges
to be used for each
ToR device.

Managing Resource PoolsResource Pools > Multicast IP PoolEnter Multicast IP
address ranges to be
used.

Creating the VMware vSphere Distributed Switch (VDS)
For every ToR in the inventory, you must create a VDS. All the hosts that are attached to the ToR should be
attached to the VDS.

For Non-VPC Specific Configuration
If you are not using VPC on the leaves:

• Create one VDS switch per leaf (at least 2).

• Attach the hosts' data interface to the VDS uplinks.

Step 1 Login to the web client, and browse to Networking.
Step 2 Select Create Distributed Switch.
Step 3 Enter the name of the VDS, preferably same as that of the ToR to which this distributed switch will connect to.
Step 4 Choose the data center where this VDS will be created. Click Next.
Step 5 Select Distributed switch 5.5.0.
Step 6 Choose number of uplink port to be used for this VDS. Click Next.

The Ready to complete screen appears with the settings.

Step 7 Review the details, and click Finish.
New VDS will be created and will be available in VDS inventory of vCenter.

Now, you need to add the hosts which are connected to the ToRs for which the VDS has been created. All hosts connected
to the ToR should be added.

Step 8 Select the VDS created in previous step, and select the Hosts tab.
There will be no host in this tab as you have just created the VDS.

Step 9 Select the VDS created in previous step, and select the Hosts tab.
Step 10 Click the Actions drop-down, then select Add and Manage Hosts.

The Add and Manage Hosts window appears.
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Step 11 Select the Add Host radio button
Step 12 Click + to add hosts. A popup window appears with a list of hosts.
Step 13 Select the hosts which are connected to the VDS ToR. Click OK.

This will add selected hosts. The newly added hosts are listed in the Select hosts window.

Step 14 Click Next.
The Select network adapter tasks window appears.

Step 15 Unselect Manage VMkernel adaptors, and click Next.
The Manage physical network adapter window appears. This page allows you to add uplink for the selected host.

Step 16 Select the port, and click Assign uplink.
You may have more than one uplink if two ports of the host are connected to the ToR.

Step 17 Select all up link ports, click Next, and then click Finish.

For VPC Specific Configuration
If you are using VPC on the leaves:

Step 1 Create one VDS switch per VPC pair.
Step 2 Enable enhanced LACP.

1 In the vSphere Web Client, navigate to the Distributed Switch.

2 In Features, click Enhance next to Link Aggregation Control Protocol.

3 In the Validate prerequisites page, click Next.

4 Click Finish.

Step 3 Create a Link Aggregation Group for each VDS.

1 Click the Networking view.

2 Expand Datacenter.

3 Select the Distributed Switch.

4 Click the Manage tab and click Settings.

5 In the LACP section, click the + symbol to create a new LAG.

6 Give the new LAG a name.

7 Select the number of ports desired. Later you will connect a physical network adapter to each port.

8 Choose the LACP mode you want to use from the dropdown list. Choose Active or Passive.

9 Select a Load balancing algorithm.

10 Click OK.
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11 Reassign network adapters from the available uplink adapters to the new LAG.

• Move the new link aggregation group to Standby state for the distributed portgroups where you want to use LACP.

• Use the add and manage hosts wizard in template mode to migrate physical uplinks to the LAG on multiple hosts
simultaneously: Reassign uplinks on template host, then apply configuration to the desired hosts.

• Set the LAG to the active state for the desired portgroups by moving it to the active class, then moving individual
unassociated uplinks to the unused class (leaving the standby class empty).

Step 4 You may remove the default port group that gets created as it will not be used .

Example Topology
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C H A P T E R  6
Use Case Scenarios

Cisco VTS release 1.5 provides for eVPN-based VxLAN overlay solution for the data center. Together with
the plugins that are provided to the Virtual Machine Managers (VMM), VTS 1.5 eases the administration
overhead that is required to provision VxLAN based overlays in the data center. The following sections
briefly describe some of the common deployment scenarios that are addressed by Cisco VTS.

• Layer 2 Segments, page 51

• Distributed Gateway Function in L3 Overlays, page 52

• VXLAN Routing, page 52

• External Connectivity, page 52

Layer 2 Segments
One of the use cases that Cisco VTS provides for is the automated provisioning of VxLAN overlays for L2
segments that spans top-of-rack (ToR) switches, or Points of Deployment (PODs).

Various deployments scenarios such as those associated with HA and VM mobility may require Layer 2
adjacencies between applications or servers connected to different ToRs residing on the same or different
POD. The ToRs are interconnected via an IP network in a spine-leaf topology.

The Cisco VTS solution helps automate the provisioning of the VxLAN overlay between the ToR switches,
which acts as VxLAN tunnel endpoints (VTEP). Not only is Cisco VTS able to perform the configuration of
the ToR switch, it is also able to allocate resources such as VNID, local VLAN pools as well as multicast
addresses which are assigned for the VNI.

Through the use of the Virtual Machine Manager (VMM) plug-ins, once the Tenant, Network, and VM are
created, configuration that is required will be pushed down to the ToRs using the NCS component which is
embedded in VTC. The IOS XRv component within VTC acts as a BGP EVPN route reflector and distributes
host IP and MAC address reachability information learnt from each VTEP to other VTEPs. At the same time,
the IOS XRv component within VTC advertises the host IP and MAC address reachability information to the
BGP route reflectors using Multi-Protocol BGP (MP-BGP) in the EVPN based VxLAN deployment.
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Distributed Gateway Function in L3 Overlays
In traditional tree-based data center network design, there is a clear demarcation of the Layer 2 and Layer 3
boundaries. In these deployments, routing occurs at an aggregation point (e.g. core switch or router uplink).
This causes a large amount of state information to converge on a pair of devices and may cause scale issues
associated with large number of Layer 2 segments as in the case of data centers.

On the contrary in spine-leaf network design, if the leaf nodes were to implement routing by default and
perform overlay bridging using VxLAN where required, the state information is distributed amongst leaf
nodes and allows for an optimal and scalable deployment in the data center. This addresses the issues of scale
problems associated with large Layer 2 broadcast domains as the leaf nodes, which are the top-of-rack switches
have effectively terminated the broadcast domain.

Cisco VTS helps in the deployment of distributed gateway functionality by enabling the leaf nodes to perform
routing by default and allows for the automated provisioning of VxLAN overlays on demand, eliminating the
overhead typically associated with managing and configuring VxLANs.

VXLAN Routing
In the case of VxLAN routing, a common VNI will be provisioned amongst different VTEPs to carry routed
traffic. Routed traffic between the VTEPs are encapsulated in the VNI and longest prefix-match routing will
then take place.

The Host routes for all known remote hosts are automatically installed at every VTEP and traffic towards
these hosts will be forwarded over the VNI. Traffic to local hosts is provided by directly connected prefix
since the host routes will not be present.

Cisco VTS may be used for the automated provisioning of the VNI that is used between the VTEPs to carry
routed traffic. The IOS-XRv component can act as RR for the IP host routes as well as IP prefixes distribution
among VTEPs/L3 gateways.

External Connectivity
In a data center network, Data Center Interconnect (DCI) or Provider Edge (PE) routers provides external
connectivity. If the PE routers do not support eVPN based VxLAN, they will need to be connected to the
border leaf node.

In Cisco VTS, we support a two-box peering model between the border leaf node with one or more DCI or
PE devices.

In VTS 1.5, a two-box peering model is supported for the DC-gateway with per-VRF BGP sessions between
the DC-gateway and one or more external DCI/PE routers. In a future release, an integrated DC-gateway/PE
solution will be supported.

To provide external connectivity to one or more virtual networks, the L3 VNI VXLAN segment will be
extended up to the DC-gateway. The DC-gateway routing table will be populated with the L3 host IP routes
from those virtual networks.
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C H A P T E R  7
Troubleshooting

See the Troubleshooting chapter in the Cisco VTS 1.5 User Guide for detailed information about
troubleshooting using Cisco VTS.
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