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Introduction

This article discusses how the Vulnerability Research Team (VRT) determines the rule state in
default Intrusion policies, and how does a Sourcefire appliance determine the appropriate default
state for a new rule.

Determination of Rule State in a Default Policy

Each rule has a metadata field, with zero or more policy values. There are currently six possible
policy values:

security-ips drop1.
security-ips alert2.
balanced-ips drop3.
balanced-ips alert4.
connectivity-ips drop5.
connectivity-ips alert6.

If an IPS policy is descended from, say, the Sourcefire-provided Balanced Security and
Connectivity policy, the managed device is in inline mode, and a rule has a metadata policy value
of balanced-ips drop, the rule will be set to drop and generate events in your IPS policy. If a rule
has a policy value of only security-ips drop, it will be disabled in your policy.

Note: If a rule has multiple policy values specified, for example: policy security-ips drop,
policy balanced-ips drop, it appears in both policies. If no policy value is specified for a given
rule, it appears in no policies by default.

If a managed device is set to passive mode, and a policy is set to drop, this has no effect. The



device simply generates alerts. If a device is on inline mode, and a policy value is set to drop, the
rule drops packets by default. If its policy value is set to alert, it only generate events, without
dropping.

Finally, in most cases, if a packet is dropped, an alert is generated. This is true unless suppression
of alerts is independently configured for a given rule.

How does Sourcefire determine an appropriate default state,
for a new rule

The default state of a rule is based on a number of factors. For example:

Impact

Things to Consider

How likely is it that attempts will be made to exploit this vulnerability, and what percentage of our
users (both Sourcefire customers and the broader Snort community) is likely to be vulnerable to
this vulnerability?

Things to Remember

An Internet Explorer vulnerability with known attacks in the wild has a much higher impact than,
say, a SAP database function that can be used maliciously when permissions are improperly
configured, or a complex denial-of-service attack in an obscure module of the Linux kernel. VRT
makes an impact judgment starting with a vulnerability's CVSS score, adjusting it as necessary
with any additional information we may possess. This is the most important metric of all, because
we will sometimes enable a rule would otherwise not get turned on / not get set to drop if the
impact is high enough.

Performance

Things to Consider

Do we expect this rule to be fast or slow on an "average" network?

Things to Remember

While a rule's speed is entirely dependent on the traffic that it is inspecting, which makes
performance difficult to measure, we have a general idea of what constitutes a normal network,
and how a given rule performs on that normal network. We also know that a rule with, for example,
a single content match that is relatively long (6 or more bytes, typically) and relatively unique (i.e.
"obscureJavaScriptFunction()", and not "|00 00 00 00|" or "GET / HTTP/1.1") will evaluate faster
than a rule with a complex PCRE, a series of byte_test and/or byte_jump clauses, etc. With this
knowledge we can determine if a rule will be fast or slow and take that into consideration.

Confidence



   

Things to Consider

How likely is this rule to generate false positives?

Things to Remember

Some vulnerabilities require very specific, easily detected conditions to be present in order to be
exploited, in which case we can be very confident that any time the associated rule fires, a live
exploit is in progress. For example, if there is a buffer overflow in a protocol that has a unique
magic string at a fixed position, and then a specified length that is a fixed distance away from that
magic string, we can be confident in our ability to find the magic string and check it against a
known value for problems. In other cases, problems are much less well-defined; for example,
certain DNS cache poisoning attacks can be indicated by an abnormally large number of
NXDOMAIN replies coming from a server in a certain period of time. In such a case, the mere
presence of an NXDOMAIN reply is not in and of itself an indicator of an exploit; it is the presence
of a very large number of such replies in a short time that indicates the problem. Since that
number will be different for different networks, the VRT is forced to choose a value that should
work for most networks and release that; however, we cannot be 100% confident that, when the
rule fires, actual malicious activity is occurring.

At last but not least, while other factors may be considered from time to time as relevant, impact is
king at the end of the day - making sure our customers are protected against the threats they are
most likely to see in the wild is our primary concern.
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