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Introduction
The Department of Defense’s (DoD) recently released Artificial Intelligence Strategy outlines how 
DoD is taking immediate action to realize the benefits of AI including launching a set of initiatives 
to enhance decision making and operational outcomes across the DoD.  Connecting data from the 
edge, across datacenters, and through Multicloud environments, next-generation intent-based 
networking and distributed computing empowers DoD. These operational attributes, combined with an 
automated orchestration and management plane, enable DoD to realize mission advantage by securely 
connecting data, computing power, machine learning (ML) and deep learning (DL) applications for 
Artificial Intelligence (AI) at all decision-echelons with agility, speed, and elasticity.

 Realizing the operational advantage of accelerated decision cycles requires a decision infrastructure 
powered by software-defined networking that brings mission intent into the information distribution 
schema. Intent-based networking recognizes the relationship between users, data, and applications 
seamlessly linking the strategic, operational, and tactical decision environments. Cisco AI/ML 
networking and computing solutions power this intelligent mission fabric calling on distributed 
resources to deliver computing at scale and computing point-of-need at the time of need.  In DoD’s 
global operational environment, data center, Multicloud, and edge infrastructure must effortlessly 
and simultaneously adapt:   to where the data is (data lakes, operational platforms, and/or distributed 
sensors); to where the compute resources reside (datacenters, clouds, and/or edge nodes), and to 
mission constraints (latency, data sovereignty, and/or mission resiliency).  

The objective DoD AI/ML-enabled network architecture will be realized as an inter-connected 
data-grid of core data centers, multicloud environments, and edge nodes that consume data, feed 
machine learning models, generate advanced algorithms, and deploy artificial intelligence engines in 
an ‘extract-learn-build-deploy-repeat’ operational framework that drives faster, better decisions – 
strategic , operational, and tactical.

https://media.defense.gov/2019/Feb/12/2002088963/-1/-1/1/SUMMARY-OF-DOD-AI-STRATEGY.PDF
https://www.cisco.com/c/en/us/solutions/data-center/artificial-intelligence-machine-learning/index.html
https://www.cisco.com/c/en/us/solutions/data-center/artificial-intelligence-machine-learning/index.html
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DoD Mission Areas and Possible AI Supporting Tasks
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At the Edge
The edge is characterized by two attributes:  

1. The accumulation of large amounts of data coming from an exploding number of operational 
technology (OT) devices that have intermittent-to-pervasive connectivity via mobile or wireless 
networking (5G, LoRa, etc); and 

2. The need for agility for speed of decision and action through the rapid synthesis of the data.  

The key element of the successful use of this data will be connecting the data to edge computing 
(or, fog computing) which is computing power placed near the creation of the data to provide 
real-time analysis and action. 

Edge computing enables leveraging a distributed system of software designed specifically to 
extract, compute and move data from Operational Technology (OT) systems to applications where 
the data can be unlocked to create value.  In order to tap into this data for mission outcomes, OT 
devices must be reliably connected, secured and managed.  Then, once the data is extracted, it 
must be moved, computed and controlled.  
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Cisco’s Kinetic OT platform enables connectivity, security and management of devices along with 
switch-level kernel computing, edge computing, data movement, and control.  Coupling edge 
computing with secure connection management and efficient data delivery enables successful 
extraction and use of OT data to enhance decisions at the edge where speed and agile decision-
making are vital.  

The scope and scale of data from multiple OT devices continues to increase—requiring more 
computationally powerful edge nodes that can operate as a “forward-deployed data centers.”  
These edge nodes can scale by interconnecting through the deployment of hyperconverged 
infrastructure as part of DoD’s global data-grid.  Cisco HyperFlex combines software-defined 
computing, software-defined storage, and software-defined networking (SDN) with Cisco 
Application Centric Infrastructure (ACI).  

Cisco HyperFlex Edge is optimized for remote sites and edge environments. Edge-deployed 
HyperFlex systems deliver an integrated cluster that supports virtualized and containerized 
applications, and hybrid multicloud services.  Tailored scaling at the edge is important to meet the 
deployment environment requirements (e.g.:  bandwidth, size, weight, and power considerations).  
Edge and OT networking solutions, including HyperFlex Edge, can be scaled to meet operational 
requirements – including GPU acceleration to support AI/ML model training, machine learning, 
and inference generation.

https://www.cisco.com/c/en/us/solutions/internet-of-things/iot-kinetic.html
https://www.cisco.com/c/en/us/products/hyperconverged-infrastructure/index.html
https://www.cisco.com/c/en/us/solutions/data-center-virtualization/application-centric-infrastructure/index.html?dtid=osscdc000283
https://www.cisco.com/c/en/us/solutions/data-center-virtualization/application-centric-infrastructure/index.html?dtid=osscdc000283
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In the Data Center
The DoD AI Strategy recognizes that AI-enabled capabilities at the forward edge, “will require 
the Department to put in place key building blocks and platforms to scale and democratize 
access to AI.”   Innovations for computing and networking in the data center are compatible 
with hyperconverged edge nodes and will contribute to the democratization of AI by enabling 
enterprise environments to run powerful AI/ML analytics on infrastructure that fits in seamlessly 
into the DoD data-grid.  Hyperconverged infrastructure with Cisco UCS servers delivers the 
networking, computing power, storage and flexibility that DoD requires.  Cisco UCS servers 
provide a scalable computing capability across the AI/ML lifecycle: from data collection and 
analysis near the edge, to data preparation and training in the data center, to real-time inference 
at the heart of AI.  Especially designed with core AI-deep learning (DL) applications in mind and 
equipped with eight interconnected NVIDIA V100 GPUs providing for a total of up to 1 petaFLOP 
of processing capability, the Cisco UCS C480 ML M5 is designed for compute-intensive 
deep learning applications.  All Cisco hyperconverged solutions allow DoD to realize scalable 
adaptability, programmability, and manageability across its data-grid infrastructure and power 
AI/ML applications at any scale and location.  Cisco ACI provides the means for operational 
management simplicity, application agility and security in the data center — all delivered in a 
uniquely open approach that integrates with all hypervisors and container frameworks on which 
applications are deployed.  With ACI Anywhere, management extends ACI to any workload, any 
location, any cloud. Virtual ACI supports bare metal clouds and remote edge locations; new Cloud 
ACI capabilities extend automation, management, and security to AWS and Microsoft Azure by 
fully integrating with their Infrastructure as a Service (IaaS) environments.

https://newsroom.cisco.com/press-release-content?type=webcontent&articleId=1943022


White Paper
Cisco Public Sector

© 2019 Cisco and/or its affiliates. All rights reserved.

Through the Cloud
Securely moving an AI/ML model and its associated dependencies from a development 
environment to a cloud cluster can be an involved process and the dynamic management of 
such a complex ecosystem can be equally dauting.  Cisco’s Cloud Architecture brings together 
infrastructure, security, management, open APIs and tools to create a consistent and secure 
environment across on-premises data centers and across Multicloud environments.  Rapid 
deployment and management of AI/ML applications in the cloud is made possible by Cisco’s 
Container Platform which allow developers to quickly, easily, securely and consistently deploy and 
monitor container clusters across local environments and across public clouds.  For a DoD AI/ML 
DevOps team, these capabilities reduce complexity and help optimize containers in multicloud 
environments.   Finally, as DoD consumes cloud services, Cisco’s Multicloud management 
platform also identifies performance trends to right-size resources and control cloud spend.  With 
these integrated capabilities, DoD can deploy and incorporate new AI/ML applications quickly into 
cloud-based analytical environments; securely connect them to data lakes; and enrich models 
with data supplied by the edge – all using an integrated Multicloud management platform that 
demystifies the orchestration of this complex ecosystem.  

https://www.cisco.com/c/en/us/products/cloud-systems-management/container-platform/index.html
https://www.cisco.com/c/en/us/products/cloud-systems-management/container-platform/index.html
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AI Data-Grid Ops: Running the AI-Infrastructure with AI
The AI/ML-enabled DoD data-grid spanning data centers, multicloud environments, and edge 
nodes, operates as a single networking platform that takes input across all network data flows 
and sources; analyzes the data; derives AI-based insights; and automates networking tasks.  

With the growth of applications and complex, dynamic communication patterns between applications 
across edge, data center, and cloud, it is challenging to manually collect, track, and analyze 
telemetry data in real-time.  Cisco Tetration leverages Big Data technologies with use case–specific 
algorithms to provide an analytics platform capable of processing up to millions of flows per second 
in order to:  provide application behavior insights; identify application groups; map communication 
patterns and dependencies; make whitelist policy recommendations; simulate whitelist policy before 
moving into production; and ensure policy compliance by monitoring for deviations.  

At the application layer, Cisco’s AppDynamics Cognition Engine uses machine learning to 
automatically construct application performance baselines, perform anomaly detection and reduce 
mean time to resolution (MTTR) for instant root-cause analysis.  Together, Cisco’s AppDynamics 
and Application Centric Infrastructure, provide DoD DevOps teams an integrated view from the AI/
ML application code to the underlying networking and cloud services supporting the AI/ML data and 
applications to ensure better application performance and network management.  

Cisco Intersight provides a cloud-delivered management platform that delivers the efficiencies 
of AI operations for Cisco UCS, HyperFlex, and third-party infrastructure from the data center to 
the edge using a single dashboard.  Intersight delivers an analytics and ML-assisted operations 
management platform that automates, augments and continuously enhances daily operations.  This 
intelligent level of infrastructure management empowers the DoD data-grid to analyze, simplify, and 
automate the AI-environment.  Network intelligence and automation make daily activities easier and 
more efficient—enabling the delivery of AI-applications and new initiatives faster, at lower cost. 

https://www.cisco.com/c/en/us/products/data-center-analytics/tetration-analytics/index.html
https://www.appdynamics.com/cognition-engine/
https://www.cisco.com/c/en/us/solutions/data-center-virtualization/application-centric-infrastructure/index.html?dtid=osscdc000283
https://www.cisco.com/c/en/us/products/servers-unified-computing/intersight/index.html
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Finally, and most importantly, making security foundational in a constantly changing threat 
landscape remains critical for the network to automatically identify and contain threats.  Cisco 
applies AI and ML to support comprehensive, automated, coordinated responses across many 
security components, including Talos, Umbrella, Stealthwatch, and Cognitive Threat Analytics.  

As the industry’s first Secure Internet Gateway in the cloud, Cisco Umbrella applies machine 
intelligence to uncover malicious domains, IPs, and URLs before they are used in attacks.  After 
the discovery of a malicious agent on one network, Umbrella uses distributed learning to blacklist 
it for every network under Umbrella’s protection.  

By applying AI/ML to global cyber threat investigations, Cisco’s threat intelligence organization, 
Talos, provides:  threat research; vulnerability and malware analysis; and correlation, attribution, 
and tracking of threats resulting in actionable threat intelligence that are automatically applied to 
the network’s security devices and appliances. 

Cognitive Threat Analytics (CTA) is a cloud-based product that uses machine learning and 
statistical modeling of networks to baseline the traffic across the network and identify anomalies. 
CTA also analyzes user and device behavior, and web traffic, to discover command-and-control 
communications, data exfiltration, and potentially unwanted applications operating in the network.  

Stealthwatch applies intelligence across the network, data center, and cloud. It uses machine 
learning to discover advanced threats and malicious communications. The machine learning 
engine processes network data in near real time to discover critical incidents with high confidence 
and can suggest clear courses of actions to remediate quickly. Stealthwatch employs multiple 
layers of processing, where a combination of techniques from artificial intelligence, machine 
learning, and mathematical statistics helps the network to self-learn its normal activity so it can 
identify malicious activity and respond at machine speed.

https://www.cisco.com/c/en/us/products/security/talos.html
https://umbrella.cisco.com/
https://www.cisco.com/c/en/us/products/security/stealthwatch/index.html
https://www.cisco.com/c/en/us/products/security/cognitive-threat-analytics/index.html
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Realizing Decision Advantage
Implementing next-generation computing and networking from Edge to Cloud, will provide DoD 
with a data-grid-enabled platform to achieve DoD’s strategic goal of implementing AI to enhance 
analytically-based decision making at machine-speed.  An architectural approach that supports 
DoD’s AI strategy requires a secure automated, application-centric infrastructure based on software 
defined networking that connects data, compute, and applications across an integrated, hyper-
converged, Multicloud ecosystem.  Enabled by machine-speed analysis and learning from DoD’s 
data, AI empowers DoD to make better, faster decisions.  Cisco’s integrated platform of computing 
and networking solutions supports all stages of the AI lifecycle. Cisco’s uniquely integrated 
architecture provides compute power, networking, analytics, artificial intelligence, and intelligent 
network managment capabilities to deliver the data-grid for DoD to realize decision advantage. 

Cisco AI: A Holistic Approach

Cisco UCSCisco HyperFlex Cisco ACI Cisco Multicloud Portfolio

Accelerated Computing for 
Inference at the Tactical Edge

Accelerated Computing 
for AI/ML/DL in the Core

Deploy Frameworks to 
Harness Power in Cloud

Scalable AI/ML Compute –
“Datacenter is Everywhere” 
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