NI
CISCO

Introduction to IPv6

Multicast

Stefan Kollar

Consulting Systems Engineer
CCIE #10668
skollar@cisco.com



ASM Service Models

Stop Sending over
this path!!

Let me stop
this initial flow

= ASM — Any Source Multicast
(Traditionally just called IP
Multicast)

Service description: RFC1112
(no update for IPv6 done yet)

MLDv1 RFC2710 or MLDv2
draft-vida-mld-v2-xx.txt

PIM-Sparse Mode (PIM-SM)
draft-ietf-pim-sm-v2-new-xx.txt

Bidirectional PIM (PIM-bidir)
draft-ietf-pim-bidir-xx.txt



ASM RP Detection

Static Rendezvous Point
Allows the manual configuration of the IPv6 PIM SM RP address

Embedded Rendezvous Point

Utilizes unicast based prefix addressing to include within the group
address (the Rendezvous Point address)

Boot Strap Router (BSR)

BSR is a mechanism where a PIM router learns the set of group-to-RP
mappings required for PIM SM

BSR flooding support (the ability to flood BSR messages without
processing them)



| would like to

e it e | know where SSM — Source Specific

Mister “S” is Multicast
hanging out!

Service description (IPv4/
IPv6): draft-ietf-ssm-overview-
xX.txt

MLDv2 required

PIM-SSM — not a separate
protocol, just a subset of PIM-

: prefix based multicast
R s f130::/12

ehanne range is ff3X::/32,
current allocation is from ff3X::/
96



IPv4 versus IPv6 Multicast

IP Service IPv4 Solution IPv6 Solution
Address Range 32-bit, class D 128-bit (112-bit Group)

Protocol Independent
All IGPs,and BGP4+
with v6 mcast SAFI

Protocol Independent

Routing All IGPs,and BGP4+

, PIM-SM, PIM-SM, PIM-SSM,

Foneilig PIM-SSM, PIM-bidir PIM-bidir

Group

IGMPv1, v2, v3 MLDv1, v2
Management

Domain Control Boundary/Border Scope Identifier

: MSDP across Single RP within
'"tsf"l'd‘.’ma'" Independent PIM Globally Shared
olutions Domains Domains




- 0000000000000
Supported Features

= MLD v1/v2

= PIM-SM, PIM-SSM, PIM-Bidir

= Static RP

= Embedded RP Mapping

= BSR

= MBGP

= Static mroutes

= MLD limits and access control features
= MLD Explicit Tracking of hosts

= SSM Mapping



Multicast Addresses

* Multicast Addresses (RFC 2373)

* ff::/8 is the ipv6 equivalent of 224/4

 ff02::1 is the ipv6 equivalent of the link
local address 224.0.0.1

« SSM address range ff3X::/32, where X
represents the scope bits.



PIM-SSM - Reserved Address

= Group range is reserved as per

Reserved ipv6 pim range-list

RFC 2373
. FF33::/32
= Range is allocated as soon as 4 s 8 /1
IPv6 multicast is enabled FF35: :/32
FF36::/32
= SSM group ranges are Ty
automatically defined FF38::/32
FE3x::/96 FE39::/32
FF3A::/32
FF3B::/32
FF3C::/32
FF3D::/32
FF3E::/32

\\ FF3F::/32



Details - IPv6 Multicast Addresses (RFC 3513)

« 128 bits >
[ | | Group ID (112 bits) |

T or Lifetime, 0 if permanent, 1 if temporary

1111 1111 . .

L | Flags = P proposed for unicast-based assignments
F F T|scope Others are undefined and must be zero

< > < >

8 bits 8 bits r 1 = interface-local
2 = link
Scope = 4 4 = af:Imln-IocaI
5 = site
8 = organization

* E =global



Example: Permanently-Assigned Address

- The "meaning” of a permanently-assigned multicast address is
independent of the scope value. For example, if the "NTP servers

group” is assigned a permanent multicast address with a group ID of
101 (hex), then:

* FF01:0:0:0:0:0:0:101 means all NTP servers on the same node as

the sender.

* FF02:0:0:0:0:0:0:101 means all NTP servers on the same link as
the sender.

* FF05:0:0:0:0:0:0:101 means all NTP servers at the same site as the
sender.

* FFOE:0:0:0:0:0:0:101 means all NTP servers in the internet



Multicast Mapping over Ethernet

.

\

IPv6 Multicast Address
Y 4
V4

P

’/
Corresponding Ethernet
Address FF 17 FC OF
Multicast Prefix for 41

Ethernet Multicast

= Mapping of IPv6 multicast address to Ethernet
address is:

33:33:<last 32 bits of the IPv6 multicast address>



MAC Address Mapping

IPv6 Multicast Address

< 112 Bits =
8 4 4 80 32
FF |Flags|Scope High-Order Low-Order
80 Bits Lost

RRIRRD 6.0.0.0.0.0.9 ¢

48 Bits
Ethernet MAC Address

—

~=

= RFC2464
= Example: FF05:1::5 - 33:33:0:0:0:5

= More than 1 IPv6 multicast address will map to the same MAC address (80 bit is lost)



IPv6 Unicast Based Multicast addresses (RFC3306)

- Solves the old IPv4 address assignment problem:
How can I get global IPv4 multicast addresses (GLOB, ..)

* In IPv6, if you own an IPv6 unicast address prefix you
implicitly own an RFC3306 IPv6 multicast address prefix:

3 4 4 8 3 64 32

FF3E:0040:2001: ODBS C003:1109: OOOO 1111
3 hex l l 40 hex

Uni-pfx Prefix=64
E hex
Global _ _ . .
Flags = 00PT, P =1, T = 1=> Unicast based address




Cisco I0S IPv6 Multicast RPF

o IPv6 RPF selection LongeSt Match First

Consider the following tables for RPF Information:

1. IPv6 static (m)routes
2. IPv6 mBGP RIB
3. IPv6 unicast RIB excluding BGP routes
*  Find route with longest prefix-length (mask) route across these tables

« If there are routes with equal prefix-length in two or more (three) of there
tables, use the one with the lowest administrative distance

« If two or more tables have routes with identical (longest) prefix-length and
equal distance, take first route according to above table order

Show ipv6 rpf <address>

Same algorithm is used in IP unicast route selection: In IP unicast, results of route
selection are merged into the RIB. In IPv6 multicast we do the above selection on
demand (today). Logically, the result of the selection is a (virtual) Multicast RPF RIB with
the same rules applied as in the RIB merging routes from multicast routing protocols.



Cisco I0S IP Multicast RPF (MBGP)

= |Pv6 BGP / MBGP
Unicast: MBGP, RFC2858/2545 AFI=IPv6, SAFI=1

SAFI (Sub AFI) 1 indicates that these prefixes are only usable for
IP unicast, but not IP multicast.

Because of this, BGP routes in the IPv6 unicast RIB must be
ignored in the IPv6 multicast RPF lookup.

Cisco 10S does not support SAFI=3 (routes reachable for both
multicast and unicast) because the IETF has in Q2" 2002
removed SAFI=3 from the next version of the MBGP RFC.

Multicast: MBGP, RFC2858/2545 AFI=IPv6, SAFI=2

SAFI=2 means that the route is only usable for IP multicast, but not
for IP unicast.
This is thus the same type of announcement also used in Cisco
|OS IPv4 multicast.



Cisco I0S IPv6 Multicast RPF

* Improved static (m)routes

* Cisco IOS IPv4

ip route dest mask [nexthop | interface ] [ distance ]

ip mroute dest mask [nexthop | interface ] [ distance ]

* Cisco I0S IPv6

ipv6 route dest mask [nexthop | interface ]
[ distance ] [ mdistance | unicast | multicast ]

Same behavior as ipv4 static routes unless new options are used

Support equal-cost multipath mroutes

Support unicast only static routes

Equal or less config lines required than in IPv4






Multicast Listener Discovery: MLD
Multicast Host Membership Control

MLD is equivalent to IGMP in IPv4

MLD messages are transported over

ICMPV6
= MLD uses link local source addresses @ )
= MLD packets use “Router Alert” option in , Host
IPv6 header (RFC2711) %7 > I(\Zn::\ttlfc?ISt
= Version number confusion: / \ ) via MLD

MLDv1 (RFC2710) like IGMPv2 (RFC2236)
— =
MLDv2 (RFC3810) like IGMPv3 (RFC3376) —

Rule of geek-thumb:

MLDv(n-1) = IGMPv(n) + 96 bits



Multicast Listener Discover

= Service Model requirements:
ASM — MLDv1 sufficient
SSM — Requires MLDv2
Cisco IOX XR Software only provides MLDv?2 router side:
Fully backward compatible with MLDv1 hosts

= SSM transition methods

Cisco I0OX IPv4 multicast has 3 transition methods for IGMPv3:
IGMPV3 lite, URD, SSM-Mapping

SSM mapping for MLDv1 -> MLDv2 supported in 12.2(18)SXE, 12.4T



MLD - Joining a Group (REPORT)

FE80::209:5BFF:FE08:A674 FE80::250:8BFF:FES55:78DE

H1 H2

Destination: . Destination:
FF3E:40:3FFE:C15:C003:1109:1111:1111 FF3E:40:3FFE:C15:C003:1109:1111:1111

ICMPv6 Type: 131 ICMPv6 Type: 131

(1)H1 sends a REPORT for the group @ FE80::207:85FF:FE80:692
@ H2 sends a REPORT for the group 3 Source

Group:FF3E:40:3FFE:C15:C003:1109:1111:1111




MLD - Host Management
(Group-Specific Query)

FE80::209:5BFF:FE08:A674 FE80::250:8BFF:FES5:78DE

H1 H2

REPORT to group ‘

ICMPvV6 Type: 131

‘ Destination:
FF3E:40:3FFE:C15:C003:1109:1111:1111
ICMPvV6 Type: 130

@ Destination:
FF02::2
ICMPvV6 Type: 132

@ FE80::207:85FF:FE80:692

(1)H1 sends DONE to FF02::2
. RTR-A sends Group-Specific Query
@ H2 sends REPORT for the group

- I Source

Group:FF3E:40:3FFE:C15:C003:1109:1111:1111




Other MLD Details

= Leave/DONE (MLDv1)
Last host leaves
Sends DONE (ICMP Type 132)
Router will respond with Group-Specific Query (ICMP Type 130)

Router will use the Last member query response interval (Default=1
sec) for each query

Query is sent twice, and if no reports occur then entry is removed (2
seconds)

= General Query (Type 130)
Sent to learn about listeners on the attached link
Sets the Multicast Address Field to zero
Sent every 125 seconds (configurable)

= MLDV2 (Type 143)



Other MLD Details -

General Query

00:08:40.533 UTC Wed May 25 2011
28.571963
Packet 32 of 47
Ethernet Packet: 90 bytes
Dest Addr: 3333.0000.0001,
Protocol: 0x86DD
Version: 0x6, Traffic Class:
Flow Label: 0x000000,
Next Header: O, Hop Limit:
Source:
Dest: FF02::1
IPv6 Option:
Next Header: 58,
0502 0000 0100

IPV6

0

ICMPv6 Type: 130, Code: O
Checksum: 0xF574 (OK)

MLDv2 Membership Query

Max Response Code: 10000
Group Address:
QRV: 0x02, QQIC: 0x7D

Number of Sources Addresses:

Relative Time:
Out: GigabitEthernet0/2

Source Addr: O00OA.8BFD.D41A

O0xEO, (Prec=Network Control)

Payload Length: 36

1

FE80: :20A:8BFF:FEFD:D41A

0 (Hop by hop Option)
Header Length: 0 (8 bytes)

oooooo

(MLD Memebership Query)

0

Note : FF02::1 is the link-local all-nodes address




Other MLDv2 Details — Report

00:08:49.785 UTC Wed May 25 2011 Relative Time:
37.824015
Packet 40 of 105 Out: GigabitEthernet0/2

Ethernet Packet: 190 bytes
Dest Addr: 3333.0000.0016, Source Addr: 000OA.8BFD.D41A
Protocol: 0x86DD

IPV6 Version: 0x6, Traffic Class: OxEO, (Prec=Network Control)
Flow Label: 0x000000, Payload Length: 136
Next Header: O, Hop Limit: 1
Source: FE80::20A:8BFF:FEFD:D41A
Dest: FF02::16
IPv6 Option: 0 (Hop by hop Option)
Next Header: 58, Header Length: 0 (8 bytes)
0 : 0502 0000 0100 .,

ICMPv6 Type: 143, Code: 0 (MLDv2 Memebership Report)
Checksum: 0x193D (OK)

MLDv2 Membership Report

Record Type: IS EXCLUDE

Number of Source Addresses: 0
Multicast Group Address: FF/E:140:3FFE:C15:C003:111D::1

Note : FF02::16 is the link-scope all-MLDv2 routers address
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Rendezvous Point (RP) Deployment

Types

Static RP
Boot Strap Router (BSR)

Provides group-to-RP mapping AND RP redundancy
Embedded-RP

—Easy to deploy

—Group-to-RP mapping only, no RP redundancy

= RP redundancy options
— PIM/Anycast , Prefixlength/Anycast
— BSR

AutoRP
—No option — IPv4 only



IPv6 Multicast Static Rendezvous Point

= PIM is enabled when multicast-routing is —
enabled on interface

A

= Corporate 4
multicast-routing address-family ipvé Tifii——‘j
interface Loopback0

description IPV6 IPmc RP Source /.
ipv6 address 3FFE:C15:C003:110A::1/64 RP

router pim address-family ipvé /
rp-address 3FFE:C15:C003:110A::1

\

ipv6 multicast-routing
|

ipv6 pim rp-address 3FFE:C15:C003:110A::1
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Embedded RP
 Why need Embedded RP ?

 PIM-SM has no way of communicating
information about Active Multicast Source to

other multicast domains

« MSDP has deliberately not been specified for
IPV6.

» ASM model is rendered unusable

 SSM requires source to be known by receivers

» Applications are not SSM aware



Embedded RP — addressing overview

Multicast Address with Embedded Rendezvous Point Address
8 4 4 4 4 8 64 32
FF | Flags Scope| Rsvd [RPadr| Plen Network-Prefix Group-ID

— Lfr ——
FF76:0130:1234: 5678 9abc :4321

?

=
1234:5678:9abc::1
Resulting Rendezvous Point Address

Rendezvous Point address = network prefix = Rpad
Sixteen Rendezvous Point addresses per network prefix
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Infrastructure Address assignments

Subnets > 64 Avoid Embedded-RP addressing overlap

= Relies on a subset of RFC3306—IPv6 unicast-prefix-based

multicast group addresses with special encoding rules (RFC 3956)
Like GLOP for IPv4 (233/8 + ASN = 256 group addresses)

Group address carries the RP address for the group!
8 4 4 4 4 8 64 32

FF | | Scope |Rsvd | RPaddr| Plen | Network Prefix |
Example Group: FF/E:0140:2001:0DB8:C003:111D:
Embedded RP: 2001:0DB8:C003:111D::1
“ The format of the embedded-RP
(IPv6-prefix (64 bits))(60 bits all '0')(RPaddr)

When the bits beyond the 64th bit are non-zero, the subnet cannot use embedded-
RP.



]
Embedded — Rendezvous Point

Addressing Benefit

= PIM-SM protocol operations with
embedded-Rendezvous Point:

* No change in PIM-SM protocol operations
Just an automatic replacement to static Rendezvous Point
configuration

« Can replace BSR for Group-to-RP mapping

« Method requires large IPv6 addresses -
No equivalent possible in IPv4

* |ntradomain transition into embedded-Rendezvous Point is
easy:

« Non-supporting routers simply need to be configured
Is:,)ta_tict:ally or via BSR for the embedded-Rendezvous
oints



]
Embedded — Rendezvous Point

Limitations

= Embedded-Rendezvous Point is a method to learn ONE
Rendezvous Point address for a multicast group:

« Rendezvous Point redundancy solution = Embedded RP + anycast-
Rendezvous Point solution because the embedded Rendezvous
Point address is fixed through the mechanism

= Embedded-Rendezvous Point does not yet support Bidir-PIM
In Bidir-PIM RP must be configured statically



Embedded — Rendezvous Point
Configuration Example

— = Rendezvous Point used as an

Embedded-Rendezvous Point needs

3_ Cﬁémﬁe\ J to be configured with address/group
- \_J range

Source .//. = All other non-Rendezvous Point
RP routers do not require any special
configuration

ipv6 pim rp-address 3FFE:C15:C003:111D::1 ERP
|

- |
ipv6 access-list ERP

permit ipv6 any FF7E:140:3FFE:C15:C003:111D::/96




Embedded Rendezvous Point —

Does it work?

3845#sh ipv6 pim gr
IP PIM Group Mapping Table
(* indicates group mappings being used)

FF7E:140:3FFE:C15:C003:111D::/96%
SM, RP: 3FFE:Cl15:C003:111D::1
RPF: , ::

Info source: Embedded
Uptime: 00:01:44, Groups: 1

3845#sh ipv6 pim range-list | inc Emb
Embedded SM RP: 3FFE:C15:C003:111D::1 Exp:

never Learnt from :
3845#

cat6504#sh ipv6 mroute
Multicast Routing Table

Flags: D - Dense, S - Sparse, B - Bidir Group, s - SSM Group,
Connected, L - Local,

C
P
J - Join SPT

Timers: Uptime/Expires

Interface state: Interface, State

(*, FFI/E:140:3FFE:C15:C003:111D:0:1), 00:03:46/never, RP 3FFE:C15:C003:111D::1,

Incoming interface: Null

RPF nbr:

Immediate Outgoing interface list:
Vlanl0O, Forward, 00:03:46/never

I - Received Source Specific Host Report,
Pruned, R - RP-bit set, F - Register flag, T - SPT-bit set,

IP WA@ RP
(cat6504)

To
RP

Receiver
sends
report

flags: SCJ
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A few notes on Tunnels




A Few Notes On Tunnels

= When ever an RP is learnt, the router will create a PIM
Register Encapsulation Tunnel. This is a send-only
tunnel with the RP address as the tunnel destination.

= When a router is the RP, it will create a PIM Register
Decapsulation Tunnel. This is a receive only tunnel to
receive registers from any source.



A Few Notes On Tunnels

= PIM uses tunnels when Rendezvous Points/Sources are known

= Source registering (on first-hop router)
Uses virtual tunnel interface (appear in OIL for (S,G))

Created automatically on first-hop router when Rendezvous Point is
known

Cisco I0S Software keeps tunnel as long as Rendezvous Point is
known

Unidirectional (transmit only) tunnels



PIM Tunnels (DR-to-RP)

3845#sh ipv6 pim tunnel
TunnelO*
Type PIM Encap
RP : Embedded RP Tunnel
Source: 2001:100:100::10

N\

3845#sh ipv6 mroute
Multicast Routing Table
Flags: D - Dense, S - Sparse, B - Bidir Group,
Group,

C - Connected, L - Local,
Specific Host Report,

P - Pruned, R - RP-bit set, F - Register flag,
T - SPT-bit set,

J - Join SPT
Timers: Uptime/Expires
Interface state: Interface,

s - SSM

I - Received Source

State

(2001:2000::10, FF7E:140:3FFE:C15:C003:111D:0:1),
00:13:15/00:00:45, flags: SFT
Incoming interface: GigabitEthernet0/0
RPF nbr: FE80::20A:8BFF:FEFD:D419, Registering
Immediate Outgoing interface list:
FastEthernetl/0, Forward, 00:13:15/00:03:10
TunnelO, Forward, 00:13:15/never

NI

3FFE:C15:C003:111D::1/128

(6504)
e D
—

001:100:100::1/64

2001:100:100::10

DR

(3545)

Source

2001:2000::10/64
FF7E:140:3FFE:C15:C003:111D:0:1

Group :




]
PIM Tunnels (RP)

= Source registering (on RP) = 2 virtual tunnels are
created

1 transmit only for registering sources locally connected to the
RP

1 receive only for decapsulating incoming registers from remote
designated routers

No one-to-one relationship between virtual tunnels on
designated routers and RP!



PIM Tunnels (RP)

cat6504#sh ipv6 pim tunnel

Tunnel2*
Type
RP
Source:

Tunnel3*
Type
RP
Source:

cat6504#sh ipv6 mroute summary

(2001:2000::10, FF7E:140:3FFE:C15:C003:111D:0:1),

PIM Encap 00:24:28/00:02:56, OIF count: 0, flags: SP
3FFE:C15:C003:111D::1~*
2001:100:100::1
RP
PIM Deca 3FFE:C15:C003:111D::1/128
P _, (6504)

3FFE:C15:C003:111D::1*

cat6504#sh int tun 2
Tunnel?2 is up, line protocol is up

Hardware is Tunnel
MTU 1466 bytes, BW 100 Kbit, DLY 50000 usec,

2001:100:100::1
reliability 255/255, txload 1/255, rxload 1/255
Encapsulation TUNNEL, loopback not set
DR
source 2001:100:100::1 (Vlianl0O), destination (3845)

Keepalive not set

Tunnel
3FFE:C15:
Tunnel
Tunnel
Tunnel
Tunnel

output truncated.

C003:111D::1

protocol/transport PIM/IPv6
TOS/Traffic Class OxEO, Tunnel TTL 65
transport MTU 1466 bytes

is transmit only

.@,‘

i

Source

2001:2000::10
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