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| ChapterS5  Call Home

How to Configure Call Home

This example shows how to configure Call Home to use a VRF interface:

Tgwvgt%"egphkiwtg"vgtokpen"
Gpvgt"egphkiwtcvkgp"eqgoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tqwvgt*egphki+%"ecnn/jqgog"
Tgwvgt*ehi/ecnn/jgog+%"xth"ecnnajgogaxth"
Tgwvgt*ehi/ecnn/jgog+%"gzkv"

Tgwvgt *egphki+%"

Configuring the Mail Server

To use the email message transport, perform this task:

Command or Action Purpose

Step1  Tqwvgt3'egphkiwtg"vgtokpen" Enters global configuration mode.

Step2  Tqwvgt*egphki+3"ecnn/jgog" Enters call home configuration mode.

Step3  Tqwvgt*ehi/ecnn/jgog+%"ockn/ugtxgt" Specifies an email server and its relative priority among
}ipv4-address"~"ipv6-address"~"pcogi" configured email servers, where:

rtkqgtkv{ pwodgt"
* ipv4-address—Specifies an IPv4 address for the mail

Server.

e ipv6-address—Specifies an IPv6 address for the mail
server.

e name—Specifies the mail server’s fully qualified
domain name (FQDN) of 64 characters or less.

e number—Assigns a number between 1 (highest
priority) and 100 (lowest priority). Higher priority
(lower priority numbers) are tried first.

« Repeat to define backup email servers (maximum four
backup email servers, for a total of five email servers.

The following example shows the configuration of a primary mail server (named “smtp.example.com”)
and secondary mail server at IP address 192.168.0.1:

Tgwvgt$"egphkiwtg"vgtokpen"

Gpvgt "egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tgwvgt*egphki+%"ecnn/jqgog"
Tqwvgt*ehi/ecnn/jgog+% "ockn/ugtxgt "uovrogzcorngleqo"rtkgtkv{"3"
Tqwvgt*ehi/ecnn/jgog+% "ockn/ugtxgt"3;4038:0203"rtkgtkv{"4"
Tgwvgt*ehi/ecnn/jgog+%"gzkv"

Tgwvgt *egphki+$%

Configuring a Destination Profile for Email

To configure a destination profile for email transport, complete this task:

Command or Action Purpose
Step1  Tqwvgt$"egphkiwtg"vgtokpen" Enters global configuration mode.
Step2  Tqwvgt*egphki+%"ecnn/jqgog" Enters call home configuration mode.
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Command or Action

Purpose

Step 3 Tqwvgt*ehi/ecnn/jgog+%"ugpfgt"htgo"
email-address"

(Optional) Assigns the email address that will appear in the
from field in Call Home email messages. If no address is
specified, the contact email address is used.

Step 4 Tgwvgt*ehi/ecnn/jgog+% "ugpfgt"tgrn{/vq"
email-address"

(Optional) Assigns the email address that will appear in the
reply-to field in Call Home email messages.

Step 5 Tgwvgt*ehi/ecnn/jqgog+%"uqwteg/kr/cfftguu"
kracfftguu"

(Optional) Assigns a source [Pv4 or IPv6 address that will
be used for Call Home email messages.

Step 6 Tgwvgt*ehi/ecnn/jgog+%"uqwteg/kpvgthceg"
interface-name"

(Optional) Specifies the source interface name to send Call
Home e-mail messages. If no source interface name or
source ip address is specified, an interface in the routing
table is used.

Step7 Tgwvgt*egphki/ecnn/jgog+%"rtghkng"pcog"

Enters call home destination profile configuration mode for
the specified destination profile name. If the specified
destination profile does not exist, it is created.

Step 8 Tqwvgt*ehi/ecnn/jgog/rtghkng+%"fguvkpcvkgp"
vtepurgtv/ogvjgf"gockn"

Configures the message transport method for email. (This is
the default.)

Step 9 Tgwvgt*ehi/ecnn/jqgog/rtghkng+%"fguvkpevkgp"
cfftguu"gockn"gocknacftftguu"

Configures the destination email address to which Call
Home messages are sent.

Step 10 Tgwvgt*ehi/ecnn/jgog/rtghkng+%"fguvkpevkap"
rtghgttgf/oui/hgtocv"
}ngpi/vgzv ~ ujqtv/vgzv ~ zoni

(Optional) Configures a preferred message format. The
default is XML.

Step 11 Tgwvgt*ehi/ecnn/jqgog/rtghkng+%"fguvkpcvkap"
oguucig/uk|g"d{vgu"

(Optional) Configures a maximum destination message size
(from 50 to 3145728 bytes) for the destination profile. The
default is 3145728 bytes.

Step 12 Tgwvgt*ehi/ecnn/jqgog/rtghkng+%"cevkxg"

(Optional) Enables the destination profile. By default, a
user-defined profile is enabled when it is created.

Step 13 Tgwvgt*ehi/ecnn/jgog/rtghkng+%"gzkv"

Exits call home destination profile configuration mode and
returns to call home configuration mode.

Step 14 Tgwvgt*ehi/ecnn/jgog+%"gpf"

Returns to privileged EXEC mode.

Configuring an Anonymous Mode Profile

To configure an anonymous mode profile,

perform this task:

Command or Action

Purpose

Step1  egphkiwtg"vgtokpen"

Example:
Tgwvgt%"egphkiwtg"vgtokpcn

Enters configuration mode.

Step2  ecnn/jgog"

Example:
Tqwvgt*egphki+%"ecnn/jgog

Enters the Call Home configuration submode.
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How to Configure Call Home

Command or Action

Purpose

Step3  rtqghkng"pcog" Selects the TAC profile and enters profile configuration
mode.
Example:
Tqwvgt*ehi/ecnn/jgog+"rtghkng"EkueqVCE/3
Step4  cpap{ogwu/tgrqgtvkpi/qpn{" Enables anonymous mode for TAC profile.

Example:
Tqwvgt*ehi/ecnn/jgog/rtghkng+%"
cpgp{ogwu/tgrqtvkpi/qgpn{

Note By default, CiscoTAC-1 profile sends a full report
of all types of events subscribed in the profile.
When anonymous-reporting-only is set, only

crash, inventory, and test messages will be sent.

Configuring an HTTP Proxy Server

To specify an HTTP proxy server for Call Home HTTP(S) messages, perform this task:

Command or Action

Purpose

Step1  egphkiwtg"vgtokpen Enters configuration mode.
Example:
Tgwvgt%"egphkiwtg"vgtokpcn
Step2  ecnn/jgog Enters Call Home configuration submode.
Example:
Tgwvgt*egphki+%"ecnn/jgog
Step3  jvvr/rtqz{"}ipv4-address"~"ipvé6-address"~"pcogi"rqtv" |Specifies the proxy server for the HTTP request.

port-number

Example:
Tgwvgt*ehi/ecnn/jgog+%"jvvr/rtqz{"3030303"rqgtv"3

Configuring a Destination Profile to Send HTTP Messages

» Configuring the HTTP Source Interface, page 55-27

» Configuring a Destination Profile for HTTP, page 55-28

Configuring the HTTP Source Interface

To configure an HTTP client source interface, perform this task:

Command or Action

Purpose

Step1  Tqwvgt$"egphkiwtg"vgtokpen" Enters global configuration mode.
Step2  Tqwvgt*egphki+% kr"jvvr'enkgpv'ugwteg/kpvgthceg" |Configures the source interface for the HTTP client. If the

v{rg"pwodgt"

interface is associated with a VRF instance, the HTTP
messages use the VRF instance.
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Configuring a Destination Profile for HTTP

Step 1
Step 2
Step 3

Step 4

Step 5

Step 6

Step 7

Step 8

Step 9

Step 10

To configure a destination profile for HTTP transport, perform this task:

Command or Action

Purpose

Tgwvgt % "egphkiwtg"vgtokpcn"

Enters global configuration mode.

Tgwvgt*egphki+%"ecnn/jgog"

Enters call home configuration mode.

Tqwvgt*egphki/ecnn/jgog+%"rtghkng" pcog"

Enters call home destination profile configuration mode for
the specified destination profile. If the specified destination
profile does not exist, it is created.

Tgwvgt*ehi/ecnn/jgog/rtghkng+%"
fguvkpcvkagp vtepurgtv/ogvjqgf"jvvr"

Enables the HTTP message transport method.

Tqwvgt*ehi/ecnn/jgog/rtghkng+%"fguvkpcvkgp"
cfftguu"jvvr"wtn"

Configures the destination URL to which Call Home
messages are sent.

Note When entering a destination URL, include either
http:// or https://, depending on whether the server
is a secure server. If the destination is a secure
server, you must also configure a trustpoint CA.

Tgwvgt*ehi/ecnn/jqgog/rtghkng+%"
fguvkpecvkgp rtghgttgf/oui/hgtocv"
}ngpi/vgzv ~ ujqtv/vgzv ~ zoni"

(Optional) Configures a preferred message format. The
default is XML.

Tqwvgt*ehi/ecnn/jgog/rtghkng+%"
fguvkpevkqp oguucig/uk|g"d{vgu"

(Optional) Configures a maximum destination message size
for the destination profile.

Tqwvgt*ehi/ecnn/jgog/rtghkng+%"cevkxg"

Enables the destination profile. By default, a profile is
enabled when it is created.

Tqwvgt*ehi/ecnn/jgog/rtghkng+%"gzkv"

Exits call home destination profile configuration mode and
returns to call home configuration mode.

Tqwvgt*ehi/ecnn/jgog+%"gpf"

Returns to privileged EXEC mode.

This example shows how to configure a destination profile for HTTP transport:

Tgwvgt$"egphkiwtg"vgtokpcn"
Tqwvgt *egphki+$%"ecnn/jqgog"

Tgwvgt *egphki/ecnn/jgog+%"rtghkng"vguv"
Tgwvgt*ehi/ecnn/jgog/rtghkng+%"fguvkpcvkgp"vtcpurgtv/ogvigf"jvvr"
Tqwvgt*ehi/ecnn/jgog/rtghkng+%"fguvkpevkgp"cfftguu"jvvr"jvvru<llgzcorng0wtnlego"
Tgwvgt*ehi/ecnn/jgog/rtghkng+%" fguvkpcevkgp"rtghgttgf/oui/hqtocv"zon"
Tqgwvgt*ehi/ecnn/jqgog/rtghkng+%" fguvkpcvkgp"oguucig/uk|g"5.367.94: "
Tqwvgt*ehi/ecnn/jgog/rtghkng+%"cevkxg"

Tgwvgt*ehi/ecnn/jgog/rtghkng+%"gzkv"

Tqwvgt*ehi/ecnn/jgog+%"gpf"

Destination Profile Management

» Activating and Deactivating a Destination Profile, page 55-29

* Copying a Destination Profile, page 55-29

* Renaming a Destination Profile, page 55-30

» Using the Predefined CiscoTAC-1 Destination Profile, page 55-30
e Verifying the Call Home Profile Configuration, page 55-30
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Activating and Deactivating a Destination Profile

How to Configure Call Home

Except for the predefined CiscoTAC-1 profile, all Call Home destination profiles are automatically
activated when you create them. If you do not want to use a profile right way, you can deactivate the
profile. The CiscoTAC-1 profile is inactive by default and must be activated to be used.

To activate or deactivate a destination profile, perform this task:

Command or Action

Purpose

Step1  Tqwvgt%"egphkiwtg"vgtokpen"

Enters global configuration mode.

Step2  Tqwvgt*egphki+%"ecnn/jgog"

Enters call home configuration mode.

Step 3 Tqwvgt*egphki/ecnn/jgog+%"rtghkng" pcog"

Enters call home destination profile configuration mode for
the specified destination profile. If the specified destination
profile does not exist, it is created.

Step 4 Tgwvgt*ehi/ecnn/jgog/rtghkng+% cevkxg"

Enables the destination profile. By default, a new profile is
enabled when it is created.

Step 5 Tqgwvgt*ehi/ecnn/jgog/rtghkng+% pq"cevkxg"

Disables the destination profile.

Step 6 Tawvgt*ehi/ecnn/jgog+% gpf"

Exits call home destination profile configuration mode and
returns to privileged EXEC mode.

This example shows how to activate a destination profile:

Tawvgt % "egphkiwtg"vgtokpen"
Tgwvgt *egphki+%"ecnn/jgog"

Tqwvgt*egphki/ecnn/jgog+%"rtghkng"vguv"
Tqwvgt*ehi/ecnn/jgog/rtghkng+%"cevkxg"

Tgwvgt*ehi/ecnn/jgog+%"gpf"

This example shows how to deactivate a destination profile:

Tgwvgt%"egphkiwtg"vgtokpen"
Tgwvgt*egphki+%"ecnn/jqgog"

Tgwvgt *egphki/ecnn/jgog+%"rtghkng"vguv"

o

Tgwvgt*ehi/ecnn/jgog/rtghkng+%"pqg"cevkxg"

Tgwvgt*ehi/ecnn/jgog+%"gpf"

Copying a Destination Profile

To create a new destination profile by copying an existing profile, perform this task:

Command or Action

Purpose

Step1  Tawvgt%"egphkiwtg"vgtokpcn"

Enters global configuration mode.

Step 2 Tgwvgt*egphki+%"ecnn/jgog"

Enters call home configuration mode.

Step 3 Tqgwvgt*ehi/ecnn/jgog+%"eqr{"rtghkng"
source profile target profile"

Creates a new destination profile with the same
configuration settings as the existing destination profile,
where:

» source_profile—Specifies the existing name of the
profile.

» target_profile—Specifies a name for the new copy of
the profile.
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This example shows how to activate a destination profile:

Tgwvgt%"egphkiwtg"vgtokpen"

Tgwvgt*egphki+%"ecnn/jgog"

Tgwvgt *egphki/ecnn/jgog+%"rtghkng"vguv"
Tqwvgt*ehi/ecnn/jgog/rtghkng+%"eqr{ "rtghkng"rtqghkng3"rtghkng4"

Renaming a Destination Profile

To change the name of an existing profile, perform this task:

Command or Action Purpose
Step1  Tqwvgt%"eqphkiwtg"vgtokpen" Enters global configuration mode.
Step2  Tqwvgt*egphki+%"ecnn/jgog" Enters call home configuration mode.
Step3  Tawvgt*ehi/ecnn/jgog+% tgpcog"rtghkng" Renames an existing source file, where:

source profile target profile" . o
« source_profile—Specifies the existing name of the

profile.

e target_profile—Specifies a new name for the existing
profile.

This example shows how to activate a destination profile:

Tgwvgt % "egphkiwtg"vgtokpecn"

Tqwvgt *egphki+$%"ecnn/jqgog"

Tgwvgt *egphki/ecnn/jgog+%"rtghkng"vguv"
Tgwvgt*ehi/ecnn/jgog/rtghkng+%"tgpcog"rtghkng" rtghkng3"rtghkng4"

Using the Predefined CiscoTAC-1 Destination Profile

The CiscoTAC-1 profile is automatically configured in the Call Home feature for your use with the Cisco
Smart Call Home service. This profile includes certain information, such as the destination email address
and HTTPS URL, and default alert groups for communication with the Smart Call Home service. Some
of these attributes, such as the destination email address, HTTPS URL, and message format cannot be
modified.

You can use either email or http transport to communicate with the Smart Call Home service backend
server. By default, the CiscoTAC-1 profile is inactive and uses email as the default transport method. To
use email transport, you only need to enable the profile. However, to use this profile with the Cisco
Smart Call Home service secure server (via HTTPS), you not only must enable the profile, but you must
also change the transport method to HTTP as shown in the following example:

Tgwvgt$ egphkiwtg"vgtokpen

Tgwvgt*egphki+% ecnn/jgog

Tqwvgt*egphki/ecnn/jgog+% rtghkng"EkueqVCE/3

Tgwvgt*ehi/ecnn/jgog/rtghkng+% fguvkpecvkgp"vtcpurgtv/ogvigf"jvvr
Tqwvgt*ehi/ecnn/jgog/rtghkng+% cevkxg

For more information about additional requirements for Configuring the Smart Call Home service, see
the “Smart Call Home Overview” section on page 55-42.

Verifying the Call Home Profile Configuration

To verify the profile configuration for Call Home, use the show call-home profile command. See the
“Verifying the Call Home Configuration” section on page 55-45 for more information and examples.
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Subscribing to Alert Groups

Overview of Alert Group Subscription, page 55-31

Configuring Alert Group Subscription, page 55-31

Periodic Notification, page 55-33

Message Severity Thresholds, page 55-33

Configuring the Snapshot Command List, page 55-35

Enabling AAA Authorization to Run IOS Commands for Call Home Messages, page 55-35
Configuring Syslog Pattern Matching, page 55-36

Overview of Alert Group Subscription

An alert group is a predefined subset of Call Home alerts supported in all switches. Different types of
Call Home alerts are grouped into different alert groups depending on their type. These alert groups are
available:

Crash
Configuration
Diagnostic
Environment
Inventory
Snapshot
Syslog

The triggering events for each alert group are listed in the “Alert Group Trigger Events and Commands”
section on page 55-5, and the contents of the alert group messages are listed in the “Message Contents”
section on page 55-13.

You can select one or more alert groups to be received by a destination profile.

Note A Call Home alert is only sent to destination profiles that have subscribed to the alert group containing
that Call Home alert. In addition, the alert group must be enabled.

Configuring Alert Group Subscription

To subscribe a destination profile to an alert group, perform this task:

Command Purpose

Step1 Tgwvgt%"egphkiwtg"vgtokpen" Enters configuration mode.

Step 2 Tqwvgt*egphki+%"ecnn/jgog" Enters Call Home configuration submode.

Step3 Tgwvgt*ehi/ecnn/jgog+%"cngtv/itqwr"}cnn"~" Enables the specified alert group. Use the keyword all to
eqphkiwtcvkqp"~"etcuj"~"fkeipquvke"~"gpxktqpogpv" |enable all alert groups. By default, all alert groups are
~"kpxgpvat {"~"upcrujqv"~"uf{ungi ;" enabled
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Step 4

Step 5

Step 6

Step 7

Step 8

Step 9

Step 10

Step 11

Command

Purpose

Tgwvgt*ehi/ecnn/jgog+%"rtghkng" pcog"

Enters the Call Home destination profile configuration
submode for the specified destination profile.

Tgwvgt*ehi/ecnn/jgog/rtghkng+%"
uwduetkdg/vq/cngtv/itqwr"cnn"

Subscribes this destination profile to all available alert
groups using the lowest severity.

Note
e This command subscribes to the syslog debug default
severity. This causes a large number of syslog
messages to generate. You should subscribe to alert
groups individually, using appropriate severity levels
and patterns when possible.

e As an alternative, you can subscribe to alert groups
individually by specific type, as described in the
following steps.

Tqwvgt*ehi/ecnn/jgog/rtghkng+%"
uwduetkdg/vg/cngtv/itqwr"egphkiwtcvkgp"
lrgtkqfke }fckn{"hh:mm"~"ogpvin{"fcvg hh:mm ~"
yggmn{"day hh:mm; _

Subscribes this destination profile to the Configuration
alert group. The Configuration alert group can be
configured for periodic notification, as described in the
“Periodic Notification” section on page 55-33.

uwduetkdg/vq/cngtv/itqwr"etcuj

Example:
Tgwvgt*ehi/ecnn/jgog/rtghkng+%"
uwduetkdg/vqg/cngtv/itgwr"etcuj"

Subscribes to the Crash alert group in user profile. By
default, TAC profile subscribes to the Crash alert group
and cannot be unsubscribed.

Tgwvgt*ehi/ecnn/jqgog/rtghkng+%"
uwduetkdg/vq/cngtv/itqwr " fkeipquvke "] ugxgtkv{"
}eecveuvtgrike"~"etkvkecn"~"fgdwiikpi"~"fkucuvgt"~"
hcven"~"oclgt"~"okpgt"~"pgtocn" ~"pgvkhkecvkgp"~"
yetpkpii "

Subscribes this destination profile to the Diagnostic alert
group. The Diagnostic alert group can be configured to
filter messages based on severity, as described in the
“Message Severity Thresholds” section on page 55-33.

Tgwvgt*ehi/ecnn/jgog/rtghkng+%"
uwduetkdg/vq/cngtv/itqwr "gpxktgpogpv"] ugxgtkv{"
}ecveuvtqgrijke"~"etkvkecn"~"fgdwiikpi"~"fkucuvgt"~"
hcven"~"oclgt"~"okpgt"~"pgtocn" ~"pgvkhkecvkgp"~"
yetpkpii "

Subscribes this destination profile to the Environment
alert group. The Environment alert group can be
configured to filter messages based on severity, as
described in the “Message Severity Thresholds” section
on page 55-33.

Tgwvgt*ehi/ecnn/jgog/rtghkng+%"
uwduetkdg/vq/cngtv/itqwr"kpxgpvat{"] rgtkqgfke"
}Eckn{"hh:mm"~"ogpvin{" fcvg hh:mm ~"yggmn{"day
hh:mm;_"

Subscribes this destination profile to the Inventory alert
group. The Inventory alert group can be configured for
periodic notification, as described in the “Periodic
Notification” section on page 55-33.

uwduetkdg/vq/cngtv/itqwr"upcrujqv"] rgtkgtke"
}Eckn{"hh:mm"~"jqwtn{"oo" ~"kpvgtxcn" oo" ~"ogpvin{"
date hh:mm"~"yggmn{"day hh:mm;_

Example:

Tgwvgt*ehi/ecnn/jgog/rtghkng+%"
uwduetkdg/vg/cngtv/itqwr"upcrujgv"rgtkgfke"fckn{"
34<22

Subscribes this destination profile to the Snapshot alert
group. The Snapshot alert group can be configured for
periodic notification, as described in the “Periodic
Notification” section on page 55-33.

By default, the Snapshot alert group has no command to
run. To have the output of commands appear in the
snapshot message, add the commands into the alert group,
as described in the “Configuring the Snapshot Command
List” section on page 55-35.
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Command

Purpose

Tqwvgt*ehi/ecnn/jgog/rtghkng+%"
uwduetkdg/vq/cngtv/itqwr"u{ungi" ] ugxgtkv{"
}eeveuvtqgrijke"~"fkucuvgt "~"heven" ~"etkvkecn"~"
oclgt"~"okpgt"~"yctpkpi"~"pgvkhkecvkgp"~"pgtocn"~"

Subscribes this destination profile to the Syslog alert
group. The Syslog alert group can be configured to filter
messages based on severity, as described in the “Message

fgdwiikpii"]lrcvvgtp"uvtkpi "

Severity Thresholds” section on page 55-33. You can
specify a pattern to be matched in the syslog message, as
described in the “Configuring Syslog Pattern Matching”
section on page 55-36. If the pattern contains spaces, you
must enclose it in quotes ().

Step 13 Tqwvgt*ehi/ecnn/jgog/rtghkng+%"gzkv

Exits the Call Home destination profile configuration
submode.

Periodic Notification

When you subscribe a destination profile to either the configuration, snapshot, or inventory alert group
(see the “Configuring Alert Group Subscription” section on page 55-31), you can choose to receive the
alert group messages asynchronously or periodically at a specified time. The sending period can be one
of the following:

« Daily—Specify the time of day to send, using an hour:minute format sh:mm, with a 24-hour clock
(for example, 14:30).

*  Weekly—Specify the day of the week and time of day in the format day hh:mm, where the day of
the week is spelled out (for example, monday).

* Monthly—Specify the numeric date, from 1 to 31, and the time of day, in the format date hh:mm.
The Snapshot alert group supports these options:
e Interval—Specifies the interval at which the periodic message is sent, from 1 to 60 minutes.

* Hourly—Specifies the minute of the hour at which the periodic message is sent, from 0 to 59
minutes.

Message Severity Thresholds

Note

When you subscribe a destination profile to the Diagnostic, Environment, or Syslog alert group (see the
“Configuring Alert Group Subscription” section on page 55-31), you can set a threshold for the sending
of alert group messages based on the message’s level of severity. Any message with a value lower than
the destination profile’s specified threshold is not sent to the destination.

The severity threshold is configured using the keywords in Table 55-13, and ranges from catastrophic
(level 9, highest level of urgency) to debugging (level 0, lowest level of urgency). If no severity
threshold is configured, the default is debugging (level 0).

Call Home severity levels are not the same as system message logging severity levels.

Table 55-13 Severity and Syslog Level Mapping

Level | Keyword Syslog Level Description

9 catastrophic |N/A Network-wide catastrophic failure.
8 disaster N/A Significant network impact.
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Table 55-13 Severity and Syslog Level Mapping (continued)

Level | Keyword Syslog Level Description

7 fatal Emergency (0) |System is unusable.

6 critical Alert (1) Critical conditions, immediate attention needed.

5 major Critical (2) Major conditions.

4 minor Error (3) Minor conditions.

3 warning Warning (4) Warning conditions.

2 notification |Notice (5) Basic notification and informational messages.
Possibly independently insignificant.

1 normal Information (6) |Normal event signifying return to normal state.

0 debugging Debug (7) Debugging messages.
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Configuring the Snapshot Command List

Step 1

Step 2

Step 3

Step 4

Step 5

How to Configure Call Home

To configure the snapshot command list, perform this task:

Command or Action

Purpose

egphkiwtg"vgtokpcn

Example:
Tqwvgt$"egphkiwtg"vgtokpcn

Enters configuration mode.

ecnn/jgog

Example:
Tqwvgt*egphki+%"ecnn/jgog

Enters Call Home configuration submode.

cngtv/itqwr/egphki"upcrujqv

Example:
Tqgwvgt*ehi/ecnn/jgog+%"cngtv/itgwr/egphki"upcrujgv

Enters snapshot configuration mode.

The no or default command will remove all
snapshot command.

cff/eqoocpf" command string

Example:
Tgwvgt*ehi/ecnn/jgog/upcrujqgv+%"cff/eqoocpf"*ujqy"xgtukgp”

Adds the command to the Snapshot alert
group. The no or default command will
remove the corresponding command.

e command string—I0OS command.
Maximum length is 128.

gzkv

Example:
Tgwvgt*ehi/ecnn/jgog/upcrujqv+%"gzkv"

Exits and saves the configuration.

Enabling AAA Authorization to Run IOS Commands for Call Home Messages

Step 1

Step 2

To enable AAA authorization to run IOS commands that enable the collection of output for a Call Home

message, perform this task:

Command or Action Purpose

egphkiwtg"vgtokpcn

Example:
Tgwvgt%"egphkiwtg"vgtokpcn

Enters configuration mode.

ecnn/jgog

Example:
Tgwvgt*egphki+%"ecnn/jgog

Enters Call Home configuration submode.
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Command or Action Purpose

Step3  ccc/cwvigtk|evkap Enables AAA authorization.

Note By default, AAA authorization is
Example: disabled for Call Home.
Tqwvgt*ehi/ecnn/jgog+%"ccc/cwvigtk|cvkgp

Step4  ccc/cwvigtk|cvkgp"]wugtpeog" wugtpcog_ Specifies the username for authorization.

» username username—Default username is
Example: callhome. Maximum length is 64.
Tqwvgt*ehi/ecnn/jgog+%"ccc/cwvigtk|cvkap"
wugtpcog"wugt

Configuring Syslog Pattern Matching

When you subscribe a destination profile to the Syslog alert group (see the “Configuring Alert Group
Subscription” section on page 55-31), you can optionally specify a text pattern to be matched within
each syslog message. If you configure a pattern, a Syslog alert group message will be sent only if it
contains the specified pattern and meets the severity threshold. If the pattern contains spaces, you must
enclose it in quotes (“””) when configuring it. You can specify up to five patterns for each destination
profile.
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Configuring Call Home Data Privacy

The call home data privacy feature scrubs data that is potentially sensitive (for example, IP addresses)
from running configuration files to protect customer privacy.

Step 1

Step 2

Step 3

Command or Action

Purpose

egphkiwtg"vgtokpen

Example:
Tgwvgt%"egphkiwtg"vgtokpcn

Enters configuration mode.

ecnn/jgog

Example:
Tqwvgt*egphki+%"ecnn/jgog

Enters the Call Home configuration submode.

fcve/rtkxce{" }ngxgn" }pgtocn"~"jkij i "~"jquvpcogi

Example:
Tqwvgt*ehi/ecnn/jgog+%"fcve/rtkxce{"ngxgn"jkij

Scrubs data from running configuration file to protect
customer privacy.

Note  Enabling the data-privacy command can affect CPU

utilization when scrubbing a large amount of data.

e normal (default)—Scrubs all normal-level commands.

e high—Scrubs all normal-level commands plus the IP
domain name and IP address commands.

* hostname—Scrubs all high-level commands plus the
hostname command.

Note In VSS mode, scrubbing the hostname from
configuration messages can cause smart call home
processing failure on the Cisco TAC backend

Server.

The following example shows the command output sent in XML message format to the Cisco TAC
backend server, with the SR number specified:

Tqwvgt%"ecnn/jgog"ugpf " “ujqy"xgtukgp="ujqy"twp” jvvr"vce/ugtxkeg/tgswguv"345678"

The following example shows the command output sent to the Cisco TAC backend server through the
HTTP protocol and forwarded to a user-specified email address:

Tqwvgt%"ecnn/jgog"ugpf " “ujqy"xgtukgp="ujqy"twp” jvvr"fguvkpcvkgp/gockn/cfftguu"

wugtBeqgorcp{0eqgo"

Enabling Call Home

To enable the Call Home feature, perform this task:

Command Purpose
Step1  Tqwvgt%"egphkiwtg"vgtokpen Enters configuration mode.
Step2  Tqwvgt*egphki+%"ugtxkeg"ecnn/jgog Enables the Call Home feature.
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Configuring Call Home Traffic Rate Limiting

To configure Call Home traffic rate limiting, perform this task:

Command Purpose
Step 1 Tgwvgt%"egphkiwtg"vgtokpen Enters configuration mode.
Step 2 Tgwvgt*egphki+%"ecnn/jgog Enters Call Home configuration submode.
Step3 Tqgwvgt*ehi/ecnn/jgog+%"tcvg/nkokv"number (Optional) Specifies a limit on the number of messages
sent per minute, from 1 to 60. The default is 20.

This example shows how to configure Call Home traffic rate limiting:

Tgwvgt%"egphkiwtg"vgtokpen"

Tgwvgt *egphki+%"ecnn/jqog"

Tgwvgt *egphki/ecnn/jgog+%"rtghkng"vguv"
Tqwvgt*ehi/ecnn/jgog/rtghkng+%"tcvg/nkokv"42"

Configuring Syslog Throttling

To enable call-home syslog message throttling, which avoids sending repetitive call-home syslog
messages, perform this task:

Command or Action Purpose
Stepl  egphkiwtg"vgtokpcn Enters configuration mode.
Example:
Tqwvgt%"egphkiwtg"vgtokpcn
Step2 ecnn/jgog Enters Call Home configuration submode.
Example:

Tgwvgt*egphki+%"ecnn/jgog

Step3  u{ungi/vjtqvvnkpi Enables call-home syslog message throttling,
which avoids sending repetitive call-home
syslog messages. By default, syslog message

E le: ..
xamp'e throttling is enabled.

Tgwvgt*ehi/ecnn/jgog+%"u{ungi/vjtqvvnkpi

Testing Call Home Communications

¢ Sending a Call Home Test Message Manually, page 55-39

¢ Sending a Call Home Alert Group Message Manually, page 55-39
» Sending a Request for an Analysis and Report, page 55-40

* Sending the Output of a Command, page 55-41
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Sending a Call Home Test Message Manually

To manually send a Call Home test message, perform this task:

Command Purpose

Tqwvgt%"ecnn/jgog"vguv"] §test -message$_"rtghkng"name |Sends a test message to the specified destination profile. The
user-defined test message text is optional, but must be
enclosed in quotes (“”) if it contains spaces. If no user-defined
message is configured, a default message will be sent.

Sending a Call Home Alert Group Message Manually

To manually trigger a Call Home alert group message, perform this task:

Command Purpose

Step 1 Tqwvgt%'ecnn/jgog"ugpf"cngtv/itqwr"egphkiwtevkap" |Sends a configuration alert group message to one
lrtghkng"pcog destination profile if specified, or to all subscribed
destination profiles.

Step 2 Tqwvgt%'"ecnn/jgog"ugpf"cngtv/itgwr" Sends a diagnostic alert group message to the configured
}etcuj ~ fkeipquvke'~"upcrujqvi" }Oqiwng"Pwod?t"~" destination profile if specified, or to all subscribed
slot/subslot!-"slot/bay number'-'uykve] x ogfwng destination profiles. You must specify the module or port
pwodgt "] rtghkng"pcog . .. . .

whose diagnostic information should be sent. If a virtual
switching system (VSS) is used, you must specify the
switch and module.

Step 3 Tqwvgt$'ecnn/jgog"ugpf"cngtv/itqwr"kpxgpvat {" Sends an inventory alert group message to one destination
lrtqhkng" pcog_ profile if specified, or to all subscribed destination
profiles.

e Only the configuration, diagnostic, and inventory alert groups can be sent manually.

e When you manually trigger a configuration, diagnostic, or inventory alert group message and you
specify a destination profile name, a message is sent to the destination profile regardless of the
profile’s active status, subscription status, or severity setting.

*  When you manually trigger a configuration or inventory alert group message and do not specify a
destination profile name, a message is sent to all active profiles that have either a normal or periodic
subscription to the specified alert group.

¢ When you manually trigger a diagnostic alert group message and do not specify a destination profile
name, the command will cause the following actions:

— For any active profile that subscribes to diagnostic events with a severity level of less than
minor, a message is sent regardless of whether the module or interface has observed a diagnostic
event.

— For any active profile that subscribes to diagnostic events with a severity level of minor or
higher, a message is sent only if the specified module or interface has observed a diagnostic
event of at least the subscribed severity level; otherwise, no diagnostic message is sent to the
destination profile.
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Sending a Request for an Analysis and Report

To submit a request for report and analysis information from the Cisco Output Interpreter tool, perform

this task:
Command Purpose
Step 1 Tqwvgt%"ecnn/jgog"tgswguv"gwvrwv/cpen{uku" Sends the output of the specified show command for
$show-command$ ]rtqhkng"pcog "]eeqkf"user-id analysis. The show command must be contained in quotes
(6&”)
Step 2 Tqwvgt$'ecnn/jgog"tgswguv" }egphki/ucpkv{"~" Sends the output of a predetermined set of commands such

dwiu/nkuv" ~"eqoocpf/tghgtgpeg" ~"rtgfwev/cfxkuqt{

as the show running-config all, show version, and show
lrtghkng"pcog "leegkf"user-id

module (standalone) or show module switch all (VS
system) commands, for analysis. Specifies the type of
report requested.

» If a profile name is specified, the request will be sent to the profile. If no profile is specified, the
request will be sent to the Cisco TAC profile. The recipient profile does not need to be enabled for
the call-home request. The profile should specify the email address where the transport gateway is
configured so that the request message can be forwarded to the Cisco TAC and the user can receive
the reply from the Smart Call Home service.

e The ccoid user-id is the registered identifier of the Smart Call Home user. If the user-id is specified,
the response will be sent to the email address of the registered user. If no user-id is specified, the
response will be sent to the contact email address of the device.

« Based on the keyword specifying the type of report requested, the following information will be
returned:

— config-sanity—Information on best practices as related to the current running configuration.
— bugs-list—Known bugs in the running version and in the currently applied features.
— command-reference—Reference links to all commands in the running configuration.

— product-advisory—Product Security Incident Response Team (PSIRT) notices, End of Life
(EOL) or End of Sales (EOS) notices, or field notices (FN) that may affect devices in your
network.

This example shows a request for analysis of a user-specified show command:

Tqwvgt$"ecnn/jgog" tgswguv"gqwvrwv/cpen{uku" $ujqy" fkcipquvke" tguwnv"ogfwng" cnns$ "rtqhkng"vi
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Sending the Output of a Command

To execute one or more CLI commands and send the command output through HTTP or e-mail, perform

this task:
Command Purpose
Tqwvgt%"ecnn/jgog"ugpf"}cli command"~"cli listi" Executes the CLI or CLI list and sends output via e-mail or
lgockn"gockn"oui/hqtocv" }nqpi/vgzv"~"zon;"~"jvvr" HTTP.
}fguvkpevkap/gockn/cfftguu" gockni "
1vce/ugtxkeg/tgswguv" SR# " o {cli command | cli command list}—Specifies the IOS

command or list of IOS commands (separated by ‘;’). It
can be any run command, including commands for all
modules. The commands must be contained in quotes

).

« Without the email or http keywords, the output is sent in
long-text format with the specified service request
number to the Cisco TAC (attach@cisco.com).

» email email msg-format {long-text | xml}—The email
keyword and an e-mail address sends the command
output that address.

« http {destination-email-address email}—The http
keyword sends the command output the to Smart Call
Home backend server (URL specified in TAC profile) in
XML format. To have the backend server forward the
message to an e-mail address, specify
destination-email-address email . The e-mail address,
the service request number, or both must be specified.

« tac-service-request SR#—Specifies the service request
number. The service request number is required if the
e-mail address is not specified or if a Cisco TAC email
address is specified.

The following example shows how to send the output of a command to a user-specified e-mail address:
Tgwvgt%"ecnn/jgog"ugpf " *ujqy"fkci” gockn"uwrrgtvBgzcorngleqo

The following example shows the command output sent in long-text format to attach@cisco.com, with
the SR number specified:

Tqwvgt%"ecnn/jgog"ugpf " “ujqy"xgtukgp="ujqy"twp” vce/ugtxkeg/tgswguv"345678

The following example shows the command output sent in XML message format to callhome@cisco.com:
Tqwvgt%"ecnn/jgog"ugpf " “ujqy"xgtukgp="ujqy"twp” gockn"ecnnjgogBekueglego"oui/hgtocv"zon"
The following example shows the command output sent in XML message format to the Cisco TAC
backend server, with the SR number specified:

Tqwvgt%"ecnn/jgog"ugpf "$ujqy"xgtukgp="ujqy"twpS"jvvr"vce/ugtxkeg/tgswguv"345678"

The following example shows the command output sent to the Cisco TAC backend server through the
HTTP protocol and forwarded to a user-specified email address:

Tgwvgt%"ecnn/jgog"ugpf " $ujqy"xgtukgp="ujqy"twp$"jvvr" fguvkpcvkgp/gockn/cfftguu"
wugtBegorcp{0ego"
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Bl How to Configure Call Home

Configuring the Smart Call Home Service

S

Note

e Smart Call Home Overview, page 55-42

* Smart Call Home Service Prerequisites, page 55-42

e Configuring Smart Call Home with a Single Command, page 55-43
e Enabling the Smart Call Home Service, page 55-44

e Start Smart Call Home Registration, page 55-45

Configuring Smart Call Home with a Single Command is an alternative to Enabling the Smart Call Home
Service and Start Smart Call Home Registration.

Smart Call Home Overview

)o

For application and configuration information of the Cisco Smart Call Home service, see the “Quick
Start for Smart Call Home” section of the Smart Call Home User Guide:

http://www.cisco.com/en/US/docs/switches/lan/smart_call home/SCH31 Chl.html#Quick Start for Smar
t Call Home

The user guide includes configuration examples for sending Smart Call Home messages directly from
your device or through a transport gateway (TG) aggregation point. You can use a TG aggregation point
in cases requiring support for multiple devices or in cases where security requirements mandate that your
devices may not be connected directly to the Internet.

Because the Smart Call Home service uses HTTPS as the transport method, you must also configure its
CA as a trustpoint, as described in the Smart Call Home User Guide.

From the Smart Call Home website, you can download a basic configuration script to assist you in the
configuration of the Call Home feature for use with Smart Call Home service and the Cisco TAC. The
script also assists in configuring the trustpoint CA for secure communications with the Smart Call Home
service. The script, provided on an as-is basis, can be downloaded from a link under the “Smart Call
Home Resources” heading at:
https://supportforums.cisco.com/community/netpro/solutions/smart_services/smartcallhome

Smart Call Home Service Prerequisites

» Verify that you have an active Cisco Systems service contract for the device being configured.
e Verify that you have IP connectivity to the Cisco HTTPS server.

» Obtain the latest Cisco Systems server security certificate.
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M Verifying the Call Home Configuration
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Example 55-8  Call Home Statistics Detail
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Tqwvgt$

Example 55-9  Call Home Statistics profile campus-noc

Tgwvgt%ujqgy"ecnn/jgog"uvcvkuvkeu"rtghkng"ecorwu/pge"
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Eqphkilhwnn nmmnmmwmwmnn dquwr mmn ll2 mmwmwmwmnmn ll2 mmwmwmwnmn ll2 mmwmwmwnmn ll2 nmopnowmwwwnmnnnn llplc
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Tip
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For additional information about Cisco Catalyst 6500 Series Switches (including configuration

examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum
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CHAPTER %

System Event Archive (SEA)

Information About the System Event Archive, page 56-1
How to Display the SEA Logging System, page 56-2
How to Copy the SEA To Another Device, page 56-3

Note .

For complete syntax and usage information for the commands used in this chapter, see these
publications:

http://www.cisco.com/en/US/products/ps11846/prod_command reference_list.html

Cisco I10S Release 15.4SY supports only Ethernet interfaces. Cisco IOS Release 15.4SY does not
support any WAN features or commands.

)o

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products support series _home.html

Participate in the Technical Documentation Ideas forum

Information About the System Event Archive

The primary method of discovering the cause of system failure is system messages. When system
messages do not provide the information needed to determine the cause of a failure, you can enable
debug traces and attempt to recreate the failure. However, there are several situations in which neither
of the above methods provides an optimum solution:

Reviewing a large number of system messages can be an inefficient method of determing the cause
of a failure.

Debug trace is usually not configured by default.
You cannot recreate the failure while using debug trace.

Using debug trace is not an option if the switch on which the failure has occurred is part of your
critical network.

Supervisor Engine 2T Software Configuration Guide, Release 15.4S5Y g
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The SEA enables each of the CPUs on a switch to report events to the management processor using an
out-of-band interface. Each event is logged in nonvolatile memory with a time stamp. You can retrieve
the event log by accessing the bootflash on the device, or you can copy the log to another location such
as a removable storage device.

The SEA maintains two files in the bootdisk, using up to 32 MB. These files contain the most recent
messages recorded to the log:

» sea_log.dat—Applications store the most recent system events in this file.
» sea_console.dat—The most recent console messages are stored in this file.

These files are for system use and should not be removed.

How to Display the SEA Logging System

To display the SEA logging system, perform this task:

Command Purpose
Tqwvgt%"ujqy"ngiikpituf{uvgo"] fkum"~"uk|g Displays the contents of the SEA.

(Optional) Use the keyword disk to display the
location where the SEA is stored. Use the keyword size
to display the current size of the SEA.

Tqwvgt$"enget "ngiikpiru{uvgo Removes the event records stored in the SEA.

The following example shows how to display the SEA:
Tgwvgt$"ujqy"ngiikpi"u{uvgo

UGS<"OO1FF1 [ ["JJ<O0<UU"OQF1UWD<"UGX. "EQOR. """ "OGUUCIG
PR R 2P R R R R R PR PR R R PR R R PR R R R PR R 2P PR 222222°222"

3<"23146129"37<5:<62"""81/3"<"OCL. "IQNF. "u{pfkciU{peRkppceng"hckngf"kp"unqv"8

"
4<"23146129"37<5:<62"""81/3"<"OCL. "IQNF. "swgt {J{rgtkqpU{pejgfl8 <"J{rgtkgp"gwv"gh"u{pe"kp"uyaoqfg"3
5<"23146129"37<5:<62"""81/3"<"OCL. "IQONF. "swgt {J{rgtkgpU{pejgfl8 <"J{rgtkgp"qwv'"gh"u{pe"kp"uyaogfg"3
6<"23146129"37<5:<62"""81/3"<"OCL. "IQONF. "swgt {J{rgtkgqpU{pejgfl 8 <"J{rgtkgp"qwv"gh"u{pe"kp"uyaogfg"3
7<"23146129"37<5:<62"""81/3"<"OCL. "IQNF. "swgt {J{rgtkgqpU{pejgfl8 <"J{rgtkgp"qwv'"gh"u{pe"kp"uyaogfg"3
8<"23146129"37<5:<62"""81/3"<"OCL. "IQONF. "swgt {J{rgtkgpU{pejgfl8 <"J{rgtkgp"qwv'"gh"u{pe"kp"uyaogfg"3

9<"23146129"37<5:<5;"""81/3"<"OCL. "IQNF. "swgt {J{rgtkgpU{pejgfl8 <"JI{rgtkgp"gwv"gh"u{pe"kp"uyaogfg"3

The following example shows how to display the SEA logging system disk:
Tqwvgt$"ujqy"ngiikpi"u{uvgo" fkum

UGC"ngi"fkum<"dggvikum<

The following example shows how to display the current size of the SEA:

Tgwvgt$"ujqy"ngiikpi"u{uvgo"uk|g
UGC"ngi"uk|g<"55776654"d{vgu
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How to Copy the SEA To Another Device

The following example shows how to clear the SEA:

Tqwvgt%"engct"ngiikpi"u{uvgo
Engct"ngiikpi"u{uvgo"grgtcvkgp"yknn"vemg"c"yjkng0
Fq"{qw"ycpv"vq"eqpvkpwgA"lpg <" {gu

Tawvgt$

How to Copy the SEA To Another Device

To copy the SEA to another device, such as a removeable memory device, perform this task:

Command

Purpose

Tqgwvgt%"eqgr{"ngiikpi"u{uvgo"hkngau{uvgo"

Copies the contents of the SEA to the specified destination file system or
process.

The valid values for file_system are:

bootflash:
disk0:

disk1:

ftp:

http:

https:

rep:
slavebootflash:
slavedisk0:
slavedisk1:
slavebootdisk:
slavebootflash:
bootdisk:
bootflash:

tftp:

The following example shows how to copy the SEA to the diskO file system:

Tqwvgt$"eqr{ "ngiikpi"u{uvgo" fkum2<

Fguvkpcvkgp"hkngpcog"]ugcangiOfcv A"
Eqr{ " kp "
rtqitguu000EEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEE

EEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEE

EEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEE

EEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEE

EEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEE

EEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEE

55776654"d{vgu"eqrkgf"kp"3340762"ugeu"*4; : 378 "d{vguluge+
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The following example shows how to copy the SEA using the remote file copy function (rcp):

Tqwvgt%"eqr{"ngiikpi"u{uvgo"ter<

cfftguu"gt"pcog"gh"tgogvg"jquv"] A"3;4020403

Fguvkpcvkgp"wugtpcog"] Tqwvgt A"wugtpcog3

Fguvkpcvkgp"hkngpcog"]ugcangiOfcv A"lewvglvhvrdggv/wugtulwugtpcog3lugcangiOfcv

H#HHHHHHH A A
HH## e A
HH##HHFH HH A
H#HHHHHHH A A
HH## e A
HH##HHFHHH A

55776654 "d{vgu"eqrkgf "kp"6:0394"ugeu"*8;8777"d{vguluge+

)o

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum
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CHAPTER 5;

Backplane Traffic Monitoring

e Prerequisites for Backplane Traffic Monitoring, page 57-1

» Restrictions for Backplane Traffic Monitoring, page 57-2

* Information About Traffic Monitoring, page 57-2

e Default Settings for Backplane Traffic Monitoring, page 57-2
¢ How to Configure Backplane Traffic Monitoring, page 57-3

Note » For complete syntax and usage information for the commands used in this chapter, see these
publications:

http://www.cisco.com/en/US/products/ps11846/prod command reference list.html

e Cisco IOS Release 15.4SY supports only Ethernet interfaces. Cisco IOS Release 15.4SY does not
support any WAN features or commands.

)o

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum

Prerequisites for Backplane Traffic Monitoring

None.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
| g |


http://www.cisco.com/en/US/products/ps11846/prod_command_reference_list.html
http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html
http://www.cisco.com/go/techdocideas

Chapter 57  Backplane Traffic Monitoring |

B Restrictions for Backplane Traffic Monitoring

Restrictions for Backplane Traffic Monitoring

The syslog message buffer is limited in size. To reduce false alarms and the number of syslog messages,
use the following guidelines:

Traffic can occur in bursts. If a small number of bursts occur in a monitoring interval, it does not
represent a capacity overload issue for the system; the hardware buffers are able to absorb the effects
and not cause packet drops. For an example, if you set a monitoring interval to 10 seconds and the
threshold to 80 percent, there are a total of 10 traffic utilization readings. Assume only 2 of the
readings reached 90 percent and the other 8 readings are 20 percent. If the peak threshold of

90 percent is used to compare with the threshold, an unwanted warning syslog message is generated.
It is better to use the average 34 percent of the 10 readings to compare with the threshold and not
generate warning messages in this case. If the peak value comparison is really needed, you can set
the interval to 1 second. Setting the interval to 1 second compares the reading directly with the
threshold.

The number of syslog messages that generate syslog messages are from below the threshold and
above the threshold.

Information About Traffic Monitoring

Backplane Traffic Monitoring can monitor the backplane and fabric-channel traffic utilization at a
configured interval and threshold.

Traffic monitoring allows the switch to monitor the backplane and fabric channel traffic utilization at a
configured interval and threshold. Syslog messages are generated when the traffic utilization is above or
below the configured threshold. The following examples show several types of syslog messages:

00:08:03: % TRAFFIC UTIL-SP-4-MONITOR BACKPLANE REACH THR: Backplane traffic
utilization is 26%, reached threshold(20%) within 10 second interval

00:08:13: %TRAFFIC UTIL-SP-4-MONITOR BACKPLANE BELOW_THR: Backplane traffic
utilization is 18%, below threshold(20%) within 10 second interval

00:08:44: % TRAFFIC_UTIL-SP-4-MONITOR_FABRIC IG_REACH_THR: Module 1, Channel 0
ingress traffic utilization is 5%, reached threshold(3%) within 30 second interval

00:08:44: % TRAFFIC UTIL-SP-4-MONITOR FABRIC EG REACH THR: Module 1, Channel
0 egress traffic utilization is 5%, reached threshold(3%) within 30 second interval

00:09:14: % TRAFFIC _UTIL-SP-4-MONITOR_FABRIC IG_BELOW_THR: Module 1, Channel 0
ingress traffic utilization is 1%, below threshold(3%) within 30 second interval

00:09:14: %TRAFFIC _UTIL-SP-4-MONITOR_FABRIC EG_BELOW_THR: Module 1, Channel
0 egress traffic utilization is 1%, below threshold(3%) within 30 second interval

Default Settings for Backplane Traffic Monitoring

The default threshold is 80 percent.
Traffic monitor is off by default.
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How to Configure Backplane Traffic Monitoring

To configure the Backplane Traffic Monitoring feature, perform one or more of the following tasks:

Command

Purpose

Tgwvgt*egphki+%"ogpkvgt "vtchhke/wvkn"dcemrncpg"
kpvgtxcn" kpvgtxcn"vjtgujgnf " percentage

Configures the backplane utilization traffic monitoring.

Tgwvgt*egphki+%"ogpkvqt "vtchhke/wvkn"hcdtke"ogfwng"
}mod-num"~"cnn;"}ejcppgn"}2~3~dqvjii }fktgevkgp"
}gitguu"~"kpitguu"~"dqvjii"lkpvgtxcn" kpvgtxcn"
vitgujagnf rgtegpvecig

Configures the fabric channel utilization traffic monitoring.

Tgwvgt*egphki+%"ogpkvgt "vtchhke/wvkn"hcdtke"ngiikpi"
kpvgtxen"ugegpf"

Configures the fabric channel utilization traffic monitor
SYSLOG interval when the traffic utilization is in the crossed
state.

Tqwvgt *egphki+$%"ogpkvgt"vtchhke/wvkn"dcemrncpg"
ngiikpi"kpvgtxen"ugegpf"

Configures the traffic monitor backplane SYSLOG interval
when the traffic utilization is in the crossed state.

Tgwvgt% "ujqy"ecven{uvg222"vtchhke/ogvgt

Displays the percentage of the backplane (shared bus)
utilization and traffic monitor status information.

When configuring a range of interfaces, you can enter the mod-num as a list or a range. Separate each
entry with a comma and each range with a hyphen (-). For example, 1,3,5-9,12.

The following example shows how to enable backplane traffic utilization monitoring:

Tgwvgt *egphki+%"ogpkvgt "vtchhke/wvkn"dcemrncpg"ngiikpi"kpvgtxcn"72"vjtgujgnf 322

The following example shows how to disable backplane traffic utilization monitoring:

Tgwvgt *egphki+% "pq"ogpkvqgt "vtchhke/wvkn"dcemrncpg

The following example shows how to specify the fabric channel traffic utilization monitor interval and
threshold for a fabric channel on a specific module:

Tgwvgt*egphki+$%"ogpkvgt "vtchhke/wvkn"hcdtke"ogfwng" : "ejcppgn"dqvi " £ktgevkgp"dqvi "kpvgtxen"

72"vjtgujgnf"82

The following example shows how to specify the fabric channel traffic utilization monitor threshold for
a specific fabric channel and for egress traffic only:

Tgwvgt*egphki+%"ogpkvgt "vtchhke/wvkn"hcdtke"ogfwng"8"ejcppgn"2" fktgevkgp"gitguu"kpvgtxen"

322"vjtgujqne";2

o

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum
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Local SPAN, RSPAN, and ERSPAN

e Prerequisites for Local SPAN, RSPAN, and ERSPAN, page 58-1

» Restrictions for Local SPAN, RSPAN, and ERSPAN, page 58-2

» Information About Local SPAN, RSPAN, and ERSPAN, page 58-7

e Default Settings for Local SPAN, RSPAN, and ERSPAN, page 58-12
* How to Configure Local SPAN, RSPAN, and ERSPAN, page 58-12

e Verifying the SPAN Configuration, page 58-31

» Configuration Examples for SPAN, page 58-31

Note « For complete syntax and usage information for the commands used in this chapter, see these
publications:

http://www.cisco.com/en/US/products/ps11846/prod command reference list.html

* Cisco IOS Release 15.4SY supports only Ethernet interfaces. Cisco IOS Release 15.4SY does not
support any WAN features or commands.

)o

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum

Prerequisites for Local SPAN, RSPAN, and ERSPAN

None.
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Restrictions for Local SPAN, RSPAN, and ERSPAN

» Feature Incompatibilities, page 58-2

* Local SPAN, RSPAN, and ERSPAN Session Limits, page 58-3

e Local SPAN, RSPAN, and ERSPAN Interface Limits, page 58-3

e General Restrictions for Local SPAN, RSPAN, and ERSPAN, page 58-3
e Restrictions for VSPAN, page 58-5

e Restrictions for RSPAN, page 58-5

» Restrictions for ERSPAN, page 58-6

» Restrictions for Distributed Egress SPAN Mode, page 58-7

Feature Incompatibilities

« Egress SPAN is not supported in egress multicast mode. (CSCsa95965)

e Unknown unicast flood blocking (UUFB) ports cannot be RSPAN or local SPAN egress-only
destinations. (CSCsj27695)

* A port-channel interface (an EtherChannel) can be a SPAN source, but you cannot configure active
member ports of an EtherChannel as SPAN source ports. Inactive member ports of an EtherChannel
can be configured as SPAN sources but they are put into the suspended state and carry no traffic.

* These features are incompatible with SPAN destinations:
— Private VLANs
— IEEE 802.1X port-based authentication
— Port security

— Spanning Tree Protocol (STP) and related features (PortFast, PortFast BPDU filtering, BPDU
Guard, UplinkFast, BackboneFast, EtherChannel Guard, Root Guard, Loop Guard)

— VLAN trunk protocol (VTP)
— Dynamic trunking protocol (DTP)
— IEEE 802.1Q tunneling

e The dotlad uni command (see Chapter 42, “Ethernet Virtual Connections (EVCs)”) imposes these
SPAN restrictions:

— The dotlad uni command does not restrict egress SPAN configuration.

— The dotlad uni command does not restrict RSPAN ingress SPAN source port configuration, but
source VLAN filtering does not get applied to traffic from RSPAN ingress SPAN source ports
that are configured with the dotlad uni command.

— Ports that are configured with the dotlad uni command cannot be used as local SPAN or
ERSPAN ingress SPAN source ports.
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S

Restrictions for Local SPAN, RSPAN, and ERSPAN W

Note o

SPAN destinations can participate in IEEE 802.3Z flow control.

« IP multicast switching using egress packet replication is not compatible with SPAN. In some cases,

egress replication can result in multicast packets not being sent to the SPAN destination port. If you
are using SPAN and your switching modules are capable of egress replication, enter the platform

ip multicast replication-mode ingress command to force ingress replication.

Local SPAN, RSPAN, and ERSPAN Session Limits

Local and Source Sessions

Destination Sessions

Local SPAN,
RSPAN Source,
ERSPAN Source

Total Sessions |Ingress or Egress or Both Local SPAN Egress-Only RSPAN ERSPAN
80 2 14 64 23
Local SPAN, RSPAN, and ERSPAN Interface Limits
In Each
In Each In Each RSPAN |[ERSPAN
In Each Local In Each RSPAN |[ERSPAN Destination Destination
SPAN Session Source Session |Source Session |Session Session
Egress or “both” sources 128 128 128 — —
Ingress sources 128 128 128 — —
RSPAN and ERSPAN — — — 1 RSPAN VLAN |1 IP address
destination session sources
Destinations per session 64 1 RSPAN VLAN |1 IP address 64 64

General Restrictions for Local SPAN, RSPAN, and ERSPAN

A SPAN destination that is copying traffic from a single egress SPAN source port sends only egress
traffic to the network analyzer. If you configure more than one egress SPAN source port, the traffic
that is sent to the network analyzer also includes these types of ingress traffic that were received
from the egress SPAN source ports:

— Any unicast traffic that is flooded on the VLAN
— Broadcast and multicast traffic

This situation occurs because an egress SPAN source port receives these types of traffic from the
VLAN but then recognizes itself as the source of the traffic and drops it instead of sending it back
to the source from which it was received. Before the traffic is dropped, SPAN copies the traffic and
sends it to the SPAN destination. (CSCds22021)
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» Entering additional monitor session commands does not clear previously configured SPAN
parameters. You must enter the no monitor session command to clear configured SPAN parameters.

» Connect a network analyzer to the SPAN destinations.

» Within a SPAN session, all of the SPAN destinations receive all of the traffic from all of the SPAN
sources, except when source-VLAN filtering is configured on the SPAN source.

¢ You can configure destination trunk VLAN filtering to select which traffic is transmitted from the
SPAN destination.

* You can configure both Layer 2 LAN ports (LAN ports configured with the switchport command)
and Layer 3 LAN ports (LAN ports not configured with the switchport command) as sources or
destinations.

*  You cannot mix individual source ports and source VLANSs within a single session.
» If you specify multiple ingress source ports, the ports can belong to different VLANSs.

» Within a session, you cannot configure both VLANs as SPAN sources and do source VLAN
filtering. You can configure VLANs as SPAN sources or you can do source VLAN filtering of traffic
from source ports and EtherChannels, but not both in the same session.

e You cannot configure source VLAN filtering for internal VLANS.
¢ When enabled, local SPAN, RSPAN, and ERSPAN use any previously entered configuration.

*  When you specify sources and do not specify a traffic direction (ingress, egress, or both), “both” is
used by default.

* SPAN copies Layer 2 Ethernet frames, but SPAN does not copy source trunk port 802.1Q tags. You
can configure destinations as trunks to send locally tagged traffic to the traffic analyzer.

~

Note A destination configured as a trunk tags traffic from a Layer 3 LAN source with the internal
VLAN used by the Layer 3 LAN source.

» Local SPAN sessions, RSPAN source sessions, and ERSPAN source sessions do not copy locally
sourced RSPAN VLAN traffic from source trunk ports that carry RSPAN VLANS.

» Local SPAN sessions, RSPAN source sessions, and ERSPAN source sessions do not copy locally
sourced ERSPAN GRE-encapsulated traffic from source ports.

e A port or EtherChannel can be a SPAN destination for only one SPAN session. SPAN sessions
cannot share destinations.

 SPAN destinations cannot be SPAN sources.

» Destinations never participate in any spanning tree instance. Local SPAN includes BPDUs in the
monitored traffic, so any BPDUs seen on the destination are from the source. RSPAN does not
support BPDU monitoring.

» All packets forwarded through the switch for transmission from a port that is configured as an egress
SPAN source are copied to the SPAN destination, including packets that do not exit the switch
through the egress port because STP has put the egress port into the blocking state, or on an egress
trunk port because STP has put the VLAN into the blocking state on the trunk port.

* Local-Tx span with fex host port as span destination will not work due to hardware limitation.
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Restrictions for Local SPAN, RSPAN, and ERSPAN W

Restrictions for VSPAN

Local SPAN, RSPAN, and ERSPAN all support VSPAN.

VSPAN sessions do not support source VLAN filtering.

For VSPAN sessions with both ingress and egress configured, two packets are forwarded from the
destination to the analyzer if the packets get switched on the same VLAN (one as ingress traffic from
the ingress port and one as egress traffic from the egress port).

VSPAN only monitors traffic that leaves or enters Layer 2 ports in the VLAN.

— Ifyou configure a VLAN as an ingress source and traffic gets routed into the monitored VLAN,
the routed traffic is not monitored because it never appears as ingress traffic entering a Layer 2
port in the VLAN.

— Ifyouconfigure a VLAN as an egress source and traffic gets routed out of the monitored VLAN,
the routed traffic is not monitored because it never appears as egress traffic leaving a Layer 2
port in the VLAN.

Restrictions for RSPAN

All participating switches must be connected by Layer 2 trunks.
Any network device that supports RSPAN VLANs can be an RSPAN intermediate device.
Networks impose no limit on the number of RSPAN VLANSs that the networks carry.

Intermediate network devices might impose limits on the number of RSPAN VLANSs that they can
support.

You must configure the RSPAN VLANSs in all source, intermediate, and destination network
devices. If enabled, the VLAN Trunking Protocol (VTP) can propagate configuration of VLANSs
numbered 1 through 1024 as RSPAN VLANSs. You must manually configure VLANs numbered
higher than 1024 as RSPAN VLANSs on all source, intermediate, and destination network devices.

If you enable VTP and VTP pruning, RSPAN traffic is pruned in the trunks to prevent the unwanted
flooding of RSPAN traffic across the network.

RSPAN VLANS can be used only for RSPAN traffic.
Do not configure a VLAN used to carry management traffic as an RSPAN VLAN.

Do not assign access ports to RSPAN VLANs. RSPAN puts access ports in an RSPAN VLAN into
the suspended state.

Do not configure any ports in an RSPAN VLAN except trunk ports selected to carry RSPAN traffic.
MAC address learning is disabled in the RSPAN VLAN.

You can use output access control lists (ACLs) on the RSPAN VLAN in the RSPAN source switch
to filter the traffic sent to an RSPAN destination.

RSPAN does not support BPDU monitoring.
Do not configure RSPAN VLANSs as sources in VSPAN sessions.

You can configure any VLAN as an RSPAN VLAN as long as all participating network devices
support configuration of RSPAN VLANs and you use the same RSPAN VLAN for each RSPAN
session in all participating network devices.
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Restrictions for ERSPAN

» For ERSPAN packets, the “protocol type” field value in the GRE header is 0x88BE.

* The payload of a Layer 3 ERSPAN packet is a copied Layer 2 Ethernet frame, excluding any 802.1Q
tags.

« ERSPAN adds a 50-byte header to each copied Layer 2 Ethernet frame and replaces the 4-byte cyclic
redundancy check (CRC) trailer.

« ERSPAN supports jumbo frames that contain Layer 3 packets of up to 9,202 bytes. If the length of
the copied Layer 2 Ethernet frame is greater than 9,170 (9,152-byte Layer 3 packet), ERSPAN
truncates the copied Layer 2 Ethernet frame to create a 9,202-byte ERSPAN Layer 3 packet.

~

Note  The Layer 3 IP header in truncated packets retains the nontruncated Layer 3 packet size. The
length consistency check between the Layer 2 frame and the Layer 3 packet on ERSPAN
destinations that are switches drops truncated ERSPAN packets unless you configure the no
platform verify ip length consistent global configuration command on the ERSPAN
destination switch.

» Regardless of any configured MTU size, ERSPAN creates Layer 3 packets that can be as long as
9,202 bytes. ERSPAN traffic might be dropped by any interface in the network that enforces an
MTU size smaller than 9,202 bytes.

*  With the default MTU size (1,500 bytes), if the length of the copied Layer 2 Ethernet frame is
greater than 1,468 bytes (1,450-byte Layer 3 packet), the ERSPAN traffic is dropped by any
interface in the network that enforces the 1,500-byte MTU size.

>
Note  The mtu interface command and the system jumbomtu command (see the “Configuring

Jumbo Frame Support” section on page 11-6) set the maximum Layer 3 packet size (default
is 1,500 bytes, maximum is 9,216 bytes).

« All participating switches must be connected at Layer 3 and the network path must support the size
of the ERSPAN traffic.

« ERSPAN does not support packet fragmentation. The “do not fragment” bit is set in the IP header
of ERSPAN packets. ERSPAN destination sessions cannot reassemble fragmented ERSPAN
packets.

« ERSPAN traffic is subject to the traffic load conditions of the network. You can set the ERSPAN
packet IP precedence or DSCP value to prioritize ERSPAN traffic for QoS.

e The only supported destination for ERSPAN traffic is an ERSPAN destination session.

« All ERSPAN source sessions on a switch must use the same origin IP address, configured with the
origin ip address command (see the “Configuring ERSPAN Source Sessions” section on
page 58-26).

* All ERSPAN destination sessions on a switch must use the same IP address on the same destination
interface. You enter the destination interface IP address with the ip address command (see the
“Configuring ERSPAN Destination Sessions” section on page 58-28).

« The ERSPAN source session’s destination IP address, which must be configured on an interface on
the destination switch, is the source of traffic that an ERSPAN destination session sends to the
destinations. You configure the same address in both the source and destination sessions with the ip
address command.
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Information About Local SPAN, RSPAN, and ERSPAN

» The ERSPAN ID differentiates the ERSPAN traffic arriving at the same destination IP address from
various different ERSPAN source sessions.

Restrictions for Distributed Egress SPAN Mode

Some switching modules have ASICs that do not support distributed egress SPAN mode for ERSPAN
sources.

Enter the show monitor session egress replication-mode | include
Distributed.*Distributed.*Centralized command to display the slot number of any switching modules
that do not support distributed egress SPAN mode for ERSPAN sources.

Enter the show asic-version slot slof number command to display the versions of the ASICs on the
switching module in the slot where distributed egress SPAN mode is not supported for ERSPAN sources.

Hyperion ASIC revision levels 5.0 and higher and all versions of the Metropolis ASIC support
distributed egress SPAN mode for ERSPAN sources. Switching modules with Hyperion ASIC revision
levels lower than 5.0 do not support distributed egress SPAN mode for ERSPAN sources.

Information About Local SPAN, RSPAN, and ERSPAN

¢ Local SPAN, RSPAN, and ERSPAN Overview, page 58-7
¢ Local SPAN, RSPAN, and ERSPAN Sources, page 58-11
» Local SPAN, RSPAN, and ERSPAN Destinations, page 58-12

Local SPAN, RSPAN, and ERSPAN Overview

* SPAN Operation, page 58-7

¢ Local SPAN Overview, page 58-8

¢« RSPAN Overview, page 58-8

* ERSPAN Overview, page 58-9

e Traffic Monitored at SPAN Sources, page 58-10

SPAN Operation

SPAN copies traffic from one or more ports, one or more EtherChannels, or one or more VLANs, and
sends the copied traffic to one or more destinations for analysis by a network analyzer such as a
SwitchProbe device or other Remote Monitoring (RMON) probe. Traffic can also be sent to the
processor for packet capture by the Mini Protocol Analyzer, as described in Chapter 62, “Mini Protocol
Analyzer.”

SPAN does not affect the switching of traffic on sources. You must dedicate the destination for SPAN
use. The SPAN-generated copies of traffic compete with user traffic for switch resources.
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Local SPAN Overview

Alocal SPAN session is an association of source ports and source VLANSs with one or more destinations.
You configure a local SPAN session on a single switch. Local SPAN does not have separate source and
destination sessions.

Local SPAN sessions do not copy locally sourced RSPAN VLAN traffic from source trunk ports that
carry RSPAN VLANSs. Local SPAN sessions do not copy locally sourced RSPAN GRE-encapsulated
traffic from source ports.

Each local SPAN session can have either ports or VLANS as sources, but not both.

Local SPAN copies traffic from one or more source ports in any VLAN or from one or more VLANS to
a destination for analysis (see Figure 58-1). For example, as shown in Figure 58-1, all traffic on Ethernet
port 5 (the source port) is copied to Ethernet port 10. A network analyzer on Ethernet port 10 receives
all traffic from Ethernet port 5 without being physically attached to Ethernet port 5.

Figure 58-1 Example SPAN Configuration

/\ Port 5 traffic mirrored
123456 789 10 11 12| on port 10

E6 E7
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E10
E2 -

S6884

Network analyzer

RSPAN Overview

58-8

RSPAN supports source ports, source VLANSs, and destinations on different switches, which provides
remote monitoring of multiple switches across your network (see Figure 58-2). RSPAN uses a Layer 2
VLAN to carry SPAN traffic between switches.

RSPAN consists of an RSPAN source session, an RSPAN VLAN, and an RSPAN destination session.
You separately configure RSPAN source sessions and destination sessions on different switches. To
configure an RSPAN source session on one switch, you associate a set of source ports or VLANs with
an RSPAN VLAN. To configure an RSPAN destination session on another switch, you associate the
destinations with the RSPAN VLAN.

The traffic for each RSPAN session is carried as Layer 2 nonroutable traffic over a user-specified
RSPAN VLAN that is dedicated for that RSPAN session in all participating switches. All participating
switches must be trunk-connected at Layer 2.

RSPAN source sessions do not copy locally sourced RSPAN VLAN traffic from source trunk ports that
carry RSPAN VLANSs. RSPAN source sessions do not copy locally sourced RSPAN GRE-encapsulated
traffic from source ports.

Each RSPAN source session can have either ports or VLANS as sources, but not both.
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The RSPAN source session copies traffic from the source ports or source VLANs and switches the traffic
over the RSPAN VLAN to the RSPAN destination session. The RSPAN destination session switches the
traffic to the destinations.

Figure 58-2 RSPAN Configuration
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ERSPAN Overview

ERSPAN supports source ports, source VLANs, and destinations on different switches, which provides
remote monitoring of multiple switches across your network (see Figure 58-3). ERSPAN uses a GRE
tunnel to carry traffic between switches.

ERSPAN consists of an ERSPAN source session, routable ERSPAN GRE-encapsulated traffic, and an
ERSPAN destination session. You separately configure ERSPAN source sessions and destination
sessions on different switches.

To configure an ERSPAN source session on one switch, you associate a set of source ports or VLANs
with a destination IP address, ERSPAN ID number, and optionally with a VRF name. To configure an
ERSPAN destination session on another switch, you associate the destinations with the source IP
address, ERSPAN ID number, and optionally with a VRF name.

ERSPAN source sessions do not copy locally sourced RSPAN VLAN traffic from source trunk ports that
carry RSPAN VLANs. ERSPAN source sessions do not copy locally sourced ERSPAN
GRE-encapsulated traffic from source ports.

Each ERSPAN source session can have either ports or VLANSs as sources, but not both.

The ERSPAN source session copies traffic from the source ports or source VLANs and forwards the
traffic using routable GRE-encapsulated packets to the ERSPAN destination session. The ERSPAN
destination session switches the traffic to the destinations.
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Figure 58-3 ERSPAN Configuration

Traffic Monitored at SPAN Sources

e Monitored Traffic Direction, page 58-10
e Monitored Traffic Type, page 58-11
e Duplicate Traffic, page 58-11

Monitored Traffic Direction
You can configure local SPAN sessions, RSPAN source sessions, and ERSPAN source sessions to
monitor the following traffic:
» Ingress traffic
— Called ingress SPAN.
— Copies traffic received by the sources (ingress traffic).
— Ingress traffic is sent to the supervisor engine SPAN ASIC to be copied.
» Egress traffic
— Called egress SPAN.
— Copies traffic transmitted from the sources (egress traffic).

— Distributed egress SPAN mode—On some fabric-enabled switching modules, egress traffic can
be copied locally by the switching module SPAN ASIC and then sent to the SPAN destinations.
See the “Restrictions for Distributed Egress SPAN Mode” section on page 58-7 for information
about switching modules that support distributed egress SPAN mode.

— Centralized egress SPAN mode—On all other switching modules, egress traffic is sent to the
supervisor engine SPAN ASIC to be copied and is then sent to the SPAN destinations.

e Both
— Copies both the received traffic and the transmitted traffic (ingress and egress traffic).

— Both ingress traffic and egress traffic is sent to the supervisor engine SPAN ASIC to be copied.
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Monitored Traffic Type

By default, local SPAN and ERSPAN monitor all traffic, including multicast and bridge protocol data
unit (BPDU) frames. RSPAN does not support BPDU monitoring.

Duplicate Traffic

In some configurations, SPAN sends multiple copies of the same source traffic to the destination. For
example, in a configuration with a bidirectional SPAN session (both ingress and egress) for two SPAN
sources, called sl and s2, to a SPAN destination, called d1, if a packet enters the switch through s1 and
is sent for egress from the switch to s2, ingress SPAN at sl sends a copy of the packet to SPAN
destination d1 and egress SPAN at s2 sends a copy of the packet to SPAN destination d1. If the packet
was Layer 2 switched from s1 to s2, both SPAN packets would be the same. If the packet was Layer 3
switched from s1 to s2, the Layer 3 rewrite would alter the source and destination Layer 2 addresses, in
which case the SPAN packets would be different.

Local SPAN, RSPAN, and ERSPAN Sources

* Source Ports and EtherChannels, page 58-11
e Source VLANS, page 58-11

Source Ports and EtherChannels

A source port or EtherChannel is a port or EtherChannel monitored for traffic analysis. You can
configure both Layer 2 and Layer 3 ports and EtherChannels as SPAN sources. SPAN can monitor one
or more source ports or EtherChannels in a single SPAN session. You can configure ports or
EtherChannels in any VLAN as SPAN sources. Trunk ports or EtherChannels can be configured as
sources and mixed with nontrunk sources.

Note  SPAN does not copy the encapsulation from trunk sources. You can configure SPAN destinations as
trunks to tag the monitored traffic before it is transmitted for analysis.

Source VLANSs

A source VLAN is a VLAN monitored for traffic analysis. VLAN-based SPAN (VSPAN) uses a VLAN
as the SPAN source. All the ports and EtherChannels in the source VLANSs become sources of SPAN
traffic.

Note  Layer 3 VLAN interfaces on source VLANS are not sources of SPAN traffic. Traffic that enters a VLAN
through a Layer 3 VLAN interface is monitored when it is transmitted from the switch through an egress
port or EtherChannel that is in the source VLAN.
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Local SPAN, RSPAN, and ERSPAN Destinations

A SPAN destination is a Layer 2 port, Layer 3 port, or an EtherChannel, to which local SPAN, RSPAN,
or ERSPAN sends traffic for analysis. When you configure a port or EtherChannel as a SPAN
destination, it is dedicated for use only by the SPAN feature.

Destination EtherChannels do not support the Port Aggregation Control Protocol (PAgP) or Link
Aggregation Control Protocol (LACP) EtherChannel protocols; only the on mode is supported, with all
EtherChannel protocol support disabled.

There is no requirement that the member links of a destination EtherChannel be connected to a device
that supports EtherChannels. For example, you can connect the member links to separate network
analyzers. See Chapter 24, “EtherChannels,” for more information about EtherChannel.

Destinations, by default, cannot receive any traffic. You can configure Layer 2 destinations to receive
traffic from any attached devices.

Destinations, by default, do not transmit anything except SPAN traffic. Layer 2 destinations that you
have configured to receive traffic can be configured to learn the Layer 2 address of any devices attached
to the destination and transmit traffic that is addressed to the devices.

You can configure trunks as destinations, which allows trunk destinations to transmit encapsulated
traffic. You can use allowed VLAN lists to configure destination trunk VLAN filtering.

Default Settings for Local SPAN, RSPAN, and ERSPAN

* Local SPAN: disabled
« RSPAN: disabled
« ERSPAN: disabled

* Default operating mode for egress SPAN sessions: centralized

How to Configure Local SPAN, RSPAN, and ERSPAN

» Configuring a Destination as an Unconditional Trunk (Optional), page 58-13

» Configuring Destination Trunk VLAN Filtering (Optional), page 58-13

» Configuring Destination Port Permit Lists (Optional), page 58-15

e Configuring the Egress SPAN Mode (Optional), page 58-15

e Configuring Local SPAN, page 58-16

e Configuring RSPAN, page 58-20

» Configuring ERSPAN, page 58-26

» Configuring Source VLAN Filtering in Global Configuration Mode, page 58-30
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Configuring a Destination as an Unconditional Trunk (Optional)

To configure the destination as a trunk so that the monitored traffic is tagged as it leaves the destination,
perform this task:

Command Purpose
Step1 Tqwvgt3"egphkiwtg"vgtokpcn Enters global configuration mode.
Step2 Tqwvgt*egphki+%"kpvgthceg"}type slot/port"~" Selects the interface to configure.
rqtv/ejcppgn" pwodgt i
Step3 Tgwvgt*egphki/kh+%"uykvejrqgtv" Configures the interface for Layer 2 switching (required
only if the interface is not already configured for Layer 2
switching).
Step 4 Tqwvgt*egphki/kh+%"uykvejrqtv"vtwpm"gpecruwncvkap" |Configures the encapsulation, which configures the
fqu3s® interface as an 802.1Q trunk.
Step S Tqwvgt*egphki/kh+%"uykvejrgtv"ogfg"vtwpm" Configures the interface to trunk unconditionally.

This example shows how to configure a port as an unconditional IEEE 802.1Q trunk:

Tqwvgt *egphki+%"kpvgthceg"ikicdkvgvijgtpgv"7134"

Tgwvgt *egphki /kh+%"uykvejrgtv"

Tqwvgt*egphki/kh+% "uykvejrgtv"vtwpm"gpecruwncvkgp"fqv3s"
Tgwvgt*egphki/kh+%"uykvejrgtv"ogfg"vtwpm"

Configuring Destination Trunk VLAN Filtering (Optional)
A

Note « In addition to filtering VLANSs on a trunk, you can also apply the allowed VLAN list to access ports.

e Destination trunk VLAN filtering is applied at the destination. Destination trunk VLAN filtering
does not reduce the amount of traffic being sent from the SPAN sources to the SPAN destinations.

When a destination is a trunk, you can use the list of VLANSs allowed on the trunk to filter the traffic
transmitted from the destination. (CSCeb01318)

Destination trunk VLAN filtering removes the restriction that, within a SPAN session, all destinations
receive all the traffic from all the sources. Destination trunk VLAN filtering allows you to select, on a
per-VLAN basis, the traffic that is transmitted from each destination trunk to the network analyzer.
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Step 1
Step 2
Step 3

To configure destination trunk VLAN filtering on a destination trunk, perform this task:

Command

Purpose

Tqgwvgt % "egphkiwtg"vgtokpcn

Enters global configuration mode.

Tqgwvgt *egphki+%"kpvgthceg" type slot/port"

Selects the destination trunk port to configure.

Tgwvgt *egphki /kh+%"uykvejrgtv"vtwpm"cnngygf "xnep"

} cffr~ “gzegrv" - |lpqu|l n tgoqxg i n
xncp 1.xncpl .xncp] .000__"

Configures the list of VLANs allowed on the trunk.

e The vilan parameter is either a single VLAN number from 1 through 4094, or a range of VLANSs
described by two VLAN numbers, the lesser one first, separated by a dash. Do not enter any spaces
between comma-separated v/ian parameters or in dash-specified ranges.

e All VLANS are allowed by default.

* To remove all VLANs from the allowed list, enter the switchport trunk allowed vlan none

command.

* To add VLANS to the allowed list, enter the switchport trunk allowed vlan add command.

*  You can modify the allowed VLAN list without removing the SPAN configuration.

This example shows the configuration of a local SPAN session that has several VLANs as sources and
several trunk ports as destinations, with destination trunk VLAN filtering that filters the SPAN traffic so
that each destination trunk port transmits the traffic from one VLAN:

kpvgthceg"IkicdkvGvigtpgv313

fguetkrvkgp"URCP" fguvkpcvkgp"kpvgthceg"hgt "XNCP"32

pa"kr"cfftguu

uykvejrgtv
uykvejrgtv"vtwpm"gpecruwncvkgp"fqgv3s
uykvejrgtv"vtwpm"cnngygf "xncp"32
uykvejrgtv"ogfg"vtwpm
uykvejrgtv"pgpgigvkcvg

#

kpvgthceg"IkicdkvGvigtpgv314

fguetkrvkgp"URCP" fguvkpcvkagp"kpvgthceg"hgt "XNCP"33

pa"kr"cfftguu

uykvejrgtv
uykvejrgtv"vtwpm"gpecruwncvkgp"fqgv3s
uykvejrgtv"vtwpm"cnngygf "xncp"33
uykvejrgtv"ogfg"vtwpm
uykvejrgtv"pgpgigvkcvg

#

kpvgthceg"IkicdkvGvigtpgv315s

fguetkrvkgp"URCP" fguvkpcvkgp"kpvgthceg"hgt "XNCP"34

pa"kr"cfftguu

uykvejrgtv
uykvejrgtv"vtwpm"gpecruwncvkgp"fqgv3is
uykvejrgtv"vtwpm"cnngygf "xncp"34
uykvejrgtv"ogfg"vtwpm
uykvejrgtv"pgpgigvkcvg

#

kpvgthceg"IkicdkvGvigtpgv31le

fguetkrvkgp"URCP" fguvkpcvkgp"kpvgthceg"hgt "XNCP"35

pa"kr"cfftguu

uykvejrgtv
uykvejrgtv"vtwpm"gpecruwncvkgp"fqgv3is
uykvejrgtv"vtwpm"cnngygf "xncp"35
uykvejrgtv"ogfg"vtwpm
uykvejrgtv"pgpgigvkcvg
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#
ogpkvgt "uguukgp"3"ugwteg"xncp"32"/"35
ogpkvgt "uguukgp"3"fguvkpcvkgp"kpvgthceg"Ik313"- 4

Configuring Destination Port Permit Lists (Optional)

To prevent accidental configuration of ports as destinations, you can create a permit list of the ports that
are valid for use as destinations. With a destination port permit list configured, you can only configure
the ports in the permit list as destinations.

To configure a destination port permit list, perform this task:

Command Purpose
Stepl  Tqwvgts"egphkiwtg"vgtokpen Enters global configuration mode.
Step2  Tqwvgt*egphki+%"ogpkvgt"rgtokv/nkuv" Enables use of the destination port permit list.

Step3  Tgwvgt*egphki+%'ogpkvgt "rgtokv/nkuv"fguvkpcvkap"kpvgthceg" |Configures a destination port permit list or adds
v{rg"slot/port]/rgtv_"]. v{rg"slot/port / rqtv_ to an existing destination port permit list.

This example shows how to configure a destination port permit list that includes Gigabit Ethernet ports
5/1 through 5/4 and 6/1:

Tgwvgt$"egphkiwtg"vgtokpen"

Tgwvgt *egphki+%"ogpkvgt "rgtokv/nkuv"

Tgwvgt *egphki+%"ogpkvqt "rgtokv/nkuv" fguvkpcevkgp"kpvgthceg"ikicdkvgvjgtpgv"713/6."
ikiedkvgvigtpgv"813"

This example shows how to verify the configuration:

Tagwvgt *egphki+%"fq"ujqy"ogpkvqgt "rgtokv/nkuv"
"URCP"Rgtokv/nkuv""""""<Cfokp"Gpcdngf
"Rgtokv/nkuv"rgtvu"""""<Ik713/6.Ik813

Configuring the Egress SPAN Mode (Optional)

Centralized egress SPAN mode is the default. See the “Restrictions for Distributed Egress SPAN Mode”
section on page 58-7 for information about switching modules that support distributed egress SPAN
mode.

To configure the egress SPAN mode, perform this task:

Command Purpose
Stepl  Tqwvgt%"egphkiwtg"vgtokpen" Enters global configuration mode.
Step2  Tgwvgt*egphki+%"ogpkvqt"uguukqp"gitguu" Enables distributed egress SPAN mode.

tgrnkecvkagp/ogfg" fkuvtkdwvgf" . .
Note  Enter the no monitor session egress

replication-mode distributed command to
enable centralized egress SPAN mode.

Step3  Tqwvgt*egphki+3"gpf" Exits configuration mode.

This example shows how to enable distributed egress SPAN mode:
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Tawvgt % "egphkiwtg"vgtokpcn"

Tgwvgt *egphki+$%"ogpkvgt "uguukgp"gitguu"tgrnkecvkap/ogqfg" fkuvtkdwvgt"
Tgwvgt*egphki+%"gpf"

This example shows how to disable distributed egress SPAN mode:

Tgwvgt$"egphkiwtg"vgtokpen"
Tqwvgt *egphki+%"ogpkvgt "uguukgp"gitguu"tgrnkecvkgp/oqfg"egpvtenk |gE "
Tgwvgt *egphki+%"gpf"

This example shows how to display the configured egress SPAN mode:

Tgwvgt$"ujqy"ogpkvgt "uguukgp"gitguu"tgrnkecvkgp/ogfg" ~"kpenwfg"Eqgqphkiwtgf"
Egphkiwtgf"ogfg""<"Egpvtcnk|gf

Configuring Local SPAN

* Configuring Local SPAN (SPAN Configuration Mode), page 58-16
e Configuring Local SPAN (Global Configuration Mode), page 58-18

Configuring Local SPAN (SPAN Configuration Mode)
S

Note  To tag the monitored traffic as it leaves a destination, you must configure the destination to trunk
unconditionally before you configure it as a destination (see the “Configuring a Destination as an
Unconditional Trunk (Optional)” section on page 58-13).

To configure a local SPAN session in SPAN configuration mode, perform this task:

Command Purpose
Step1  Tqwvgts"egphkiwtg"vgtokpen" Enters global configuration mode.
Step2  Tqwvgt*egphki+%"ogpkvgt"uguukgp" Configures a local SPAN session number and enters

local SPAN session number'v{rg"lngecn'~'"ngecn/vz_ local SPAN session configuration mode.

Note
« Enter the local keyword to configure ingress or
egress or both SPAN sessions.

« Enter the local-tx keyword to configure
egress-only SPAN sessions.

Step3  Tqwvgt*egphki/ogp/ngecn+%"fguetkrvkgp" (Optional) Describes the local SPAN session.
uguukqpafguetkrvkgp"
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Command Purpose
Step4  Tgwvgt*egphki/ogp/ngecn+%"uqwteg"}ukpingakpvgthceg"~" | Associates the local SPAN session number with the

Step 5

Step 6

Step 7

Step 8

kpvgthcegankuv"~"kpvgthcegatcpig"~"
okzgfakpvgthcegankuv"~"ukpingaxncp"~"xncpankuv"~"
xncpatcpig"~"okzgfaxncpankuvi"ltz"~"vz"~"dqvj "

source ports or VLANSs, and selects the traffic
direction to be monitored.

Note

*  When you enter the local-tx keyword, the rx and
both keywords are not available and the tx
keyword is required.

» To make best use of the available SPAN sessions,
it is always preferable to configure local-tx
sessions instead of local sessions with the tx
keyword.

Tqwvgt*egphki/ogp/ngecn+%"hknvgt" ukpingaxncp" ~"
xncpankuv"~"xncpatcpig"~"okzgfaxncpankuv"

(Optional) Configures source VLAN filtering when
the local SPAN source is a trunk port.

Tqwvgt*egphki/ogp/ngecn+%"fguvkpcvkgp"
}ukpingakpvgthceg"~"kpvgthcegankuv"~"kpvgthcegatcpig"
~"okzgfakpvgthcegankuvi"]lkpitguu Ingctpkpi

Associates the local SPAN session number with the
destinations.

Tqwvgt*egphki/ogp/ngecn+%"pg"ujwvEqyp"

Activates the local SPAN session.

The no shutdown command and shutdown
commands are not supported for local-tx
egress-only SPAN sessions.

Note

Tgwvgt*egphki/ogp/ngecn+%"gpf"

Exits configuration mode.

» session_description can be up to 240 characters and cannot contain special characters. The

description can contain spaces.

~

Note

You can enter 240 characters after the description command.

e local span_session_number can range from 1 to 80.

» single_interface is as follows:

— interface type slot/port; type is fastethernet, gigabitethernet, or tengigabitethernet.

— interface port-channel number

A

Note

Destination port channel interfaces must be configured with the channel-group

group _num mode on command and the no channel-protocol command. See the “How
to Configure EtherChannels” section on page 24-7.

e interface_list is single interface , single_interface , single_interface ...

“~

Note
before and after the dash.

In lists, you must enter a space before and after the comma. In ranges, you must enter a space

e interface_range is interface type slot/first_port - last_port.

* mixed _interface list is, in any order, single interface , interface range , ...
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» single vlan is the ID number of a single VLAN.

e vian_list is single vlan , single vilan , single vlan ...

e vilan_rangeis first vlan_ID - last vlan_ID.

e mixed vlan_list is, in any order, single vian , vlan_range , ...

« Enter the ingress keyword to configure destinations to receive traffic from attached devices.

« Enter the learning keyword to enable MAC address learning from the destinations, which allows
the switch to transmit traffic that is addressed to devices attached to the destinations.

When configuring destinations with the ingress and learning keywords, note the following:

— Configure the destinations for Layer 2 switching. See the “How to Configure LAN Interfaces
for Layer 2 Switching” section on page 22-5.

— Ifthe destination is a trunk and the attached device transmits untagged traffic back to the switch,
use 802.1Q trunking with the native VLAN configured to accept the traffic from the attached
device.

— Do not configure the destinations with Layer 3 addresses. Use a VLAN interface to route traffic
to and from devices attached to destinations.

— Destinations are held in the down state. To route the traffic to and from attached devices,
configure an additional active Layer 2 port in the VLAN to keep the VLAN interface up.

This example shows how to configure session 1 to monitor ingress traffic from Gigabit Ethernet port 1/1
and configure Gigabit Ethernet port 1/2 as the destination:

Tqwvgt *egphki+% "ogpkvat "uguukgp"3"v{rg"ngecn"
Tgwvgt *egphki/ogp/ngecn+%"ugqwteg"kpvgtheceg"ikicdkvgvigtpgv"313"tz"
Tqwvgt *egphki/ogp/ngecn+%"fguvkpcvkgp"kpvgthceg"ikicdkvgvigtpgv"314"

For additional examples, see the “Configuration Examples for SPAN” section on page 58-31.

Configuring Local SPAN (Global Configuration Mode)
S

Note « To tag the monitored traffic as it leaves a destination, you must configure the destination to trunk
unconditionally before you configure it as a destination (see the “Configuring a Destination as an
Unconditional Trunk (Optional)” section on page 58-13).

*  You can configure up to two local SPAN sessions in global configuration mode.
*  You can use SPAN configuration mode for all SPAN configuration tasks.

*  You must use SPAN configuration mode to configure the supported maximum number of SPAN
sessions.
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Step 2

Step 3
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Local SPAN does not use separate source and destination sessions. To configure a local SPAN session,
configure local SPAN sources and destinations with the same session number. To configure a local SPAN

session, perform this task:

Command

Purpose

Tgwvgt % "egphkiwtg"vgtokpcn"

Enters global configuration mode.

Tgwvgt*egphki+%"ogpkvgt "uguukgp"
ngecnaurcpauguukgpapwodgt"ugwteg" } ukpingakpvgthceg" ~"
kpvgthcegankuv"~"kpvgthcegatcpig"~"okzgfakpvgthcegankuv"
~"ukpingaxncp"~"xncpankuv"~"xncpatcpig"~"
okzgfaxncpankuvi"]ltz"~"vz"~"dqvj_"

Associates the local SPAN source session number
with the source ports or VLANSs and selects the
traffic direction to be monitored.

Tqgwvgt*egphki+%"ogpkvgt "uguukgp"
ngecnaurcpauguukgpapwodgt" fgquvkpevkap" } ukpingakpvgthceg"
~"kpvgthcegankuv"~"kpvgthcegatcpig"~"
okzgfakpvgthcegankuvi"lkpitguu"]lngctpkpi

Associates the local SPAN session number and
the destinations.

e local span_session_number can range from 1 to 80.

» single interface is as follows:

— interface type slot/port; type is fastethernet, gigabitethernet, or tengigabitethernet.

— interface port-channel number

~

Note  Destination port channel interfaces must be configured with the channel-group
group _num mode on command and the no channel-protocol command. See the “How
to Configure EtherChannels” section on page 24-7.

e interface_list is single_interface , single_interface , single_interface ...

S

Note Inlists, you must enter a space before and after the comma. In ranges, you must enter a space

before and after the dash.

* interface_range is interface type slot/first port - last _port.

* mixed interface list is, in any order, single interface , interface range , ...

» single vlan is the ID number of a single VLAN.

e vian_list is single vlan , single vilan , single vlan ...

e vilan_range is first vlan_ID - last vlan_ID.

e mixed vlan_list is, in any order, single vian , vlan_range , ...

» Enter the ingress keyword to configure destinations to receive traffic from attached devices.

« Enter the learning keyword to enable MAC address learning from the destinations, which allows
the switch to transmit traffic that is addressed to devices attached to the destinations.

When configuring destinations with the ingress and learning keywords, note the following:

— Configure the destinations for Layer 2 switching. See the “How to Configure LAN Interfaces
for Layer 2 Switching” section on page 22-5.

— Ifthe destination is a trunk and the attached device transmits untagged traffic back to the switch,
use 802.1Q trunking with the native VLAN configured to accept the traffic from the attached

device.
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— Do not configure the destinations with Layer 3 addresses. Use a VLAN interface to route traffic
to and from devices attached to destinations.

— Destinations are held in the down state. To route the traffic to and from attached devices,
configure an additional active Layer 2 port in the VLAN to keep the VLAN interface up.

This example shows how to configure Gigabit Ethernet port 5/1 as a bidirectional source for session 1:

Tgwvgt*egphki+%"ogpkvgt "uguukgp"3 "ugwteg"kpvgthceg"ikicdkvgvijgtpgv" 713"

This example shows how to configure Gigabit Ethernet port 5/48 as the destination for SPAN session 1:

Tgwvgt*egphki+%"ogpkvgt "uguukgp"3 " fguvkpcvkgp"kpvgthceg"ikicdkvgvijgtpgv"716:"

For additional examples, see the “Configuration Examples for SPAN” section on page 58-31.

Configuring RSPAN

e Configuring RSPAN VLANS, page 58-20
¢ Configuring RSPAN Sessions (SPAN Configuration Mode), page 58-20
¢ Configuring RSPAN Sessions (Global Configuration Mode), page 58-23

Configuring RSPAN VLANSs

To configure a VLAN as an RSPAN VLAN, perform this task:

Command Purpose
Step1 Tqwvgts"egphkiwtg"vgtokpen Enters global configuration mode.
Step 2 Tqwvgt*eqgphki+%"xncp"vlan ID]}/~.ivlan ID_ Creates or modifies an Ethernet VLAN, a range of

Ethernet VLANS, or several Ethernet VLANSs specified
in a comma-separated list (do not enter space

characters).

Step3 Tgwvgt*egphki/xncp+%"tgoqvg/urcp" Configures the VLAN as an RSPAN VLAN.

Step4 Tqwvgtregphki/xncp+%"gpf" Updates the VLAN database and returns to privileged
EXEC mode.

Configuring RSPAN Sessions (SPAN Configuration Mode)

» Configuring RSPAN Source Sessions in SPAN Configuration Mode, page 58-21
* Configuring RSPAN Destination Sessions in SPAN Configuration Mode, page 58-22
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Configuring RSPAN Source Sessions in SPAN Configuration Mode

Step 1
Step 2

Step 3

Step 4

Step 5

Step 6

Step 7
Step 8

To configure an RSPAN source session in SPAN configuration mode, perform this task:

Command

Purpose

Tgwvgt % "egphkiwtg"vgtokpcn

Enters global configuration mode.

Tqwvgt *egphki+%"ogpkvgt "uguukgp"
RSPAN source session number"v{rg"turcp/uqwteg"

Configures an RSPAN source session number and enters
RSPAN source session configuration mode for the
session.

Tqwvgt*egphki/ogp/turcp/ute+%"
fguetkrvkap uguukgpafguetkrvkgp"

(Optional) Describes the RSPAN source session.

Tqwvgt*egphki/ogp/turcp/ute+%"ugwteg"
}ukpingakpvgthceg" ~"kpvgthcegankuv" ~"
kpvgthcegatcpig"~"okzgfakpvgthcegankuv"~"
ukpingaxncp"~"xncpankuv"~"xncpatcpig"~"
okzgfaxncpankuvi"ltz ~ vz"~"dqvj_ "

Associates the RSPAN source session number with the
source ports or VLANSs, and selects the traffic direction
to be monitored.

Tqwvgt*egphki/ogp/turcp/ute+%"hknvgt" ukpingaxncp"
~"xncpankuv"~"xncpatcpig"~"okzgfaxncpankuv"

(Optional) Configures source VLAN filtering when the
RSPAN source is a trunk port.

Tqwvgt*egphki/ogp/turcp/ute+%"fguvkpcvkgp"
tgoqvg xncp"rspan vlan ID"

Associates the RSPAN source session number session
number with the RSPAN VLAN.

Tqgwvgt*egphki/ogp/turcp/ute+%"pq"ujwvEqyp"

Activates the RSPAN source session.

Tqwvgt*egphki/ogp/turcp/ute+%"gpf"

Exits configuration mode.

» session_description can be up to 240 characters and cannot contain special characters. The

description can contain spaces.

~

Note

You can enter 240 characters after the description command.

e RSPAN source_span_session_number can range from 1 to 80.

» single interface is as follows:

— interface type slot/port; type is fastethernet, gigabitethernet, or tengigabitethernet.

— interface port-channel number

e interface_list is single_interface , single_interface , single_interface ...

A

Note
before and after the dash.

In lists, you must enter a space before and after the comma. In ranges, you must enter a space

e interface range is interface type slot/first port - last _port.

* mixed interface list is, in any order, single interface , interface range , ...

e single vlan is the ID number of a single VLAN.

e vian_list is single vlan , single vilan , single vilan ...

e vlan_range is first vlan_ID - last vlan_ID.

e mixed vlan_list is, in any order, single vian ,vlan_range , ...
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» See the “Configuring RSPAN VLANSs” section on page 58-20 for information about the RSPAN

VLAN ID.

This example shows how to configure session 1 to monitor bidirectional traffic from Gigabit Ethernet

port 1/1:

Tqwvgt *egphki+% "ogpkvgt "uguukgp"3"v{rg"turcp/ugqwteg"
Tqwvgt*egphki/ogp/turcp/ute+%"ugwteg"kpvgthceg"ikicdkvgvjgtpgv"313"
Tgwvgt*egphki/ogp/turcp/ute+%"fguvkpcvkgp"tgogvg xncp"4"

For additional examples, see the “Configuration Examples for SPAN” section on page 58-31.

Configuring RSPAN Destination Sessions in SPAN Configuration Mode

Step 1
Step 2

Step 3

Step 4

Step 5

Step 6

S

Note o

To tag the monitored traffic, you must configure the port to trunk unconditionally before you

configure it as a destination (see the “Configuring a Destination as an Unconditional Trunk

(Optional)” section on page 58-13).

e You can configure an RSPAN destination session on the RSPAN source session switch to monitor

RSPAN traffic locally.

To configure an RSPAN destination session, perform this task:

Command

Purpose

Tqwvgt % "eqgqphkiwtg"vgtokpen

Enters global configuration mode.

Tgwvgt *egphki+% "ogpkvgt "uguukgp"
RSPAN destination session number"v{rg"
turcp/fguvkpcvkap"

Configures an RSPAN destination session number and
enters RSPAN destination session configuration mode
for the session.

Tqwvgt*egphki/ogp/turcp/fuv+%"fguetkrvkgp"
uguukqpafguetkrvkgp"

(Optional) Describes the RSPAN destination session.

Tgwvgt*egphki/ogp/turcp/fuv+%"ugqwteg"tgogqvg"xnep"
rspan vlan ID"

Associates the RSPAN destination session number with
the RSPAN VLAN.

Tqwvgt*egphki/ogp/turcp/fuv+%"fguvkpevkgp"
}ukpingakpvgthceg" ~"kpvgthcegankuv" ~"
kpvgthcegatcpig"~"okzgfakpvgthcegankuvi"
lkpitguu lngctpkpi

Associates the RSPAN destination session number with
the destinations.

Tgwvgt*egphki/ogp/turcp/fuv+$"gpt"

Exits configuration mode.

e RSPAN destination span_session_number can range from 1 to 80.

» single_interface is as follows:

— interface type slot/port; type is fastethernet, gigabitethernet, or tengigabitethernet.

— interface port-channel number

~

Note

Destination port channel interfaces must be configured with the channel-group

group _num mode on command and the no channel-protocol command. See the “How
to Configure EtherChannels” section on page 24-7.
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e interface_list is single_interface , single_interface , single_interface ...

N
Note Inlists, you must enter a space before and after the comma. In ranges, you must enter a space
before and after the dash.

» interface_range is interface type slot/first_port - last_port.
e mixed _interface list is, in any order, single interface , interface range , ...
« Enter the ingress keyword to configure destinations to receive traffic from attached devices.

« Enter the learning keyword to enable MAC address learning from the destinations, which allows
the switch to transmit traffic that is addressed to devices attached to the destinations.

When configuring destinations with the ingress and learning keywords, note the following:

— Configure the destinations for Layer 2 switching. See the “How to Configure LAN Interfaces
for Layer 2 Switching” section on page 22-5.

— Ifthe destination is a trunk and the attached device transmits untagged traffic back to the switch,
use 802.1Q trunking with the native VLAN configured to accept the traffic from the attached
device.

— Do not configure the destinations with Layer 3 addresses. Use a VLAN interface to route traffic
to and from devices attached to destinations.

— Destinations are held in the down state. To route the traffic to and from attached devices,
configure an additional active Layer 2 port in the VLAN to keep the VLAN interface up.

e The no shutdown command and shutdown commands are not supported for RSPAN destination
sessions.

This example shows how to configure RSPAN VLAN 2 as the source for session 1 and Gigabit Ethernet
port 1/2 as the destination:

Tqwvgt *egphki+% "ogpkvat "uguukgp"3"v{rg"turcp/fguvkpcvkap"
Tgwvgt*egphki/turcp/fuv+%"ugwteg"tgogvg"xncp"4"
Tqwvgt*egphki/turcp/fuv+%"fguvkpevkgp"kpvgthceg"ikicdkvgvijgtpgv"314"

For additional examples, see the “Configuration Examples for SPAN” section on page 58-31.

Configuring RSPAN Sessions (Global Configuration Mode)

e Configuring RSPAN Source Sessions in Global Configuration Mode, page 58-24
e Configuring RSPAN Destination Sessions in Global Configuration Mode, page 58-25
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Configuring RSPAN Source Sessions in Global Configuration Mode

To configure an RSPAN source session in global configuration mode, perform this task:

Command Purpose
Stepl  Tqwvgts"egphkiwtg"vgtokpen Enters global configuration mode.
Step2  Tqwvgt*egphki+%"ogpkvqgt"uguukgp" Associates the RSPAN source session number with the

RSPAN source session number"uqwteg"
}ukpingakpvgthceg" ~"kpvgthcegankuv"~"
kpvgthcegatcpig"~"okzgfakpvgthcegankuv"~"
ukpingaxncp"~"xncpankuv"~"xncpatcpig"~"
okzgfaxncpankuvi"ltz"~"vz"~"dqvj_"

source ports or VLANS, and selects the traffic direction
to be monitored.

Step3  Tqwvgt*egphki+%"ogpkvqt"uguukgp" Associates the RSPAN source session number session

RSPAN source session number"fguvkpcvkqgp" number with the RSPAN VLAN.
tgoqvg xncp"rspan vlan ID"

» To configure RSPAN VLAN:S, see the “Configuring RSPAN VLANSs” section on page 58-20.
e RSPAN source_span_session_number can range from 1 to 80.
o single interface is as follows:

— interface type slot/port; type is fastethernet, gigabitethernet, or tengigabitethernet.

— interface port-channel number

e interface_list is single_interface , single interface , single_interface ...

~

Note Inlists, you must enter a space before and after the comma. In ranges, you must enter a space
before and after the dash.

* interface_range is interface type slot/first_port - last_port.

* mixed interface list is, in any order, single interface , interface range , ...
e single vlan is the ID number of a single VLAN.

e vian_list is single vlan , single vilan , single vlan ...

e vilan_rangeis first vlan_ID - last vlan ID.

e mixed vlan_list is, in any order, single vian , vlan_range , ...

» See the “Configuring RSPAN VLANSs” section on page 58-20 for information about the RSPAN
VLAN ID.

This example shows how to configure Gigabit Ethernet port 5/2 as the source for session 2:

Tgwvgt*egphki+%"ogpkvgt "uguukgp"4 "ugwteg"kpvgthceg"ikicdkvgvijgtpgv" 714"

This example shows how to configure RSPAN VLAN 200 as the destination for session 2:

Tgwvgt *egphki+% "ogpkvgt "uguukgp"4 " fguvkpcvkgp"tgoqvg xncp"422"

For additional examples, see the “Configuration Examples for SPAN” section on page 58-31.
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Configuring RSPAN Destination Sessions in Global Configuration Mode

S

Note .

To tag the monitored traffic, you must configure the port to trunk unconditionally before you
configure it as a destination (see the “Configuring a Destination as an Unconditional Trunk
(Optional)” section on page 58-13).

You can configure an RSPAN destination session on the RSPAN source session switch to monitor
RSPAN traffic locally.

To configure an RSPAN destination session in global configuration mode, perform this task:

Command Purpose
Stepl  Tqwvgts"egphkiwtg"vgtokpen Enters global configuration mode.
Step2  Tqwvgt*egphki+%"ogpkvqt"uguukgp" Associates the RSPAN destination session number with
RSPAN destination session number"uqwteg"tgogqvg" the RSPAN VLAN
Xncp"rspan vlan ID"
Step3  Tgwvgt*egphki+%"ogpkvgt "uguukqp" Associates the RSPAN destination session number with
RSPAN destination session number"fguvkpcvkgp" the destinations
}ukpingakpvgthceg" ~"kpvgthcegankuv"~"
kpvgthcegatcpig"~"okzgfakpvgthcegankuvi"
lkpitguu Ingctpkpi

RSPAN destination_span_session_number can range from 1 to 80.

See the “Configuring RSPAN VLANs” section on page 58-20 for information about the RSPAN
VLAN ID.

single interface is as follows:
— interface type slot/port; type is fastethernet, gigabitethernet, or tengigabitethernet.
— interface port-channel number

~

Note  Destination port channel interfaces must be configured with the channel-group
group num mode on command and the no channel-protocol command. See the “How
to Configure EtherChannels” section on page 24-7.

interface_list is single_interface , single_interface , single_interface ...

S

Note Inlists, you must enter a space before and after the comma. In ranges, you must enter a space
before and after the dash.

interface_range is interface type slot/first port - last _port.
mixed_interface_list is, in any order, single_interface , interface range , ...
Enter the ingress keyword to configure destinations to receive traffic from attached devices.

Enter the learning keyword to enable MAC address learning from the destinations, which allows
the switch to transmit traffic that is addressed to devices attached to the destinations.

When configuring destinations with the ingress and learning keywords, note the following:
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— Configure the destinations for Layer 2 switching. See the “How to Configure LAN Interfaces
for Layer 2 Switching” section on page 22-5.

— Ifthe destination is a trunk and the attached device transmits untagged traffic back to the switch,
use 802.1Q trunking with the native VLAN configured to accept the traffic from the attached

device.

— Do not configure the destinations with Layer 3 addresses. Use a VLAN interface to route traffic
to and from devices attached to destinations.

— Destinations are held in the down state. To route the traffic to and from attached devices,
configure an additional active Layer 2 port in the VLAN to keep the VLAN interface up.

This example shows how to configure RSPAN VLAN 200 as the source for session 3:

Tgwvgt *egphki+%"ogpkvgt "uguukgp"5"ugwteg"tgoqvg xncp"422"

This example shows how to configure Gigabit Ethernet port 5/47 as the destination for session 3:

Tgwvgt *egphki+%"ogpkvgt "uguukgp"5" fguvkpcvkgp"kpvgthceg"ikicdkvgvijgtpgv"7169"

For additional examples, see the “Configuration Examples for SPAN” section on page 58-31.

Configuring ERSPAN

* Configuring ERSPAN Source Sessions, page 58-26

» Configuring ERSPAN Destination Sessions,

Configuring ERSPAN Source Sessions

Step 1
Step 2

Step 3

Step 4

Step 5

Step 6

page 58-28

To configure an ERSPAN source session, perform this task:

Command

Purpose

Tqwvgt % "egphkiwtg"vgtokpcn

Enters global configuration mode.

Tqgwvgt*egphki+%"ogpkvgt "uguukgp"
ERSPAN source session number"v{rg"gturcp/uqwteg"

Configures an ERSPAN source session number and
enters ERSPAN source session configuration mode
for the session.

Tqgwvgt*egphki/ogp/gturcp/ute+%"fguetkrvkagp"
uguukgpafguetkrvkgp"

(Optional) Describes the ERSPAN source session.

Tgwvgt*egphki/ogp/gturcp/ute+% "ugqwteg"
}ukpingakpvgthceg"~"kpvgthcegankuv"~"kpvgthcegatcpig"
~"okzgfakpvgthcegankuv"~"ukpingaxncp"~"xncpankuv"~"
xncpatcpig"~"okzgfaxncpankuvi"ltz"~"vz"~"dgvj_i"

Associates the ERSPAN source session number with
the source ports or VLANS, and selects the traffic
direction to be monitored.

Tqwvgt*egphki/ogp/gturcp/ute+%"hknvgt " ukpingaxncp" ~"
xncpankuv"~"xncpatcpig"~"okzgfaxncpankuv"

(Optional) Configures source VLAN filtering when
the ERSPAN source is a trunk port.

Tqwvgt*egphki/ogp/gturcp/ute+%"fguvkpcvkagp"

Enters ERSPAN source session destination
configuration mode.
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Command Purpose
Step7  Tqwvgt*egphki/ogp/gturcp/ute/fuv+%"kr"cfftguu” Configures the ERSPAN flow destination IP address,
kractftguu" which must also be configured on an interface on the

destination switch and be entered in the ERSPAN
destination session configuration (see the
“Configuring ERSPAN Destination Sessions” section
on page 58-28, Step 6).

Step8  Tgwvgt*egphki/ogp/gturcp/ute/fuv+%"gturcp/kf" Configures the ID number used by the source and

ERSPAN_flow_id" destination sessions to identify the ERSPAN traffic,
which must also be entered in the ERSPAN
destination session configuration (see the
“Configuring ERSPAN Destination Sessions” section
on page 58-28, Step 7).

Step9  Tqwvgt*egphki/ogp/gturcp/ute/fuv+%"qtkikp"kr"cfftguu" |Configures the IP address used as the source of the
kracfftguu"lhqteg ERSPAN traffic.

Step 10 Tqwvgt*egphki/ogp/gturcp/ute/fuv+s"kr"vvn"vvnaxcnwg" |(Optional) Configures the IP time-to-live (TTL)
value of the packets in the ERSPAN traffic.

Step 11 Tgwvgt*egphki/ogp/gturcp/ute/fuv+%"kr"rtge"krraxcnwg" |(Optional) Configures the IP precedence value of the
packets in the ERSPAN traffic.

Step 12 Tawvgt*egphki/ogp/gturcp/ute/fuv+%"kr"fuer" (Optional) Configures the IP DSCP value of the
fueraxcnwg" packets in the ERSPAN traffic.
Step 13 Tqgwvgt*egphki/ogp/gturcp/ute/fuv+%"xth"xthapcog" (Optional) Configures the VRF name to use instead
of the global routing table.
Step 14 Tqwvgt*egphki/ogp/gturcp/ute+%"pq ujwviqyp" Activates the ERSPAN source session.
Step 15 Tqwvgt*egphki/ogp/gturcp/ute/fuv+%"gpf" Exits configuration mode.

* session_description can be up to 240 characters and cannot contain special characters. The
description can contain spaces.

“~

Note  You can enter 240 characters after the description command.

e ERSPAN source_span_session_number can range from 1 to 80.

» single_interface is as follows:
— interface type slot/port; type is fastethernet, gigabitethernet, or tengigabitethernet.
— interface port-channel number

“~

Note  Port channel interfaces must be configured with the channel-group group num mode
on command and the no channel-protocol command. See the “How to Configure
EtherChannels” section on page 24-7.

e interface_list is single_interface , single_interface , single_interface ...

S

Note Inlists, you must enter a space before and after the comma. In ranges, you must enter a space
before and after the dash.
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» interface_range is interface type slot/first_port - last_port.

* mixed _interface list is, in any order, single interface , interface range , ...

e single vlan is the ID number of a single VLAN.

e vian_list is single vlan , single vilan , single vlan ...

e vlan_range is first vlan_ID - last vlan ID.

* mixed vlan_list is, in any order, single vian , vlan_range , ...

e ERSPAN flow_id can range from 1 to 1023.

» All ERSPAN source sessions on a switch must use the same source IP address. Enter the origin ip
address ip_address force command to change the origin IP address configured in all ERSPAN

source sessions on the switch.

e ftl value can range from 1 to 255.
e ipp_value can range from 0 to 7.

e dscp_value can range from 0 to 63.

This example shows how to configure session 3 to monitor bidirectional traffic from Gigabit Ethernet

port 4/1:

Tqwvgt *egphki+% "ogpkvat "uguukgp"5"v{rg"gturcp/ugqwteg"
Tgwvgt*egphki/ogp/gturcp/ute+%"ugwteg"kpvgthceg"ikicdkvgvigtpgv"613"
Tqwvgt*egphki/ogp/gturcp/ute+%"fguvkpcvkgp"
Tqgwvgt*egphki/ogp/gturcp/ute/fuv+%"kr"cf££tguu"32030303"
Tgwvgt*egphki/ogp/gturcp/ute/fuv+$"qtkikp"kr"cfftguu”42030303"
Tgwvgt*egphki/ogp/gturcp/ute/fuv+%"gturcp/kf"323"

For additional examples, see the “Configuration Examples for SPAN” section on page 58-31.

Configuring ERSPAN Destination Sessions

Step 1
Step 2

Step 3

Step 4

Step 5

S

Note  You cannot monitor ERSPAN traffic locally.

To configure an ERSPAN destination session, perform this task:

Command

Purpose

Tgwvgt % "egphkiwtg"vgtokpcn

Enters global configuration mode.

Tqwvgt *egphki+%"ogpkvgt "uguukgp"
ERSPAN destination session number"v{rg"
gturcp/fguvkpevkgp"

Configures an ERSPAN destination session number and
enters ERSPAN destination session configuration mode
for the session.

Tqwvgt*egphki/ogp/gturcp/fuv+%"fguetkrvkgp"
uguukgpafguetkrvkgp"

(Optional) Describes the ERSPAN destination session.

Tqwvgt*egphki/ogp/gturcp/fuv+%"Efguvkpecvkgp"
}ukpingakpvgthceg" ~"kpvgthcegankuv" ~"
kpvgthcegatcpig"~"okzgfakpvgthcegankuvi"
lkpitguu lngctpkpi

Associates the ERSPAN destination session number with
the destinations.

Tqwvgt*egphki/ogp/gturcp/fuv+%"uqwteg"

Enters ERSPAN destination session source configuration
mode.
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Command Purpose
Step6  Tgwvgt*egphki/ogp/gturcp/fuv/ute+%"kr"cfftguu" Configures the ERSPAN flow destination IP address.

Step 7

Step 8

Step 9
Step 10

kracfftguu"lhqgteg

This must be an address on a local interface and match
the address that you entered in the “Configuring
ERSPAN Source Sessions” section on page 58-26,
Step 7.

Tqwvgt*egphki/ogp/gturcp/fuv/ute+%"gturcp/kE"
ERSPAN flow id"

Configures the ID number used by the destination and
destination sessions to identify the ERSPAN traffic. This
must match the ID that you entered in the “Configuring
ERSPAN Source Sessions” section on page 58-26,

Step 8.

Tqwvgt*egphki/ogp/gturcp/fuv/ute+%"xth" xthapcog"

(Optional) Configures the VRF name used instead of the
global routing table.

Tqwvgt*egphki/ogp/gturcp/fuv+$"pgq"ujwvEqyp"

Activates the ERSPAN destination session.

o

Tqwvgt*egphki/ogp/gturcp/fuv/ute+%"gpf"

Exits configuration mode.

» single_interface is as follows:

ERSPAN destination_span_session_number can range from 1 to 80.

— interface type slot/port; type is fastethernet, gigabitethernet, or tengigabitethernet.

— interface port-channel number

S

Note

Destination port channel interfaces must be configured with the channel-group

group _num mode on command and the no channel-protocol command. See the “How
to Configure EtherChannels” section on page 24-7.

» interface_list is single_interface , single interface , single_interface ...

~

Note
before and after the dash.

In lists, you must enter a space before and after the comma. In ranges, you must enter a space

» interface_range is interface type slot/first_port - last_port.

* mixed _interface list is, in any order, single interface , interface range , ...

« All ERSPAN destination sessions on a switch must use the same IP address on the same destination
interface. Enter the ip address ip_address force command to change the IP address configured in
all ERSPAN destination sessions on the switch.

S

Note

You must also change all ERSPAN source session destination IP addresses (see the

“Configuring ERSPAN Source Sessions” section on page 58-26, Step 7).

e ERSPAN flow_id can range from 1 to 1023.

« Enter the ingress keyword to configure destinations to receive traffic from attached devices.
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« Enter the learning keyword to enable MAC address learning from the destinations, which allows
the switch to transmit traffic that is addressed to devices attached to the destinations.

When configuring destinations with the ingress and learning keywords, note the following:

— Configure the destinations for Layer 2 switching. See the “How to Configure LAN Interfaces
for Layer 2 Switching” section on page 22-5.

— Ifthe destination is a trunk and the attached device transmits untagged traffic back to the switch,
use 802.1Q trunking with the native VLAN configured to accept the traffic from the attached
device.

— Do not configure the destinations with Layer 3 addresses. Use a VLAN interface to route traffic
to and from devices attached to destinations.

— Destinations are held in the down state. To route the traffic to and from attached devices,
configure an additional active Layer 2 port in the VLAN to keep the VLAN interface up.

This example shows how to configure an ERSPAN destination session to send ERSPAN ID 101 traffic
arriving at IP address 10.1.1.1 to Gigabit Ethernet port 2/1:

Tqwvgt *egphki+% "ogpkvat "uguukgp"5"v{rg"gturcp/fguvkpcvkap"
Tgwvgt*egphki /gturcp/fuv+%"fguvkpevkgp"kpvgthceg"ikicdkvgvigtpgv"413™"
Tgwvgt *egphki/gturcp/fuv+%"ugwteg"
Tgwvgt*egphki/gturcp/fuv/ute+%"kr"cfftguu"32030303"
Tgwvgt*egphki/gturcp/fuv/ute+%"gturcp/kEf"323"

For additional examples, see the “Configuration Examples for SPAN” section on page 58-31.

Configuring Source VLAN Filtering in Global Configuration Mode
~

Note » To configure source VLAN filtering in SPAN configuration mode, see these sections:
— Configuring Local SPAN (SPAN Configuration Mode), page 58-16
— Configuring RSPAN Source Sessions in SPAN Configuration Mode, page 58-21
— Configuring ERSPAN, page 58-26

* Source VLAN filtering reduces the amount of traffic that is sent from SPAN sources to SPAN
destinations.

Source VLAN filtering monitors specific VLANs when the source is a trunk port.

To configure source VLAN filtering when the local SPAN or RSPAN source is a trunk port, perform this

task:
Command Purpose
Step1  Tqwvgts"egphkiwtg"vgtokpcn Enters global configuration mode.
Step2  Tqwvgt*egphki+%"ogpkvgt "uguukqp" uguukgpapwodgt" Configures source VLAN filtering when the local SPAN
hknvgt"ukpingaxncp"~"xncpankuv"~"xncpatcpig"~" or RSPAN source is a trunk port.
okzgfaxncpankuv"

e single vlan is the ID number of a single VLAN.

e vian_list is single vlan , single vilan , single vlan ...
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Verifying the SPAN Configuration W

e vilan_range s first vlan_ID - last vlan_ID.
e mixed vlan_list is, in any order, single vian , vlan_range , ...
This example shows how to monitor VLANs 1 through 5 and VLAN 9 when the source is a trunk port:

Tqwvgt *egphki+$%"ogpkvgt "uguukgp"4 "hknvgt "xncp"3"/"7"."; "

Veritying the SPAN Configuration

To verify the configuration, enter the show monitor session command.
This example shows how to verify the configuration of session 2:

Tgwvgt % "ujqy"ogpkvqgt "uguukqgp"4
Uguukgp"4

1117171117177
V{rg"<"Tgoqvg"Uqwteg"Uguukqp

Ugwteg"Rgtvux<

nnnnTZnQpn{<nnunnnqu513
Fguv"TURCP"XNCP<""" ;23
Tgwvgt$

This example shows how to display the full details of session 2:

Tawvgt$"ujqy"ogpkvgt "uguukgp"4 " fgvckn"
Uguukgp"4

117771771777
V{rg"<"Tgoqvg"Ugwteg"Uguukgp

Ugwteg"Rgtvux<

nnnnTanpn{<nnnnnnnIk3l3/5
nnnnvanpn{<nnnnnnanpg
mHN Dy <M papg
Ugwteg"XNCPu<
nnnnTanpn{<nnnnnnanpg
URINIRIAVS/AL Qpn{ <mwmnn o pagpg
mHN Doy < M popg

Ugwteg"TURCP"XNCP<"Pgpg
Fguvkpcvkagp"Rgtvu<"Pgpg
Hknvgt "XNCPu<"" """ "pPgpg
Fguv"TURCP"XNCP<""" ;23

Configuration Examples for SPAN

This example shows the configuration of RSPAN source session 2:

Tqwvgt *egphki+% "ogpkvgt "uguukqgp"4 "ugwteg"kpvgthceg"ikicdkvgvigtpgv31i3"/ "5tz "
Tgwvgt *egphki+% "ogpkvgt "uguukgp"4 " fguvkpcvkgp"tgoqvg"xncp" ;23"

This example shows how to clear the configuration for sessions 1 and 2:

Tqwvgt *egphki+$% "pq"ogpkvgt "uguukgp"tcpig"3 /4"

This example shows the configuration of an RSPAN source session with multiple sources:

Tgwvgt *egphki+%"ogpkvgt "uguukgp"4 "ugwteg"kpvgthceg"ikicdkvgvigtpgv"7137"."915"tz"
Tawvgt*egphki+%"ogpkvgt "uguukqgp"4 "ugwteg"kpvgthceg"ikicdkvgvjgtpgv"314"vz"

Tgwvgt *egphki+%"ogpkvgt "uguukqgp "4 "ugwteg"kpvgthceg"rgtv/ejcppgn"324"

Tqwvgt *egphki+% "ogpkvgt "uguukgp"4 "ugwteg"hknvgt "xncp"4"/"5"
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Tgwvgt *egphki+%"ogpkvqgt "uguukqgp"4 " fguvkpecvkgp"tgogqvg"xnecp" ; 23"

This example shows how to remove sources for a session:

Tgwvgt *egphki+%"pg"ogpkvgt "uguukgp"4 "ugwteg"kpvgthceg"ikicdkvgvjgtpgv"7137"."915"

This example shows how to remove options for sources for a session:

Tgwvgt *egphki+%"pg"ogpkvgt "uguukgp"4 "ugwteg"kpvgthceg"ikicdkvgvjgtpgv"314"
Tgwvgt *egphki+%"pg"ogpkvgt "uguukgp"4 "ugwteg"kpvgthceg"rgtv/ejcppgn"324"vz"

This example shows how to remove source VLAN filtering for a session:

Tqwvgt*egphki+%"pg"ogpkvgt "uguukgp"4 "hknvgt "xncp"5"

This example shows the configuration of RSPAN destination session 8:

Tgwvgt *egphki+%"ogpkvgt "uguukgp" : "ugwteg"tgogvg"xncp" ;23"
Tqwvgt *egphki+$% "ogpkvgt "uguukgp" : "fguvkpcvkgp"kpvgthceg"ikicdkvgvjgtpgv"314"."415"

This example shows the configuration of ERSPAN source session 12:

ogpkvat "uguukgp"34"v{rg"gturcp/ugwteg
"fguetkrvkgp"UQWTEGaUGUUKQPaHQTaXTHaITC [
"ugwteg"kpvgthceg"Ik:16:"tz

"fguvkpcvkap

"ngturcp/kf"342

"wkr'cfftguu"320:0304
"rgtkikp"kr"cfftguu"54030303

mnxth'ite(

This example shows the configuration of ERSPAN destination session 12:

ogpkvat "uguukgp"34"v{rg"gturcp/fguvkpcvkap
"fguetkrvkgp"FGUVaUGUUKQPaHQTaXTHaITC [
"fguvkpcvkgp"kpvgthceg"Ik616:

"ugwteg

"ngturcp/kf"342

"rkrtcfftguu"320:0304

mnxth'ite(

This example shows the configuration of ERSPAN source session 13:

ogpkvat "uguukgp"35"v{rg"gturcp/ugwteg
"ugwteg"kpvgthceg"Ik813"vz
"fguvkpcvkagp

""gturcp/kE"352
"kr'cfftguu"320330303
"rgtkikp"kr"cfftguu"54030303

This example shows the configuration of ERSPAN destination session 13:

ogpkvat "uguukgp"35"v{rg"gturcp/fguvkpcvkagp
"fguvkpcvkgp"kpvgthceg"Ik813

"ugwteg

"ngturcp/kf"352

"rkrtcfftguu"320330303

)o

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum
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CHAPTER 59

SNMP IfIndex Persistence

e Prerequisites for SNMP IfIndex Persistence, page 59-1

» Restrictions for SNMP IfIndex Persistence, page 59-1

* Information About SNMP IfIndex Persistence, page 59-2
e Default Settings for SNMP IfIndex Persistence, page 59-2
¢ How to Configure SNMP IfIndex Persistence, page 59-2

» For complete syntax and usage information for the commands used in this chapter, see these
publications:

http://www.cisco.com/en/US/products/ps11846/prod command reference list.html

e Cisco IOS Release 15.4SY supports only Ethernet interfaces. Cisco IOS Release 15.4SY does not
support any WAN features or commands.

For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum

Prerequisites for SNMP IfIndex Persistence

None.

Restrictions for SNMP IfIndex Persistence

None.
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M Information About SNMP IfIndex Persistence

Information About SNMP IfIndex Persistence

The SNMP ifIndex persistence feature provides an interface index (ifIndex) value that is retained and
used when the switch reboots. The ifIndex value is a unique identifying number associated with a
physical or logical interface.

There is no requirement in the relevant RFCs that the correspondence between particular ifIndex values
and their interfaces be maintained when the switch reboots, but many applications (for example, device
inventory, billing, and fault detection) require maintenance of this correspondence.

You can poll the switch at regular intervals to correlate the interfaces to the ifIndexes, but it is not
practical to poll constantly. The SNMP ifIndex persistence feature provides permanent ifIndex values,
which eliminates the need to poll interfaces.

The following definitions are based on RFC 2233, “The Interfaces Group MIB using SMIv2.” The
following terms are values in the Interfaces MIB (IF-MIB):

e ifIndex —A unique number (greater than zero) that identifies each interface for SNMP
identification of that interface.

o ifName—The text-based name of the interface, for example, “ethernet 3/1.”

« ifDescr—A description of the interface. Recommended information for this description includes the
name of the manufacturer, the product name, and the version of the interface hardware and software.

Default Settings for SNMP IfIndex Persistence

SNMP iflndex persistence is disabled by default.

How to Configure SNMP IfIndex Persistence

* Enabling SNMP IfIndex Persistence Globally, page 59-2
« Enabling and Disabling SNMP Iflndex Persistence on Specific Interfaces, page 59-3

Enabling SNMP IfIndex Persistence Globally

To globally enableSNMP ifIndex persistence, perform this task:

Command

Purpose

Tqwvgt*egphki+% upor/ugtxgt"khkpfgz"rgtukuv Globally enables SNMP iflndex persistence.

In the following example, SNMP ifIndex persistence is enabled for all interfaces:

tgwvgt *egphki+%"upor/ugtxgt"khkpfgz"rgtukuv
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How to Configure SNMP IfIndex Persistence

Disabling SNMP IfIndex Persistence Globally

To globally disable SNMP ifIndex persistence after enabling it, perform this task:

Command

Purpose

Tgwvgt*egphki+% pg"upor/ugtxgt"khkpfgz"rgtukuv

Globally disables SNMP iflndex persistence.

In the following example, SNMP ifIndex persistence is disabled for all interfaces:

tgwvgt*egphki+%"pg"upor/ugtxgt "khkpfgz"rgtukuv

Enabling and Disabling SNMP IfIndex Persistence on Specific Interfaces

To enable SNMP ifIndex persistence only on a specific interface, perform this task:

Command

Purpose

Step 1 Tqwvgt*egphki+%"kpvgthceg" }xncp"vian IDj"~"

type slot/porti"~"}rqtv/ejc n" rgtvaejcppgnapwodgt i
q JCpPpg:

Selects an interface to configure.

Step2 Tqwvgt*egphki/kh+% upor"khkpfgz"rgtukuv

Enables SNMP ifIndex persistence on the specified
interface.

Step3 Tawvgt*egphki/kh+% gzkv

Exits interface configuration mode.

~

Note  The [no] snmp ifindex persistence interface command cannot be used on subinterfaces. A command
applied to an interface is automatically applied to all the subinterfaces associated with that interface.

In the following example, SNMP ifIndex persistence is enabled for Ethernet interface 3/1 only:

tgwvgt*egphki+%"kpvgthceg"gvjgtpgv"513
tgwvgt*egphki/kh+%"upor"khkpfgz"rgtukuv

tgwvgt*egphki/kh+%"gzkv

In the following example, SNMP ifIndex persistence is disabled for Ethernet interface 3/1 only:

tgwvgt*egphki+%"kpvgthceg"gvjgtpgv"513
tgwvgt*egphki/kh+%"pq"upor"khkpfgz"rgtukuv

tgwvgt*egphki/kh+%"gzkv
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Clearing SNMP IfIndex Persistence Configuration from a Specific

Interface
To clear the interface-specific SNMP ifIndex persistence setting and configure the interface to use the
global configuration setting, perform this task:
Command Purpose

Step1 Tqwvgt*egphki+% kpvgthceg"type slot/port

Enters interface configuration mode for the specified
interface. Note that the syntax of the interface command
will vary depending on the platform you are using.

Step 2 Tgwvgt*egphki/kh+% upor"khkpfgz"engct

Clears any interface-specific SNMP iflndex persistence
configuration for the specified interface and returns to the
global configuration setting.

Step3 Tqwvgtregphki/kh+% gzkv

Exits interface configuration mode.

In the following example, any previous setting for SNMP ifIndex persistence on Ethernet interface 3/1
is removed from the configuration. If SNMP iflndex persistence is globally enabled, SNMP ifIndex
persistence will be enabled for Ethernet interface 3/1. If SNMP ifIndex persistence is globally disabled,
SNMP iflndex persistence will be disabled for Ethernet interface 3/1.

tqwvgt*egphki+%"kpvgthceg"gvjgtpgv"513
tgwvgt*egphki/kh+%"upor"khkpfgz"engct

tgwvgt*egphki/kh+%"gzkv

o

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum
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CHAPTER m

Top-N Reports

e Prerequisites for Top-N Reports, page 60-1

» Restrictions for Top-N Reports, page 60-1

» Information About Top-N Reports, page 60-2
e Default Settings for Top-N Reports, page 60-3
* How to Use Top-N Reports, page 60-3

Note » For complete syntax and usage information for the commands used in this chapter, see these
publications:

http://www.cisco.com/en/US/products/ps11846/prod command reference list.html

e Cisco IOS Release 15.4SY supports only Ethernet interfaces. Cisco IOS Release 15.4SY does not
support any WAN features or commands.

)o

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum

Prerequisites for Top-N Reports

None.

Restrictions for Top-N Reports

None.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
| g o |


http://www.cisco.com/en/US/products/ps11846/prod_command_reference_list.html
http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html
http://www.cisco.com/go/techdocideas

Information About
CHAPTER

Top-N Reports

» Top-N Reports Overview, page 60-2
« Top-N Reports Operation, page 60-2

Top-N Reports Overview

Top-N reports allows you to collect and analyze data for each physical port on a switch. When Top-N
reports start, they obtain statistics from the appropriate hardware counters and then go into sleep mode
for a user-specified interval. When the interval ends, the reports obtain the current statistics from the
same hardware counters, compare the current statistics from the earlier statistics, and store the
difference. The statistics for each port are sorted by one of the statistic types that are listed in Table 60-1.

Table 60-1 Valid Top-N Statistic Types

Statistic Type Definition

broadcast Number of input/output broadcast packets
bytes Number of input/output bytes

errors Number of input errors

multicast Number of input/output multicast packets
overflow Number of buffer overflows

packets Number of input/output packets
utilization Utilization

Note  When calculating the port utilization, Top-N reports bundles the Tx and Rx lines into the same counter
and also looks at the full-duplex bandwidth when calculating the percentage of utilization. For example,
a Gigabit Ethernet port would be 2000-Mbps full duplex.

Top-N Reports Operation

When you enter the collect top command, processing begins and the system prompt reappears
immediately. When processing completes, the reports are not displayed immediately on the screen; the
reports are saved for later viewing. The Top-N reports notify you when the reports are complete by
sending a syslog message to the screen.
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Default Settings for Top-N Reports W

To view the completed reports, enter the show top counters interface report command. Only completed
reports are displayed. For reports that are not completed, there is a short description of the process
information.

To terminate a Top-N reports process, enter the clear top counters interface report command. Pressing
Ctrl-C does not terminate Top-N reports processes. The completed reports remain available for viewing
until you remove them by entering the clear top counters interface report {all | report num}
command.

Default Settings for Top-N Reports

None.

How to Use Top-N Reports

« Enabling Top-N Reports Creation, page 60-3
¢ Displaying Top-N Reports, page 60-4
¢ Clearing Top-N Reports, page 60-5

Enabling Top-N Reports Creation

To enable Top-N reports creation, perform this task:

Command Purpose
Tqwvgt%"egnngev"vqr"] pwodgtaghargtvu_"eqwpvgtu" Enables Top-N reports creation.

kpvgthceg" }v{rg"~"cnn"~"nc{gt/4"~"nc{gt/5i"Jugtv/d{"
uvevkuvkeav{rg "lkpvgtxen"ugegpfu "

When enabling Top-N reports creation, note the following information:
* You can specify the number of busiest ports for which to create reports (the default is 20).

* You can specify the statistic type by which ports are determined to be the busiest (the default
is utilization). The supported values for statistic_type are broadcast, bytes, errors, multicast,
overflow, packets, and utilization.

*  You can specify the interval over which statistics are collected (range: 0 through 999; the default
is 30 seconds).

« Except for a utilization report (configured with the sort-by utilization keywords), you can specify
an interval of zero to create a report that displays the current counter values instead of a report that
displays the difference between the start-of-interval counter values and the end-of-interval counter
values.

This example shows how to enable Top-N reports creation for an interval of 76 seconds for the four ports
with the highest utilization:

Tqwvgt $"egnngev"vqr"6"eqwpvgtu"kpvgthceg"cnn"ugtv/d{ "wvknk | cvkgp"kpvgtxcn" 98"
VgrP"egnngevkgp"uvctvgfo
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Displaying Top-N Reports

To display Top-N reports, perform this task:

Command Purpose

Tqwvgt%"ujqy"vgr"eqwpvgtu"kpvgthceg"tgrqtv'] tgrgtvapwo_" |Displays Top-N reports.

Note To display information about all the reports, do not
enter a report_num value.

Top-N reports statistics are not displayed in these situations:
« Ifa port is not present during the first poll.
» Ifaport is not present during the second poll.
» Ifaport’s speed or duplex changes during the polling interval.
e Ifaport’s type changes from Layer 2 to Layer 3 during the polling interval.
e Ifaport’s type changes from Layer 3 to Layer 2 during the polling interval.
This example shows how to display information about all the Top-N reports:

Tawvgt$"ujqy"vgr"eqwpvgtu"kpvgthceg"tgrgtv"

KE"Uvetyv"Vkogh mmmmmmmmmnnnnnnnnngpynpnnnygey/D{" " "Uvcvwu" "Qypgt
[IMI111177000077777777777777777"777"777"777777777"7777777"7777777777777777777777
3"12:<3:<47"WVE"Vwg"PQgx"45"4226"98" "42" "wvkn" """ " " fgpg" " " "egpugng

4MN2:<3; <76 WVE"Vwg" Pgx"45142261 981 N4 Nyyvkn ! 1NN £gpgh 1 M egpugng
5"1"2:<43<56"WVE"Vwg"PQgx"45"4226"98""42" "wvkn" """ " fgpg" " " "egpugng
6""2:<48<72"WVE"Vwg"Pgx"45"4226" ;2" " 42" "wvkn" """ " " fgpg" " " "egpugng

Note  Reports for which statistics are still being obtained are shown with a status of pending.

This example shows how to display a specific Top-N report:

Tqwvgt%"ujqy"vqr"eqwpvgtu"kpvgthceg"tgrgtv"3"

chtvgf I|D{ mmwmwmwmwmwnn < n eqpuqng

Uvetv"Vkog" mnnnnnn g 3 <47 "WVE"Vwg"Pgx"45"4226

prﬂvkogﬂ mmwmwmwmwnwnn l|< l|2 : <3 ’. <64 l|wVEl|ngl|qul|45l|4226

thvﬂv{ rg mimwmmmmnnn < n Crln

thv"D{ nmmmwmwwwwwnnn < n kan

vagtxcnﬂ mmwmwmwmwmwnwnn < n 98 n ugeqpfu

thvﬂ nn I|Dcpf nn kan "D{Vgu mmwmwmnnn "RCemgVU mmwmmn I|thcfeCuv nn OwnvkeCuv nn Kp/ nn th/
mmwmwmwmwnn "ykfvj mmwmwmwnmn *VZ n_ "Tz+ mmn *VZ n_ "Tz+ mmn *VZ n_ "Tz+ nn *VZ n_ "Tz+ n "gtt n "qxhny

L1710 0077717777707 7777777777777 777777777777 7777777 1777711777

Tk417mnn322nnn7onnng48269786"""335666: : "N N3I3E666 QNN N3N nnn NN NN NN NN NN NNN
Tk416:""322MNNE7NNNTD 23 ;27 W NING - 5QQ ; - 111 I I I I I I I @B I I I I 0D 00D 1
Ik4a168nn322nnng7un 584 :828;9M N NTEG; ;5NN I I I I I GBI I I 1D i
IK4169MN322NNNAANNNEAS ;T4 :; ""NGEQ9R475; "N NNNGO846, 7N NN NgEN NI IHND NN D N
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How to Use Top-N Reports

Clearing Top-N Reports

To clear Top-N reports, perform one of these tasks:

Command Purpose

Tqwvgt%"engct"vgr"egwpvgtu"kpvgthceg"tgrgtv" Clears all the Top-N reports that have a status of done.

Tqwvgt$"enget"vqr"egwpvgtu"kpvgtheeg"tgrgtv"] tgrgtvapwo_" |Clears Top-N report number report num regardless
of status.

This example shows how to remove all reports that have a status of done:

Tgwvgt%"engct"vgr"eqwpvgtu"kpvgthceg"tgrgtv"

26<22<28<"’ VQRPaEQWPVGTU/7/FGNGVGF<"VqrP"tgrqgtv"3"fgngvgf"d{ "vjg"egpuang
26<22<28<"’ VQRPaEQWPVGTU/7/FGNGVGF<"VgrP"tgrgtv"4"fgngvgf"d { "vjg"egpugng
26<22<28<"’'VQRPaEQWPVGTU/7/FGNGVGF<"VgrP"tgrgtv"5"fgngvgf"d { "vjg"egpugng
26<22<28<"’ VQRPaEQWPVGTU/ 7 /FGNGVGF<"VqrP"tgrqgtv"6"fgngvgf"d{ "vjg"egpuang

This example shows how to remove a report number 4:

Tgwvgt%"engct"vgr"eqwpvgtu"kpvgthceg"tgrgtv"e"
26<74<34<"’ VQRPaEQWPVGTU/ 7 /MKNNGF< "VqrP"tgrqgtv"6 "mknngf "d{ "vig"egpugng

)o

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum
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CHAPTER 61

Layer 2 Traceroute Utility

e Prerequisites for the Layer 2 Traceroute Utility, page 61-1

» Restrictions for the Layer 2 Traceroute Utility, page 61-1

e Information About the Layer 2 Traceroute Utility, page 61-2
* How to Use the Layer 2 Traceroute Utility, page 61-3

Note » For complete syntax and usage information for the commands used in this chapter, see these
publications:

http://www.cisco.com/en/US/products/ps11846/prod command reference list.html

» Cisco IOS Release 15.4SY supports only Ethernet interfaces. Cisco 10S Release 15.4SY does not
support any WAN features or commands.

o

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum

Prerequisites for the Layer 2 Traceroute Utility

None.

Restrictions for the Layer 2 Traceroute Utility

» Cisco Discovery Protocol (CDP) must be enabled on all the devices in the network. For the Layer 2
traceroute utility to function properly, do not disable CDP. If any devices in the Layer 2 path are
transparent to CDP, the Layer 2 traceroute utility cannot identify these devices on the path.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
| g |


http://www.cisco.com/en/US/products/ps11846/prod_command_reference_list.html
http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html
http://www.cisco.com/go/techdocideas

Chapter 61  Layer 2 Traceroute Utility |

B Information About the Layer 2 Traceroute Utility

» A switch is defined as reachable from another switch when you can test connectivity by using the
ping privileged EXEC command. All devices in the Layer 2 path must be mutually reachable. To
verify the ping connectivity you need to use the IP address that the CDP advertises on its Layer 2
interfaces.

e The maximum number of hops identified in the path is ten.

* You can enter the traceroute mac or the traceroute mac ip privileged EXEC command on a switch
that is not in the Layer 2 path from the source device to the destination device. All devices in the
path must be reachable from this switch.

e The traceroute mac command output shows the Layer 2 path only when the specified source and
destination MAC addresses belong to the same VLAN. If you specify source and destination MAC
addresses that belong to different VLANS, the Layer 2 path is not identified, and an error message
appears.

« Ifyou specify a multicast source or destination MAC address, the path is not identified, and an error
message appears.

» If the source or destination MAC address belongs to multiple VLANSs, you must specify the VLAN
to which both the source and destination MAC addresses belong. If the VLAN is not specified, the
path is not identified, and an error message appears.

e The traceroute mac ip command output shows the Layer 2 path when the specified source and
destination IP addresses belong to the same subnet. When you specify the IP addresses, the Layer 2
traceroute utility uses the Address Resolution Protocol (ARP) to associate the IP addresses with the
corresponding MAC addresses and the VLAN IDs.

— Ifan ARP entry exists for the specified IP address, the Layer 2 traceroute utility uses the
associated MAC address and identifies the Layer 2 path.

— If an ARP entry does not exist, the Layer 2 traceroute utility sends an ARP query and tries to
resolve the IP address. If the IP address is not resolved, the path is not identified, and an error
message appears.

e When multiple devices are attached to one port through hubs (for example, multiple CDP neighbors
are detected on a port), the Layer 2 traceroute utility terminates at that hop and displays an error
message.

e The Layer 2 traceroute utility is not supported in Token Ring VLANS.

» Layer 2 traceroute opens a listening socket on the User Datagram Protocol (UDP) port 2228 that can
be accessed remotely with any IPv4 address, and does not require any authentication. This UDP
socket allows to read VLAN information, links, presence of particular MAC addresses, and CDP
neighbor information, from the device. This information can be used to eventually build a complete
picture of the Layer 2 network topology.

» Layer 2 traceroute is enabled by default and can be disabled by running the no 12 traceroute
command in global configuration mode. To re-enable Layer 2 traceroute, use the 12 traceroute
command in global configuration mode.

Information About the Layer 2 Traceroute Utility

The Layer 2 traceroute utility identifies the Layer 2 path that a packet takes from a source device to a
destination device. Layer 2 traceroute supports only unicast source and destination MAC addresses. The
utility determines the path by using the MAC address tables of the switches in the path. When the Layer
2 traceroute utility detects a device in the path that does not support Layer 2 traceroute, it continues to
send Layer 2 trace queries and allows them to time out.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
md |



| Chapter 61 Layer 2 Traceroute Utility

How to Use the Layer 2 Traceroute Utility

The Layer 2 traceroute utility can only identify the path from the source device to the destination device.
The utility cannot identify the path that a packet takes from the source host to the source device or from
the destination device to the destination host.

How to Use the Layer 2 Traceroute Utility

To display the Layer 2 path that a packet takes from a source device to a destination device, perform one

of these tasks in privileged EXEC mode:

Command

Purpose

Tgwvgt$"vtcegtagwvg'"oce"

lkpvgthceg type interface number source mac_address"
lkpvgthceg type interface number
fguvkpcvkgpaoceacfftguu"]xnep"xncpakf "]fgvckn "

Uses MAC addresses to trace the path that packets take
through the network.

Tqwvgts"vtcegtgwvg"ocekr" } ugwtegakracfftguu" ~"
ugwtegajquvpcogi" } fguvkpcvkgpakracffeguu" ~"
fguvkpcvkgpajquvpcogi"] fgvckn_"

Uses IP addresses to trace the path that packets take through
the network.

These examples show how to use the traceroute mac and traceroute mac ip commands to display the
physical path a packet takes through the network to reach its destination:

Tgwvgt%"vtcegtqwvg"oce"22220242302823"22220242302423

Ugwteg"22220242302823 "hqwpf"qp"eqp8] YU/E4;721/46/GK_"*4040808+

egp8"*4040808+"<Hc213"?@"Hc215

eqp7nnnnnnnnnnnnnnnnn*4040707nnnnnnnn+nn<nnnnHC215n?@nIk213
eqp3nnnnnnnnnnnnnnnnn*4o4o3o3nnnnnnnn+nn<nnnnIk213n?@nIk214
egp4m"trnnunanRnnnnnn "x4040404NMMnnnnnn nn nnnnTk214"?2@"Hc213

Fguvkpcvkgp"22220242302423 "hgwpf "gqp"eqp4] YU/E5772/46_"*4040404+

Nc{gt"4"vtceg"egorngvgf
Tqwvgts"

Tgwvgt$"vtcegtqwvg"oce"22230222202426"22230222202526"fgvckn"

Uqwteg"22230222202426 "hawpf "gp"XC [W

3"XC[W"1"YU/E872;"1"40303032"<

]YU/E872; "*40303032+

mwwmmnnn s nTleg]131] hwnn. n32220_n ?@HRq322 " cwvq. ncqu_

4"RCPK"1"YU/E872;"1"40303034"<

RN RN R IR TR TR IR TR TR T an322 " cwvg. "CWVq_" ?@an332 " cwvq. "CWVq_

5"DWOK"1"YU/E872;"1"40303035"<

NIRRT IR RN R TR IR an332 "] cwvg. ncquin ?@"Rq342 Ly cwvq. ncqui

6"CIPK"1"YU/E872;"1"40303033"<

mimwmwmmmnwmmmnmmmnn I|Rq342 n ] vaq' I|vaq_l| ?@H Ik: 134 n ] hwnn' "32220_"FgqupCqup"22230222202526 n
hquf"qp"CIPK]YU/E872;7"*40303033+"NC{gt"4"vtceg"eqorngvgf0

Tqwvgts"

)o

For additional information about Cisco Catalyst 6500 Series Switches (including configuration

examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support series_home.html

Participate in the Technical Documentation Ideas forum
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B How to Use the Layer 2 Traceroute Utility
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CHAPTER 62

Mini Protocol Analyzer

e Prerequisites for the Mini Protocol Analyzer, page 62-1

» Restrictions for the Mini Protocol Analyzer, page 62-1

» Information About the Mini Protocol Analyzer, page 62-2

* How to Configure the Mini Protocol Analyzer, page 62-2

e Configuration Examples for the Mini Protocol Analyzer, page 62-7

Note » For complete syntax and usage information for the commands used in this chapter, see these
publications:

http://www.cisco.com/en/US/products/ps11846/prod command reference list.html

e Cisco IOS Release 15.4SY supports only Ethernet interfaces. Cisco IOS Release 15.4SY does not
support any WAN features or commands.

)o

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum

Prerequisites for the Mini Protocol Analyzer

None.

Restrictions for the Mini Protocol Analyzer

The PFC and any DFCs provide hardware support for analysis of IPv4 traffic. Analysis of low volume
IPv6 traffic is supported in software.
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I Information About the Mini Protocol Analyzer

Information About the Mini Protocol Analyzer

The Mini Protocol Analyzer captures network traffic from a SPAN session and stores the captured
packets in a local memory buffer. Using the provided filtering options, you can limit the captured packets
to:

e Packets from selected VLANs, ACLs, or MAC addresses.
» Packets of a specific EtherType.
« Packets of a specified packet size.

You can start and stop the capture using immediate commands, or you can schedule the capture to begin
at a specified date and time.

The captured data can be displayed on the console, stored to a local file system, or exported to an
external server using normal file transfer protocols. The format of the captured file is libpcap, which is
supported by many packet analysis and sniffer programs. Details of this format can be found at the
following URL:

http://www.tcpdump.org/
By default, only the first 68 bytes of each packet are captured.

How to Configure the Mini Protocol Analyzer

e Configuring a Capture Session, page 62-2

¢ Filtering the Packets to be Captured, page 62-4

» Starting and Stopping a Capture, page 62-5

» Displaying and Exporting the Capture Buffer, page 62-7

Configuring a Capture Session

To configure a capture session using the Mini Protocol Analyzer, perform this task:

Command Purpose

Stepl  Tqwvgts"egphkiwtg"vgtokpen Enters global configuration mode.

Step2  Tqwvgt*egphki+%"]pq_"ogpkvqt"uguukgp"pwodgt"v{rg"ecrvwtg |Configures a SPAN session number with packets
directed to the processor for capture. Enters
capture session configuration mode. The session
number range is 1 to 80.

The no prefix removes the session.

Step3  Tqwvgt*egphki/ogp/ecrvwtg+s"dwhhgt/uk|g"dwhauk/g" (Optional) Sets the size in KB of the capture
buffer. The range is 32-65535 KB; the default is
2048 KB.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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Step 4

Step 5

Step 6

Step 7

How to Configure the Mini Protocol Analyzer W

Command Purpose

Tqwvgt *egphki/ogp/ecrvwtg+%"fguetkrvkgp" (Optional) Describes the capture session. The

uguukgpafguetkrvkgp" description can be up to 240 characters and
cannot contain special characters. If the
description contains spaces, it must be enclosed
in quotation marks(“”).

Tqwvgt *egphki/ogp/ecrvwtg+%"tcvg/nkokv" pps (Optional) Sets a limit on the number of packets
per second (pps) that can be captured. The range
is 10-100000 packets per seconds; the default is
10000 packets per second.

Tqwvgt *egphki/ogp/ecrvwtg+%"uqwteg" } }kpvgthceg" Associates the capture session with source ports

}ukpingakpvgthceg"~"kpvgthcegankuv' ~"kpvgthcegatcpig"~" |or VL AN, and selects the traffic direction to be

K fak, th Kk sm_n 3 n 7 kKfiinm-n" . . . . .
okzgfakpvgthcegankuvi'~'rqtv/ejcppgn’ ejcppgnakyi i monitored. The default traffic direction is both.

}xnep"}vlan ID"~"xncpankuv"~"xncpatcpig"~"

okzgfaxncpankuviiltz"~"vz"~"dqvj_

Tgwvgt*egphki/ogp/ecrvwtg+%"gzkv Exits the capture session configuration mode.

Only one capture session is supported; multiple simultaneous capture sessions cannot be configured.

The source interface command argument is either a single interface, or a range of interfaces
described by two interface numbers (the lesser one first, separated by a dash), or a comma-separated
list of interfaces and ranges.

S

Note  When configuring a source interface list, you must enter a space before and after the comma.
When configuring a source interface range, you must enter a space before and after the dash.

The source vlan command argument is either a single VLAN number from 1 through 4094 (except
reserved VLANS), or a range of VLANSs described by two VLAN numbers (the lesser one first,
separated by a dash), or a list of VLANSs and ranges.

~

Note  When configuring a source VLAN list, do not enter a space before or after the comma. When
configuring a source VLAN range, do not enter a space before or after the dash. Note that
this requirement differs from the requirement for source interface lists and ranges.

Data capture does not begin when the capture session is configured. The capture is started by the
monitor capture start or monitor capture schedule command described in the “Starting and
Stopping a Capture” section on page 62-5.

Although the capture buffer is linear by default, it can be made circular as a run-time option in the
monitor capture start or monitor capture schedule command.

When no hardware rate limit registers are available, the capture session is disabled.

The source VLAN cannot be changed if a VLAN filter is configured. Remove any VLAN filters
before changing the source VLAN.
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Bl How to Configure the Mini Protocol Analyzer

Filtering the Packets to be Captured

Step 1

Step 2

Step 3

Step 4

Step 5

Step 6

To filter the packets to be captured by the Mini Protocol Analyzer, perform this task in capture session

configuration mode:

Command

Purpose

Tqwvgt*egphki/ogp/ecrvwtg+%"hknvgt"ceeguu/itqwr"
} cenapwodgt" ~" cenapcogi

(Optional) Captures only packets from the specified
ACL.

Tqgwvgt*egphki/ogp/ecrvwtg+%"hknvgt"xncp" } vian ID"
~"xncpankuv'"~"xncpatcpig"~"okzgfaxncpankuvi

(Optional) Captures only packets from the specified source
VLAN or VLANS.

Tgwvgt*egphki/ogp/ecrvwtg+%"hknvgt"gvigtv{rg" type

(Optional) Captures only packets of the specified
EtherType. The #ype can be specified in decimal, hex, or
octal.

Note Configure type as 0x86dd to filter IPv6 traffic.
Analysis of low volume IPv6 traffic is supported

in software.

Tgwvgt*egphki/ogp/ecrvwtg+%"hknvgt"ngpivj"min Ilen
loczangp

(Optional) Captures only packets whose size is between
min_len and max_len, inclusive. If max_len is not
specified, only packets of exactly size min_len will be
captured. The range for min_lenis 0 to 9216 bytes and the
range for max_len is 1 to 9216 bytes.

Tgwvgt*egphki/ogp/ecrvwtg+%"hknvgt"oce/cfftguu"
mac_addr

(Optional) Captures only packets from the specified
MAC address.

Tqwvgt*egphki/ogp/ecrvwtg+%"gpf

Exits the configuration mode.

« Several options are provided for filtering the packets to be captured. Filtering by ACL and VLAN
is performed in hardware before any rate-limiting is applied; all other filters are executed in
software. Software filtering can decrease the capture rate.

» The filter vlan argument is either a single VLAN number from 1 through 4094 (except reserved
VLAN:S), or a range of VLANS described by two VLAN numbers (the lesser one first, separated by

a dash), or a list of VLANSs and ranges.

“~

Note

When configuring a filter VLAN list, you must enter a space before and after the comma.

When configuring a filter VLAN range, you must enter a space before and after the dash.
Note that this requirement differs from the requirement for source VLAN lists and ranges
described in the preceding section.

» To enter an EtherType as a decimal number, enter the number (1 to 65535) with no leading zero. To
enter a hexadecimal number, precede four hexadecimal characters with the prefix 0x. To enter an
octal number, enter numeric digits (0 to 7) with a leading zero. For example, the 802.1Q EtherType
can be entered in decimal notation as 33024, in hexadecimal as 0x8100, or in octal as 0100400.
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Enter a MAC address as three 2-byte values in dotted hexadecimal format. An example is
0123.4567.89ab.

The no keyword removes the filter.

S,

Note  After removing a VLAN filter using the no keyword, you must exit configuration mode,
reenter the capture configuration mode, and issue the source vlan command before making
other capture configuration changes.

When you configure a VLAN filter, the capture source or destination must be a VLAN. When you
configure a port filter, the capture source or destination must be a port.

Starting and Stopping a Capture

The commands to start and stop a capture are not stored as configuration settings. These commands are
executed from the console in EXEC mode. You can start a capture immediately or you can set a future
date and time for the capture to start. The capture ends when one of the following conditions occurs:

A stop or clear command is entered from the console.
The capture buffer becomes full, unless it is configured as a circular buffer.
The optionally specified number of seconds has elapsed.

The optionally specified number of packets has been captured.

When the capture stops, the SPAN session is ended and no further capture session packets are forwarded
to the processor.

When starting a packet capture, you have the option to override some configured settings.
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To start, stop, or cancel a capture, perform this task:

Command

Purpose

Step 1 Tqwvgt$ "ogpkvgt"ecrvwtg"] dwhhgt "uk |g"dwhauk /g 1ngpivi"
ecrangp_ ]nkpgct"~"ektewnct ]hknvgt"cenapwodgt"~"
cenapcog "}uvetv"]hgt"count *rcemgvu'-~"ugegpfu; "~"
uejgfwng"cv'"time datej

Starts a capture with optional run-time
configuration changes. The capture can start
immediately or it can start at a specified time and
date.

The buffer size option overrides the
configured or default capture buffer size.

The length option determines the number of
bytes that will be captured from each packet.
The range for cap_len is 0 to 9216 bytes; the
default is 68 bytes. A value of 0 causes the
entire packet to be captured.

The circular option specifies that the capture
buffer will overwrite earlier entries once it
fills. The linear option specifies that the
capture will stop when the buffer fills. The
default is linear.

The filter option applies the specified ACL.

The for option specifies that the capture will
end after the specified number of seconds has
elapsed or the specified number of packets
has been captured.

Step 2 Tgwvgt % "ogpkvgt "ecrvwtg"uvqgr

Stops the capture.

Step 3 Tgwvgt%"ogpkvgt"ecrvwtg engct"]hknvgt

Clears any run-time configuration settings, clears
any pending scheduled capture, and clears the
capture buffer. The filter option clears only the
run-time filter settings.

When using these commands, note the following information:

e The format for time and date is hh:mm:ss dd mmm yyyy. The hour is specified in 24-hour notation,
and the month is specified by a three-letter abbreviation. For example, to set a capture starting time
of 7:30 pm on October 31, 2006, use the notation 19:30:00 31 oct 2006. The time zone is GMT.

¢ When you specify a capture filter ACL in the start command, the new ACL will not override any
configured ACLs. The new ACL will execute in software.
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Displaying and Exporting the Capture Buffer

To display the captured packets or information about the capture session, or to export the captured
packets for analysis, perform this task:

Command Purpose
Step1  Tqwvgt3'ujqy"ogpkvgt"ecrvwtg Displays the capture session configuration.
Step2  Tqwvgt$'"ujqy"ogpkvqt'ecrvwtg"uvevwu Displays the capture session state, mode, and
packet statistics.
Step3  Tawvgt$"ujqy"ogpkvqt"ecrvwtg“"dwhhgt"]uvctv'lgpf Displays the capture buffer contents.
1 fgvckn ] fwor"] pgytcr"] fworangpivj .
] cen cenapwodgt" ~" cenapcog » The start and end parameters specify packet

number indices in the capture buffer. When a
start index is specified with no end index,
only the single packet at the start index is
displayed. When both the start and end
indices are specified, all packets between
these indices are displayed. The range is 1 to
4294967295.

« The detail option adds expanded and
formatted protocol and envelope information
for each packet, including the packet arrival
time.

e The dump option displays the hexadecimal
contents of the packet. If nowrap is specified
with dump_length, one line of hexadecimal
packet content of dump length characters
will be displayed for each packet. If
dump_length is not specified, a line of 72
characters will be displayed. The range of
dump _length is 14 to 256.

» The acl option causes the display of only
those packets that match the specified ACL.

Step4  Tqwvgt¥'"ujqy"oqpkvqt'ecrvwtg"dwhhgt"]uvetv'lgpf  "dtkgh" |Displays only packet header information.
] cen"cenapwodgt" ~" cenapcog

Step5  Tqwvgt%'ogpkvqt'ecrvwtg"gzrqtv'dwhhgt"url Copies the contents of the capture buffer to the
specified file system or file transfer mechanism.

Configuration Examples for the Mini Protocol Analyzer

e General Configuration Examples, page 62-8
» Filtering Configuration Examples, page 62-9
* Operation Examples, page 62-10

« Display Examples, page 62-10
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General Configuration Examples

This example shows how to minimally configure the Mini Protocol Analyzer:

Tqwvgt$

Tgwvgt % "egphkiwtg"vgtokpcn

Gpvgt "egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tqgwvgt *egphki+% "ogpkvgt "uguukgp"3"v{rg"ecrvwtg
Tgwvgt*egphki/ogp/ecrvwtg+$"gpf

Tgwvgt$"ujqy"odgp"ecr
Ecrvwtg"kpuvcpeg"]3 "<
P22 222222°2°2°2°2°22°

Ecrvwtg"Uguukgp"KF"<"3

Uguukgp"uvevwu" " ety
tcvg/nkokv"xcnwg"""<"32222
tgfktgev'kpfgz" """ n<2z:29
dwhhgt/uk|g""""""""<"42;9374
ecrvwtg"uvcvg" """ < "QHH
ecrvwtg"ogfg" """ nNkpgct
ecrthg"ngpivj nwnnn_ng.
Tgwvgt$

This example shows how to configure the buffer size, session description, and rate limit:

Tgwvgt$"egphkiwtg"vgtokpen

Gpvgt "egphkiwtcvkgp"eqgoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tqwvgt *egphki+% "ogpkvgt "uguukgp"3"v{rg"ecrvwtg

Tqwvgt *egphki/ogp/ecrvwtg+%"dwhhgt /uk|g"62;8

Tgwvgt *egphki/ogp/ecrvwtg+%"fguetkrvkgp" “*Ecrvwtg"htgo"rgtvu. "pg"hknvgtkpio”
Tqwvgt*egphki/ogp/ecrvwtg+%"tcevg/nkokv"42222

Tgwvgt *egphki/ogp/ecrvwtg+%"gpf

Tqwvgt$™"

Tgwvgt%"ujqy"ogpkvgt"ecrvwtg

Ecrvwtg"kpuvcpeg"]3_ "<

PRPPPPR?R?PR?R??R?RR???

Ecrvwtg"Uguukgp"KF"<"3

Uguukqp " uvevwu mmwmwmnn < " WY
tcvg/nkokv"xcnwg"""<"42222
tgfktgev"kpfgz"""""<"2z:29
dwhhgt/uk | gll mwnann ll< l|63 ; 6526
ecrthg" uvcvg mmnmmnnn < n QHH
ecrthg"oqu" LRUNURIRRIPS "Nkpgct
ecrthgllngpivj mmwmwmnn < " 8 B
Tqwvgts"

This example shows how to configure the source as a mixed list of ports:

Tgwvgt*egphki/ogp/ecrvwtg+%"ugwteg"kpvgthceg"iki"513" /"5" "iki"517

This example shows how to configure the source as a mixed list of VLANSs:

Tgwvgt*egphki/ogp/ecrvwtg+%"uqwteg"xncp"345.456/467"
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Filtering Configuration Examples

This example shows how to configure for capturing packets with the following attributes:

The packets belong to VLANs 123 or 234 through 245

The packets are of 802.1Q EtherType (hexadecimal 0x8100, decimal 33024)
The packet size is exactly 8192 bytes

The source MAC address is 01:23:45:67:89:ab

The packets conform to ACL number 99

Tgwvgt%"egphkiwtg"vgtokpen"

Gpvgt "egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tqwvgt *egphki+% "ogpkvgt "uguukgp"3"v{rg"ecrvwtg

Tgwvgt *egphki/ogp/ecrvwtg+%"uqwteg"xncp"345.456/467

Tqwvgt *egphki/ogp/ecrvwtg+%"hknvgt"gvigtv{rg"2z:322

Tgwvgt *egphki/ogp/ecrvwtg+%"hknvgt"ngpivj":3;4

Tgwvgt *egphki/ogp/ecrvwtg+%"hknvgt"oce/cfftguu”2345067890: ;cd
Tgwvgt*egphki/ogp/ecrvwtg+%"hknvgt"ceeguu/itqwr"; ;

Tgwvgt *egphki/ogp/ecrvwtg+%"gpf

Tgwvgt$"ujqgy"ogpkvgt"ecrvwtg
Ecrvwtg"kpuvcpeg"]3 "<
il e e ieie e Re Reie Re R Rr ke e e Rr ke Re e e

Ecrvwtg"Uguukgp"KF"<"3

Uguukqp "uvevwu'"nnn o nywy
tcvg/nkokv"xcnwg"""<"42222
tgfktgev"kpfgz" """ "<"229G29
Ecrthgllxncp mmwmwmwnmn ll< l|323 ;
dwhhgt/uk | g" mmwmwmwnn l|< l|63 ; 6526
ecrthg" uvcvg mmmwmwnn < n QHH
ecrthglloqu" LIUNURIRRIPS "Nkpgct
ecrthg" ngpivj muwmmnn < n 8 B

Uy n Hknvgtu" nmuwnmmwmwmwnnn <

URININT] "ng gtv{rg" "N NE55246

mmwnn l|utel|ocel| mnn l|< l|2345067890 B ;Cd
n I|Jyl| "Cel’l" muwmwmmwmwmwnn l|< n H

Tgwvgt$"ujqy"ogpkvqgt "uguukgp"3

Uguukgp"3

/17171711117

V{rgrmmmnnnwnmnnnnwnnnn onEoryywtg"Uguukgp
Fguetkrvkgp"""nnmmnnnnncrecrywtg"htgo"rgtvu
Ugwteg"XNCPy" i o
mmmnDgyjUernEnnnn e w345 A56/467
Ecrvwtg"dwhhgt "uk |[g""""<"62; 8"MD
Ecrvwtg"tcvg/nkokv
Nty enwgt "ttt 42222
Ecrvwtg"hknvgtummmnnnmnn
mnnnngyjgtv{rgntntnnnrnnn ns55246
nwmmnytelocettnmmnNNNN 12345067890 ;cd
RIS s R P

Gitguu"URCP"Tgrnkecvkgp"Uvcvg<

Qrgtcvkqpcn" Oqu" nmnownn < n Egpvtcnk | gf
Egphkiwtgf"ogfg"mrrmnnonpkyvtkdwvgf " *fghcwnv+
Tgwvgt$
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This example shows how to capture packets whose size is less than 128 bytes:

Tgwvgt *egphki/ogp/ecrvwtg+%"hknvgt "ngpivij"2"34:

This example shows how to capture packets whose size is more than 256 bytes:

Tqwvgt*egphki/ogp/ecrvwtg+%"hknvgt "ngpivi"478" ;438

Operation Examples

This example shows how to start and stop a capture:
Tgwvgt$"ogpkvgt "ecrvwtg"uvetv

Tgwvgt$"ogpkvgt "ecrvwtg"uvgr

Tawvgt$

This example shows how to start a capture to end after 60 seconds:
Tgwvgt % "ogpkvgt "ecrvwtg"uvctv"hgt"82"ugegpfu

Tawvgt$

This example shows how to start a capture at a future date and time:

Tqwvgt % "ogpkvgt"ecrvwtg"uejgfwng"cv"33<44<55"52"1wp"422:

ecrvwtg"yknn"uvctv"cv"<">33<44<55"WVE"Ogp"Lwp"52"422:@" "chvgt"54687:47"ugeu

Tqwvgt$

This example shows how to start a capture with options to override the buffer size and to change to a

circular buffer:

Tqwvgt$"ogpkvgt "ecrvwtg"dwhhgt "uk |g"87757 "ektewnct "uvetv
Tawvgt$

This example shows how to export the capture buffer to an external server and a local disk:

Tgwvgt$"ogpkvgt "ecrvwtg"gzrgtv"dwhhgt"vhvr<llugtxgtlwugtlecrvwtgahknglecr

Tgwvgt % "ogpkvgt "ecrvwtg"gzrgtv"dwhhgt " fkum3<ecrvwtgahkngoecr

Display Examples

¢ Displaying the Configuration, page 62-10
» Displaying the Capture Session Status, page 62-11
» Displaying the Capture Buffer Contents, page 62-12

Displaying the Configuration

To display the capture session configuration, enter the show monitor capture command.

Tqwvgt%$"ujqy"ogpkvgt "ecrvwtg
Ecrvwtg"kpuvcpeg"]3 "<
PPPPPRRRRPPRRRR2PP2227

Ecrvwtg"Uguukgp"KF"<"3

Uguukqp n uvevwu mmwmwmmn < n WY
tcvg/nkokv"xcnwg"""<"32222
tgfktgev"kpfgz"""""<"2z:29
dwhhgt/uk|g" mmwmwmwnmn "<"42;9374
ecrthg n uvcvg mmwmwnwnn < n QHH
ecrthg"oqu" mmwmwmwmn < ||Nkpgct
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ecrthgn ngpivj mwnnn_ng.

This example shows how to display more details using the show monitor session » command:

Tgwvgt % "ujqy"ogpkvgt "uguukgp"3

Uguukgp"3

1177711777

V{ rg mMuwmmwmmwmmmwmmwmmmmmmnn < "ECIVth"Ungleqp
Ugwteg"Rgtyu " nnmnmnnin cn

nmmnn I|quj nopowmwwwwnnnn l|< n Ik513/5 . Ik517
Ecrvwtg"dwhhgt"uk|g""""<"54"MD

Ecrthgn hangtU" muwnmmwnwnn < n Pqu

Gitguu"URCP"Tgrnkecvkgp"Uvcvg<
Qrgtcvkqpcn"oqu"""""""<"Egpvtcnk|gf
Egphkiwtgf"ogfg" """ renFkuvtkdwvgf " *fghcwnv+

This example shows how to display the full details using the show monitor session » detail command:

Tqwvgt % "ujqy"ogpkvgt "uguukgp"3 " fgvckn

Uguukgp"3

11111
V{rgmmmmmnmnnnmnnnnwnnn v Boryvwtg"Uguukgp
Fguetkrvkgp"nmnnmmnmnngn/
Ugwteg"Rgtvu"mrmmmmmmnnen
T Z N QP
munnyZuQpn{ e o papg
mmmnDgygunmn e nnnnn k513 /5, Tk517
Ugwteg"XNCPyu" "
munnZuQpn{ e o papg
mnmnyZuQpn{ Mt npgpg
MDY T < " pgpg
Ugwteg"TURCP"XNCP" """ "' <" Pgpg
Fguvkpcvkgp"Rgtvu" """ " "< "Pgpg
Hknvgt "XNCPu""""nunnnnncnpgpg
Fguv"TURCP"XNCP" " " nnnnnnpapg
Ugwteg"KR"CEftguu""""""<"Pgpg
Ugwteg"KR"XTH" " uunuun npgpg
Ugqwteg"GTURCP"KF" """ "< "Pgpg
Fguvkpcvkgp"KR"Cfftguu"<"Pgpg
Fguvkpcvkgp"KR"XTH"""""<"Pgpg
Fguvkpcvkgp"GTURCP"KF" "< "Pgpg
Qtkikp"KR"Cfftguu""""""<"Pgpg
KR"SQU"RTGE" """ gng
KR"VVN" I o w4777
Ecrvwtg"fuvaerwakf"""""<"3
Ecrvwtg"xncp""""nnnnnnngny
Ecrvwtg"dwhhgt"uk|g""""<"54"MD
Ecrvwtg"tcvg/nkokv
S xcnwg" "ttt <"32222
Ecrvwtg"hknvgtu" """ "< pgpg

Gitguu"URCP"Tgrnkecvkgp"Uvcvg<
Qrgtcvkqpcnﬂoquﬂ nmnownn < n Egpvtcnk | gf
Egphkiwtgf"ogfg" """ renFkuvtkdwvgf " *fghcwnv+

Displaying the Capture Session Status
To display the capture session status, enter the show monitor capture status command.

Tgwvgt$"ujqy"ogpkvgt "ecrvwtg"uvevwu
eCrthg" uvevg nwmmwnonop
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ecrthglloqu" mawmnnn llNkpgct
Pwodgt""gh"rcemgvu
mmwwmnnnnn "tgegkng n < "475
nwuwwwmwwnnn llftqrrgf "< l12
nmuwnmmwmmwnwnn l|ecrthgf n < n ;2

Displaying the Capture Buffer Contents

To display the capture session contents, enter the show monitor capture buffer command. These
examples show the resulting display using several options of this command:

Tawvgt % "ujqy"ogpkvqgt "ecrvwtg"dwhhgt"

m3mumnnKR<"y?320340207". "£24460202032. "ngp" 82
mgnuNNNEEgNNN23:20e4220222g" "2234066£:07222" " : :EE"242929748H9
msmuwmmNgRNNNND3:20e42202222"122260e2; ; 0287 " "2248"64642522222
mgnuwmwnugynunnhhhhOhhhhOhhhh""2234066£:07222""2:28"22232: 22282
m7nwNNNKR<"u?29020:6045" . "£?7446020207. "ngp"338
mgnuwNNNKR<"u?2320340203". "£74460202032. "ngp" 82

Tawvgt % "ujqy"ogpkvgt "ecrvwtg"dwhhgt"fgvckn""mnnn
m3nnwnnnCetkxcen'vkog"<"2;<66<52"WVE"Htk"Pgx"39"4228
""""""""Rcemgv"ngivj"<"96"."Ecrthg"ngivj"<"8:

mwwnnn Gy gtpgv KK <" 12322079220222¢" "222: 0c6e: 0e25: 12 : 22"
mwwwnn KR Nu?320340207" . "£?4460202032. "ngp"82. "rtqvq? : :

mgnnmnnncttkxen"vkog"<"2;<66<53"WVE"Htk"Pgx"39"4228
""""""""Rcemgv"ngivj"<"568"."Ecrthg"ngivj"<"8:
568"""23:20e4220222g""2234066£:07222"": :EE"242929748H979685253

Tagwvgt$"ujqy"ogpkvgt "ecrvwtg"dwhhgt " fwor"
n3mmmnnKR<"u?320340207"."£?4460202032."ngp"82

2:285 32NN 32207G22222¢rnnnnnnnnnnggr000
2:285:42<"222:C6E:"E25:2:22"67E2225E"22222222""00&JB: 00GB0>0000
2:285:52<"247:EF:H"2C2E2227"G222222C"2427GG8C""0Z000000b00000p1
2:285:62<"22222222"22222222"22222222"22222286""000000000000000£

2:285:72<"2223222E"23222322"2222222H"2226""""""00000000000000" "
mgnnnnngEgnNN23:20e4220222g""2234066£:07222"": :EE"242929748H979687942637
"smmnnngaNNNN23:20e42202222""22260e2;;028e7""2248"6464252222222222:22222
megnmnmnngannnithhhhohhhhoOhhhh""2234066£:07222""2:28"22232:2228262223223466
ngnMNnITKR<"u?9020:6045"."£7446020207."ngp"338

2:28HED2<" M 322 17G222227mrnnnnrnnnnggr000
2:28HEE2<"2237E9F9"CE222:22"67E22296"22222222""00IY.000GB0v0000
2:28HEF2<"237;9F77"29227639"G2222227"2423224E""0 [ {W0O0V0b000000.
2:28HEG2<"26262626"22222222"22222224"22222232""0000000000000000
2:28HEH2<"677F:C32"HHHH2222"222C3423"2222""""""G_000000000000""

Tgwvgt$"ujqy"ogpkvgt "ecrvwtg"dwhhgt"fwor"pgytcr

m3mmwmNgENNNN232207g220222¢" "222: 0c6e: 0€25: ""2: 22" 67E2225E222222
mgumuNNSEENNND3:20e4220222g" "2234066F:07222" " :EE"242929748H9796
MEEmwENgI NN N3 200422022221 "2226062; ;0287 " "2248"64642522222222
mguuwnngynnnnhhhhohhhhOhhhh""2234066£:07222""2:28"22232:22282622
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Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum
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Restrictions for PFC QoS

e General Guidelines, page 63-2

* PFC and DFC Guidelines, page 63-4

e Class Map Command Restrictions, page 63-5

* Policy Map Class Command Restrictions, page 63-5

* Supported Granularity for CIR and PIR Rate Values, page 63-5

» Supported Granularity for CIR and PIR Token Bucket Sizes, page 63-6
e [P Precedence and DSCP Values, page 63-7

Note « For complete syntax and usage information for the commands used in this chapter, see these
publications:

http://www.cisco.com/en/US/products/ps11846/prod _command reference list.html

* Cisco IOS Release 15.4SY supports only Ethernet interfaces. Cisco IOS Release 15.4SY does not
support any WAN features or commands.

)o

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum
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M General Guidelines

General Guidelines

* With Release 15.0(1)SY1 and later releases, you can increase the supported number of
QoS TCAM entries:

QoS TCAM Entries
TCAM PFC4 PFC4XL
Banks Mode Mode
Release 15.0(1)SY 1 16K 64K
» Not configurable in Release 15.0(1)SY.
+ Default for 15.0(1)SY1 and later releases.
e Command in Release 15.0(1)SY1
and later releases:
rncvhgto"jctfyctg"cen"tgugtxg"squ/depmu” 3
Release 15.0(1)SY1 and later releases. Command: 2 32K 128K
rncvhgto"jctfyctg"cen"tgugtxg"squ/dcpmu4

Changes to the supported number of QoS TCAM entries take effect after a reload. Enter the
show platform hardware acl global-config command to display the QoS TCAM entry
configuration:

Tgwvgt$"ujqy"rncvhqto"jctfyctg"cen"ingden/eqphki"~"kpenwfg"]Dd_cpmu"
Tgugtxgf "SqU"Dcpmu<

"Ewttgpv"3"dcpmu

"Ncvguv'"ugv"3"dcpmu

"Chvgt"pgzv"tgngcf"3"dcpmu

Tawvgt$

Enter the show platform hardware pfc mode command to display the PFC mode.
e PFC QoS supports IGMP, MLD, and PIM traffic.
e The match ip precedence and match ip dscp commands filter only IPv4 traffic.
e The match precedence and match dscp commands filter IPv4 and IPv6 traffic.

e The set ip dscp and set ip precedence commands are saved in the configuration file as set dscp and
set precedence commands.

e PFC QoS supports the set dscp and set precedence policy map class commands for IPv4 and IPv6
traffic.

* The flowmask requirements of QoS, NetFlow, and NetFlow data export (NDE) might conflict,
especially if you configure microflow policing.

»  With egress ACL support for remarked DSCP and VACL capture both configured on an interface,
VACL capture might capture two copies of each packet, and the second copy might be corrupt.

*  You cannot configure egress ACL support for remarked DSCP on tunnel interfaces.

» Egress ACL support for remarked DSCP supports IP unicast traffic.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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Egress ACL support for remarked DSCP is not relevant to multicast traffic. PFC QoS applies ingress
QoS changes to multicast traffic before applying egress QoS.

NetFlow and NetFlow data export (NDE) do not support interfaces where egress ACL support for
remarked DSCP is configured.

When egress ACL support for remarked DSCP is configured on any interface, you must configure
an interface-specific flowmask to enable NetFlow and NDE support on interfaces where egress ACL
support for remarked DSCP is not configured. Enter either the platform flow ip
interface-destination-source or the platform flow ip interface-full global configuration mode
command.

Interface counters are not accurate on interfaces where egress ACL support for remarked DSCP is
configured.

You cannot apply microflow policing to traffic that has been permitted by egress ACL support for
remarked DSCP.

Traffic that has been permitted by egress ACL support for remarked DSCP cannot be tagged as
MPLS traffic. (The traffic can be tagged as MPLS traffic on another network device.)

When you apply both ingress policing and egress policing to the same traffic, both the input policy
and the output policy must either mark down traffic or drop traffic. PFC QoS does not support
ingress markdown with egress drop or ingress drop with egress markdown. (CSCea23571)

If traffic is both aggregate and microflow policed, then the aggregate and microflow policers must
both be in the same policy-map class and each must use the same conform-action and
exceed-action keyword option: drop, set-dscp-transmit, set-prec-transmit, or transmit.

You cannot configure PFC QoS features on tunnel interfaces.
PFC QoS does not rewrite the payload ToS byte in tunnel traffic.
PFC QoS filters only by ACLs, dscp values, or IP precedence values.

For these commands, PFC QoS applies identical configuration to all LAN ports controlled by the
same application-specific integrated circuit (ASIC):

— Trcv-queue cos-map
— Wrr-queue cos-map

Except for WS-X6904-40G-2T, WS-X6908-10GE, WS-X6816-10T-2T, WS-X6716-10T,
WS-X6816-10G-2T, WS-X6716-10GE, WS-X6704-10GE, WS-X6848-SFP-2T, WS-X6748-SFP,
WS-X6824-SFP-2T, WS-X6724-SFP, WS-X6848-TX-2T, WS-X6748-GE-TX modules, PFC QoS
applies identical configuration to all LAN ports controlled by the same application-specific
integrated circuit (ASIC) for these commands:

— rev-queue random-detect

— rcv-queue queue-limit

— Wwrr-queue queue-limit

— wrr-queue bandwidth

— priority-queue cos-map

— wrr-queue threshold

— rev-queue threshold

— wrr-queue random-detect

— wrr-queue random-detect min-threshold

— wrr-queue random-detect max-threshold

Supervisor Engine 2T Software Configuration Guide, Release 15.4S5Y g



Chapter 63  Restrictions for PFC QoS |

M PFC and DFC Guidelines

Note

Configure these commands only on physical ports. Do not configure these commands on logical
interfaces:

— priority-queue cos-map

— WIT-queue cos-map

— wrr-queue random-detect

— wrr-queue random-detect max-threshold
— wrr-queue random-detect min-threshold
— wrr-queue threshold

— Wwrr-queue queue-limit

— wrr-queue bandwidth

— rev-queue cos-map

— recv-queue bandwidth

— rcv-queue random-detect

— rcv-queue random-detect max-threshold
— rev-queue random-detect min-threshold
— rcv-queue queue-limit

— rev-queue cos-map

— rev-queue threshold

IP multicast switching using egress packet replication is not compatible with QoS. In some cases, egress
replication can result in the incorrect COS or DSCP marking of packets. If you are using QoS and your
switching modules are capable of egress replication, enter the platform ip multicast replication-mode
ingress command to force ingress replication.

PFC and DFC Guidelines

The PFC and DFCs support QoS for IPv6 unicast and multicast traffic.
To display information about IPv6 PFC QoS, enter the show platform qos ipv6 command.

The QoS features implemented in the port ASICs (queue architecture and dequeuing algorithms)
support [Pv4 and IPv6 traffic.

The PFC and DFCs support IPv6 named extended ACLs and named standard ACLs.
The PFC and DFCs support the match protocol ipv6 command.

With egress ACL support for remarked DSCP configured, the PFC and DFCs do not provide
hardware-assistance for these features:

— Cisco IOS reflexive ACLs
— Network Address Translation (NAT)
You cannot apply microflow policing to ARP traffic.
The PFC and DFCs do not apply egress policing to traffic that is being bridged to the RP.
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The PFC and DFCs do not apply egress policing or egress DSCP mutation to multicast traffic from
the RP.

PFC QoS does not rewrite the ToS byte in bridged multicast traffic.

The PFC and DFCs support up to 1022 aggregate policers, but some PFC QoS commands other than
the police command will be included in this count. By default, any policy using a set or trust
command will be included in the aggregate policer count. You can disable the addition of the set or
trust commands to the aggregate policer count by entering the no platform qos marking statistics
command, but you will then be unable to collect statistics for the classmaps associated with these
commands. You can view the aggregate policer count in the QoS Policer Resources section of the
output of the show platform hardware capacity qos command.

Class Map Command Restrictions

PFC QoS supports a single match command in class-map match-all class maps, except that the
match protocol command can be configured in a class map with the match dscp or match
precedence command.

PFC QoS supports multiple match commands in class-map match-any class maps.

S

Note PFC QoS supports a maximum of 9 commands that match DSCP or IP precedence values in
class maps and ACLs.

PFC QoS does not support these class map commands:
— match classmap
— match destination-address
— match input-interface

— match source-address

Policy Map Class Command Restrictions

PFC QoS does not support these policy map class commands:

set qos-group

service-policy

Supported Granularity for CIR and PIR Rate Values

CIR and PIR Rate Value Range Granularity
32768 to 2097152 (2 Mbs) 32768 (32 Kb)
2097153 to 4194304 (4 Mbs) 65536 (64 Kb)
4194305 to 8388608 (8 Mbs) 131072 (128 Kb)
8388609 to 16777216 (16 Mbs) 262144 (256 Kb)
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CIR and PIR Rate Value Range

Granularity

16777217 to 33554432 (32 Mbs)

524288 (512 Kb)

33554433 to 67108864 (64 Mbs)

1048576 (1 Mb)

67108865 to 134217728 (128 Mbs)

2097152 (2 Mb)

134217729 to 268435456 (256 Mbs)

4194304 (4 Mb)

268435457 to 536870912 (512 Mbs)

8388608 (8 Mb)

536870913 to 1073741824 (1 Gbs)

16777216 (16 Mb)

1073741825 to 2147483648 (2 Gbs)

33554432 (32 Mb)

2147483649 to 4294967296 (4 Gbs)

67108864 (64 Mb)

4294967296 to 8589934592 (8 Gbs)

134217728 (128 Mb)

8589934593 to 17179869184 (16 Gbs)

268435456 (256 Mb)

17179869185 to 34359738368 (32 Gbs)

536870912 (512 Mb)

34359738369 to 68719476736 (64 Gbs)

1073741824 (1024 Mb)

Within each range, PFC QoS programs the PFC with rate values that are multiples of the granularity

values.

Supported Granularity for CIR and PIR Token Bucket Sizes

CIR and PIR Token Bucket Size

Range Granularity
1 to 32768 (32 KB) 1024 (1 KB)
32769 to 65536 (64 KB) 2048 (2 KB)
65537 to 131072 (128 KB) 4096 (4 KB)
131073 to 262144 (256 KB) 8196 (8 KB)

Restrictions for PFC QoS |

262145 to 524288 (512 KB)

16392 (16 KB)

524289 to 1048576 (1 MB)

32768 (32 KB)

1048577 to 2097152 (2 MB)

65536 (64 KB)

2097153 to 4194304 (4 MB)

131072 (128 KB)

4194305 to 8388608 (8 MB)

262144 (256 KB)

8388609 to 16777216 (16 MB)

524288 (512 KB)

16777217 to 33554432 (32 MB)

1048576 (1 MB)

Within each range, PFC QoS programs the PFC with token bucket sizes that are multiples of the

granularity values.
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IP Precedence and DSCP Values
IP Precedence and DSCP Values

3-bit IP 6 most significant bits of 6-bit 3-bit IP 6 most significant bits of 6-bit

Precedence |ToS DSCP Precedence |ToS DSCP
8 |7 |6 5 |4 |3 8 |7 |6 5 |4 |3

0 0o |0 |0 0 |0 |0 0 4 1 |0 |0 0o 0 |0 (32
0o |0 |0 0o 0 |1 1 1 |0 |0 0 |0 |1 |33
0o |0 |0 0o |1 1|0 2 1 |0 |0 0 |1 |0 (34
0o |0 |0 0o |1 |1 3 1 |0 |0 0o |1 |1 |35
0o |0 |0 1 |0 |0 4 1 |0 |0 1 |0 [0 |36
0o |0 |0 1 |0 |1 5 1 |0 |0 1 |0 |1 |37
0o |0 |0 1 |1 |0 6 1 |0 |0 1 |1 |0 |38
0o |0 |0 1 |1 |1 7 1 |0 |0 1 |1 |1 |39

1 0 [0 |1 0o [0 |0 8 5 1 |0 |1 0 |0 [0 |40
0 [0 |1 0 |0 |1 9 1 |0 |1 0 [0 [1 |41
0 [0 |1 0o |1 [0 |10 1 |0 |1 0 |1 [0 |42
0 [0 |1 0o |1 |1 |11 1 |0 |1 0 |1 |1 |43
0 [0 |1 1 (0 |0 |12 1 |0 |1 1 [0 |0 |44
0 [0 |1 1 (0 [1 |13 1 |0 |1 1 [0 |1 |45
0 [0 |1 1 (1 |0 |14 1 |0 |1 1 (1 |0 |46
0 [0 |1 1 (1 |1 |15 1 |0 |1 1 (1 |1 |47

2 0o |1 |0 0 |0 |0 |16 6 1 |1 1|0 0 |0 |0 |48
0o |1 |0 0o |0 |1 |17 1 |1 1|0 0o |0 |1 |49
0o |1 |0 0o |1 [0 |18 1 |1 1|0 0 |1 [0 |50
0o |1 |0 0o |1 |1 |19 1 |1 1|0 0 |1 |1 |51
0o |1 |0 1 (0 |0 (20 1 |1 1|0 1 [0 |0 (52
0o |1 |0 1 (0 |1 |21 1 |1 1|0 1 (0 [1 |53
0o |1 |0 1 (1 |0 (22 1 |1 1|0 1 |1 [0 |54
0o |1 |0 1 (1 |1 |23 1 |1 1|0 1 |1 |1 |55

3 0o (1 |1 0 0 |0 (24 7 1 |1 |1 0 |0 |0 |56
0o (1 |1 0o 0 |1 |25 1 |1 |1 0o 0 |1 |57
0o (1 |1 0 |1 |0 |26 1 |1 |1 0 |1 |0 |58
0o (1 |1 o |1 |1 [27 1 |1 |1 0o |1 |1 |59
0o (1 |1 1 |0 |0 |28 1 |1 |1 1 |0 [0 |60
0o (1 |1 1 |0 |1 |29 1 |1 |1 1 |0 |1 |61
0o (1 |1 1 |1 [0 |30 1 |1 |1 1 |1 [0 |62
0o (1 |1 1 |1 |1 |31 1 |1 |1 1 |1 |1 |63

Tip

For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum
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CHAPTER M

PFC QoS Overview

This chapter provides an overview of quality of service (QoS) as implemented on the Policy Feature
Card (PFC) and Distributed Forwarding Cards (DFCs) in Cisco IOS Release 15.4SY. The term

“PFC QoS” refers to hardware accelerated QoS. PFC QoS is implemented on various switch components
in addition to the PFC and any DFCs.

« For complete syntax and usage information for the commands used in this chapter, see these
publications:

http://www.cisco.com/en/US/products/ps11846/prod _command reference list.html

* Cisco IOS Release 15.4SY supports only Ethernet interfaces. Cisco IOS Release 15.4SY does not
support any WAN features or commands.

» For information about AutoQoS, see Chapter 68, “AutoQoS.”
» For information about QoS and MPLS, see Chapter 69, “MPLS QoS.”

¢ QoS in Cisco I0S Release 15.4SY (PFC QoS) uses some Cisco I0S modular QoS CLI (MQC).
Because PFC QoS is implemented in hardware, it supports only a subset of the MQC syntax.

For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum

QoS makes network performance more predictable and bandwidth utilization more effective. Without
QoS, networks operate on a best-effort delivery basis, which means that all traffic has equal priority and
an equal chance of being delivered in a timely manner. When congestion occurs, all traffic has an equal
chance of being dropped. QoS minimizes the chance that priority traffic would be dropped.

PFC QoS has these capabilities:
» Classification
e Marking

« Policing

Supervisor Engine 2T Software Configuration Guide, Release 15.4S5Y g
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» Congestion avoidance
e Mutation
You can configure two types of policies:

« Policies that define any combination of egress DSCP mutation, egress EXP mutation, classification,
marking, and policing.

e Policies that define queueing.
Queuing configuration and classification, marking, and policing configuration are all optional.

Queuing configuration and classification, marking, and policing configuration have no common
parameters or commands.

You configure QoS policies with the following commands:

» class-map—Defines a traffic class based on packet-matching criteria. Class maps are referenced in
policy maps.

« table-map—Defines mapping from one set of traffic field values to another set of traffic fields
values. Table maps are referenced in policy maps. Not used in queueing policies.

e policy-map—Defines or uses any combination of the following:
— Class maps for classification
— Table maps for marking and mutation
— Policy trust mode
— Policing
— Queueing (cannot be combined with classification,marking, trust mode, or policing)
« service-policy—Applies policies to interfaces.
These chapters describe QoS:
» Restrictions for PFC QoS, page 63-1
» Classification, Marking, and Policing, page 65-1
« Policy-Based Queueing, page 66-1
¢ QoS Global and Interface Options, page 67-1

)o

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum
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CHAPTER 65

Classification, Marking, and Policing

Information About Classification, Marking, and Policing Policies, page 65-1

How to Configure Classification, Marking, and Policing Policies, page 65-7

For complete syntax and usage information for the commands used in this chapter, see these
publications:

http://www.cisco.com/en/US/products/ps11846/prod_command reference_list.html

Cisco IOS Release 15.4SY supports only Ethernet interfaces. Cisco IOS Release 15.4SY does not
support any WAN features or commands.

For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum

Information About Classification, Marking, and Policing

Policies

Classification, Marking, and Policing Policy Overview, page 65-1
Traffic Classification, page 65-2
Traffic Marking, page 65-3

Information about Policing, page 65-4

Classification, Marking, and Policing Policy Overview

The classification, marking, and policing configuration is defined by the policies attached to an
interface. Classification, marking, and policing are unaffected by any QoS commands configured on
ingress interfaces or by queueing policies.
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I Information About Classification, Marking, and Policing Policies

Traffic Classification

Traffic classification allows the network to recognize traffic as it falls into classes that you have
configured. Network traffic must be classified to apply specific QoS to it.

Classification can be inclusive (for example, all of the traffic in a Layer 2 VLAN or all of the traffic
passing through an interface) or classification can be very specific (for example, you can use a class map
with match commands that recognize specific aspects of the traffic).

You can classify and apply QoS (for example, marking) and then, on another interface or network device,
classify again based on the marked value and apply other QoS.

The PFC and any DFCs supports a single match command in class-map match-all class maps, except
that the match protocol command can be configured in a class map with the match dscp or match
precedence command.

The PFC and any DFCs supports multiple match commands in class-map match-any class maps.

Note  PFC QoS supports a maximum of 9 commands that match DSCP or IP precedence values in class maps
and ACLs.
Class maps can use the match commands listed in Table 65-1 to configure a traffic class that is based
on the match criteria.
Table 65-1 Traffic Classification Class Map match Commands and Match Criteria
Directio
match Commands n Match Criteria
match access-group {access list number | name access_list name} |Both Access control list (ACL).
Note Use ACLs to match the following:
—CoS value
—VLAN ID
—Packet length
match any Both Any match criteria.
match cos Ingress |CoS value.

match discard-class

Both Discard class value.

match dscp

Note The match protocol command can be configured in a class
map with the match dscp command.

Both DSCP value.

match 12 miss

Ingress |Layer 2 traffic flooded in a VLAN because
it is addressed to a currently unlearned
MAC-Layer destination address.

match mpls experimental topmost Both MPLS EXP value in the topmost label.

match precedence

Note The match protocol command can be configured in a class
map with the match precedence command.

Both IP precedence values.
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Table 65-1 Traffic Classification Class Map match Commands and Match Criteria (continued)
Directio

match Commands n Match Criteria

match protocol {arp |ip | ipv6} Both Protocol.

Note The match protocol command can be configured in a class
map with the match dscp or match precedence command.

match qos-group Both QoS group ID.

The PFC and any DFCs supports these ACL types for use with the match access group command:

Protocol Numbered ACLs Extended ACLs Named ACLs
1Pv4 Yes: Yes: Yes
1to 99 100 to 199
1300 to 1999 2000 to 2699
IPv6 Not applicable Yes (named) Yes
MAC Layer Not applicable Not applicable Yes
ARP Not applicable Not applicable Yes

Traffic Marking
~

Note  Policing can also mark traffic.

Marking network traffic allows you to set or modify the attributes for a specific class of traffic, which
allows class-based QoS features to recognize traffic classes based on the marking. There are two traffic
marking methods:

*  You can apply a configured value with a policy-map set command. Table 65-2 lists the available
policy-map set commands and the corresponding attribute.

Table 65-2 Configured-Value Policy-Map Commands

Ingress |Egress
set Commands Traffic Attribute ? ?
set cos cos value Layer 2 CoS value Y Y
set dscp dscp_value Layer 3 DSCP value Y Y
set precedence precedence value Layer 3 IP precedence value Y Y
set dscp tunnel dscp value Layer 3 DSCP value in the tunnel header of a Generic |Y Y
Routing Encapsulation (GRE) tunneled packet

set discard-class discard value Discard-class value Y Y
set qos-group group_id QoS group ID Y

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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I Information About Classification, Marking, and Policing Policies

Table 65-2 Configured-Value Policy-Map Commands (continued)
Ingress |Egress
set Commands Traffic Attribute ? ?
set mpls experimental imposition exp_value |MPLS experimental (EXP) field on all imposed label |Y Y
entries
set mpls experimental topmost exp_value MPLS experimental (EXP) field on all topmost label Y Y
entries

¢ You can apply a map to received values with a policy-map set command. Table 65-3 lists the
available policy-map set commands and the corresponding attribute.

Table 65-3 Mapped-Value Policy-Map Commands

set Commands Map Name Traffic Attribute Ingress? |Egress?
set dscp cos dscp-cos-map Layer 3 DSCP value Y N

set dscp precedence dscp-precedence-map Layer 3 DSCP value Y N

Information about Policing

¢ Overview of Policing, page 65-4
e Per-Interface Policers, page 65-5
» Aggregate Policers, page 65-5
e Microflow Policers, page 65-6

Overview of Policing

You can configure policers to do the following:
e Mark traffic
« Limit bandwidth utilization and mark traffic

Policers can be applied to ingress and egress interfaces. Ingress policing is applied first, followed by
egress policing.

Policing can rate limit incoming and outgoing traffic so that it adheres to the traffic forwarding rules
defined by the QoS configuration. Sometimes these configured rules for how traffic should be forwarded
through the system are referred to as a contract. If the traffic does not adhere to this contract, it is marked
down to a lower DSCP value or dropped.

Policing does not buffer out-of-profile packets. As a result, policing does not affect transmission delay.
In contrast, traffic shaping works by buffering out-of-profile traffic, which moderates traffic bursts.
(PFC QoS does not support shaping.)

The PFC and DFCs support ingress and egress PFC QoS, which includes ingress and egress policing.
Policers act on ingress traffic per-port or per-VLAN. For egress traffic, the policers act per-VLAN only.

Policing uses the Layer 2 frame size. You specify the bandwidth utilization limit as a committed
information rate (CIR). You can also specify a higher peak information rate (PIR). Packets that exceed
a rate are “out of profile” or “nonconforming.”
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In each policer, you specify if out-of-profile packets are to be dropped or to have a new DSCP value
applied to them (applying a new DSCP value is called “markdown”). Because out-of-profile packets do
not retain their original priority, they are not counted as part of the bandwidth consumed by in-profile
packets.

If you configure a PIR, the PIR out-of-profile action cannot be less severe than the CIR out-of-profile
action. For example, if the CIR out-of-profile action is to mark down the traffic, then the PIR
out-of-profile action cannot be to transmit the traffic.

For all policers, PFC QoS uses a configurable global table that maps the internal DSCP value to a
marked-down DSCP value. When markdown occurs, PFC QoS gets the marked-down DSCP value from
the table. You cannot specify marked-down DSCP values in individual policers.

+ By default, the markdown table is configured so that no markdown occurs: the marked-down DSCP
values are equal to the original DSCP values. To enable markdown, configure the table appropriately
for your network.

*  When you apply both ingress policing and egress policing to the same traffic, both the input policy
and the output policy must either mark down traffic or drop traffic. PFC QoS does not support
ingress markdown with egress drop or ingress drop with egress markdown.

Per-Interface Policers

PFC QoS applies the bandwidth limits specified in a per-interface policer to matched traffic. For
example, if you configure a per-interface policer to allow 1 Mbps for all matched TFTP traffic, it limits
the TFTP traffic to 1 Mbps.

You define per-interface policers in a policy map class with the police command. If you attach
per-interface policers to multiple ingress ports, each one polices the matched traffic on each ingress port
separately.

Aggregate Policers

o Aggregate Policer Overview, page 65-5
¢ Distributed Aggregate Policers, page 65-5
» Nondistributed Aggregate Policers, page 65-6

Aggregate Policer Overview

PFC QoS applies the bandwidth limits specified in an aggregate policer cumulatively to all flows in
matched traffic. For example, if you configure an aggregate policer to allow 1 Mbps for all TFTP traffic
flows on VLAN 1 and VLAN 3, it limits the TFTP traffic for all flows combined on VLAN 1 and
VLAN 3 to 1 Mbps.

You create named aggregate policers with the platform qos aggregate-policer command. If you attach
a named aggregate policer to multiple ingress ports, it polices the matched traffic from all the ingress
ports to which it is attached.

You can configure up to 1,023 aggregate policers; the configured aggregate policers can be applied to
interfaces to configure up to 16,384 policer instances.
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Distributed Aggregate Policers

When distributed aggregate policing is enabled, aggregate policers synchronize policing on interfaces
supported by different DFC-equipped switching modules or the PFC. Distributed aggregate policing
applies to the first 4,096 aggregate policer instances of these types:

« Aggregate policers applied to VLAN, tunnel, or port channel interfaces.
» Shared aggregate policers.
» Aggregate policers in egress policies.

With distributed aggregate policing enabled, aggregate policers in excess of the hardware-supported
capacity function as nondistributed aggregate policers.

Nondistributed Aggregate Policers

Nondistributed aggregate policing works independently on each DFC-equipped switching module and
independently on the PFC, which supports any non-DFC-equipped switching modules. Aggregate
policing does not combine flow statistics from different DFC-equipped switching modules. You can
display aggregate policing statistics for each DFC-equipped switching module and for the PFC and any
non-DFC-equipped switching modules supported by the PFC.

Each PFC or DFC polices independently, which might affect QoS features being applied to traffic that
is distributed across the PFC and any DFCs. Examples of these QoS feature are:

« Policers applied to a port channel interface.
« Policers applied to a switched virtual interface.
» Egress policers applied to either a Layer 3 interface or an SVI.

Policers affected by this restriction deliver an aggregate rate that is the sum of all the independent
policing rates.

Microflow Policers

PFC QoS applies the bandwidth limit specified in a microflow policer separately to each flow in matched
traffic. For example, if you configure a microflow policer to limit the TFTP traffic to 1 Mbps on VLAN 1
and VLAN 3, then 1 Mbps is allowed for each flow in VLAN 1 and 1 Mbps for each flow in VLAN 3.
In other words, if there are three flows in VLAN 1 and four flows in VLAN 3, the microflow policer
allows each of these flows 1 Mbps.

You can configure PFC QoS to apply the bandwidth limits in a microflow policer as follows:
*  You can create microflow policers with up to 127 different rate and burst parameter combinations.
* You create microflow policers in a policy map class with the police flow command.

¢ You can configure a microflow policer to use only source addresses, which applies the microflow
policer to all traffic from a source address regardless of the destination addresses.

¢ You can configure a microflow policer to use only destination addresses, which applies the
microflow policer to all traffic to a destination address regardless of the source addresses.
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* For MAC-Layer microflow policing, PFC QoS considers MAC-Layer traffic with the same protocol
and the same source and destination MAC-Layer addresses to be part of the same flow, including
traffic with different EtherTypes. You can configure MAC ACLs to filter IPX traffic.

* You cannot apply microflow policing to ARP traffic.

* Release 15.1(1)SY1 and later releases support Egress Microflow Destination-Only Policing. Egress
policing is per-VLAN, applied on either a Layer 3 interface or an SVI. With releases earlier than
Release 15.1(1)SY1, policies attached with the output keyword do not support microflow policing.

You can include both an aggregate policer and a microflow policer in each policy map class to police a
flow based on both its own bandwidth utilization and on its bandwidth utilization combined with that of
other flows.

If traffic is both aggregate and microflow policed, then the aggregate and microflow policers must both
be in the same policy-map class and each must use the same conform-action and exceed-action
keyword option: drop, set-dscp-transmit, set-prec-transmit, or transmit.

For example, you could create a microflow policer with a bandwidth limit suitable for individuals in a
group, and you could create a named aggregate policer with bandwidth limits suitable for the group as
a whole. You could include both policers in policy map classes that match the group’s traffic. The
combination would affect individual flows separately and the group aggregately.

For policy map classes that include both an aggregate and a microflow policer, PFC QoS responds to an
out-of-profile status from either policer and, as specified by the policer, applies a new DSCP value or
drops the packet. If both policers return an out-of-profile status, then if either policer specifies that the
packet is to be dropped, it is dropped; otherwise, PFC QoS applies a marked-down DSCP value.

How to Configure Classification, Marking, and Policing

Policies

» Enabling Distributed Aggregate Policing, page 65-7

» Configuring a Class Map, page 65-8

» Configuring a Policy Map, page 65-9

« Attaching a Policy Map to an Interface, page 65-17

e Configuring Dynamic Per-Session Attachment of a Policy Map, page 65-19
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Enabling Distributed Aggregate Policing

To enable distributed aggregate policing, perform this task:

Command Purpose

Tqwvgt *eqphki+%"rncvhgto"squ"rgnkeg" fkuvtkdwvgf" juvtkev' ~"ngqugi" |Enables distributed aggregate policing.

» The strict keyword prevents application of
aggregate policers to interfaces that would
exceed available hardware acceleration
resources.

e The loose keyword allows application of
aggregate policers as nondistributed to
interfaces that would exceed available
hardware acceleration resources.

This example shows how to enable strict distributed aggregate policing globally:

Tgwvgt *egphki+%"rncvhgto"squ"rgnkeg" fkuvtkdwvgf"uvtkev"
Tgwvgt *egphki+%

This example shows how to disable distributed aggregate policing globally:

Tgwvgt*egphki+%"pg"rncvhgto"squ"rgnkeg" fkuvtkdwvgf"
Tgwvgt*egphki+%

Configuring a Class Map

e Creating a Class Map, page 65-8

e Configuring Filtering in a Class Map, page 65-8

¢ Verifying Class Map Configuration, page 65-8
Creating a Class Map

To create a class map, perform this task:

Command Purpose

Tqwvgt *egphki+%"encuu/ocr"]ocvej/cnn"~"ocvej/cp{ "encuuapcog" |Creates a class map.

Note If you do not enter a match keyword, the
default is match-all.
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Configuring Filtering in a Class Map

To configure filtering in a class map, enter match commands as described in Table 65-1, “Traffic
Classification Class Map match Commands and Match Criteria”.

Verifying Class Map Configuration

To verify class map configuration, perform this task:

Command Purpose
Step1 Tqwvgt"+*egphki/eocr+%"gpf" Exits configuration mode.
Step 2 Tqwvgt%"ujqy"encuu/ocr"encuuapcog" Verifies the configuration.

This example shows how to create a class map named ipp5 and how to configure filtering to match traffic
with IP precedence 5:

Tgwvgt$"egphkiwtg"vgtokpen"
Gpvgt"egphkiwtcvkgp"eqgoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tqwvgt *egphki+%"encuu/ocr"krr7"

Tgwvgt *egphki/eocr+%"ocve] "kr"rtgegfgpeg"7"
Tqwvgt*egphki/eocr+%"gpf"

This example shows how to verify the configuration:

Tgwvgt%"ujqy"encuu/ocr"krr7"
"Encuu"Ocr"ocve]j/cnn"krr7"*kf"3+
nn "Ocvej nkyn rtgegfgpeg" 7

Configuring a Policy Map

* Policy Map Overview, page 65-9

» Creating a Policy Map, page 65-9

* Policy Map Class Configuration Guidelines and Restrictions, page 65-9
e Creating a Policy Map Class and Configuring Filtering, page 65-9

e Configuring Policy Map Class Actions, page 65-10

e Veritying Policy Map Configuration, page 65-16

Policy Map Overview

Policy maps can contain one or more policy map classes, each with different policy map commands.

Configure a separate policy map class in the policy map for each type of traffic that an interface receives.
Put all commands for each type of traffic in the same policy map class. PFC QoS does not attempt to
apply commands from more than one policy map class to matched traffic.
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Creating a Policy Map

To create a policy map, perform this task:

Command Purpose

Tgwvgt*egphki+%"rqnke{/ocr" rgnke{apcog" Creates a policy map.

Policy Map Class Configuration Guidelines and Restrictions

* PFC QoS does not support the class class name destination-address, class class name
input-interface, class class_name qos-group, and class class_name source-address policy map
commands.

e PFC QoS supports the class default policy map command.

« PFC QoS does not detect the use of unsupported commands until you attach a policy map to an
interface.

* PFC QoS does not support multiple ACL matches per class.

Creating a Policy Map Class and Configuring Filtering

To create a policy map class and configure it to filter with a class map, perform this task:

Command Purpose
Tqwvgt*egphki/rocr+%"encuu" encuuapcog" Creates a policy map class and configures it to filter with a
class map.

Note PFC QoS supports class maps that contain a single
match command.

Configuring Policy Map Class Actions

« Policy Map Class Action Restrictions, page 65-10

e Configuring Policy Map Class Marking, page 65-11

¢ Configuring the Policy Map Class Trust State, page 65-11
» Configuring Policy Map Class Policing, page 65-11

Policy Map Class Action Restrictions

» Policy maps can contain one or more policy map classes.
e Put all commands for each type of traffic in the same policy map class.

* PFC QoS only applies commands from one policy map class to traffic. After traffic has matched the
filtering in one policy map class, QoS does not apply the filtering configured in other policy map
classes.

* For hardware-switched traffic, PFC QoS does not support the bandwidth, priority, queue-limit, or
random-detect policy map class commands. You can configure these commands because they can
be used for software-switched traffic.
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* PFC QoS does not support the set qos-group policy map class commands.

e PFC QoS supports the set ip dscp and set ip precedence policy map class commands for IPv4

traffic.

— You can use the set ip dscp and set ip precedence commands on non-IP traffic to mark the
internal DSCP value, which is the basis of the egress Layer 2 CoS value.

— The set ip dscp and set ip precedence commands are saved in the configuration file as set dscp
and set precedence commands.

e PFC QoS supports the set dscp and set precedence policy map class commands for IPv4 and IPv6

traffic.

* You cannot do all three of the following in a policy map class:

— Mark traffic with the set commands

— Configure the trust state

— Configure policing

In a policy map class, you can either mark traffic with the set commands or do one or both of the

following:

— Configure the trust state

— Configure policing

~

Note  When configure policing, you can mark traffic with policing keywords.

» Layer 2 network control protocols - such as STP, LLDP, CDP, LACP cannot be remarked with a
policy map. These protocols are automatically treated with priority in hardware and cannot be

overwritten.

Configuring Policy Map Class Marking

PFC QoS supports policy map class marking for all traffic with set policy map class commands. To
configure policy map class marking, perform this task:

Command

Purpose

Tqwvgt*egphki/rocr/e+%"ugv" } fuer" fueraxcnwg" ~"
rtgegfgpeg" krartgegfgpegaxcnwgi

Configures the policy map class to mark matched traffic with
the configured DSCP or IP precedence value.
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Configuring the Policy Map Class Trust State

S

Note  You cannot attach a policy map that configures a trust state with the service-policy output command.

To configure the policy map class trust state, perform this task:

Command Purpose
Tqwvgt *egphki/rocr/e+%"vtwuv" }equ"~"fuer"~" Configures the policy map class trust state, which selects the
kr/rtgegfgpegi " value that PFC QoS uses as the source of the initial internal

DSCP value.

When configuring the policy map class trust state, note the following information:

Enter the no trust command to use the trust state configured on the ingress port (this is the default).
With the cos keyword, PFC QoS sets the internal DSCP value from received or ingress port CoS.
With the dscp keyword, PFC QoS uses received DSCP.

With the ip-precedence keyword, PFC QoS sets DSCP from received IP precedence.

Configuring Policy Map Class Policing

Policy Map Class Policing Restrictions, page 65-12

Using a Named Aggregate Policer, page 65-12
Configuring a Per-Interface Policer, page 65-13
Configuring a Per-Interface Microflow Policer, page 65-14

Policy Map Class Policing Restrictions

PFC QoS does not support the set-qos-transmit policer keyword.

PFC QoS does not support the set-dscp-transmit or set-prec-transmit keywords as arguments to
the exceed-action keyword.

PFC QoS does not detect the use of unsupported keywords until you attach a policy map to an
interface.

Policing with the conform-action transmit keywords sets the port trust state of matched traffic to
trust DSCP or to the trust state configured by a trust command in the policy map class.

Using a Named Aggregate Policer

To use a named aggregate policer, perform this task:

Command

Purpose

Tqwvgt*egphki/rocr/e+%"rqnkeg"ciitgievg" ciitgicvgapcog" |Configures the policy map class to use a previously defined

named aggregate policer.
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*  When distributed aggregate policing is enabled, note the following information:

Distributed aggregate policers synchronize policing on interfaces supported by different
DFC-equipped switching modules or the PFC. Distributed aggregate policing applies to the first
4,096 aggregate policers of these types:

—Aggregate policers applied to VLAN, tunnel, or port channel interfaces.
—Shared aggregate policers.
—Aggregate policers in egress policies.

Distributed aggregate policers in excess of the hardware-supported capacity function as
nondistributed aggregate policers.

*  When distributed aggregate policing is not enabled, note the following information:

Aggregate policing works independently on each DFC-equipped switching module and
independently on the PFC, which supports any non-DFC-equipped switching modules.
Aggregate policing does not combine flow statistics from different DFC-equipped switching
modules. You can display aggregate policing statistics for each DFC-equipped switching
module and for the PFC and any non-DFC-equipped switching modules supported by the PFC.

Each PFC or DFC polices independently, which might affect QoS features being applied to
traffic that is distributed across the PFC and any DFCs. Examples of these QoS feature are:

—Policers applied to a port channel interface.
—Policers applied to a switched virtual interface.
—Egress policers applied to either a Layer 3 interface or an SVI.

Policers affected by this restriction deliver an aggregate rate that is the sum of all the
independent policing rates.

Configuring a Per-Interface Policer

To configure a per-interface policer, perform this task:

Command Purpose
Tgwvgt*egphki/rocr/e+%"rgnkeg"bits per second normal_ burst bytes" Creates a per-interface po]icer and
] oczkowoadwtuvad{vgu_ "lrkt rgcmatcvgadru "]]]eqphqto/cevkgp"}ftqr"~" configures the policy—map class to use it.

ugv/fuer/vtcpuokv"dscp value ~"ugv/rtge/vtcpuokv"
ip precedence value ~'"vtcpuokvi "gzeggf/cevkgp"}ftqr"~"rqnkegf/fuer"
~"vtepuokvi '"xkqgnevg/cevkgp"}ftqr"~"rgnkegf/fuer"~"vtcpuokvi

e When you apply both ingress policing and egress policing to the same traffic, both the input policy
and the output policy must either mark down traffic or drop traffic. PFC QoS does not support
ingress markdown with egress drop or ingress drop with egress markdown.

¢ Policing uses the Layer 2 frame size.

» See the “Restrictions for PFC QoS” section on page 63-1 for information about rate and burst size
granularity.

e The valid range of values for the CIR bits_per second parameter is as follows:

Minimum—32 kilobits per second, entered as 32000
Maximum—256 gigabits per second, entered as 256000000000

e The normal _burst_bytes parameter sets the CIR token bucket size.

e The maximum_burst bytes parameter sets the PIR token bucket size.
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*  When configuring the size of a token bucket, note the following information:

Because the token bucket must be large enough to hold at least one frame, configure the token
bucket size to be larger than the maximum size of the traffic being policed.

For TCP traffic, configure the token bucket size as a multiple of the TCP window size, with a
minimum value at least twice as large as the maximum size of the traffic being policed.

The maximum_burst_bytes parameter must be set larger than the normal_burst_bytes
parameter.

To sustain a specific rate, set the token bucket size to be at least the rate value divided by 2000.
The minimum token bucket size is 1 byte, entered as 1.

The maximum token bucket size is 512 megabytes, entered as 512000000.

» The valid range of values for the pir bits _per second parameter is as follows:

Minimum—32 kilobits per second, entered as 32000 (the value cannot be smaller than the CIR
bits_per _second parameters)

Maximum—256 gigabits per second, entered as 256000000000

¢ (Optional) You can specify a conform action for matched in-profile traffic as follows:

The default conform action is transmit, which sets the policy map class trust state to trust
DSCP unless the policy map class contains a trust command.

To set PFC QoS labels in untrusted traffic, you can enter the set-dscp-transmit keyword to
mark matched untrusted traffic with a new DSCP value or enter the set-prec-transmit keyword
to mark matched untrusted traffic with a new IP precedence value. The set-dscp-transmit and
set-prec-transmit keywords are only supported for IP traffic. PFC QoS sets egress ToS and
CoS from the configured value.

You can enter the drop keyword to drop all matched traffic.

Ensure that aggregate and microflow policers that are applied to the same traffic each specify
the same conform-action behavior.

e (Optional) For traffic that exceeds the CIR, you can specify an exceed action as follows:

For marking without policing, you can enter the transmit keyword to transmit all matched
out-of-profile traffic.

The default exceed action is drop, except with a maximum_burst _bytes parameter (drop is not
supported with a maximum_burst_bytes parameter).

~

Note  When the exceed action is drop, PFC QoS ignores any configured violate action.

You can enter the policed-dscp-transmit keyword to cause all matched out-of-profile traffic to
be marked down as specified in the markdown map.

S

Note  When you create a policer that does not use the pir keyword and the
maximum_burst_bytes parameter is equal to the normal burst_bytes parameter (which
is the case if you do not enter the maximum_burst _bytes parameter), the exceed-action
policed-dscp-transmit keywords cause PFC QoS to mark traffic down as defined by
the policed-dscp max-burst markdown map.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
mli |



| Chapter 65

Classification, Marking, and Policing

How to Configure Classification, Marking, and Policing Policies ||

* (Optional) for traffic that exceeds the PIR, you can specify a violate action as follows:

— For marking without policing, you can enter the transmit keyword to transmit all matched
out-of-profile traffic.

— The default violate action is equal to the exceed action.

— You can enter the policed-dscp-transmit keyword to cause all matched out-of-profile traffic to
be marked down as specified in the markdown map.

This example shows how to create a policy map named max-pol-ipp5 that uses the class-map named
ipp5, which is configured to trust received IP precedence values and is configured with a
maximum-capacity aggregate policer and with a microflow policer:

Tgwvgt%"egphkiwtg"vgtokpcn"
Gpvgt"egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0

Tqwvgt *egphki+%"rgnke{/ocr"ocz/rqn/krr7"

Tgwvgt *egphki/rocr+%"encuu"krr7"

Tgwvgt*egphki/rocr/e+%"vtwuv"kr/rtgegfgpeg"
Tgwvgt*egphki/rocr/e+%"rgqnkeg"4222222222"4222222"egphgto/cevkgp"ugv/rtge/vtcpuokv"8"
gzeggf/cevkgp"rqgnkegf /fuer/vtcpuokv"

Tgwvgt *egphki/rocr/e+%"rgnkeg"hngy"32222222"32222"egphgto/cevkgp"ugv/rtge/vtcpuokv"8"
gzeggf/cevkgp"rqgnkegf /fuer/vtecpuokv"

Tgwvgt *egphki/rocr/e+%"gpf"

Configuring a Per-Interface Microflow Policer

To configure a per-interface microflow policer, perform this task:

Command Purpose
Tqwvgt*egphki/rocr/e+%"rqnkeg'hngy"locum }ute/qen{ ~ fguv/gpn{ ~ hwnn/hnqgyi_" |Creates a per-interface microflow
bits per second normal burst bytes"]]]egphgto/cevkgp"}ftqr ~" pohcerarmlconﬁguresthe

ugv/fuer/vtcpuokv dscp value ~"ugv/rtge/vtcpuokv ip precedence value
~ vtcpuokvi_ '"gzeggf/cevkqgp"}ftqr"~"rqnkegf/fuer"~"vtcpuokvi "
xkgnevg/cevkap }ftqr"~"rqnkegf/fuer"~"vtcpuokvi "

policy-map class to use it.

e When you apply both ingress policing and egress policing to the same traffic, both the input policy
and the output policy must either mark down traffic or drop traffic. PFC QoS does not support
ingress markdown with egress drop or ingress drop with egress markdown.

¢ Policing uses the Layer 2 frame size.

» See the “Restrictions for PFC QoS” section on page 63-1 for information about rate and burst size
granularity.

*  You can enter the mask src-only keywords to base flow identification only on source addresses,
which applies the microflow policer to all traffic from each source address. PFC QoS supports the
mask src-only keywords for both IP traffic and MAC traffic.

¢ You can enter the mask dest-only keywords to base flow identification only on destination
addresses, which applies the microflow policer to all traffic to each source address. PFC QoS
supports the mask dest-only keywords for both IP traffic and MAC traffic. Release 15.1(1)SY 1 and
later releases support Egress Microflow Destination-Only Policing. Egress policing is per-VLAN,
applied on either a Layer 3 interface or an SVI.

¢ By default and with the mask full-flow keywords, PFC QoS bases IP flow identification on source
IP address, destination IP address, the Layer 3 protocol, and Layer 4 port numbers.

e PFC QoS considers MAC-Layer traffic with the same protocol and the same source and destination
MAC-Layer addresses to be part of the same flow, including traffic with different EtherTypes.
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*  Microflow policers do not support the maximum_burst_bytes parameter, the pir bits_per second
keyword and parameter, or the violate-action keyword.

S

Note  The flowmask requirements of microflow policing, NetFlow, and NetFlow data export
(NDE) might conflict.

» The valid range of values for the CIR bits per second parameter is as follows:
— Minimum—32 kilobits per second, entered as 32000
— Maximum—256 gigabits per second, entered as 256000000000

e The normal burst_bytes parameter sets the CIR token bucket size.

*  When configuring the size of a token bucket, note the following information:

— Because the token bucket must be large enough to hold at least one frame, configure the token
bucket size to be larger than the maximum size of the traffic being policed.

— For TCP traffic, configure the token bucket size as a multiple of the TCP window size, with a
minimum value at least twice as large as the maximum size of the traffic being policed.

— The maximum_burst_bytes parameter must be set larger than the normal_burst_bytes
parameter.

— To sustain a specific rate, set the token bucket size to be at least the rate value divided by 2000.
— The minimum token bucket size is 1 byte, entered as 1.
— The maximum token bucket size is 512 megabytes, entered as 512000000.

* (Optional) You can specify a conform action for matched in-profile traffic as follows:

— The default conform action is transmit, which sets the policy map class trust state to trust
DSCP unless the policy map class contains a trust command.

— To set PFC QoS labels in untrusted traffic, you can enter the set-dscp-transmit keyword to
mark matched untrusted traffic with a new DSCP value or enter the set-prec-transmit keyword
to mark matched untrusted traffic with a new IP precedence value. The set-dscp-transmit and
set-prec-transmit keywords are only supported for IP traffic. PFC QoS sets egress ToS and
CoS from the configured value.

— You can enter the drop keyword to drop all matched traffic.

— Ensure that aggregate and microflow policers that are applied to the same traffic each specify
the same conform-action behavior.

* (Optional) For traffic that exceeds the CIR, you can specify an exceed action as follows:

— For marking without policing, you can enter the transmit keyword to transmit all matched
out-of-profile traffic.

— The default exceed action is drop, except with a maximum_burst_bytes parameter (drop is not
supported with a maximum_burst_bytes parameter).

~

Note  When the exceed action is drop, PFC QoS ignores any configured violate action.

— You can enter the policed-dscp-transmit keyword to cause all matched out-of-profile traffic to
be marked down as specified in the markdown map.
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Note  When you create a policer that does not use the pir keyword and the
maximum_burst_bytes parameter is equal to the normal _burst_bytes parameter (which
is the case if you do not enter the maximum_burst _bytes parameter), the exceed-action
policed-dscp-transmit keywords cause PFC QoS to mark traffic down as defined by
the policed-dscp max-burst markdown map.

Verifying Policy Map Configuration

To verify policy map configuration, perform this task:

Command Purpose
Step1 Tqwvgt*egphki/rocr/e+%"gpf" Exits policy map class configuration mode.
Note  Enter additional class commands to create
additional classes in the policy map.
Step2 Tawvgt3"ujqy"ranke{/ocr"rgnke{apcog" Verifies the configuration.

This example shows how to verify the configuration:

Tqwvgt$"ujqy"rqnke{/ocr"ocz/rqn/krr7"
"Rgnke{"Ocr"ocz/rgn/krr7
""encuu""krr7

""encuu"krr7

nnnrnrgnkeg"hngy"32222222"32222"egphgto/cevkgp"ugv/rtge/vtcpuokv"8"gzeggf /cevkgp"
rgnkegf/fuer/vtcpuokv
NNyt wuv "rtgegfgpeg

nnnnyrgnkeg"4222222222"4222222"4222222"egphgto/cevkgp"ugv/rtge/vtcpuokv"8"gzeggf /cevkgp"
rgnkegf/fuer/vtcpuokv

Taqwvgts"

Attaching a Policy Map to an Interface

To attach a policy map to an interface, perform this task:

Command

Purpose

Step 1 Tgwvgt*egphki+%"kpvgthceg"}}xncp"vlan IDi"~"
} type slot/port] Quwdkpvgthceg i"~"
}rgtv/ejeppgn pwodgt] Ouwdkpvgthceg i i

Selects the interface to configure.

Step 2 Tqwvgt*egphki/kh+%"ugtxkeg/rqnke{"]kprwv"~"qwvrwv_"rqnke{aocrapcog" |Attaches a policy map to the interface.

Step3 Tgwvgt*egphki/kh+%"gpf"

Exits configuration mode.

* Do not attach a service policy to a port that is a member of an EtherChannel.

* PFC QoS supports the output keyword only on Layer 3 interfaces (either LAN ports configured as
Layer 3 interfaces or VLAN interfaces).You can attach both an input and an output policy map to a
Layer 3 interface.
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VLAN-based or port-based PFC QoS on Layer 2 ports is not relevant to policies attached to Layer 3
interfaces with the output keyword.

Release 15.1(1)SY1 and later releases support Egress Microflow Destination-Only Policing. Egress
policing is per-VLAN, applied on either a Layer 3 interface or an SVI. With releases earlier than
Release 15.1(1)SY 1, policies attached with the output keyword do not support microflow policing.

You cannot attach a policy map that configures a trust state with the service-policy output
command.

Filtering based on IP precedence or DSCP in policies attached with the output keyword uses the
received IP precedence or DSCP values. Filtering based on IP precedence or DSCP in policies
attached with the output keyword is not based on any IP precedence or DSCP changes made by
ingress QoS.

A shared aggregate policer cannot be applied in both ingress and egress directions.

When distributed aggregate policing is enabled, aggregate policers synchronize policing on
interfaces supported by different DFC-equipped switching modules or the PFC. Distributed
aggregate policing applies to the first 4,096 aggregate policer instances of these types:

— Aggregate policers applied to VLAN, tunnel, or port channel interfaces.
— Shared aggregate policers.
— Aggregate policers in egress policies.

With distributed aggregate policing enabled, aggregate policers in excess of the hardware-supported
capacity function as nondistributed aggregate policers.

Nondistributed aggregate policing works independently on each DFC-equipped switching module
and independently on the PFC, which supports any non-DFC-equipped switching modules.
Aggregate policing does not combine flow statistics from different DFC-equipped switching
modules. You can display aggregate policing statistics for each DFC-equipped switching module
and for the PFC and any non-DFC-equipped switching modules supported by the PFC.

Each PFC or DFC polices independently, which might affect QoS features being applied to traffic
that is distributed across the PFC and any DFCs. Examples of these QoS feature are:

— Policers applied to a port channel interface.
— Policers applied to a switched virtual interface.
— Egress policers applied to either a Layer 3 interface or an SVI.

Policers affected by this restriction deliver an aggregate rate that is the sum of all the independent
policing rates.

For nonaggregate policers, each PFC or DFC polices independently, which might affect QoS
features being applied to traffic that is distributed across the PFC and any DFCs. Examples of these
QoS feature are:

— Policers applied to a port channel interface.
— Policers applied to a switched virtual interface.
— Egress policers applied to either a Layer 3 interface or an SVI.

Policers affected by this restriction deliver an aggregate rate that is the sum of all the independent
policing rates.

When you apply both ingress policing and egress policing to the same traffic, both the input policy
and the output policy must either mark down traffic or drop traffic. PFC QoS does not support
ingress markdown with egress drop or ingress drop with egress markdown.
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This example shows how to attach the policy map named pmapl1 to gigabit Ethernet port 5/36:

Tgwvgt%"egphkiwtg"vgtokpen"
Gpvgt"egphkiwtcvkgp"eqgoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tgwvgt *egphki+%"kpvgthceg"ikicdkvgvigtpgv"7158"

Tqwvgt *egphki/kh+% "ugtxkeg/rqgnke{ "kprwv"rocr3"
Tqwvgt*egphki/kh+%"gpf"

This example shows how to verify the configuration:

Tqwvgt$"ujqy"rgnke{/ocr"kpvgthceg"ikicdkvgvijgtpgv"7158"
"ikicdkvgvjgtpgv7158™"

"nugtxkeg/rgnke{ "kprwv<"rocr3

mnnrencuu/ocr<"eocr3"*ocvej/cnn+

""""""2"rcemgvu."2"d{vgu

nnmnwnn7okpwvg"tevg"2"dru

mnnnnnooyvej<"kr"rtgegfgpeg"7

""encuu"eocr3

nnnryrgnkeg" :222":222"egphgto/cevkgp"vtcpuokv'gzeggf /cevkgp"ftgr
mmnnencuu/ocr<"eocrd"*ocvej/cp{+

""""""2"rcemgvu."2"d{vgu

nrmnwnwn7okpwvg"tevg"2"dru

mnnnnnooyej<"kr"rtgegfgpeg"4

""""""""2"rcemgvu."2"d{vgu

mwnwnwnnynokpwvg"tevg"2'dru

""encuu"eocr4

mnnrrgnkeg" :222"32222"egphgto/cevkgp"vtcepuokv"gzeggf/cevkgp"ftqr
Tawvgt$

Configuring Dynamic Per-Session Attachment of a Policy Map

¢ Policy Map Dynamic Per-Session Attachment Prerequisites, page 65-19
* Defining and Associating Policy Maps, page 65-19

Policy Map Dynamic Per-Session Attachment Prerequisites

* Define the ingress and egress QoS policy maps to be assigned when users are authenticated.
» Configure identity policies to specify the policy maps to be assigned.

» In the user profiles on the RADIUS server, configure the Cisco vendor-specific attributes (VSAs) to
specify which ingress and egress QoS policy maps will be assigned to each user.

Defining and Associating Policy Maps

Step 1
Step 2

Step 3
Step 4

To define the policy maps and associate them with an identity policy, follow these steps:

Command Purpose

Tqwvgt *eqphki+3"rqnke{/ocr"kparqnke{apcog" Configures an ingress QoS policy map.
Tqwvgt*egphki/rocr+%"encuu"class map name Configures policy map class.

000

Tqwvgt*egphki/rocr/e+%"gzkv Exits policy map class configuration submode.
Tgwvgt *egphki+%"rqnke{/ocr out policy name" Configures an egress QoS policy map.
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Command Purpose
Step 5 Tgwvgt*egphki/rocr+%"encuu"class map name Configures policy map class.
000
Step 6 Tqwvgt*egphki/rocr/e+%"gzkv Exits policy map class configuration submode.
Step 7 Tqwvgt*egphki+%"kfgpvkv{"rgnke{"policy1" Creates an identity policy, and enters identity policy
configuration submode.
Step 8 Tqwvgt*egphki/kfgpvkv{/ranke{+%"ugtxkeg/rqnke{" Associates the ingress QoS policy map with this identity.

v{rg"squ"kprwv in policy name

Step9 Tqwvgt*egphki/kfgpvkv{/rgnke{+%"ugtxkeg/rqnke{" Associates the egress QoS policy map with this identity.

v{rg"squ"qwvrwv out policy name

Step 10 Tqwvgt*egphki/kfgpvkv{/ranke{+%"gpf Exits identity policy configuration submode and returns

to privileged EXEC mode.

To remove the identity policy, use the no identity policy policy name command.

After the policy maps have been defined, configure the Cisco AV pair attributes in each user profile on
the RADIUS server using the policy map names:

e cisco-avpair = “ip:sub-policy-In=in_policy name”

e cisco-avpair = “ip:sub-policy-Out=out_policy name”

To set the Cisco AV pair attributes on the RADIUS server, perform the following task:

Command or Action

Purpose

uwd/rqnke {/Kp? kpargnke {apcog"
uwd/rqnke { /Qwv? gwvargnke {apcog"

Enters the two Cisco AV pairs for service policy on the RADIUS server in the user file.
When the switch requests the policy name, this information in the user file is supplied.

A RADIUS user file contains an entry for each user that the RADIUS server will
authenticate. Each entry, which is also referred to as a user profile, establishes an
attribute the user can access.

In this example, you have configured a service policy that attaches a QoS policy map to
the interface and specifies the direction (inbound for data packets traveling into the
interface or outbound for data packets leaving the interface).

The policy map applied in the inbound direction is example in_qos and the outbound
policy map is example out_gos.

This example shows the configuration in the user file on the RADIUS server:

wugtkf Rcuuygtf"?Sekueqs
Ugtxkeg/V{rg"?"Htcogf.
Htcogf/Rtgvgegn"? "RRR.
ekueqg/cxrckt"?"$uwd/ranke { /Kp?gzcorngakpasqus .
ekueq/cxrckt"?"$uwd/rgnke{/Qwv?gzcorngagwvasqus$

This example shows the output of the show epm session summary command when a session is active:

Tqwvgt$"ujqy"gro"uguukqgp"uwooct {

GRO"Uguukgp"Kphgtocvkagp
[1177777777777777777777
Vgven'"uguukgpu'"uggp"ug"hct"<"7

qucnn CerXg " uguukqpu" URIRTRIRIPS e
Uguukqp"KR"Cfftguu" mmmmmnnnon3-4020403
1177777771177177717777

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
m.i |



| Chapter 65  Classification, Marking, and Policing

How to Configure Classification, Marking, and Policing Policies ||

This example shows the output of the show epm session ip ip _addr command when a session is active
on the interface with IP address 192.0.2.1:

Tgwvgt$"ujqy"gro"uguukgp"kr"3;4020403

Cfokuukgp"hgcvwtg" """ CWVIRTQZ [
CCC n ankekgu nmwowmwwwmnnn <
Kprwv'"Ugtxkeg"Rgnke{ """ "<"kpargnke{apcog

Qwvrwv"Ugtxkeg"Ranke{"""<"gqwvargnke{apcog

)o

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum
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CHAPTER “

Policy-Based Queueing

e Prerequisites for Policy-Based Queueing, page 66-1

» Restrictions for Policy-Based Queueing, page 66-2

» Information About Policy-Based Queueing, page 66-4

* How to Configure Policy-Based Queueing, page 66-10

* Configuration Examples for Policy-Based Queueing, page 66-18
¢ Queuing on FEX, page 66-45

Note * Queueing is optional. Use the commands described in this section to configure queueing on ports
that serve congested links.

¢ For complete syntax and usage information for the commands used in this chapter, see these
publications:

http://www.cisco.com/en/US/products/ps11846/prod command reference list.html

* Cisco IOS Release 15.4SY supports only Ethernet interfaces. Cisco IOS Release 15.4SY does not
support any WAN features or commands.

)o

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum

Prerequisites for Policy-Based Queueing

None.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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Restrictions for Policy-Based Queueing

» Ports on the WS-X6904-40G-2T switching modules can be configured with two priority queues
(2p6q4t). Priority queue 1 has higher priority than priority queue 2.

e The WS-X6904-40G-2T egress queues support QoS shaping.

— Shaping buffers traffic that exceeds the total egress port bandwidth. You can configure shaping
on the egress queues and for egress traffic on the port.

— You configure shaping as a percentage of the total egress port bandwidth.

— Shaping can be configured only on the egress queues of WS-X6904-40G-2T ports. You cannot
configure shaping on a port-channel interface.

— Ports with shaping configured can be members of an EtherChannel, but shaping can cause the
egress traffic rate to vary significantly and cause significant differences between the member
ports.

— You configure shaping with the shape average percent command. The
show running-configuration command displays the shape average percent command, but the
show policy-map type lan-queuing command displays the shaping configuration with the
cir percentage command under the heading “Average Rate Traffic Shaping” heading.

See the “Configuring Policy-Based Queucing on WS-X6904-40G-2T Ports” section on page 66-12.

* DSCP-based queueing is supported on 8q4t, 1p7q2t, 2p6q4t, and 1p7q4t ports. The
Supervisor Engine 2T-10GE ports are 8q4t/1p7g4t with the platform qos 10g-only global
configuration command configured, which disables the Gigabit Ethernet ports on the
supervisor engine.

e The presence of a match dscp command or a match precedence command in a class map that is
used in a queueing policy attached to a port enables DSCP-based queueing on the port in the
direction that the queueing policy is attached.

* CoS-based queueing is always used for non-IP traffic, IP multicast traffic, and IP unknown unicast
flood traffic.

e Class maps that are used in queueing policies can contain any combination and number of
match dscp, match precedence, or match cos commands.

* You can attach one input and one output queueing policy to an interface, in addition to policies that
configure marking or policing. To support per-queue shaping on WS-X6904-40G-2T egress
nonprioritynonpriority queues, the output queueing policy on WS-X6904-40G-2T port egress
queues supports child policies.

» To support migration from Cisco IOS Release 12.2SX configurations, Cisco IOS Release 15.4SY
supports global configuration mode and interface configuration mode queueing commands.

— When you attach an ingress or egress queueing policy to a port, all interface configuration mode
queueing commands on the port are deleted.

— An attached ingress or egress queueing policy supercedes the effect of any configured global
configuration mode queueing commands.

— If you attach a queueing policy in only one direction, the queueing configuration of the other
direction is either the defaults or is defined by any configured global configuration mode
queueing commands.

— You cannot configure any interface configuration mode queueing commands on a port that has
a queueing policy attached.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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Policy-based queueing is supported on all modules that Cisco IOS Release 15.4SY supports with
the Supervisor Engine 2T-10GE.

Queueing policies are specific to particular port types because a queueing policy cannot contain any
commands that are not supported by the port to which it will be attached (see the “Configuration
Examples for Policy-Based Queueing” section on page 66-18). Commands not supported on a port are
not ignored. You cannot successfully apply a policy with unsupported commands to a port.

For clarity, configure queueing policy names that correspond to the port type it supports; for
example 1q2t_1q8t_ingress.

Queueing policies can contain multiple class maps; each class map configures a queue.

A policy-map class defined by a class command that uses a class map and that contains the
policy-map class priority command configures the priority queue. (The priority queue is the
highest-numbered queue.) The class-map filters the QoS values (CoS or DSCP) it is configured with
to the priority queue.

Enabling SRR on a port disables the priority queue.

A policy-map class defined by a class command that uses a class map and that does not contain the
policy-map class priority command configures the highest-numbered nonpriority queue. (If the port
has a priority queue, the highest-numbered nonpriority queue is numbered one less than the priority
queue. If the port does not have a priority queue, the highest-numbered queue is a nonpriority
queue.) Subsequent such commands define the configuration of the remaining nonpriority queues in
reverse numerical order. You cannot skip a queue, but configuration of all queues is not required.
The class-map filters the QoS values it is configured with to the nonpriority queue being configured.

A class command that uses the class-default keywords configures queue 1. The class-default
keywords filter all remaining QoS values to queue 1.

For each nonpriority queue, policy-map class queue-buffers or random-detect commands assign
QoS values (CoS or DSCP) to thresholds within a queue. Thresholds are configured in numerical
order. You cannot skip a threshold, but configuration of all threshold is not required. QoS values that
are to be applied to the thresholds must be from the group of values that the class-map filters to the
queue.

— The first queue-buffers or random-detect command assigns QoS values to the first threshold,
and configures the percentage value applied to it.

— Subsequent queue-buffers or random-detect commands that are configured with the same
percentage value assign additional QoS values to the first threshold.

— The next queue-buffers or random-detect command that is configured with a different
percentage value assigns QoS values to the numerically next threshold, and configures the
percentage value applied to it.

— Subsequent queue-buffers or random-detect commands that are configured with the same
percentage value assign additional QoS values to the numerically next threshold.

— Each queue-buffers or random-detect command with a different percentage defines the next
unconfigured threshold and any subsequent commands that repeat a percentage value assign
additional QoS values to a configured threshold.

— All unconfigured thresholds are at 100%.
— All unassigned QoS labels are assigned to the highest-numbered threshold.
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Information About Policy-Based Queueing

¢ Port-Based Queue Types, page 66-4
* Queueing Policies, page 66-8

Port-Based Queue Types

» Ingress and Egress Buffers and Queues, page 66-4
e Ingress Queue Types, page 66-5
¢ Egress Queue Types, page 66-6

Module to Queue Type Mappings, page 66-7

Ingress and Egress Buffers and Queues

A

Note

The WS-X6904-40G-2T egress queues support QoS shaping.

The Ethernet port ASICs have buffers that are divided into a fixed number of queues. When congestion
avoidance is enabled, PFC QoS uses the traffic’s Layer 2 CoS value or, on some port types, the Layer 3
DSCP values, to assign traffic to the queues. The buffers and queues store frames temporarily as they
transit the switch. PFC QoS allocates the port ASIC memory as buffers for each queue on each port.

The Ethernet ports support the following types of queues:
« Nonpriority queues
e Priority queues

The Ethernet ports support the following types of scheduling algorithms between queues:
» Shaped round robin (SRR)—SRR allows a queue to use only the allocated bandwidth.

» Deficit weighted round robin (DWRR)—DWRR keeps track of any lower-priority queue
under-transmission caused by traffic in a higher-priority queue and compensates in the next round.

*  Weighted Round Robin (WRR)—WRR does not explicitly reserve bandwidth for the queues.
Instead, the amount of bandwidth assigned to each queue is user configurable. The percentage or
weight allocated to a queue defines the amount of bandwidth allocated to the queue.

e Priority queueing—Strict priority queueing allows delay-sensitive data such as voice to be dequeued
and sent before packets in other queues are dequeued, giving delay-sensitive data preferential
treatment over other traffic. The switch services traffic in the strict-priority transmit queue before
servicing the nonpriority queues. After transmitting a packet from a nonpriority queue, the switch
checks for traffic in the strict-priority queue. If the switch detects traffic in the strict-priority queue,
it suspends its service of the nonpriority queue and completes service of all traffic in the
strict-priority queue before returning to the nonpriority queue.

The Ethernet ports provide congestion avoidance with these types of thresholds within a queue:

¢ Weighted Random Early Detection (WRED)—On ports with WRED drop thresholds, frames with a
given QoS label are admitted to the queue based on a random probability designed to avoid buffer
congestion. The probability of a frame with a given QoS label being admitted to the queue or
discarded depends on the weight and threshold assigned to that QoS label.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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For example, if CoS 2 is assigned to queue 1, threshold 2, and the threshold 2 levels are 40 percent
(low) and 80 percent (high), then frames with CoS 2 will not be dropped until queue 1 is at least
40 percent full. As the queue depth approaches 80 percent, frames with CoS 2 have an increasingly
higher probability of being discarded rather than being admitted to the queue. Once the queue is over
80 percent full, all CoS 2 frames are dropped until the queue is less than 80 percent full. The frames
the switch discards when the queue level is between the low and high thresholds are picked out at
random, rather than on a per-flow basis or in a FIFO manner. This method works well with protocols
such as TCP that can adjust to periodic packet drops by backing off and adjusting their transmission
window size.

Tail-drop thresholds—On ports with tail-drop thresholds, frames with a given QoS label are
admitted to the queue until the drop threshold associated with that QoS label is exceeded;
subsequent frames of that QoS label are discarded until the threshold is no longer exceeded. For
example, if CoS 1 is assigned to queue 1, threshold 2, and the threshold 2 watermark is 60 percent,
then frames with CoS 1 will not be dropped until queue 1 is 60 percent full. All subsequent CoS 1
frames will be dropped until the queue is less than 60 percent full. With some port types, you can
configure the nonpriority receive queue to use both a tail-drop and a WRED-drop threshold by
mapping a CoS value to the queue or to the queue and a threshold. The switch uses the tail-drop
threshold for traffic carrying CoS values mapped only to the queue. The switch uses WRED-drop
thresholds for traffic carrying CoS values mapped to the queue and a threshold. All LAN ports of
the same type use the same drop-threshold configuration.

Note .

You can enable DSCP-based queues and thresholds on 8q4t, 1p7q2t, and 1p7q4t ports (see the
“Module to Queue Type Mappings” section on page 66-7), either in a queueing policy or with legacy
interface commands (see the “Legacy Configuration Procedures for DSCP-Based Queue Mapping”
section on page 36-14).

DSCP-based queueing is supported on 8q4t, 1p7q2t, and 1p7q4t ports. The Supervisor Engine
2T-10GE ports are 8q4t/1p7q4t with the platform qos 10g-only global configuration command
configured. To configure DSCP-based queue mapping on Supervisor Engine 2T ports, you must
enter shutdown interface configuration mode commands for the Supervisor Engine 2T Gigabit
Ethernet ports, and then enter the platform qos 10g-only global configuration command, which
disables the Gigabit Ethernet ports on the Supervisor Engine 2T.

The switch provides congestion avoidance with the combination of multiple queues and the scheduling
algorithms associated with each queue.

Ingress Queue Types

To see the queue structure of a LAN port, enter the show queueing interface type slot/port | include
type command. The command displays one of the following architectures:

1q2t indicates one nonpriority queue with one configurable tail-drop threshold and one
nonconfigurable tail-drop threshold.

2q4t indicates two nonpriority queues, each with four configurable tail-drop thresholds.
2q8t indicates two nonpriority queues, each with eight configurable tail-drop thresholds.

8q4t indicates eight nonpriority queues, each with four thresholds, each configurable as either
WRED-drop or tail-drop, with support for DSCP-based queueing.

8q8t indicates eight nonpriority queues, each with eight thresholds, each configurable as either
WRED-drop or tail-drop.
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* 1plq4t indicates:

— One strict-priority queue

— One nonpriority queue with four configurable tail-drop thresholds.
e 1p7q2t indicates the following:

— One strict-priority queue

— Seven nonpriority queues, each with two thresholds, each threshold configurable as either
WRED-drop or tail-drop

— Supports DSCP-based queueing
e 2p6q4t indicates the following:
— Two strict-priority queues

— Six nonpriority queues, each with four thresholds, each threshold configurable as either
WRED-drop or tail-drop

— Supports DSCP-based queueing
* 1p7q4t indicates the following:
— One strict-priority queue

— Seven nonpriority queues, each with four thresholds, each threshold configurable as either
WRED-drop or tail-drop

— Supports DSCP-based queueing

Egress Queue Types
To see the queue structure of an egress LAN port, enter the show queueing interface zype slot/port |
include type command. The command displays one of the following architectures:
e 1p3¢q8t indicates the following:
— One strict-priority queue

— Three nonpriority queues, each with eight thresholds, each threshold configurable as either
WRED-drop or tail-drop

e 2p6q4t indicates the following:
— Two strict-priority queues

— Six nonpriority queues, each with four thresholds, each threshold configurable as either
WRED-drop or tail-drop

— Supports DSCP-based queueing

— Supports per-queue shaping and per-port shaping
e 1p7q4t indicates the following:

— One strict-priority queue

— Seven nonpriority queues, each with four thresholds, each threshold configurable as either
WRED-drop or tail-drop

— Supports DSCP-based queueing
— On WS-X6904-40G-2T, supports per-queue shaping and per-port shaping

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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* 1p7q8t indicates the following:
— One strict-priority queue

— Seven nonpriority queues, each with eight thresholds, each threshold configurable as either
WRED-drop or tail-drop

Module to Queue Type Mappings

o Table 66-1—Supervisor Engine Module QoS Queue Structures
» Table 66-2—40-Gigabit Ethernet Modules

« Table 66-3—10-Gigabit Ethernet Modules

» Table 66-4—Gigabit and 10/100/1000 Ethernet Modules

Table 66-1 Supervisor Engine Module QoS Queue Structures
Ingress Egress
Queue Queue
and Ingress and Total
Drop Queue Drop Egress Buffe |[Ingress |Egress
Threshold |Schedule |Threshold Queue r Buffer |Buffer
Supervisor Engines s r S Scheduler Size |Size Size
VS-S2T-10G-XL, VS-S2T-10G
With Gigabit Ethernet ports enabled |2q4t ‘WRR 1p3q4t ‘DWRR or SRR 128§ MB |112 MB

Does not support DSCP-based queueing.

With Gigabit Ethernet ports disabled |8q4t ‘WRR

1p7q4t ‘DWRR or SRR

e Supports DSCP-based queueing.

Table 66-2 40-Gigabit Ethernet Modules

Ingress Egress

Queue and Queue and

Drop Ingress Drop Egress Total |Ingress |Egress

Threshold |Queue Threshold |Queue Buffer |Buffer |Buffer
Modules s Scheduler |s Scheduler |Size Size Size
WS-X6904-40G-2TXL, WS-X6904-40G-2T |1p7q4tor |DWRR Ip7q4tor |DWRR See the Catalyst 6900
(supports DSCP-based queueing; 2p6q4t 2p6qg4t Series data sheet.
supports egress queue shaping) Note  On WS-X6904-40G-2T ports, the bandwidth command must be

configured if you configure any nondefault values for any other
queueing commands on the port. (CSCtz05347)

Supervisor Engine 2T Software Configuration Guide, Release 15.4S5Y g


http://www.cisco.com/en/US/prod/collateral/switches/ps5718/ps708/data_sheet_c78-696623.html
http://www.cisco.com/en/US/prod/collateral/switches/ps5718/ps708/data_sheet_c78-696623.html
http://tools.cisco.com/Support/BugToolKit/search/getBugDetails.do?method=fetchBugDetails&bugId=CSCtz05347

Chapter 66

Policy-Based Queueing |

Ml Information About Policy-Based Queueing

Table 66-3 10-Gigabit Ethernet Modules
Ingress Egress
Queue and Queue and
Drop Ingress Drop Egress Total Egress
Threshold |Queue Threshold |Queue Buffer Siz |Ingress Buffer Siz
Modules s Scheduler |s Scheduler |e Buffer Size |e
WS-X6908-10GE 8q4t DWRR 1p7q4t DWRR 200 MB 108 MB 90 MB
(supports DSCP-based queueing) SRR
WS-X6816-10T-2T, WS-X6716-10T, WS-X6816-10G-2T, WS-X6716-10GE (supports DSCP-based queueing)
Performance mode 8q4t DWRR 1p7qg4t DWRR 198 MB 108 MB per |90 MB per
SRR port port
Oversubscription mode 1p7q2t DWRR 1p7qg4t DWRR 91 MB 90 MB 1 MB per
SRR per port port group
WS-X6704-10GE 8q8t WRR 1p7q8t DWRR 16 MB 2 MB 14 MB
Table 66-4 Gigabit and 10/100/1000 Ethernet Modules
Ingress Egress
Queue and |Ingress Queue and |Egress
Drop Queue Drop Queue Total Ingress Egress
Modules Thresholds |Scheduler |Thresholds [Scheduler |Buffer Size Buffer Size |Buffer Size

WS-X6848-TX-2T , WS-X6748-GE-TX , WS-X6848-SFP-2T, WS-X6748-SFP, WS-X6824-SFP-2T, WS-X6724-SFP

2q8t

WRR

1p3q8t

DWRR

1.3 MB

166 KB

1.2 MB
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Queueing Policies

Queueing policies use class-maps with match commands (see Table 66-5) and policy maps with
scheduling and congestion management commands (see Table 66-6).

Table 66-5 Queueing Policy Class Map match Commands and Match Criteria
match Commands Match Criteria
match cos cos_list CoS values.
match dscp dscp list DSCP values.
match precedence precedence list Precedence values.
Note

The presence of a match dscp command or a match precedence command in a class map that is

used in a queueing policy attached to a port configures DSCP-based queueing in the direction of
the policy (ingress or egress) on that port.

CoS-based queueing is always used for non-IP traffic, IP multicast traffic, and IP unknown unicast
flood traffic.

Class maps that are used in queueing policies can contain both match dscp commands and
match cos commands.
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Table 66-6 Queueing Policy-Map Class Commands

Queueing Commands

Description

depfykfvj"]tgockpkpi_ "rgtegpv"rgtegpvcig"

Allocates bandwidth between nonpriority queues. The
remaining keyword is required on ports that have a priority
queue.

ujcrg"cxgtcig"rgtegpv" rgtegpveig"

On WS-X6904-40G-2T ports, configures shaping on egress
priority queues.

Enables SRR on other ports, which allocates limited
bandwidth between nonpriority egress queues (see “SRR” in
the “Module to Queue Type Mappings” section on page 66-7).

rtkgtkv{"

Applies a policy-map class to a priority queue.

rtkqgtkv{"ngxgn"}3~4i "] rgtegpv"rgtegpvcig "

(Required to configure multiple priority queues or shaping.)
On WS-X6904-40G-2T ports, applies a policy-map class to
one of the priority queues. Priority queue 1 has higher priority
than priority queue 2.

The optional percent percentage keyword and argument
configure shaping on egress priority queues.

swgwg/dwhhgtu"tcvkg"ygkijv"

Sets the queue size.

swgwg/nkokv"ownvkrng/v{rg/dcugf"

Enables application of CoS, precedence, and DSCP values to
a tail-drop threshold.

swgwg/nkokv'"equ" equaxcnwg"rgtegpv" rgtegpvaghasuk [g"

Applies one CoS value to a tail-drop threshold and configures
the threshold percentage.

swgwg/nkokv"fuer" fueraxcnwg"rgtegpv" rgtegpvaghasuk [g"

Applies one DSCP value to a tail-drop threshold and
configures the threshold percentage.

swgwg/nkokv"rtgegfgpeg" rtgegfgpegaxcnwg"
rgtegpv rgtegpvaghasuk/g"

Applies one precedence value to a tail-drop threshold and
configures the threshold percentage.

swgwg/nkokv"equ"xcnwgu" equankuv"
rgtegpv rgtegpvaqhasuk/g"

Applies multiple CoS values to a tail-drop threshold and
configures the threshold percentage.

swgwg/nkokv" fuer"xcnwgu" fuerankuv"
rgtegpv rgtegpvaghasuk/g"

Applies multiple DSCP values to a tail-drop threshold and
configures the threshold percentage.

swgwg/nkokv"rtgegfgpeg"xcnwgu" rtgegfgpegankuv"
rgtegpv rgtegpvaghasuk/g"

Applies multiple precedence values to a tail-drop threshold
and configures the threshold percentage.
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Table 66-6 Queueing Policy-Map Class Commands (continued)

Queueing Commands

Description

tcpfgo/fgvgev'equ/dcugf "] ciitgicvg

Enables application of CoS values to a WRED-drop
threshold. The aggregate keyword enables use of the values
keyword.

tcpfgo/fgvgev"fuer/dcugf"]ciitgicvg

Enables application of DSCP values to a WRED-drop
threshold. The aggregate keyword enables use of the values
keyword.

tcpfqgo/fgvgev'rtgegfgpeg/dcugf"] ciitgicvg

Enables application of precedence values to a WRED-drop
threshold. The aggregate keyword enables use of the values
keyword.

tcpfgo/fgvgev"ownvkrng/v{rg/dcugf"]ciitgicvg

Enables application of CoS, precedence, and DSCP values to
a WRED-drop threshold. The aggregate keyword enables use
of the values keyword.

tcpfgo/fgvgev"equ" equaxcnwg"
rgtegpv min percent max percent"

Applies one CoS value to a WRED-drop threshold and
configures the threshold percentages.

tcpfgo/fgvgev" fuer" fueraxcnwg"
rgtegpv min percent max percent"

Applies one DSCP value to a WRED-drop threshold and
configures the threshold percentages.

tecpfgo/fgvgev"rtgegfgpeg" rtgegfgpegaxcnwg"
rgtegpv min percent max percent"

Applies one DSCP value to a WRED-drop threshold and
configures the threshold percentages.

tcpfgo/fgvgev"equ"xcnwgu" equankuv"
rgtegpv min percent max percent"

Applies multiple CoS values to a WRED-drop threshold and
configures the threshold percentages; requires the aggregate
keyword.

tcpfqo/fgvgev" fuer"xcnwgu" fuerankuv"
rgtegpv min percent max percent"

Applies multiple DSCP values to a WRED-drop threshold
and configures the threshold percentages; requires the
aggregate keyword.

tcpfgo/fgvgev'"rtgegfgpeg"xcnwgu" rtgegfgpegankuv"

rgtegpv min percent max percent"

Applies multiple precedence values to a WRED-drop
threshold and configures the threshold percentages.

How to Configure Policy-Based Queueing

» Configuring a Queueing Policy Class Map, page 66-11

e Verifying a Queueing Policy Class Map, page 66-11

e Configuring Queueing Policy Maps, page 66-11

¢ Verifying a Queueing Policy Map, page 66-17

» Attaching a Queueing Policy Map to an Interface, page 66-17

S

Note  See the “Configuration Examples for Policy-Based Queueing” section on page 66-18 for detailed
information about which queueing commands are supported by each queue type.
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Configuring a Queueing Policy Class Map

To configure a queueing policy class map, perform this task:

Command

Purpose

Step 1 Tqgwvgt*egphki+%"encuu/ocr"v{rg"ncp/swgwkpi
ocved/cp{"encuuapcog"

Creates a class map. Create a class map for the thresholds
on each type of queue that you are configuring. Give the
class map a name that allows you to easily associate it
with the queue type and threshold for which you
configure it.

Step2 Tqwvgt"*egphki/eocr+%"ocvej"equ"cos valuel"
lcos value2"000"] cos valueN "

(Optional) Configures the queueing policy class map to
filter based on CoS values. You can enter multiple
commands.

Step3 Tqwvgt"*egphki/eocr+%"ocvej"fuer"dscp valuel"
ldscp value2"000"]dscp valueN "

(Optional) Configures the queueing policy class map to
filter based on DSCP values and enables DSCP-based
queueing on the port in the direction that the queueing
policy is attached. You can enter multiple commands.

Step4 Tqwvgt"*egphki/eocr+%"ocvej"rtgegfgpeg"
precedence valuel"] precedence value2"000"
lprecedence valueN__"

(Optional) Configures the queueing policy class map to
filter based on precedence values and enables
DSCP-based queueing on the port in the direction that the
queueing policy is attached. You can enter multiple
commands.

Step 5 Tawvgt"*egphki/eocr+%"gpf"

Exits configuration mode.

This example shows how to create a class map named cos5 and how to configure filtering to match traffic

with CoS 5:

Tgwvgt$"egphkiwtg"vgtokpen"

Gpvgt"egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0

Tqwvgt*egphki+%"encuu/ocr"equ7"
Tgwvgt *egphki/eocr+%"ocve] "equ" 7"
Tgwvgt *egphki/eocr+%"gpf"

Verifying a Queueing Policy Class Map

To verify the queueing policy class map, perform this task:

Command

Purpose

Tqwvgt%"ujqgy"encuu/ocr" encuuapcog"

Verifies the configuration.

Configuring Queueing Policy Maps

» Configuring Policy-Based Queueing on WS-X6904-40G-2T Ports, page 66-12

¢ Creating a Queueing Policy, page 66-13

» Configuring a Priority Queue, page 66-14
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» Configuring Nonpriority Queues, page 66-14
» Configuring Thresholds, page 66-15

* You can attach one input queueing policy map and one output queueing policy map to an interface.
* Queueing policy maps contain one policy-map class for each queue.

» Each policy-map class configures a queue.

Configuring Policy-Based Queueing on WS-X6904-40G-2T Ports

Step 1

Step 2

Step 3
Step 4
Step 5
Step 6

Note

e Configuring WS-X6904-40G-2T Nonpriority Egress Queue Shaping (Except class-default), page 66-12

¢ Configuring WS-X6904-40G-2T Multiple Priority Queues or Egress Priority-Queue Shaping,
page 66-13

* Configuring WS-X6904-40G-2T Class-Default Egress Shaping, page 66-13

Use the procedures in these sections to configure the WS-X6904-40G-2T nonpriority ingress queues and
single priority queues (ingress or egress) without shaping:

e Creating a Queueing Policy, page 66-13
» Configuring a Priority Queue, page 66-14
» Configuring Nonpriority Queues, page 66-14
Configure thresholds as described in the “Configuring Thresholds” section on page 66-15.

Configuring WS-X6904-40G-2T Nonpriority Egress Queue Shaping (Except class-default)

The first class class_map name command that you enter configures the highest numbered nonpriority
queue. Subsequent class class _map name commands configure the remaining nonpriority queues in
reverse numerical order (highest-numbered to queue #2). To configure shaping on a nonpriority egress
queue, perform this task:

Command

Purpose

Tqwvgt *egphki+%"rgnke{/ocr"v{rg"ncp/swgwkpi child policy name" |Creates a child policy map for the

nonpriority queues.

Tgwvgt*egphki/rocr+%"encuu'" encuuaocrapcog"

Creates a policy map class for a nonpriority
egress queue numbered greater than one.

Tqwvgt*egphki/rocr/e+%"dcpfykfv]"tgockpkpi"rgtegpv" rgtegpveig" |Allocates DWRR bandwidth.

Tgwvgt*egphki/rocr/e+%"ujcrg"cxgtcig"rgtegpv rgtegpveig" Configures shaping.
Tqwvgt*egphki/rocr/e+%"swgwg/dwhhgtu"tevkq"ygkijv" (Optional) Sets queue buffer size.
Tqwvgt*egphki/rocr/e+%"gpf" (Optional) Exits policy map class

configuration mode.
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Step 1
Step 2

Step 3
Step 4

Step 1

Step 2
Step 3

Step 4

Step 5
Step 6

Step 7

Configuring WS-X6904-40G-2T Multiple Priority Queues or Egress Priority-Queue Shaping
To enable the WS-X6904-40G-2T 2p6q4t port architecture (two priority queues) or to configure egress

priority-queue shaping, perform this task:

Command

Purpose

Tqwvgt*egphki/rocr+%"encuu'" encuuaocrapcog"

Creates a policy map class.

Tgwvgt*egphki/rocr/e+%"rtkqtkv{"ngxgn"}3~4;"
lrgtegpv"rgtegpveig "

Applies the class map to one of the priority queues.
Priority queue 1 has higher priority than priority queue 2.

Optionally, for egress queues, configures shaping.

Tqwvgt*egphki/rocr/e+%"swgwg/dwhhgtu"tevkq"ygkijv"

(Optional) Sets queue buffer size.

Tqwvgt *eqphki/rocr/e+%"gpf"

(Optional) Exits policy map class configuration mode.

Configuring WS-X6904-40G-2T Class-Default Egress Shaping
The class class-default command configures queue #1. To configure class-default egress shaping,

perform this task:

Command

Purpose

Tqwvgt *egphki+% "rqnke{/ocr"v{rg"ncp/swgwkpi
rctgpvarane{apcog"

Creates the parent policy map for the port.

Tgwvgt*egphki/rocr+%"encuu"encuu/fghcwnv"

Configures the class-default policy map class.

Tqwvgt*egphki/rocr/e+%"depfykfvj"tgockpkpi"
rgtegpv"rgtegpvcig"

Allocates DWRR bandwidth.

Tqwvgt*egphki/rocr/e+%"ujcrg"cxgtcig"
rgtegpv rgtegpvcig"

Configures shaping.

Tqwvgt*egphki/rocr/e+%"swgwg/dwhhgtu"tevkq"ygkijv"

(Optional) Sets queue buffer size.

Tqwvgt*egphki/rocr/e+% "ugtxkeg/rqnke{"
ejknfaugtxkegargnke{"

Required to support shaping on WS-X6904-40G-2T
nonpriority egress queues numbered greater than one.
(Not supported with class-default.)

Tqwvgt *eqphki/rocr/e+%"gpf"

(Optional) Exits policy map class configuration mode.

Creating a Queueing Policy

Step 1

Step 2

To create a queueing policy, perform this task:

Command

Purpose

Tqwvgt *egphki+%"ranke{/ocr"v{rg"ncp/swgwkpi
rgnke {apcog"

Creates a policy map.

Tgwvgt*egphki/rocr+%"gpf"

(Optional) Exits policy map class configuration mode.
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Configuring a Priority Queue

Step 1
Step 2

Step 3
Step 4

How to Configure Policy-Based Queueing W

1plqg4dt, 1plq8t,1p7q2t,1p3q8t, 1p7q8t, and 1p7q4t ports have priority queues. To configure the priority

queue, perform this task:

Command

Purpose

Tgwvgt*egphki/rocr+%"encuu" encuuaocrapcog"

Creates a policy map class.

Tgwvgt*egphki/rocr/e+%"rtkqtkv{"

Applies the class map to the priority queue.

Note  The priority queue is not supported if SRR is

enabled.

Tqwvgt*egphki/rocr/e+%"swgwg/dwhhgtu"tevkq"ygkijv"

(Optional) Sets queue buffer size.

Tgwvgt *egphki/rocr/e+%"gpf"

(Optional) Exits policy map class configuration mode.

Configuring Nonpriority Queues

Step 1

Step 2

Step 3

The first class class_map _name command that you enter that is not followed by the priority keyword
configures the highest numbered nonpriority queue. Subsequent class class_map name commands

configure the remaining nonpriority queues in reverse numerical order (highest-numbered to queue #2).
The class class-default command configures queue #1. To configure a nonpriority queue, perform this

task:

Command

Purpose

Tqwvgt*egphki/rocr+%"encuu" } encuuaocrapcog" ~"
encuu/fghcwnv;

Creates a policy map class.
Note

» Enter a class map name to configure nonpriority
queues numbered greater than one.

« Enter the encuu/fghewnv keyword to configure
queue #1.

Tgwvgt *egphki/rocr/e+%"decpfykfvj"] tgockpkpi "
rgtegpv" rgtegpvcig"

Allocates WRR or DWRR bandwidth.
Note

*  On WS-X6904-40G-2T ports, the bandwidth
command must be configured if you configure any
nondefault values for any other queueing commands
on the port. (CSCtz05347)

» Not required on ports that have one queue.

* The remaining keyword is required on ports that
have a priority queue.

Tqwvgt*egphki/rocr/e+%"ujerg"cxgtcig"
rgtegpv rgtegpvcig"

(Egress queues only) Enables SRR (not supported on
WS-X6904-40G-2T ports), which allocates limited
bandwidth between nonpriority egress queues.

e See “SRR” in the “Module to Queue Type Mappings”
section on page 66-7).

» Configuring SRR disables the priority queue.
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Command

Purpose

Step4 Tqwvgt*egphki/rocr/e+%"swgwg/dwhhgtu"tevkq"ygkijv" |(Optional) Sets queue buffer size.

Note Not required on ports that have one queue.

Step5 Tqwvgt*egphki/rocr/e+%"gpf" (Optional) Exits policy map class configuration mode.

Configuring Thresholds

Threshold Configuration Guidelines and Restrictions, page 66-15

Configuring a Threshold as Tail-Drop with CoS-Based Queueing, page 66-15
Configuring a Threshold as WRED-Drop with CoS-Based Queueing, page 66-16
Configuring a Threshold as Tail-Drop with DSCP-Based Queueing, page 66-16
Configuring a Threshold as WRED-Drop with DSCP-Based Queueing, page 66-17

Threshold Configuration Guidelines and Restrictions

To configure tail drop thresholds, enter queue-limit commands.
For ports that support configuration as either tail-drop or WRED drop:
— Enter queue-limit commands to configure a threshold as tail drop.
— Enter random-detect commands to configure a threshold as WRED drop.

The first queue-limit cos, queue-limit dscp, random-detect cos, or random-detect dscp
command that you enter configures threshold #1.

Subsequent commands with different threshold percentage values configure the remaining
thresholds in numerical order (from threshold #2 to the highest-numbered threshold).

Subsequent commands with an already configured threshold percentage value apply addition QoS
values to the threshold indicated by the percentage value.

Ports configured for DSCP-based queueing use CoS-based queueing for non-IP traffic, IP multicast
traffic, and IP unknown unicast flood traffic. In queueing policies that configure DSCP-based
queueing, configure CoS-based queueing to provide specific QoS for non-IP traffic, IP multicast
traffic, and IP unknown unicast flood traffic.

Configuring a Threshold as Tail-Drop with CoS-Based Queueing

To configure a threshold as tail-drop with CoS-based queueing, perform this task:

Command Purpose

Step1 Tgwvgt*egphki/rocr/e+%"swgwg/nkokv"equ"}gpgaxcnwg" |Applies CoS to a tail-drop threshold and configures the
~"xenwgu'"value list} rgtegpv"rgtegpvcig" threshold percentage.

Step 2 Tgwvgt*egphki/rocr/e+%"gpf" (Optional) Exits policy map class configuration mode.
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Step 1

Step 2

Step 3

Step 1

Step 2

Step 3

How to Configure Policy-Based Queueing W

Configuring a Threshold as WRED-Drop with CoS-Based Queueing
To configure a threshold as WRED-drop with CoS-based queueing, perform this task:

Command Purpose
Tqwvgt*egphki/rocr/e+%"tcpfqgo/fgvgev"equ/dcugt" Enables application of CoS values to a WRED-drop
Jeiitgicvg " threshold. Enter the aggregate keyword to configure

multiple CoS values on the threshold with the
values keyword.

Tqwvgt*egphki/rocr/e+%"tcpfgo/fgvgev"equ" Applies CoS to a WRED-drop threshold and configures
}quaxcnwg“~"xcnwgu"xcnwgankuv;”rgtegpv”min_%" thethreshokipercentage.

max &"

Tqwvgt *egphki/rocr/e+3"gpt" (Optional) Exits policy map class configuration mode.

Configuring a Threshold as Tail-Drop with DSCP-Based Queueing
To configure a threshold as tail-drop with DSCP-based queueing, perform this task:

Command

Purpose

Tgwvgt*egphki/rocr/e+%"swgwg/nkokv"ownvkrng/v{rg/dcugt"

(Optional) Enables application of CoS, DSCP, or
precedence values to a tail-drop threshold.

Tgwvgt*egphki/rocr/e+%"swgwg/nkokv"

lequ ~ fuer ~ rtgegfgpegi"
}gpgaxcnwg ~ xcnwgu value list} rgtegpv"rgtegpvcig"

Applies QoS values to a tail-drop threshold and
configures the threshold percentage.

Tqgwvgt*egphki/rocr/e+%"gpf"

(Optional) Exits policy map class configuration
mode.
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Configuring a Threshold as WRED-Drop with DSCP-Based Queueing
To configure a threshold as WRED-drop with DSCP-based queueing, perform this task:

Command Purpose
Step1 Tawvgt*egphki/rocr/e+%"tcpfqo/fgvgev" Enables application of QoS values to a WRED-drop
}fuer/dcugf ~ rtgegfgpeg/dcugf ~ ownvkrng/v{rg/dcugfi"|ihreshold.
lciitgicvg "
Note

« Enter the dscp-based keyword to enable
application of DSCP values to a WRED-drop
threshold.

» Enter the precedence-based keyword to enable
application of precedence values to a
WRED-drop threshold.

« Enter the multiple-type-based keyword to
enable application of both CoS, DSCP, or
precedence values to a WRED-drop threshold.

« Enter the aggregate keyword to configure
multiple QoS values on the threshold with the
values keyword.

Step2 Tawvgt*egphki/rocr/e+%"tcpfgo/fgvgev" Applies QoS values to a WRED-drop threshold and

Jequ ~ fuer - rtgegfgpeg;" configures the threshold percentage.
}gpgaxcnwg ~ xenwgu xcnwgankuvi'"rgtegpv'min $"max %"

Step3 Tgwvgt*egphki/rocr/e+%"gpf" (Optional) Exits policy map class configuration
mode.

Verifying a Queueing Policy Map

Use the show policy-map policy name to verify the configuration.

Attaching a Queueing Policy Map to an Interface

To attach a queueing policy to an interface, perform this task:

Command Purpose
Step1 Tgwvgt*egphki+%"kpvgthceg"type slot/port" Selects the interface to configure.
Step 2 Tqwvgt*egphki/kh+%"ugtxkeg/rgnke{"v{rg"ncp/swgwkpi" Attaches a queueing policy to the interface.

lkprwv ~ qwvrwv_"rgnke{aocrapcog"

Step3 Tgwvgt*egphki/kh+%"gpf" Exits configuration mode.

Use the show policy-map interface command to verify the configuration.
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Configuration Examples for Policy-Based Queueing

* Queueing Policy Sample Configuration, page 66-18
* Queueing Policy Commands Supported by Each Queue Type, page 66-19
¢ Queueing Policy Commands Sample Configurations for Each Queue Type, page 66-33

Queueing Policy Sample Configuration

Without comments:

rgnke{/ocr"v{rg"ncp/swgwkpi"r3"
""encuu"equ7"

mnnnptkgtkv{"

""encuu"equ345"
mnnndepfykfvj"tgockpkpi"rgtegpv"47"
mennswgwg/nkokv'equ'4"rgtegpv42™
mnrrswgwg/nkokv'equ's"rgtegpv" 52"
""encuu"encuu/fghcwnv"
mennswgwg/nkokv'equ'8"rgtegpv' g2

With comments:

ragnke{/ocr"v{rg"ncp/swgwkpi"r3"#"Hgt"3r5s:v"
"mencuu"equ7"#"Egphkiwtgf "vg"hknvgt "EqU" 7"
#Vjg"hknvgtkpi"egphkiwtgf"kp"vjg"encuu"ocr"ugngevu"vjg"xcnwgu"vijcv'"ig"vg"vjg"swgwg"
#

nnnnrtkgtkv{"#"Crrnkgu"vijg"encuu"ocr"vg"vig"rtkgtkv{ "swgwg"*%6+

#

#

#Hktuv"pgp/rtkgtkv{"encuu"crrnkgu"vg"jkijguv/pwodgtgf "pgp/rtkgtkv{"swgwg" *%$5+
""encuu"equ345"#"Egphkiwtgf"vg"hknvgt "EQU"3."4."cpf"5"
#Vjg"hknvgtkpi"egphkiwtgf"kp"vjg"encuu"ocr"ugngevu"vjg"xcnwgu"vjcv"ig"vg"vjg"swgwg"
#

#

#) tgockpkpi) "mg{ygtf"tgswktgf"gp"rgtvu"vjcv"jcxg"c"rtkgtkv{"swgwg"
nnnndepfykfvi"tgockpkpi"rgtegpv"47

#

#
#Hktuv"swgwg/nkokv"egoocpf"cuukipu"EqU"4"vg"vijtgujgqnf"$3"cpf"egphkiwtgu"kv"cv"42’ "
nnnnswgwg/nkokv'"equ"4"rgtegpv"42

#Cp{ "gqvjgt"swgwg/nkokv"egoocpf "ykvj"vig"ucog"rgtegpvcig"
#crrnkgu"cffkvkgpen"egphkiwtcevkgp"vg"viku"vitgujgnf

#

#Pgzv'"swgwg/nkokv"egoocpf "ykvj"fkhhgtgpv"rgtegpveig"xenwg"egphkiwtgu"vig"pgzv"vjtgujgnt"”
#Cuukipu"EqU"5"vg"vjtgujgnf"$4"cpf"egphkiwtgu"kv"cv"s52’ "

i swgwg/nkokv'"equ"5"rgtegpv" 52

#Cp{ "gqvjgt"swgwg/nkokv"egoocpf "ykvj"vig"ucog"rgtegpvcig"
#crrnkgu"cffkvkgpen"egphkiwtcevkgp"vg"viku"vitgujgnf

#

#Vjtgujgnfu"5/: "ctg"wpegphkiwtgf

#Cnn"wpegphkiwtgf"vjtgujgnfu'ctg"cv"322’
#Pg"gzrnkekv'"egphkiwtcvkgp"rtgxkfgf "hgt "EqU"3<"fghcwnvu"vg"ncuv"vjtgujgnf"

#
#Gpf"gh"swgwg"5"egphkiwtcvkgp
#

#Swgwg"4 "ku"wpegphkiwtgf

#

"mencuu"encuu/fghcwnv"#"crrnkgu"vqg"swgwg"$3
#) encuu/fghcwnv) "igvu"cnn"tgockpkpi "EqQU"xcnwgus<
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#2."6."8."cpf"9

#

#

#Vjtgujgnf"3"ku"gzrnkekvn{ "egphkiwtgf<"

mmnnswgwg/nkokv'equ'8"rgtegpv" 72"

#

#Tgockpkpi"vitgujgnfu"+*4/:+"ctg"pgv"egphkiwtgf "d{ "vjg"swgwgkpi"rgnke {
#cpf"ecppgv"dg"egphkiwtgf"d{ "cp{vikpi"gnug
#Pg"gzrnkekv'"egphkiwtcvkgp"rtgxkfgf"hgqt "EqU"2."6."cpf"9<
#EqU"xcnwgu"pqgv"gzrnkekvn{ "egphkiwtgf"fghcwnv'"vg"vig"ncuv"vjtgujgnf

Queueing Policy Commands Supported by Each Queue Type

e 1g2t, 18t Ingress Queue Supported Commands, page 66-20

e 28t Ingress Queue Supported Commands, page 66-21

o 84t Ingress Queue Supported Commands, page 66-22

» 8q8t Ingress Queue Supported Commands, page 66-23

e 1plg4t Ingress Queue Supported Commands, page 66-24

e 1plg8t Ingress Queue Supported Commands, page 66-25

e 1p7q2t Ingress Queue Supported Commands, page 66-26

* 1p3g8t Egress Queue Supported Commands, page 66-27

* 1p7qg8t Egress Queue Supported Commands, page 66-28

e 1p7q4t, 2p6q4t Ingress or Egress Queue Supported Commands, page 66-29
 WS-X6904-40G-2T 1p7q4t, 2p6q4t Egress Queue Supported Commands, page 66-31
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1q2t, 1q8t Ingress Queue Supported Commands
N

Note » Supports CoS-based queueing with tail-drop thresholds.

e Unsupported commands are included in this section as comments.

ranke{/ocr"v{rg"ncp/swgwkpi" rgnke{aocrapcog"#"Hqgt"3s4v."3s:v"

» Nonpriority queue 1 policy commands:

encuu"encuu/fghecwnv"#"Tgegkxgu"cnn"EqU"xcnwgu0
#rdepfykfvi"rgtegpv"rgtegpveig"#"YTT"gt "FYTT"dcpfykfvj"cnngecvkgp0
#"swgwg/dwhhgtu"tcvkq" ygkijv"#"Swgwg"dwhhgt "uk | g0

* Nonpriority queue threshold configuration (repeat to configure sequential thresholds):

#"swgwg/nkokv"ownvkrng/v{rg/dcugf"
#"Gpcdngu"crrnkecvkgp"gh"EqU. "rtgegfgpeg. "cpf "FUER"xcnwgu
#"vg"c"vekn/ftgr"vjtgujgnfo”

swgwg/nkokv"equ"}quaxcnwg"~"xcnwgu"Value_list} rgtegpv"rgtegpvecig"

#"swgwg/nkokv"fuer" }gpgaxcnwg" ~"xcnwgu"value list} rgtegpv rgtegpvcig"
#"Crrnkgu"gpg"FUER"xcnwg"vg"c"vekn/ftgr"vjtgujant
#"cpf"egphkiwtgu"vjg"vijtgujgnf"rgtegpvcig

#"tcpfgo/fgvgev'equ/dcugf "] ciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"EqU"xcnwgu"vg"c"YTGF/ftgr"vjtgujgnfo"
#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

#"tcpfgo/fgvgev"fuer/dcugf"]ciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"FUER"xcnwgu"vg"c"YTGF/ftgr"vjtgujgnfo"
#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

#"tcpfgo/fgvgev"rtgegfgpeg/dcugf"]ciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"rtgegfgpeg"xcnwgu"vg"c"YTGF/ftgr"vjtgujgnfo"
#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

#"tcpfgo/fgvgev"ownvkrng/v{rg/dcugf"]lciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"EqU. "rtgegfgpeg. "cpf "FUER"xcnwgu
#"vg"c"YTGF/ftgr"vjtgujgnfo"

#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

#"tcpfqgo/fgvgev'equ" } gpgaxcnwg" ~"xcnwgu" xcnwgankuv;"rgtegpv"min_ $"max $§"
#"Crrnkgu"EqU"vg"c"YTGF/ftgr"vitgujgnf "cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpvciguo"

#"tcpfqgo/fgvgev" fuer" } gpgaxcnwg" ~"xcnwgu" xcnwgankuv;"rgtegpv"min_ $"max $§"
#"Crrnkgu"FUER"vQ"c"YTGF/ftgr"vjtgujgnf "cpf "egphkiwtgu"vig"vjtgujanf"rgtegpveciguo"

! random-detect {precedence one value | values precedence value list} percent min % max %
#"Crrnkgu"FUER"vQ"c"YTGF/ftgr"vjtgujgnf "cpf "egphkiwtgu"vjig"vjtgujanf"rgtegpveciguo"
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M Configuration Examples for Policy-Based Queueing

2q8t Ingress Queue Supported Commands
A

Note » Supports CoS-based queueing with tail-drop thresholds.

e Unsupported commands are included in this section as comments.

ragnke{/ocr"v{rg"ncp/swgwkpi" rgnke{aocrapcog"#"Hqgt"4s:v.":8:V
» Class commands for nonpriority queues numbered higher than 1—Configures queues in reverse
numerical order; repeat to configure the next queue:

encuu" encuuaocrapcog"#"Tgegkxgu"EqU"xcnwgu"hknvgtgf "d{ "encuuaocrapcog0

¢ Class command for queue #1:

encuu"encuu/fghcwnv"#"Tgegkxgu"cnn'" tgockpkpi "EqU"xcnwgu0

* Nonpriority queue configuration commands:

decpfykfvij"rgtegpv"rgtegpvcig"#"YTT"gt "FYTT"dcpfykfv]j"cnngecvkgpO
swgwg/dwhhgtu"tcevkqg" ygkijv"#" Swgwg"dwhhgt "uk | g0

* Nonpriority queue threshold configuration—Repeat to configure sequential thresholds in each
queue:

#"swgwg/nkokv"ownvkrng/v{rg/dcugf"
#"Enables application of CoS, precedence, and DSCP values to a tail-drop threshold."

swgwg/nkokv"equ" } gpgaxcnwg" ~"xcnwgu" value list} rgtegpv"rgtegpvcig"
#"Crrnkgu"EqU"vqg"c"vckn/ftgr"vjtgujgni"cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpveig

#"swgwg/nkokv"fuer" } gpgaxcnwg" ~"xcnwgu"value list} rgtegpv rgtegpvcig"
#"Crrnkgu"gpg"FUER"xcnwg"vg"c"vekn/ftgr"vjtgujant
#"cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpvcig

#"tcpfgo/fgvgev'equ/dcugf "] ciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"EqU"xcnwgu"vg"c"YTGF/ftgr"vjtgujgnfo"
#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

#"tcpfgo/fgvgev"fuer/dcugf"lciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"FUER"xcnwgu"vg"c"YTGF/ftgr"vjtgujgnfo"
#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

#"tcpfgo/fgvgev'"rtgegfgpeg/dcugf"]ciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"rtgegfgpeg"xcnwgu"vg"c"YTGF/ftgr"vjtgujgnto"

#"tcpfgo/fgvgev'ownvkrng/v{rg/dcugf"]ciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"EqU. "rtgegfgpeg. "cpf "FUER"xcnwgu
#"vqg"c"YTGF/ftgr"vjtgujgnfo"

#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

#"tcpfqo/fgvgev"equ"}quaxcnwg"~"xcnwgu"xcnwgankuv;"rgtegpv"min_%”max_%”
#"Crrnkgu"EqU"vq"c"YTGF/ftgr"vjtgujgnf "cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpvcigu0"

#"tcpfqo/fgvgev"fuer"}quaxcnwg"~"xcnwgu"xcnwgankuvi"rgtegpv"min_%"max_%"
#"Crrnkgu"FUER"vq"c"YTGF/ftgr"vjtgujgnf "cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpveciguo"

! random-detect {precedence one value | values precedence value list} percent min % max %
#"Crrnkgu"FUER"vQ"c"YTGF/ftgr"vjtgujgnf "cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpveciguo"
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Configuration Examples for Policy-Based Queueing [l

8q4t Ingress Queue Supported Commands
~

Note » Supports CoS-based, DSCP-based, and precedence-based queueing with tail-drop and WRED-drop
thresholds.

e Unsupported commands are included in this section as comments.

ragnke{/ocr"v{rg"ncp/swgwkpi" rgnke{aocrapcog"#"Hqat" : s6v"

* Class commands for nonpriority queues numbered higher than 1—Configures queues in reverse
numerical order; repeat to configure the next queue:

encuu'" encuuaocrapcog"
#"Tgegkxgu"SqU"xcnwgu" *EqU. "FUER . "rtgegfgpeg+"xcnwgu"hknvgtgf "d{ " encuuaocrapcog0

» Class command for queue #1:

encuu"encuu/fghecwnv"#"Tgegkxgu"cnn'"tgockpkpi"SqU"xcnwgu" *EqQU. "FUER. "rtgegfgpeg+0

¢ Nonpriority queue configuration commands:

depfykfvj"rgtegpv"rgtegpveig"#"YTT"qt "FYTT"dcpfykfvj"cnngecvkgp0
swgwg/dwhhgtu"tcvkq"ygkijv"#"Swgwg"dwhhgt "uk | g0

* Nonpriority queue threshold configuration—Repeat to configure sequential thresholds in each
queue:

swgwg/nkokv"ownvkrng/v{rg/dcugf"
#"Enables application of CoS, precedence, and DSCP values to a tail-drop threshold."

swgwg/nkokv"equ"}gpgaxcnwg"~"xcnwgu"Value_list} rgtegpv"rgtegpveig"
#"Crrnkgu"EqU"vqg"c"vckn/ftgr"vjtgujgni"cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpveig

swgwg/nkokv"fuer"}gpgaxcnwg"~"xcnwgu"value list} rgtegpv rgtegpvcig"
#"Crrnkgu"gpg"FUER"xcnwg"vg"c"vekn/ftgr"vjtgujgnt
#"cpfegphkiwtgu"vjg"vjtgujgnf"rgtegpvcig

tcpfgo/fgvgev'equ/dcugf"]ciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"EqU"xcnwgu"vg"c"YTGF/ftgr"vjtgujgnfo"
#"Vig") ciitgicvg) "mg{yqtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

tcpfqgo/fgvgev"fuer/dcugf"]lciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"FUER"xcnwgu"vg"c"YTGF/ftgr"vjtgujgnfo"
#"Vig") ciitgicvg) "mg{yqtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

tcpfqo/fgvgev'"rtgegfgpeg/dcugf"] ciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"rtgegfgpeg"xcnwgu"vg"c"YTGF/ftgr"vjtgujgnfo"
#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

tepfgo/fgvgev"ownvkrng/v{rg/dcugf"]ciitgicvg "
#"Enables application of CoS, precedence, and DSCP values to a WRED-drop threshold."
#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

tepfgo/fgvgev'equ" } gpgaxcnwg" ~"xcnwgu" xcnwgankuv;"rgtegpv"min §"max "
#"Crrnkgu"EqU"vg"c"YTGF/ftgr"vitgujgnf "cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpvciguo"

tcpfqo/fgvgev"fuer"}quaxcnwg"~"xcnwgu"xcnwgankuvi"rgtegpv"miu_%"max;%”
#"Crrnkgu"FUER"vq"c"YTGF/ftqr"vjtgujgnf"cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpveciguo"
random-detect {precedence one value | values precedence value list} percent min § max %
#"Crrnkgu"FUER"vQ"c"YTGF/ftgr"vjtgujgnf "cpf"egphkiwtgu"vjig"vjtgujgnf"rgtegpveciguo"
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M Configuration Examples for Policy-Based Queueing

8q8t Ingress Queue Supported Commands
A

Note » Supports CoS-based queueing with tail-drop or WRED-drop thresholds.

e Unsupported commands are included in this section as comments.

ranke{/ocr"v{rg"ncp/swgwkpi" rgnke{aocrapcog"#"Hqt"3r3s:v"

» Priority queue:

encuu'" encuuaocrapcog"#"Tgegkxgu"EqU"xcnwgu"hknvgtgf "d{ "encuuaocrapcog0™"
rtkgtkv{"#"Crrnkgu"vjg"encuu"ocr"vg"vig"rtkgtkv{"swgwg

» Nonpriority queue policy commands:

encuu"encuu/fghcwnv"#"Tgegkxgu"cnn"tgockpkpi "EqU"xcnwgu0
#"depfykfvi"tgockpkpi"rgtegpv" rgtegpveig"#"YTT"gt "FYTT"dcpfykfvj"cnngecvkgp0
#"swgwg/dwhhgtu"tcvkq"ygkijv"#"Swgwg"dwhhgt "uk | g0

e Nonpriority queue threshold configuration—Repeat to configure sequential thresholds:

#"swgwg/nkokv"ownvkrng/v{rg/dcugf"

#"Enables application of CoS, precedence, and DSCP values to a tail-drop threshold."
#

swgwg/nkokv"equ"}quaxcnwg"~"xcnwgu"Value_list} rgtegpv"rgtegpvcig"
#"Crrnkgu"EqU"vg"c"vckn/ftgr"vitgujgnt "cpf "egphkiwtgu"vjg"vjtgujgnf"rgtegpveig

#

#"swgwg/nkokv"fuer"}quaxcnwg"~"xcnwgu"Value_list} rgtegpv rgtegpvcig"
#"Crrnkgu"gpg"FUER"xcnwg"vg"c"vekn/ftgr"vjtgujgnt
#"cpf"egphkiwtgu"vjg"vitgujanf"rgtegpvecig

#

tcpfgo/fgvgev'equ/dcugf "] ciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"EqU"xcnwgu"vg"c"YTGF/ftgr"vjtgujgnfo"

#"Vjg") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vjg")xcnwgu) "mg{ygqtf"

#

#"tcpfgo/fgvgev"fuer/dcugf"]ciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"FUER"xcnwgu"vqg"c"YTGF/ftgr"vjtgujgnfo"

#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

#

#"tcpfgo/fgvgev"rtgegfgpeg/dcugf"lciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"rtgegfgpeg"xcnwgu"vg"c"YTGF/ftgr"vjtgujgnfo"

#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

#

#"tcpfgo/fgvgev"ownvkrng/v{rg/dcugf"]lciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"EqU. "rtgegfgpeg. "cpf "FUER"xcnwgu
#"vg"c"YTGF/ftqr"vjtgujgnfo"

#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

#

tcpfqo/fgvgev"equ"}quaxcnwg"~"xcnwgu"xcnwgankuvi"rgtegpv"min_%"max_%"
#"Crrnkgu"EqU"vg"c"YTGF/ftgr"vitgujgnf "cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpvciguo"
#

#"tcpfqo/fgvgev"fuer"}quaxcnwg"~"xcnwgu"xcnwgankuvi"rgtegpv"min_%"max_%"
#"Crrnkgu"FUER"vq"c"YTGF/ftgr"vjtgujgnf "cpf"egphkiwtgu"vjig"vjtgujgnf"rgtegpvciguo"
#

! random-detect {precedence one value | values precedence value list} percent min % max %
#"Crrnkgu"FUER"vQ"c"YTGF/ftgr"vjtgujgnf "cpf "egphkiwtgu"vjig"vjtgujgnf"rgtegpveciguo"
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Configuration Examples for Policy-Based Queueing [l

1p1q4t Ingress Queue Supported Commands

~

Note o

Supports CoS-based queueing with tail-drop thresholds.

Unsupported commands are included in this section as comments.

ranke{/ocr"v{rg"ncp/swgwkpi" rgnke{aocrapcog"#"Hqgt "3r3s6v"

Priority queue:

encuu'" encuuaocrapcog"#"Tgegkxgu"EqU"xcnwgu"hknvgtgf "d{ "encuuaocrapcog0™"
rtkgtkv{"#"Crrnkgu"vjg"encuu"ocr"vg"vig"rtkgtkv{"swgwg

Nonpriority queue policy commands:

encuu"encuu/fghcwnv"#"Tgegkxgu"cnn"tgockpkpi "EqU"xcnwgu0
#"depfykfvi"tgockpkpi"rgtegpv" rgtegpveig"#"YTT"gt "FYTT"dcpfykfvj"cnngecvkgp0
#"swgwg/dwhhgtu"tcvkq" ygkijv"#"Swgwg"dwhhgt "uk | g0

Nonpriority queue threshold configuration—Repeat to configure sequential thresholds:

#"swgwg/nkokv"ownvkrng/v{rg/dcugf"
#"Gpcdngu"crrnkecvkgp"gh"EqU. "rtgegfgpeg. "cpf "FUER"xcnwgu
#"vg"c"vekn/ftgr"vjtgujgnfo”

#

swgwg/nkokv"equ"}gpgaxcnwg"~"xcnwgu"Value_list} rgtegpv"rgtegpveig"
#"Crrnkgu"EqU"vg"c"vckn/ftgr"vjtgujgni"cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpveig

#

#"swgwg/nkokv"fuer"}gpgaxcnwg"~"xcnwgu"Value_list} rgtegpv rgtegpvcig"
#"Crrnkgu"gpg"FUER"xcnwg"vg"c"vekn/ftgr"vjtgujgnt
#"cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpvcig

#

#"tcpfgo/fgvgev'equ/dcugf "] ciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"EqU"xcnwgu"vg"c"YTGF/ftgqr"vjtgujgnfo"

#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

#

#"tcpfgo/fgvgev"fuer/dcugf"]ciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"FUER"xcnwgu"vq"c"YTGF/ftgr"vjtgujgnfo"

#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

#

#"tcpfgo/fgvgev'"rtgegfgpeg/dcugf "] ciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"rtgegfgpeg"xcnwgu"vg"c"YTGF/ftgr"vjtgujgnto"

#"Vjg") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vjg")xcnwgu) "mg{ygtf"

#

#"tcpfgo/fgvgev'ownvkrng/v{rg/dcugf"]lciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"EqU. "rtgegfgpeg. "cpf "FUER"xcnwgu
#"vqg"c"YTGF/ftgr"vjtgujgnfo"

#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

#

#"tcpfqo/fgvgev"equ"}quaxcnwg"~"xcnwgu"xcnwgankuvi"rgtegpv"miq_%"max;%”
#"Crrnkgu"EqU"vq"c"YTGF/ftgr"vjtgujgnf "cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpvciguo"
#

#"tcpfqo/fgvgev"fuer"}quaxcnwg"~"xcnwgu"xcnwgankuv}"rgtegpv"miu_%”max;%”
#"Crrnkgu"FUER"vq"c"YTGF/ftgr"vjtgujgnf"cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpveciguo"
#

! random-detect {precedence one value | values precedence value list} percent min % max %
#"Crrnkgu"FUER"vq"c"YTGF/ftgr"vjtgujgnf"cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpveciguo"
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M Configuration Examples for Policy-Based Queueing

1p1g8t Ingress Queue Supported Commands
N

Note » Supports CoS-based queueing with tail-drop or WRED-drop thresholds.

e Unsupported commands are included in this section as comments.

ranke{/ocr"v{rg"ncp/swgwkpi" rgnke{aocrapcog"#"Hqt"3r3s:v"

» Priority queue:

encuu'" encuuaocrapcog"#"Tgegkxgu"EqU"xcnwgu"hknvgtgf "d{ "encuuaocrapcog0™"
rtkgtkv{"#"Crrnkgu"vjg"encuu"ocr"vg"vig"rtkgtkv{"swgwg

» Nonpriority queue policy commands:

encuu"encuu/fghcwnv"#"Tgegkxgu"cnn"tgockpkpi "EqU"xcnwgu0
#"depfykfvi"tgockpkpi"rgtegpv" rgtegpveig"#"YTT"gt "FYTT"dcpfykfvj"cnngecvkgp0
#"swgwg/dwhhgtu"tcvkq"ygkijv"#"Swgwg"dwhhgt "uk | g0

e Nonpriority queue threshold configuration—Repeat to configure sequential thresholds:

#"swgwg/nkokv"ownvkrng/v{rg/dcugf"

#"Enables application of CoS, precedence, and DSCP values to a tail-drop threshold."
#

swgwg/nkokv"equ"}quaxcnwg"~"xcnwgu"Value_list} rgtegpv"rgtegpvcig"
#"Crrnkgu"EqU"vg"c"vckn/ftgr"vitgujgnt "cpf "egphkiwtgu"vjg"vjtgujgnf"rgtegpveig

#

#"swgwg/nkokv"fuer"}quaxcnwg"~"xcnwgu"Value_list} rgtegpv rgtegpvcig"
#"Crrnkgu"gpg"FUER"xcnwg"vg"c"vekn/ftgr"vjtgujgnt
#"cpf"egphkiwtgu"vjg"vitgujanf"rgtegpvecig

#

tcpfgo/fgvgev'equ/dcugf "] ciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"EqU"xcnwgu"vg"c"YTGF/ftgr"vjtgujgnfo"

#"Vjg") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vjg")xcnwgu) "mg{ygqtf"

#

#"tcpfgo/fgvgev"fuer/dcugf"]ciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"FUER"xcnwgu"vqg"c"YTGF/ftgr"vjtgujgnfo"

#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

#

#"tcpfgo/fgvgev"rtgegfgpeg/dcugf"lciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"rtgegfgpeg"xcnwgu"vg"c"YTGF/ftgr"vjtgujgnfo"

#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

#

#"tcpfgo/fgvgev"ownvkrng/v{rg/dcugf"]lciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"EqU. "rtgegfgpeg. "cpf "FUER"xcnwgu
#"vg"c"YTGF/ftqr"vjtgujgnfo"

#

tecpfgo/fgvgev'equ" } gpgaxcnwg" ~"xcnwgu" xcnwgankuv"rgtegpv"min $"max %"
#"Crrnkgu"EqU"vq"c"YTGF/ftgr"vjtgujgnf"cpf"egphkiwtgu"vijg"vjtgujgnf"rgtegpvciguo"
#

#"tcpfgo/fgvgev" fuer" } gpgaxcnwg" ~"xcnwgu" xcnwgankuv;"rgtegpv"min $"max %"
#"Crrnkgu"FUER"vQ"c"YTGF/ftgr"vjtgujgnf"cpf "egphkiwtgu"vjg"vjtgujgnf"rgtegpvciguo"
#

! random-detect {precedence one value | values precedence value list} percent min % max %
#"Crrnkgu"FUER"vQ"c"YTGF/ftgr"vjtgujgnf"cpf "egphkiwtgu"vjg"vjtgujgnf"rgtegpvciguo"
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Configuration Examples for Policy-Based Queueing [l

1p7q2t Ingress Queue Supported Commands
N

Note » Supports CoS-based, DSCP-based, and precedence-based queueing with tail-drop and WRED-drop
thresholds.

e Unsupported commands are included in this section as comments.

ranke{/ocr"v{rg"ncp/swgwkpi" rgnke{aocrapcog"#"Hqgt "3r9s4v"

e Priority queue:

encuu" encuuaocrapcog"
#"Tgegkxgu"SqU"xcnwgu" *EqU. "FUER. "rtgegfgpeg+"xcnwgu"hknvgtgf "d{ " encuuaocrapcogo"
rtkqtkv{"#"Crrnkgu"vjg"encuu"ocr"vq"vjg"rtkqtkv{"swgwg

¢ Class commands for nonpriority queues numbered higher than 1—Configures queues in reverse
numerical order; repeat to configure the next queue:

encuu"encuuaocrapcog"
#"Tgegkxgu"SqU"xcnwgu" *EqU. "FUER . "rtgegfgpeg+"xcnwgu"hknvgtgf "d{ " encuuaocrapcog0

e Class command for queue #1:

encuu"encuu/fghcwnv"#"Tgegkxgu"cnn"tgockpkpi"SqU"xcnwgu" *EqU. "FUER. "rtgegfgpeg+0

* Nonpriority queue configuration commands:

depfykfvi"rgtegpv"rgtegpveig"#"YTT"qt "FYTT"dcpfykfvj"cnngecvkgpO"
#
swgwg/dwhhgtu"tevkg" ygkijv"#" Swgwg"dwhhgt "uk | g0

* Nonpriority queue threshold configuration—Repeat to configure sequential thresholds in each
queue:

swgwg/nkokv"ownvkrng/v{rg/dcugf"

#"Enables application of CoS, precedence, and DSCP values to a tail-drop threshold."
#

swgwg/nkokv"equ"}gpgaxcnwg"~"xcnwgu"Value_list} rgtegpv"rgtegpveig"
#"Crrnkgu"EqU"vg"c"vckn/ftgr"vjtgujgni"cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpveig
#

swgwg/nkokv"fuer"}quaxcnwg"~"xcnwgu"Value_list} rgtegpv rgtegpvcig"
#"Crrnkgu"gpg"FUER"xcnwg"vg"c"vekn/ftgr"vjtgujgnt
#"cpf"egphkiwtgu"vijg"vjtgujgnf"rgtegpvcig

#

tcpfgo/fgvgev'equ/dcugf "] ciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"EqU"xcnwgu"vg"c"YTGF/ftgqr"vjtgujgnfo"

#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

#

tcpfgo/fgvgev"fuer/dcugf"]lciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"FUER"xcnwgu"vg"c"YTGF/ftgr"vjtgujgnfo"

#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

#

tcpfgo/fgvgev'rtgegfgpeg/dcugf"] ciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"rtgegfgpeg"xcnwgu"vg"c"YTGF/ftgr"vjtgujgnto"

#"Vjg") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vjg")xcnwgu) "mg{ygtf"

#

tecpfgo/fgvgev'ownvkrng/v{rg/dcugf"]ciitgicvg "

#"Enables application of CoS, precedence, and DSCP values to a WRED-drop threshold."
#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

#

tcpfqo/fgvgev"equ"}quaxcnwg"~"xcnwgu"xcnwgankuvi"rgtegpv"min_%"max_%"
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#"Crrnkgu"EqU"vg"c"YTGF/ftgr"vitgujgnf "cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpvciguo"
#

tecpfgo/fgvgev" fuer"} gpgaxcnwg" ~"xcnwgu" xcnwgankuv;"rgtegpv"min §"max "
#"Crrnkgu"FUER"vQ"c"YTGF/ftgr"vjtgujgnf "cpf"egphkiwtgu"vig"vjtgujanf"rgtegpveciguo"
#

tecpfgo/fgvgev" }rtgegfgpeg" gpgaxcnwg" ~"xcnwgu"rtgegfgpeg" xcnwgankuv; "rgtegpv min_ &"
max_ "

#"Crrnkgu"FUER"vq"c"YTGF/ftgr"vjtgujgnf "cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpveciguo"

1p3q8t Egress Queue Supported Commands
A

Note » Supports CoS-based queueing with tail-drop and WRED-drop thresholds.

e Unsupported commands are included in this section as comments.

ranke{/ocr"v{rg"ncp/swgwkpi" rgnke{aocrapcog"#"Hqgt "3r5s:Vv"

e Priority queue:

encuu'" encuuaocrapcog"#"Tgegkxgu"EqU"xcnwgu"hknvgtgf "d{ "encuuaocrapcog0"
rtkgtkv{"#"Crrnkgu"vjg"encuu"ocr"vg"vig"rtkgtkv{"swgwg

* Class commands for nonpriority queues numbered higher than 1—Configures queues in reverse
numerical order; repeat to configure the next queue:

encuu'" encuuaocrapcog"#"Tgegkxgu"EqQU"xcnwgu"hknvgtgf "d{ "encuuaocrapcog0

e Class command for queue #1:

encuu"encuu/fghcwnv"#"Tgegkxgu"cnn"tgockpkpi"EqU"xcnwgu0

* Nonpriority queue configuration commands:

depfykfvij"rgtegpv"rgtegpveig"#"YTT"qt "FYTT"dcpfykfvj"cnngecvkgp0
#

#"ujcrg"cxgtcig"rgtegpv"rgtegpveig"#"UTT"depfykivj"cnngecvkgpO

#

swgwg/dwhhgtu"tcvkq" ygkijv"#"Swgwg"dwhhgt "uk | g0

e Nonpriority queue threshold configuration—Repeat to configure sequential thresholds:

#"swgwg/nkokv"ownvkrng/v{rg/dcugf"

#"Enables application of CoS, precedence, and DSCP values to a tail-drop threshold."
#

swgwg/nkokv"equ"}quaxcnwg"~"xcnwgu"Value_list} rgtegpv"rgtegpvecig"
#"Crrnkgu"EqU"vg"c"vckn/ftgr"vjtgujgni"cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpveig
#

#"swgwg/nkokv"fuer" } gpgaxcnwg" ~"xcnwgu"value list} rgtegpv rgtegpvcig"
#"Crrnkgu"qpg"FUER"xcnwg"vg"c"veckn/ftgr"vijtgujgnf
#"cpf'egphkiwtgu"vjg"vijtgujgnf"rgtegpvcig

#

tcpfgo/fgvgev'equ/dcugf "] ciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"EqU"xcnwgu"vg"c"YTGF/ftgr"vjtgujgnfo"

#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig") xcnwgu) "mg{yqtf"

#

#"tcpfgo/fgvgev"fuer/dcugf"]ciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"FUER"xcnwgu"vg"c"YTGF/ftgr"vjtgujgnfo"

#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

#

#"tcpfgo/fgvgev'rtgegfgpeg/dcugf"]ciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"rtgegfgpeg"xcnwgu"vg"c"YTGF/ftgr"vijtgujgnio"
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#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

#

#"tcpfgo/fgvgev"ownvkrng/v{rg/dcugf"]lciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"EqU. "rtgegfgpeg. "cpf "FUER"xcnwgu
#"vg"c"YTGF/ftgqr"vjtgujgnfo"

#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

#

tcpfqo/fgvgev"equ"}quaxcnwg"~"xcnwgu"xcnwgankuvi"rgtegpv"min_%"max_%"
#"Crrnkgu"EqU"vq"c"YTGF/ftgr"vjtgujgnf "cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpvcigu0"
#

#"tcpfqo/fgvgev"fuer"}quaxcnwg"~"xcnwgu"xcnwgankuv;"rgtegpv"miu_%"max_%”
#"Crrnkgu"FUER"vq"c"YTGF/ftqr"vjtgujgnf"cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpveciguo"
#

#"tcpfqgo/fgvgev" }rtgegfgpeg" gpgaxcnwg" ~"xcnwgu" rtgegfgpeg" xcnwgankuv; "

rgtegpv min &"max %"

#"Crrnkgu"FUER"vq"c"YTGF/ftgr"vjtgujgnf "cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpveciguo"

1p7q8t Egress Queue Supported Commands
Y

Note » Supports CoS-based queueing with tail-drop and WRED-drop thresholds.

e Unsupported commands are included in this section as comments.

ragnke{/ocr"v{rg"ncp/swgwkpi" rgnke{aocrapcog"#"Hqgt "3r9s:v"

e Priority queue:

encuu" encuuaocrapcog"#"Tgegkxgu"EqU"xcnwgu"hknvgtgf "d{ "encuuaocrapcog0"
rtkgtkv{"#"Crrnkgu"vjg"encuu"ocr"vg"vig"rtkgtkv{"swgwg

* Class commands for nonpriority queues numbered higher than 1—Configures queues in reverse
numerical order; repeat to configure the next queue:

encuu'" encuuaocrapcog"#"Tgegkxgu"EqU"xcnwgu"hknvgtgf "d{ "encuuaocrapcog0

e Class command for queue #1:

encuu"encuu/fghcwnv"#"Tgegkxgu"cnn"tgockpkpi"EqU"xcnwgu0

* Nonpriority queue configuration commands:

depfykfvij"rgtegpv"rgtegpveig"#"YTT"qt "FYTT"dcpfykfvj"cnngecvkgp0
#

#"ujcrg"cxgtcig"rgtegpv"rgtegpveig"#"UTT"depfykfvj"cnngecvkgpO

#

swgwg/dwhhgtu"tcvkq" ygkijv"#"Swgwg"dwhhgt "uk | g0

e Nonpriority queue threshold configuration—Repeat to configure sequential thresholds:

#"swgwg/nkokv"ownvkrng/v{rg/dcugf"

#"Enables application of CoS, precedence, and DSCP values to a tail-drop threshold."
#

swgwg/nkokv"equ"}quaxcnwg"~"xcnwgu"Value_list} rgtegpv"rgtegpvecig"
#"Crrnkgu"EqU"vg"c"vckn/ftgr"vjtgujgni"cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpveig
#

#"swgwg/nkokv"fuer" } gpgaxcnwg" ~"xcnwgu"value list} rgtegpv rgtegpvcig"
#"Crrnkgu"qpg"FUER"xcnwg"vg"c"vekn/ftgr"vjtgujgnf
#"cpf'egphkiwtgu"vjg"vijtgujgnf"rgtegpvcig

#

tcpfgo/fgvgev'equ/dcugf "] ciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"EqU"xcnwgu"vg"c"YTGF/ftgr"vjtgujgnfo"

#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"
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#

#"tcpfgo/fgvgev"fuer/dcugf"]ciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"FUER"xcnwgu"vg"c"YTGF/ftgr"vjtgujgnfo"

#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

#

#"tcpfgo/fgvgev'"rtgegfgpeg/dcugf "] ciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"rtgegfgpeg"xcnwgu"vg"c"YTGF/ftgr"vjtgujgnto"

#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

#

#"tcpfgo/fgvgev"ownvkrng/v{rg/dcugf"]lciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"EqU. "rtgegfgpeg. "cpf "FUER"xcnwgu
#"vg"c"YTGF/ftqr"vjtgujgnfo"

#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

#

tcpfqo/fgvgev"equ"}quaxcnwg"~"xcnwgu"xcnwgankuvi"rgtegpv"min_%"max_%"
#"Crrnkgu"EqU"vq"c"YTGF/ftgr"vjtgujgnf "cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpvcigu0"
#

#"tcpfqo/fgvgev"fuer"}quaxcnwg"~"xcnwgu"xcnwgankuvi"rgtegpv"miu_%”max;%”
#"Crrnkgu"FUER"vq"c"YTGF/ftgr"vjtgujgnf"cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpveciguo"
#

#"tcpfqgo/fgvgev" }rtgegfgpeg" gpgaxcnwg" ~"xcnwgu" rtgegfgpeg" xcnwgankuv; "

rgtegpv min &"max %"

#"Crrnkgu"FUER"vq"c"YTGF/ftgr"vjtgujgnt "cpf"egphkiwtgu"vjig"vjtgujgnf"rgtegpveciguo"

1p7q4t, 2p6q4t Ingress or Egress Queue Supported Commands

~

Note

Supports CoS-based, DSCP-based, and precedence-based queueing with tail-drop and WRED-drop
thresholds. Supports SRR (except WS-X6904-40G-2T) or DWRR dequeueing.

WS-X6904-40G-2T supports shaping. See the “WS-X6904-40G-2T 1p7q4t, 2p6g4t Egress Queue
Supported Commands” section on page 66-31.

Unsupported commands are included in this section as comments.

Priority queue except WS-X6904-40G-2T with multiple priority queues:

encuu" encuuaocrapcog"
#"Tgegkxgu"SqU"xcnwgu" *EqU. "FUER . "rtgegfgpeg+"xcnwgu"hknvgtgf "d{ " encuuaocrapcogo"
rtkgtkv{"#"Crrnkgu"vjg"encuu"ocr"vqg"vig"rtkgtkv{"swgwg
#"Pgv"uwrrgtvgf"kh"UTT"ogfg"ku"gpcdngfo"
#
swgwg/dwhhgtu"tevkqg" ygkijv"#" Swgwg"dwhhgt "uk | g0
#

WS-X6904-40G-2T priority queues:

encuu"encuuaocrapcog"
#"Tgegkxgu"SqU"xcnwgu" *EqU. "FUER. "rtgegfgpeg+"xcnwgu"hknvgtgf "d{ " encuuaocrapcogo"
rtkqtkv{ " ngxgn" } n3n_ng i_"
#"Crrnkgu"vjg"encuu"ocr"vq"qu"qh"vjg"rtkqtkv{"swgwgu"
#
swgwg/dwhhgtu"tcevkg" ygki jv"#" Swgwg"dwhhgt "uk | g0
#

Class commands for nonpriority queues numbered higher than 1—Configures queues in reverse
numerical order; repeat to configure the next queue:

encuu'" encuuaocrapcog"
#"Tgegkxgu"SqU"xcnwgu" *EqU. "FUER . "rtgegfgpeg+"xcnwgu"hknvgtgf "d{ " encuuaocrapcog0
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* Class command for queue #1:

encuu"encuu/fghecwnv"#"Tgegkxgu"cnn"tgockpkpi"SqU"xcnwgu" *EqQU. "FUER. "rtgegfgpeg+0

» Nonpriority queue configuration commands:
ujcrg"cxgtcig"rgtegpv"rgtegpveig"
#"Gpcdngu"UTT"gp"pgprtkgtkv{"gitguu"swgwguo"

dcpfykfvj"tgockpkpi"rgtegpv"rgtegpvcig"
#"FYTT"dcpfykfvj"cnngecvkgp0

>
Note On WS-X6904-40G-2T ports, the bandwidth command must be configured if you
configure any nondefault values for any other queueing commands on the port.

(CSCtz05347)
#
swgwg/dwhhgtu"tcevkg" ygkijv"#" Swgwg"dwhhgt "uk | g0
#
» Nonpriority queue threshold configuration—Repeat to configure sequential thresholds in each
queue:

swgwg/nkokv"ownvkrng/v{rg/dcugf"

#"Enables application of CoS, precedence, and DSCP values to a tail-drop threshold."
#

swgwg/nkokv'"equ" } gpgaxcnwg" ~"xcnwgu" value list} rgtegpv"rgtegpvcig"
#"Crrnkgu"EqU"vg"c"veckn/ftgr"vjtgujgnf"cpf"egphkiwtgu"vijg"vijtgujgnf "rgtegpvcig

#

swgwg/nkokv"fuer"} gpgaxcnwg"~"xcnwgu"value list} rgtegpv rgtegpvcig"
#"Crrnkgu"gpg"FUER"xcnwg"vg"c"vekn/ftgr"vjtgujant
#"cpf"egphkiwtgu"vjg"vitgujgnf"rgtegpvecig

#

tcpfgo/fgvgev'equ/dcugf "] ciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"EqU"xcnwgu"vg"c"YTGF/ftgqr"vjtgujgnfo"

#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

#

tcpfgo/fgvgev"fuer/dcugf "] ciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"FUER"xcnwgu"vg"c"YTGF/ftgr"vjtgujgnfo"

#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

#

tcpfqo/fgvgev'rtgegfgpeg/dcugf"] ciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"rtgegfgpeg"xcnwgu"vg"c"YTGF/ftgr"vjtgujgno"

#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

#

tcpfgo/fgvgev'ownvkrng/v{rg/dcugf"lciitgicvg "

#"Enables application of CoS, precedence, and DSCP values to a WRED-drop threshold."
#"Vjg") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vjg")xcnwgu) "mg{ygtf"

#

tepfgo/fgvgev'equ" } gpgaxcnwg" ~"xcnwgu' xcnwgankuv;"rgtegpv"min $"max %"
#"Crrnkgu"EqU"vq"c"YTGF/ftgr"vjtgujgnf"cpf"egphkiwtgu"vijg"vjtgujgnf"rgtegpvciguo"
#

tcpfgo/fgvgev"fuer" } gpgaxcnwg" ~"xcnwgu" xcnwgankuv;"rgtegpv"min §"max %"
#"Crrnkgu"FUER"vQ"c"YTGF/ftgr"vjtgujgnf "cpf "egphkiwtgu"vig"vjtgujanf"rgtegpveciguo"
#

random-detect {precedence one value | values precedence value list} percent min % max %
#"Crrnkgu"FUER"vQ"c"YTGF/ftgr"vjtgujgnt "cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpveciguo"
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WS-X6904-40G-2T 1p7q4t, 2p6q4t Egress Queue Supported Commands

~

Note

Supports CoS-based, DSCP-based, and precedence-based queueing with tail-drop and WRED-drop
thresholds. Supports DWRR dequeueing.

Unsupported commands are included in this section as comments.

You configure shaping with a child policy map for the nonpriority queues that you apply to a
class-default parent policy map.

Without shaping, you configure all policy-map class commands in one policy map.

(For shaping) Child policy map command for nonpriority queues numbered higher than 1:
rgnke{/ocr"v{rg"ncp/swgwkpi"ejknfargnke{apcog"
Policy map class commands for nonpriority queues numbered higher than 1—Configures
nonpriority queues in reverse numerical order; repeat to configure the next queue:
encuu" encuuaocrapcog"
#"Tgegkxgu"SqU"xcnwgu" *EqU. "FUER . "rtgegfgpeg+"xcnwgu"hknvgtgf "d{ " encuuaocrapcog0
Configuration commands for nonpriority queues numbered higher than 1:
ujcrg"cxgtcig"rgtegpv"rgtegpveig"

#"Egphkiwtgu"ujcrkpi"gp"gitguu"paprtkgtkv{"swgwguo"

dcpfykfvj"tgockpkpi"rgtegpv"rgtegpvcig"
#"FYTT"dcpfykfvj"cnngecvkgpO

S
Note  On WS-X6904-40G-2T ports, the bandwidth command must be configured if you
configure any nondefault values for any other queueing commands on the port.

(CSCtz05347)
#
swgwg/dwhhgtu"tcvkq" ygkijv"#"Swgwg"dwhhgt "uk | g0
#

Nonpriority queue threshold configuration—Repeat to configure sequential thresholds in each
queue:

swgwg/nkokv"ownvkrng/v{rg/dcugf"

#"Enables application of CoS, precedence, and DSCP values to a tail-drop threshold."
#

swgwg/nkokv"equ"}quaxcnwg"~"xcnwgu"Value_list} rgtegpv"rgtegpvecig"
#"Crrnkgu"EqU"vg"c"vckn/ftgr"vjtgujgni"cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpvecig
#

swgwg/nkokv"fuer" } gpgaxcnwg"~"xcnwgu"value list} rgtegpv rgtegpvcig"
#"Crrnkgu"qpg"FUER"xcnwg"vg"c"vekn/ftgr"vjtgujgnf
#"cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpvcig

#

tcpfgo/fgvgev'equ/dcugf "] ciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"EqU"xcnwgu"vg"c"YTGF/ftgr"vjtgujgnfo"

#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

#

tcpfgo/fgvgev"fuer/dcugf"]lciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"FUER"xcnwgu"vg"c"YTGF/ftgr"vjtgujgnfo"

#"Vig") ciitgicvg) "mg{yqtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

#

tcpfgo/fgvgev'rtgegfgpeg/dcugf"]ciitgicvg "
#"Gpcdngu"crrnkecvkgp"gh"rtgegfgpeg"xcnwgu"vqg"c"YTGF/ftgr"vitgujgnio"
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#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"
#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"
#

tecpfqgo/fgvgev'ownvkrng/v{rg/dcugf"]lciitgicvg "

#"Enables application of CoS, precedence, and DSCP values to a WRED-drop threshold.

#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vjg")xcnwgu) "mg{yqtf"
#

tcpfqo/fgvgev"equ"}quaxcnwg"~"xcnwgu"xcnwgankuvi"rgtegpv"min_%"max_%"

#"Crrnkgu"EqU"vq"c"YTGF/ftgr"vjtgujgnf "cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpvcigu0"

#
tcpfqo/fgvgev"fuer"}quaxcnwg"~"xcnwgu"xcnwgankuvi"rgtegpv"miu_%"max_%”

#"Crrnkgu"FUER"vq"c"YTGF/ftqr"vjtgujgnf"cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpveciguo"

#

o

random-detect {precedence one value | values precedence value list} percent min $ max_
#"Crrnkgu"FUER"vQ"c"YTGF/ftqgr"vjtgujgnf"cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpvciguo"

Single priority queue without shaping:

encuu'" encuuaocrapcog"
#"Tgegkxgu"SqU"xcnwgu" *EqU. "FUER . "rtgegfgpeg+"xcnwgu"hknvgtgf "d{ " encuuaocrapcogo"
rtkqtkv{"#"Crrnkgu"vjg"encuu"ocr"vq"vjg"rtkqtkv{"swgwg
#
swgwg/dwhhgtu"tcevkg" ygkijv"#" Swgwg"dwhhgt "uk | g0
#

Multiple priority queues without shaping:

encuu" encuuaocrapcog"
#"Tgegkxgu"SqU"xcnwgu" *EqU. "FUER. "rtgegfgpeg+"xcnwgu"hknvgtgf "d{ " encuuaocrapcogo"
rtkqtkv{ "ngxgn" } n3nong g
#"Crrnkgu"vijg"encuu"ocr"vqg"gpg"gh"vig"rtkgtkv{"swgwgu"
#
swgwg/dwhhgtu"tcvkq"ygkijv"#"Swgwg"dwhhgt "uk | g0
#

Egress priority queues (single or multiple) with shaping:
Y
encuu'" encuuaocrapcog"
#"Tgegkxgu"SqU"xcnwgu" *EqU. "FUER. "rtgegfgpeg+"xcnwgu"hknvgtgf "d{ " encuuaocrapcogo"
rtkgtkv{"ngxgn"}"3"~"4;"rgtegpv" rgtegpvcig"
#"Crrnkgu"vig"encuu"ocr"vq"gpg"gh"vig"rtkgtkv{"swgwgu"
#"Egphkiwtgu"ujcrkpi"gp"vjg"swgwg"
#
swgwg/dwhhgtu"tcevkg" ygkijv"#" Swgwg"dwhhgt "uk | g0
#

(For shaping) Parent policy map command for queue #1 (class-default):
ranke{/ocr"v{rg"ncp/swgwkpi" rctgpvargnke{apcog"

Class command for queue #1 (class-default):
encuu"encuu/fghcwnv"#"Tgegkxgu"cnn"tgockpkpi"SqU"xcnwgu" *EqU. "FUER. "rtgegfgpeg+0

ujcrg"cxgtcig"rgtegpv"rgtegpveig"
#"Egphkiwtgu"ujcrkpi"gp"gitguu"pagprtkgtkv{"swgwguo"

depfykfvj"tgockpkpi"rgtegpv"rgtegpvcig"
#"FYTT"dcpfykfvj"cnngecvkgp0

)

Note  On WS-X6904-40G-2T ports, the bandwidth command must be configured if you

configure any nondefault values for any other queueing commands on the port.
(CSCtz05347)
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swgwg/dwhhgtu"tcvkq" ygkijv"#"Swgwg"dwhhgt "uk | g0

#

ugtxkeg/ranke{"ejknfaugtxkegargnke{"
#"Kh"ujcrkpi"ku"egphkiwtgf"gp"vig"gvigt "pgprtkatkv{"swgwgu"

To configure class-default thresholds, see the “Nonpriority queue threshold configuration”
information.

Queueing Policy Commands Sample Configurations for Each Queue Type

e 192t Ingress Queue Sample Configuration, page 66-33

* 1g8t Ingress Queue Sample Configuration, page 66-33

e 28t Ingress Queue Sample Configuration, page 66-34

o 8q4t, 8q8t Ingress Queue Sample Configuration (CoS-Based Queueing), page 66-35

» 84t Ingress Queue Sample Configuration (DSCP-Based Queucing), page 66-35

* 1plg4t Ingress Queue Sample Configuration, page 66-38

* 1plqg8t Ingress Queue Sample Configuration, page 66-38

* 1p3q8t Egress Queue Sample Configuration, page 66-39

e 1p7q8t Egress Queue Sample Configuration, page 66-40

e 1p7qg4t Ingress or Egress Queue Sample Configuration (CoS-Based Queueing), page 66-41
* 1p7qg4t Ingress or Egress Queue Sample Configuration (DSCP-Based Queueing), page 66-42

~

Note  These sample configurations approximate the default queueing enabled by the auto qos default and
platform qos queueing-only global configuration commands.

1q2t Ingress Queue Sample Configuration
~

Note  Supports CoS-based queueing with tail-drop thresholds.

rane{/ocr"v{rg"ncp/swgwkpi"raocra3s4v"
encuu"encuu/fghcwnv"#"Tgegkxgu"cnn"EqU"xcnwgu0

#
#"Egphkiwtgu"vjtgujgnf"%3<"
swgwg/nkokv"equ"xcnwgu"2"3"5"6"rgtegpv" : 2"
#"Crrnkgu"EqU"xcnwgu"vg"vjtgujgnf"3cpfegphkiwtgu"vig"vjtgujgnf"rgtegpvecig
#
#"Qvigt"vijtgujgnfu"wpegphkiwtgf="fghcwnv"vg"322’"
#"Tgockpkpi"EqU"xcnwgu"ctg"pgv"gzrnkekvn{ "egphkiwtgf<
#"fghcwnv"vg"vjtgujgnf": "cv"322’

1q8t Ingress Queue Sample Configuration
S

Note  Supports CoS-based queueing with tail-drop thresholds.
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rane{/ocr"v{rg"ncp/swgwkpi"raocra3s:v"

encuu"encuu/fghcwnv"#"Tgegkxgu"cnn"EqU"xcnwgu0
#
#"Egphkiwtgu"vjtgujgnf"%3<"
swgwg/nkokv"equ"2"rgtegpv"72"
#"Crrnkgu"EqU"2"vg"vjtgujgnf"3"cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpvcig
#
#"Egphkiwtgu"vjtgujgnf"s4<"
swgwg/nkokv"equ"xcnwgu"3"4"5"6"rgtegpv"82"
#"Crrnkgu"EqU"3."4."5."6"vg"vjtgujgnf"4"cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpvcig
#
#"Egphkiwtgu"vjtgujgnf"ss<"
swgwg/nkokv"equ"xcnwgu"8"9"rgtegpv": 2"
#"Crrnkgu"EqU"8"cpf"9"vg"vitgujgnf"5"cpf"egphkiwtgu"vijg"vjtgujgnf"rgtegpvecig
#
#"Qvjgt"vijtgujgnfu"wpegphkiwtgf="fghcwnv"vqg"322'"
#"EqU"7"ku"pgv"gzrnkekvn{"egphkiwtgf<"fghcwnvu"vg"vjtgujgnf": "cv"322’

2q8t Ingress Queue Sample Configuration

S

Note Supports CoS-based queueing with tail-drop thresholds.

encuu/ocr"v{rg"ncp/swgwkpi"ocvej/cp{"eaocraequa7"

#

ocvej"equ"7"

rane{/ocr"v{rg"ncp/swgwkpi"raocra4s:v"#"Hqt"4s:v

#

#"Egphkiwtgu"swgwg"%$4<
encuu'"eaocraequa7"
#"Tgegkxgu"SqU"xcnwgu" *EqU. "FUER . "rtgegfgpeg+"xcnwgu"hknvgtgf "d{ "eaocraequa70
#
decpfykfvi"rgtegpv"32"#"YTT"dcpfykfv]j"cnngecvkgpO
swgwg/dwhhgtu"tcvkq"42"#"Swgwg"dwhhgt"uk|go
#
swgwg/nkokv"equ"7"rgtegpv"322"
#"Crrnkgu"EqU"7"vqg"vjtgujgnf"3"cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpvcig
#
#"Egphkiwtgu"swgwg"%$3<
encuu"encuu/fghecwnv"#"Tgegkxgu"cnn'" tgockpkpi "EqU"xcnwgu0

#
decpfykfvi"rgtegpv";2"#"YTT"dcpfykfv]j"cnngecvkgpO
#
swgwg/dwhhgtu"tcvkg"42"#"Swgwg"dwhhgt "uk | g0
#

#"Egphkiwtgu"vjtgujgnf"$3<"

swgwg/nkokv"equ"xcnwgu"2"3"rgtegpv" 92"
#"Crrnkgu"EqU"2"3"vg"vjtgujgnf"3"cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpvcig
#

#"Egphkiwtgu"vjtgujgnf"s4<"

swgwg/nkokv"equ"xcnwgu"4"5"rgtegpv" : 2"
#"Crrnkgu"EqU"4"5"vqg"vjtgujgnf"4"cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpvcig
#

#"Egphkiwtgu"vjtgujgnf"$s5<"

swgwg/nkokv"equ"6"rgtegpv" ;2"
#"Crrnkgu"EqU"6"vg"vjtgujgnf"s"cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpvecig

#

#"EqU"8"cpf"9"fghcwnv"vg"vjtgujgnf"ecv"322’

Supervisor Engine 2T Software Configuration Guide, Release 15.4S5Y g



Chapter 66  Policy-Based Queueing |

M Configuration Examples for Policy-Based Queueing

8q4t, 8q8t Ingress Queue Sample Configuration (CoS-Based Queueing)

~

Note » Supports CoS-based, DSCP-based, and precedence-based queueing with tail-drop and WRED-drop
thresholds. This sample configures CoS-based queueing.

encuu/ocr"v{rg"ncp/swgwkpi"ocvej/cp{"eaocraequa7"
ocvej"equ"7"

#

ragnke{/ocr"v{rg"ncp/swgwkpi"raocra:sé6vaequa:s:v"#"Hqt":s6v"EqU/dcugf "swgwgkpi"cpf":s:v

#"Egphkiwtgu"swgwg"%:<"
encuu"eaocraequa7"#"Tgegkxgu"EqU"xcnwgu"xcnwgu"hknvgtgf "d{ "eaocraequa70

#

#

depfykfvirrgtegpv";2"#"YTT"dcpfykfvj"cnngecvkgp0
swgwg/dwhhgtu"tcvkg"42"#"Swgwg"dwhhgt "uk | g0

#

#"EqU"7"fghcwnvu"vg"vjtgujgnf"ercvn322"

#"Egphkiwtgu"swgwg"%3<"
encuu"encuu/fghcwnv
#"Tgegkxgu"cnn"tgockpkpi"EqU"xcnwguO"

#

depfykfvi"rgtegpv"32"#"YTT"dcpfykfvj"cnngecvkgp0

swgwg/dwhhgtu"tcvkg" : 2"#"Swgwg"dwhhgt "uk | g0

#

#"Egphkiwtgu"vjtgujgnf"s3<"

tepfgo/fgvgev'equ/dcugfciitgicvg"

#"Vijg")ciitgicvg) "m tf"cnngyu"wug"gh"vijg") xcnwgu) "m tf"
Jjg g g g1Yad qy’ SR Jg g g1Ya

#

tepfgo/fgvgev'equ"xcnwgu"2"3"rgtegpv"62"92"

#

#"Egphkiwtgu"vjtgujgnf"s4<"

tepfgo/fgvgev'equ/dcugfciitgicvg"

#"Vijg")ciitgicvg) "m tf"cnngyu"wug"gh"vijg") xcnwgu) "m tf"
Jjg g g g1Yad qy’ SR Jg g g1Ya

#

tepfgo/fgvgev'equ"xcnwgu"4"5"rgtegpv"62" : 2"

#

#"Egphkiwtgu"vjtgujgnf"ss<"

tepfgo/fgvgev'equ/dcugf"

#

tcpfqo/fgvgev'equ"xcnwg"6"rgtegpv" 72" ;2"

#

#"Egphkiwtgu"vjtgujgnf"se6<"

tecpfgo/fgvgev'equ/dcugf"ciitgicvg"

#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

#

tcpfqo/fgvgev'equ"xcnwgu"8"9"rgtegpv"72"322"

8q4t Ingress Queue Sample Configuration (DSCP-Based Queueing)

~

Note » Supports CoS-based, DSCP-based, and precedence-based queueing with tail-drop and WRED-drop
thresholds. This sample configures DSCP-based queueing.
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encuu/ocr"v{rg"ncp/swgwkpi"ocvej/cp{"eaocraequa7afuera62a68"
ocvej"equ"7"
#
ocvej"fuer"62"68"
#"NOTE: Enables DSCP-based queueing on the port in the direction
#
encuu/ocr"v{rg"ncp/swgwkpi"ocvej/cp{"eaocrafuera6: /85"
ocvej"fuer"6:"6;"72" 73" 74" 75" 76" 77"
ocvej"fuer"78"79"7:"7;"82"83"84"85"

#"NOTE: Enables DSCP-based queueing on the port in the direction
#
encuu/ocr"v{rg"ncp/swgwkpi"ocvej/cp{"eaocrafuera54a56/5:"
ocvej"fuer"54"56"57"58"59"5: "
#"NOTE: Enables DSCP-based queueing on the port in the direction
#ll
encuu/ocr"v{rg"ncp/swgwkpi"ocvej/cp{"eaocrafuera46as8as:a52"
ocvej"fuer"46"48"4:"52"
#"NOTE: Enables DSCP-based queueing on the port in the direction
#
encuu/ocr"v{rg"ncp/swgwkpi"ocvej/cp{"eaocrafuera3:a42a44"
ocvej"fuer"3:"42"44"
#"NOTE: Enables DSCP-based queueing on the port in the direction
#
encuu/ocr"v{rg"ncp/swgwkpi"ocvej/cp{"eaocrafuera32a34a36"
ocvej"fuer"32"34"36"

of

of

of

of

of

the

the

the

the

the

queueing

queueing

queueing

queueing

queueing

#"NOTE: Enables DSCP-based queueing on the port in the direction of the queueing

#

ranke{/ocr"v{rg"ncp/swgwkpi"raocra:sévafuer"#"Hgt" : s6v"FUER/dcugf "swgwgkpi

#"Egphkiwtgu"swgwg"$:<"
encuu"eaocraequa7afuera62a68"

#"Tgegkxgu"SqU"xcnwgu"*EqU."FUER."rtgegfgpeg+"xcnwgu"hknvgtgf"d{"eaocraequa70

#
depfykfvj"rgtegpv";2"#"YTT"dcpfykfvj"cnngecvkgp0
swgwg/dwhhgtu"tcvkg"42"#"Swgwg"dwhhgt "uk | g0
#
#"EqQU"7"cpf"FUER"62."68"fghcwnv"vg"vjtgujgnf"e"cv"322’"
#

#"Egphkiwtgu"swgwg"%$9<
encuu"eaocrafuera6:/85"

policy.

policy.

policy.

policy.

policy.

policy.

#"Tgegkxgu"SqU"xcnwgu"*EqU."FUER."rtgegfgpeg+"xcnwgu"hknvgtgf"d{"eaocrafuera6z/850

#
depfykfvj"tgockpkpi"rgtegpv"32"#"YTT"dcpfykfv]j"cnngecvkgpO
swgwg/dwhhgtu"tcvkg"32"#"Swgwg"dwhhgt "uk | g0
#
#"FUER"6:/85"fghcwnv"vg"vitgujgnf"6"cv"322/ "
#

#"Egphkiwtgu"swgwg"%8<

encuu"eaocrafuera54a56/5:"

#"Tgegkxgu"SqU"xcnwgu"*EqU."FUER."rtgegfgpeg+"xcnwgu"hknvgtgf"d{"eaocrafuera54a56/5:0

#
depfykfvj"tgockpkpi"rgtegpv"32"#"YTT"dcpfykfv]j"cnngecvkgpO
swgwg/dwhhgtu"tcvkqg"32"#"Swgwg"dwhhgt "uk | g0
#
#"FUER"54."56/5: "fghcwnv"vg"vitgujgnf"ecv"322’ "
#

#"Egphkiwtgu"swgwg"%7<

encuu"eaocrafuera46a48a4:a52"

! Receives QoS values (CoS, DSCP, precedence) values filtered by c _map dscp 24 26 28 30."

#
depfykfvj"tgockpkpi"rgtegpv"32"#"YTT"dcpfykfv]j"cnngecvkgpO
swgwg/dwhhgtu"tcvkg"32"#"Swgwg"dwhhgt "uk | g0
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#
#"FUER"46."48."4:."52"fghcwnv"vg"vjtgujgnf"e"cv"322’"
#

#"Egphkiwtgu"swgwg"%6<
encuu"eaocrafuera3:a42a44"
#"Tgegkxgu"SqU"xcnwgu" *EqU. "FUER. "rtgegfgpeg+"xcnwgu"hknvgtgf "d{ "eaocrafuera3:a42a440"

#
depfykfvj"tgockpkpi"rgtegpv"32"#"YTT"dcpfykfvj"cnngecvkgpO
swgwg/dwhhgtu"tcvkg"32"#"Swgwg"dwhhgt "uk | g0

#

#"Egphkiwtgu"vjtgujgnf"$3<"

tcpfgo/fgvgev"fuer/dcugt"
tepfgo/fgvgev"fuer"42"rgtegpv"92"322"
tcpfgo/fgvgev"fuer"44"rgtegpv"92"322"
tcpfgo/fgvgev"fuer"3: "rgtegpv"92"322"

#

#"Egphkiwtgu"swgwg"%$5<
encuu"eaocrafuera32a34a3e6"
#"Tgegkxgu"SqU"xcnwgu" *EqU. "FUER . "rtgegfgpeg+"xcnwgu"hknvgtgf "d{ "eaocrafuera32a34a360"

#
depfykfvi"tgockpkpi"rgtegpv"32"#"YTT"dcpfykfvj"cnngecvkgp0
swgwg/dwhhgtu"tcvkg"32"#"Swgwg"dwhhgt "uk | g0

#

#"Egphkiwtgu"vjtgujgnf"s3<"

tepfgo/fgvgev" fuer/dcugt"
tepfgo/fgvgev"fuer"36"rgtegpv"92"322"
tecpfgo/fgvgev"fuer"34"rgtegpv"92"322"
tepfgo/fgvgev"fuer"32"rgtegpv"92"322"

#

#"Egphkiwtgu"swgwg"$3<"
encuu"encuu/fghcwnv
#"Tgegkxgu"cnn"tgockpkpi"SqU"xcnwgu"*EqU. "FUER. "rtgegfgpeg+0"

#

depfykfvi"rgtegpv"32"#"YTT"dcpfykfvj"cnngecvkgpO
swgwg/dwhhgtu"tcevkg" : 2"#"Swgwg"dwhhgt "uk | g0
#

#"Egphkiwtgu"vjtgujgnf"$3<"
tepfgo/fgvgev'equ/dcugf"ciitgicvg"
tecpfgo/fgvgev'equ"xcnwgu"2"3"rgtegpv"62"92"
#

#"Egphkiwtgu"vjtgujgnf"s4<"
tecpfgo/fgvgev'equ/dcugf"ciitgicvg"
tepfgo/fgvgev'equ"xcnwgu"4"5"rgtegpv"62" i 2"
#

#"Egphkiwtgu"vjtgujgnf"ss<"
tepfgo/fgvgev'equ/dcugf"
tcpfqgo/fgvgev'equ"xcnwg"6"rgtegpv" 72" ;2"

#

#"Egphkiwtgu"vjtgujgnf"%6<
tepfgo/fgvgev'equ/dcugf"ciitgicvg"
tcpfgo/fgvgev'equ"xcnwgu"8"9"rgtegpv"72"322"
#"FUER"xcnwgu"fghcwnv"vg"vjku"vjtgujgnf

#"2/;."33."35."37/39."3;."43."45."47."49."4; ."53."55."5; ."63/67.

g9
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1p1q4t Ingress Queue Sample Configuration
~

Note  Supports CoS-based queueing with tail-drop thresholds.

encuu/ocr"v{rg"ncp/swgwkpi"ocvej/cp{"eaocraequa7"
ocvej"equ"7"
#
ragnke{/ocr"v{rg"ncp/swgwkpi"raocra3dr3s6v"#"Hqt"3r3s6Vv
#
#"Egphkiwtgu"vig"rtkgtkv{"swgwg<
encuu"eaocraequa7"#"Tgegkxgu"EqU"xcnwgu"hknvgtgf "d{ "eaocraequa70
rtkgtkv{"#"Crrnkgu"vjg"encuu"ocr"vg"vig"rtkgtkv{"swgwg
#
#"Egphkiwtgu"swgwg"%3<
encuu"encuu/fghcwnv"#"Tgegkxgu"cnn"tgockpkpi "EqU"xcnwgu0
#
#"Egphkiwtgu"vjtgujgnf"$3
swgwg/nkokv"equ"xcnwgu"2"3"rgtegpv" 92"
#"Crrnkgu"EqU"2"3"vg"vjtgujgnf"3"cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpvcig
#
#"Egphkiwtgu"vjtgujgnf"%s4
swgwg/nkokv"equ"xcnwgu"4"5"rgtegpv" : 2"
#"Crrnkgu"EqU"4"5"vqg"vjtgujgnf"4"cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpvcig
#
#"Egphkiwtgu"vjtgujgnf"%$s
swgwg/nkokv"equ"6"rgtegpv" ;2"
#"Crrnkgu"EqU"6"vg"vjtgujgnf"s"cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpvecig
#
#"EqU"8"cpf"9"fghcwnv"vg"vjtgujgnf"ecv"322’

1p1g8t Ingress Queue Sample Configuration
~

Note  Supports CoS-based queueing with tail-drop or WRED-drop thresholds.

encuu/ocr"v{rg"ncp/swgwkpi"ocvej/cp{"eaocraequa7"
ocvej"equ"7"
#
ragnke{/ocr"v{rg"ncp/swgwkpi"raocra3dr3ds:v"#"Hqt"3r3s:Vv
#
#"Egphkiwtgu"vjg"rtkgtkv{"swgwg<
encuu"eaocraequa7"#"Tgegkxgu"EqU"xcnwgu"hknvgtgf "d{ "eaocraequa70
rtkgtkv{"#"Crrnkgu"vjg"encuu"ocr"vg"vig"rtkgtkv{"swgwg
#
encuu"encuu/fghcwnv"#"Tgegkxgu"cnn"tgockpkpi "EqU"xcnwgu0
#
tecpfgo/fgvgev'equ/dcugt"
#"Gpcdngu"crrnkecvkgp"gh"EqU"xcnwgu"vqg"c"YTGF/ftgr"vjtgujgnfo"
#
#"Egphkiwtgu"vjtgujgnf"%3
tcpfgo/fgvgev'equ"2"rgtegpv"62"92"
#"Crrnkgu"EqU"vg"YTGF/ftqgr"vjtgujgnf "3 "cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpvcigu0"
#
#"Egphkiwtgu"vjtgujgnf"%4
tepfgo/fgvgev'equ"3"rgtegpv"62"92"
#"Crrnkgu"EqU"vg"YTGF/ftgr"vjtgujgnf "4 "cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpvciguo"
#
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#"Egphkiwtgu"vjtgujgnf"%5s

tcpfgo/fgvgev'equ"4"rgtegpv" 72" 2"
#"Crrnkgu"EqU"vg"YTGF/ftgr"vjtgujgnf"5"cpf"egphkiwtgu"vijg"vjtgujgnf"rgtegpvciguo"
#

#"Egphkiwtgu"vjtgujgnf"%e

tcpfgo/fgvgev'equ"5"rgtegpv" 72" 2"
#"Crrnkgu"EqU"vg"YTGF/ftgr"vjtgujanf"é6"cpf"egphkiwtgu"vjg"vjtgujgnf "rgtegpvciguo"
#

#"Egphkiwtgu"vjtgujgnf"s7

tepfgo/fgvgev'equ"6"rgtegpv"82" ;2"
#"Crrnkgu"EqU"vq"YTGF/ftgr"vjtgujgnf"7"cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpvcigu0"
#

#"Egphkiwtgu"vjtgujgnf"%8

tepfgo/fgvgev'equ"8"rgtegpv"82" ;2"
#"Crrnkgu"EqU"vg"YTGF/ftgr"vjtgujgnf"8"cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpvciguo"
#

#"Egphkiwtgu"vjtgujgnf"$9

tcpfgo/fgvgev'equ"9"rgtegpv"92"322™"
#"Crrnkgu"EqU"vg"YTGF/ftgr"vjtgujanf"9"cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpveciguo"

1p3q8t Egress Queue Sample Configuration
S

Note Supports CoS-based queueing with tail-drop and WRED-drop thresholds.

encuu/ocr"v{rg"ncp/swgwkpi"ocvej/cp{"eaocraequadasa6"
ocvej"equ"4"5"6

#

encuu/ocr"v{rg"ncp/swgwkpi"ocvej/cp{"eaocraequa7™"
ocvej"equ"7"

#

encuu/ocr"v{rg"ncp/swgwkpi"ocvej/cp{"eaocraequagad"
ocvej"equ"8"9

#

ragnke{/ocr"v{rg"ncp/swgwkpi"raocra3dr5ss:v"

#
#"Egphkiwtgu"vjg"rtkgtkv{"swgwg<
encuu"eaocraequa7"#"Tgegkxgu"EqU"xcnwgu"hknvgtgf "d{ "eaocraequa70

rtkqtkv{"#"Crrnkgu"vjg"encuu"ocr"vq"vjg"rtkqtkv{"swgwg

#
#"Egphkiwtgu"swgwg"$5"hgt"3r5s:v<"
encuu'"eaocraequa8ad"
#"Tgegkxgu"EqQU"xcnwgu"xcnwgu"hknvgtgf"d{ "eaocraequag8a90

#
dcpfykfvj"tgockpkpi"rgtegpv"62"#"YTT"dcpfykfvj"cnngecvkgp0
swgwg/dwhhgtu"tcvkq"37"#"Swgwg"dwhhgt"uk|gO
#
#"Egphkiwtgu"vjtgujgnf"$3<"
tepfgo/fgvgev'equ/dcugfciitgicvg"
#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"
#
tepfgo/fgvgev'equ"xcnwgu"8"9"rgtegpv"92"322

#

#"Egphkiwtgu"swgwg"%$4"hgt"3r5s:v<"
encuu'"eaocraequa4aba6"
#"Tgegkxgu"EqU"xcnwgu"xcnwgu"hknvgtgf"d{ "eaocraequa4a5a60
#
depfykfvi"tgockpkpi"rgtegpv"52"#"YTT"dcpfykfvj"cnngecvkgp0
swgwg/dwhhgtu"tcvkg"42"#"Swgwg"dwhhgt "uk | g0
#
#"Egphkiwtgu"vjtgujgnf"$3<"
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tepfgo/fgvgev'equ/dcugf"
#
tcpfgo/fgvgev'equ"4"rgtegpv"62"92
#"Crrnkgu"EqU"vg"YTGF/ftqgr"vjtgujanf "3 "cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpveciguo"
#
#"Egphkiwtgu"vjtgujgnf"s4<"
tepfgo/fgvgev'equ/dcugfciitgicvg"
#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"
#
tepfgo/fgvgev'equ"xcnwgu"5"6"rgtegpv"92"322"
#"Crrnkgu"EqU"vq"YTGF/ftqgr"vjtgujgnf "4 "cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpvcigu0"
#
#"Egphkiwtgu"swgwg"$3<"
encuu"encuu/fghcwnv
#"Tgegkxgu"cnn"tgockpkpi"EqU"xcnwguO"
#
depfykfvj"tgockpkpi"rgtegpv"47"#"YTT"dcpfykfv]"cnngecvkgpO
swgwg/dwhhgtu"tcvkg"42"#"Swgwg"dwhhgt "uk | g0
#
#"Egphkiwtgu"vjtgujgnf"$3<"
tcpfgo/fgvgev'equ/dcugf"
#
tcpfgo/fgvgev'equ"2"rgtegpv"62"92"
#"Crrnkgu"EqQU"vg"YTGF/ftgr"vjtgujgnf"3"cpf"egphkiwtgu"vijg"vjtgujgnf"rgtegpvciguo"
#
#"Egphkiwtgu"vjtgujgnf"s4<"
tcpfgo/fgvgev'equ/dcugt"
#
tepfgo/fgvgev'equ"3"rgtegpv"92"322
#"Crrnkgu"EqU"vg"YTGF/ftgr"vjtgujgnf"4"cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpvciguo"

1p7q8t Egress Queue Sample Configuration

~

Note

Supports CoS-based queueing with tail-drop and WRED-drop thresholds.

encuu/ocr"v{rg"ncp/swgwkpi"ocvej/cp{"eaocraequadas5a6"
ocvej"equ"4"5"6
#
encuu/ocr"v{rg"ncp/swgwkpi"ocvej/cp{"eaocraequa7"
ocvej"equ"7"
#
encuu/ocr"v{rg"ncp/swgwkpi"ocvej/cp{"eaocraequag8ad"
ocvej"equ"8"9
#
rane{/ocr"v{rg"ncp/swgwkpi"raocra3r9s:v"
#
#"Egphkiwtgu"vig"rtkgtkv{"swgwg<
encuu"eaocraequa7"#"Tgegkxgu"EqU"xcnwgu"hknvgtgf "d{ "eaocraequa70
rtkgtkv{"#"Crrnkgu"vjg"encuu"ocr"vg"vig"rtkgtkv{"swgwg
#
#"Egphkiwtgu"swgwg"$9<"
encuu'"eaocraequa8ad"
#"Tgegkxgu"EqU"xcnwgu"xcnwgu"hknvgtgf"d{"eaocraequa8a90
#
depfykfvj"tgockpkpi"rgtegpv"62"#"YTT"dcpfykfvj"cnngecvkgpO
swgwg/dwhhgtu"tcvkg"37"#"Swgwg"dwhhgt "uk | g0
#
#"Egphkiwtgu"vjtgujgnf"s3<"
tcpfgo/fgvgev"equ/dcugf"ciitgicvg"
#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

Supervisor Engine 2T Software Configuration Guide, Release 15.4S5Y g



Chapter 66  Policy-Based Queueing |

M Configuration Examples for Policy-Based Queueing

#

#
tepfgo/fgvgev'equ"xcnwgu"8"9"rgtegpv"92"322

#"Egphkiwtgu"swgwg"%$8"hgt"3r9s:v<"
encuu'"eaocraequa4a5a6"
#"Tgegkxgu"EqU"xcnwgu"xcnwgu"hknvgtgf "d{ "eaocraequa4a5a60

#

#

depfykfvj"tgockpkpi"rgtegpv"s52"#"YTT"dcpfykfv]"cnngecvkgpO
swgwg/dwhhgtu"tcvkg"42"#"Swgwg"dwhhgt "uk | g0
#
#"Egphkiwtgu"vjtgujgnf"$3<"
tcpfgo/fgvgev'equ/dcugf"
#
tepfgo/fgvgev'equ"4"rgtegpv"62"92
#"Crrnkgu"EqU"vg"YTGF/ftgr"vjtgujgnf"3"cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpvciguo"
#
#"Egphkiwtgu"vjtgujgnf"s4<"
tecpfgo/fgvgev'equ/dcugf"ciitgicvg"
#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"
#
tcpfgo/fgvgev"equ"xcnwgu"5"6"rgtegpv"92"322"
pLq q 14
#"Crrnkgu"EqU"vg"YTGF/ftqgr"vjtgujanf "4 "cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpveciguo"

#"Egphkiwtgu"swgwg"$3<"
encuu"encuu/fghcwnv
#"Tgegkxgu"cnn"tgockpkpi"EqU"xcnwgu0"

#

depfykfvj"tgockpkpi"rgtegpv"47"#"YTT"dcpfykfvj"cnngecvkgp0
swgwg/dwhhgtu"tcvkg" 72" #"Swgwg"dwhhgt "uk | g0

#

#"Egphkiwtgu"vjtgujgnf"%3<"

tcpfgo/fgvgev'equ/dcugt”

#

tepfgo/fgvgev'equ"2"rgtegpv"62"92"
#"Crrnkgu"EqU"vq"YTGF/ftgr"vjtgujgnf "3 "cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpvcigu0"
#

#"Egphkiwtgu"vjtgujgnf"%4<"

tcpfgo/fgvgev'"equ/dcugt”

#

tepfgo/fgvgev'equ"3"rgtegpv"92"322
#"Crrnkgu"EqU"vq"YTGF/ftgr"vjtgujgnf "4 "cpf"egphkiwtgu"vjg"vjtgujgnf"rgtegpvcigu0"

1p7q4t Ingress or Egress Queue Sample Configuration (CoS-Based Queueing)

~

Note

Supports CoS-based, DSCP-based, and precedence-based queueing with tail-drop and WRED-drop
thresholds. Supports SRR (except WS-X6904-40G-2T) or DWRR dequeueing. This sample configures
CoS-based queueing.

encuu/ocr"v{rg"ncp/swgwkpi"ocvej/cp{"eaocraequa7"

ocvej"equ"7"

rane{/ocr"v{rg"ncp/swgwkpi"raocra3r956vaequ

#"Egphkiwtgu"vjg"rtkgtkv{"swgwg<
encuu"eaocraequa7"#"Tgegkxgu"EqU"xcnwgu"hknvgtgf"d{"eaocraequa70

#

rtkgtkv{"#"Crrnkgu"vjg"encuu"ocr"vg"vig"rtkgtkv{"swgwg

#"Egphkiwtgu"swgwg"%$3<"
encuu"encuu/fghcwnv
#"Tgegkxgu"cnn"tgockpkpi"EqU"xcnwgu0"
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1p7q4t Ingress or Egress Queue Sample Configuration (DSCP-Based Queueing)

S

Note

Configuration Examples for Policy-Based Queueing [l

depfykfvj"tgockpkpi"rgtegpv": 7"#"YTT"dcpfykfvj"cnngecvkgpO

~

Note On WS-X6904-40G-2T ports, the bandwidth command must be configured if you
configure any nondefault values for any other queueing commands on the port.

(CSCtz05347)

swgwg/dwhhgtu"tcvkg"32"#"Swgwg"dwhhgt "uk | g0
#

#"Egphkiwtgu"vjtgujgnf"s3<"
tcpfgo/fgvgev"equ/dcugf"ciitgicvg"

#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

#
tepfgo/fgvgev"equ"xcnwgu"2"3"rgtegpv"62"92"
#

#"Egphkiwtgu"vjtgujgnf"s4<"
tcpfgo/fgvgev"equ/dcugf"ciitgicvg"

#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

#
tepfgo/fgvgev'equ"xcnwgu"4"5"rgtegpv" 62" : 2"
#

#"Egphkiwtgu"vjtgujgnf"ss5<"
tcpfgo/fgvgev"equ/dcugt"

#

tcpfgo/fgvgev'equ"xcnwg"6"rgtegpv" 72" ;2"

#

#"Egphkiwtgu"vjtgujgnf"$6<"
tepfgo/fgvgev'equ/dcugf"ciitgicvg"

#"Vig") ciitgicvg) "mg{ygtf"cnngyu"wug"gh"vig")xcnwgu) "mg{yqtf"

#
tcpfgo/fgvgev'equ"xcnwgu"8"9"rgtegpv"72"322"

Supports CoS-based, DSCP-based, and precedence-based queueing with tail-drop and WRED-drop
thresholds. Supports SRR (except WS-X6904-40G-2T) or DWRR dequeueing. This sample configures

DSCP-based queueing.

encuu/ocr"v{rg"ncp/swgwkpi"ocvej/cp{"eaocraequa7afuera62a68"
ocvej"equ"7"
#
ocvej"fuer"62"68"
#"NOTE: Enables DSCP-based queueing on the port in the direction
#
encuu/ocr"v{rg"ncp/swgwkpi"ocvej/cp{"eaocrafuera6: /85"
ocvej"fuer"6:"6;"72"73" 74" 75" 76" 77"
ocvej"fuer"78"79"7:"7;"82"83"84"85"
#"NOTE: Enables DSCP-based queueing on the port in the direction
#
encuu/ocr"v{rg"ncp/swgwkpi"ocvej/cp{"eaocrafuera54a56/5:"
ocvej"fuer"54"56"57"58"59"5. "
#"NOTE: Enables DSCP-based queueing on the port in the direction
#ll
encuu/ocr"v{rg"ncp/swgwkpi"ocvej/cp{”eaocrafuera46a48a4:a52”
ocvej"fuer"46"48"4:"52"
#"NOTE: Enables DSCP-based queueing on the port in the direction
#
encuu/ocr"v{rg"ncp/swgwkpi"ocvej/cp{"eaocrafuera3:a42a44"

of the

of the

of the

of the

queueing policy.

queueing policy.

queueing policy.

queueing policy.
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ocvej"fuer"3:"42"44"
#"NOTE: Enables DSCP-based queueing on the port in the direction of the queueing policy.
#
encuu/ocr"v{rg"ncp/swgwkpi"ocvej/cp{"eaocrafuera32a34a36"
ocvej"fuer"32"34"36"
#"NOTE: Enables DSCP-based queueing on the port in the direction of the queueing policy.
#
ranke{/ocr"v{rg"ncp/swgwkpi"raocra3dr9sevafuer"

#"Egphkiwtgu"vig"rtkqgtkv{"swgwg<
encuu"eaocraequa7afuera62a68"#"Tgegkxgu"EqU"xcnwgu"hknvgtgf "d{ "eaocraequa7afuera62a680
rtkgtkv{"#"Crrnkgu"vjg"encuu"ocr"vq"vig"rtkgtkv{"swgwg
#
#"Egphkiwtgu"swgwg"%$9<
encuu"eaocrafuera6: /85"
#"Tgegkxgu"SqU"xcnwgu"*EqU. "FUER . "rtgegfgpeg+"xcnwgu"hknvgtgf "d{ "eaocrafuera6: /850
#
depfykfvi"tgockpkpi"rgtegpv"32"#"YTT"dcpfykfvj"cnngecvkgp0

N
Note  On WS-X6904-40G-2T ports, the bandwidth command must be configured if you
configure any nondefault values for any other queueing commands on the port.

(CSCtz05347)
swgwg/dwhhgtu"tcvkq"BZ"#"Swgwg"dwhhgt"uk|go
#
#"FUER"6:/85"fghcwnv"vg"vjtgujgnf"e"cv"322'"
#

#"Egphkiwtgu"swgwg"%$8<
encuu"eaocrafuera54a56/5:"
#"Tgegkxgu"SqU"xcnwgu" *EqU. "FUER. "rtgegfgpeg+"xcnwgu"hknvgtgf "d{ "eaocrafuera54a56/5: 0
#
depfykfvj"tgockpkpi"rgtegpv"32"#"YTT"dcpfykfvj"cnngecvkgpO
swgwg/dwhhgtu"tcvkq"BZ"#"Swgwg"dwhhgt"uk|go
#
#"FUER"54."56/5: "fghcwnv"vg"vjtgujgnf"e"cv"322'"
#
#"Egphkiwtgu"swgwg"$7<
encuu"eaocrafuera46a48a4:a52"
#"Tgegkxgu"SqU"xcnwgu"*EqU. "FUER. "rtgegfgpeg+"xcnwgu"
#"hknvgtgf"d{"eaocrafuera46a48a4:a520"
#
depfykfvi"tgockpkpi"rgtegpv"32"#"YTT"dcpfykfvj"cnngecvkgp0
swgwg/dwhhgtu"tcvkg"32"#"Swgwg"dwhhgt "uk | g0
#
#"Egphkiwtgu"vjtgujgnf"$3
swgwg/nkokv"fuer"xcnwgu"46"52"rgtegpv"322"
#
#"Egphkiwtgu"vjtgujgnf"%s4
swgwg/nkokv"fuer"4: "rgtegpv"322"
#
#"Egphkiwtgu"vjtgujgnf"$5s
swgwg/nkokv"fuer"48"rgtegpv"322"
#
#"Egphkiwtgu"swgwg"%6<
encuu"eaocrafuera3:a42a44"
#"Tgegkxgu"SqU"xcnwgu" *EqU. "FUER. "rtgegfgpeg+"xcnwgu"hknvgtgf "d{ "eaocrafuera3:a42a440"
#
depfykfvj"tgockpkpi"rgtegpv"32"#"YTT"dcpfykfvj"cnngecvkgpO
swgwg/dwhhgtu"tcvkg"32"#"Swgwg"dwhhgt "uk | g0
#
#"Egphkiwtgu"vjtgujgnf"s3<"
tcpfgo/fgvgev"fuer/dcugt"
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tepfgo/fgvgev"fuer"42"rgtegpv"92"322"
#

#"Egphkiwtgu"vjtgujgnf"s4<"
tepfgo/fgvgev"fuer/dcugt"
tcpfqgo/fgvgev"fuer"44"rgtegpv"92"322"
#

#"Egphkiwtgu"vjtgujgnf"$5<"
tcpfgo/fgvgev"fuer/dcugt"
tcpfgo/fgvgev"fuer"3: "rgtegpv"92"322"
#

#"Egphkiwtgu"swgwg"%$5<
encuu"eaocrafuera32a34a3e"

Receives QoS values (CoS, DSCP, precedence) values filtered by ! c_map dscp 10 12 14."

#
depfykfvi"tgockpkpi"rgtegpv"32"#"YTT"dcpfykfvj"cnngecvkgp0
swgwg/dwhhgtu"tcvkg"32"#"Swgwg"dwhhgt "uk | g0

#

#"Egphkiwtgu"vjtgujgnf"$3<"

tepfgo/fgvgev" fuer/dcugt"
tepfgo/fgvgev"fuer"36"rgtegpv"92"322"
tcpfgo/fgvgev"fuer"34"rgtegpv"92"322"
tepfgo/fgvgev"fuer"32"rgtegpv"92"322"

#

#"Egphkiwtgu"swgwg"$3<"
encuu"encuu/fghcwnv
#"Tgegkxgu"cnn"tgockpkpi"SqU"xcnwgu"*EqU. "FUER. "rtgegfgpeg+0"

#

depfykfvj"tgockpkpi"rgtegpv"47"#"YTT"dcpfykfvj"cnngecvkgp0
swgwg/dwhhgtu"tcvkg"32"#"Swgwg"dwhhgt "uk | g0

#

#"Egphkiwtgu"vjtgujgnf"$3<"
tepfgo/fgvgev'equ/dcugf"ciitgicvg"
tecpfgo/fgvgev'equ"xcnwgu"2"3"rgtegpv"62"92"

#

#"Egphkiwtgu"vjtgujgnf"s4<"
tcpfgo/fgvgev'equ/dcugf"ciitgicvg"
tepfgo/fgvgev'equ"xcnwgu"4"5"rgtegpv"62" : 2"

#

#"Egphkiwtgu"vjtgujgnf"ss<"
tepfgo/fgvgev'equ/dcugf"
tepfqgo/fgvgev'"equ"xenwg" 6" rgtegpv" 72" ;2"

#

#"Egphkiwtgu"vjtgujgnf"%6<
#"Tgockpkpi"FUER"xcnwgu" fghcwnv"vg"viku"vjtgujgnt

#"2/;."33."35."37/39."3;."43."45."47."49."4; . "53."55."5; ."63/67."69

#
tepfgo/fgvgev'equ/dcugfciitgicvg"
tcpfgo/fgvgev'equ"xcnwgu"8"9"rgtegpv"72"322"

For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum
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M Queuing on FEX

Queuing on FEX

QoS on FEX host ports is enabled by default with default queuing configuration. Queuing on FEX
provides the facility to configure your own queuing model on FEX ports. Queuing is supported in the
egress direction only. The queueing features are configurable through the lan-queueing policies and do
not support any legacy queuing commands. Priority queue configuration is optional. Queueing on FEX
is supported in DSCP mode is only. When applied to an interface the configuration will be propagated
to all the interfaces of a member FEX, in case of a stack.

DoD certification mandates the queuing configuration for supported features. These features are as
follows:

e Priority queuing
¢ Queue bandwidth
« DSCP to queue map

¢ Queue buffer

Priority Queuing

This example shows how to configure priority queuing:

Tqwvgt%"ujqy"ranke{/ocr"v{rg"ncp/swgwkpi "nvguv
""Rgnke{"Ocr"v{rg"ncp/swgwkpi"nvguv

nmmownmn EnCuu n nvguv

nwnnn "dcpfykfvj "tgockpkpi NI Mk sy

nmwnn EnCuu n nvguv3

nmowmwnnon rtkqtkv{

nnnnEncuu"encuu/fghcwnv

Queue Bandwidth

This example shows how to configure queue bandwidth percentage:

Tgqwvgt%$"ujqy"ranke{/ocr"v{rg"ncp/swgwkpi"nvguv
""Rgnke{"Ocr"v{rg"ncp/swgwkpi"nvguv
"mrrEncuu"nvguv
mnnnnndepfykfvi"tgockpkpi"32t* +
nwnnnncxgtecig"Tevg"Vtchhke"Ujcrkpi
nrmnnnekgn52/

"rrrEncuu"nvguv3

mennnnptkgtkv{

nnnnEncuu"encuu/fghcwnv
,Fge"37"2:<5;<640757<"242<"22"22"22"86"22"26"23"86"22"22"22"86"22"27"23"86"
000£000£000£f000£
,Fge"37"2:<5;<640757<"252<"22"22"22"86"

DSCP to Queue Map

The ability to map a DSCP to a particular queue is provided.

Queue Buffer

This example shows how to configure buffer per queue:
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Queuing on FEX H

Tqwvgt$"ujqy"ragnke{/ocr"v{rg"ncp/swgwkpi"nvguv
"nRgnke {"Ocr"v{rg"ncp/swgwkpi"nvguv
"mrrEncuu"nvguv
mnnnnngepfykfvj"tgockpkpi32"* +
mnnnnnswgwg/dwhhgtu"tevkg"52

"mrrEncuu"nvguvi

mrmnnnptkgtkv

mnnnnnswgwg/dwhhgtu"tevkg" 62

mmrrEncuuencuu/ fghcwnyv
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CHAPTER 6;

QoS Global and Interface Options

» How to Configure the Ingress LAN Port CoS Value, page 67-2

» How to Configure Egress DSCP Mutation, page 67-3

* How to Configure Ingress CoS Mutation on IEEE 802.1Q Tunnel Ports, page 67-4

* How to Configure DSCP Value Maps, page 67-7

* How to Configure Trusted Boundary with Cisco Device Verification, page 67-10

* Legacy Configuration Procedures for Queueing-Only Mode, page 67-11

» Legacy Configuration Procedures for VLAN-Based PFC QoS on Layer 2 LAN Ports, page 67-12
» Legacy Configuration Procedures for Port Trust State, page 67-13

» Legacy Configuration Procedures for DSCP-Based Queue Mapping, page 67-14

« For complete syntax and usage information for the commands used in this chapter, see these
publications:

http://www.cisco.com/en/US/products/ps11846/prod _command reference list.html

» Cisco IOS Release 15.4SY supports only Ethernet interfaces. Cisco 10S Release 15.4SY does not
support any WAN features or commands.

For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products support series _home.html

Participate in the Technical Documentation Ideas forum
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How to Configure the Ingress LAN Port CoS Value
~

Note A service policy applied to a port overrides any commands configured on the port.

Whether or not PFC QoS uses the CoS value applied with the platform qos cos command depends on
the trust state of the port and the trust state of the traffic received through the port. The platform qos
cos command does not configure the trust state of the port or the trust state of the traffic received through
the port.

To use the CoS value applied with the platform qos cos command as the basis of internal DSCP:

* On a port that receives only untagged ingress traffic, configure the ingress port as trusted or
configure a trust CoS policy map that matches the ingress traffic.

* On a port that receives tagged ingress traffic, configure a trust CoS policy map that matches the
ingress traffic.

e The original ingress CoS value remains known.
— By default, for IPv4 and IPv6 traffic, the ingress CoS value is overwritten by the DSCP value.

— By default, for other traffic that is not tagged, the ingress CoS value is used, rather than the
configured port CoS value.

— Use the platform qos cos override interface command to use the value configured with the
platform qos cos interface command instead of the original ingress CoS value.

You can configure the CoS value that PFC QoS assigns to untagged frames from ingress LAN ports
configured as trusted and to all frames from ingress LAN ports configured as untrusted.

To configure the CoS value for an ingress LAN port, perform this task:

Command Purpose
Step 1 Tqwvgt*egphki+%"kpvgthceg"}}type slot/porti"~" Selects the interface to configure.
}rgtv/ejcppgn"pwodgti i "
Step 2 Tqwvgt*egphki/kh+%"rncvhgto"squ'equ" rgtvaequ" Configures the ingress LAN port CoS value.
Step3 Tqwvgt*egphki/kh+%"gpf" Exits configuration mode.

This example shows how to configure the CoS value 5 on Fast Ethernet port 5/24 and verify the
configuration:

Tgwvgt%"egphkiwtg"vgtokpecn"

Gpvgt "egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tgwvgt*egphki+%"kpvgthceg"hcuvgvjgtpgv"7146"

Tgwvgt *egphki/kh+%"rncvhgto"squ"equ"7"

Tgwvgt *egphki/kh+%"gpf"
Tagwvgt$"ujqy"swgwgkpi"kpvgthceg"hcuvgvjgtpgv"7146" ~"kpenwfg"Fghcwnv"EQU"
""Fghcwnv"EQU"ku"7

Taqwvgts"
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How to Configure Egress DSCP Mutation

¢ Configuring Named DSCP Mutation Maps, page 67-3
» Attaching an Egress DSCP Mutation Map to an Interface, page 67-4

Configuring Named DSCP Mutation Maps

To configure a named DSCP mutation map, perform this task:

Command Purpose

Step1 Tqwvgt*egphki+%"rncvhgto"squ'ocr"fuer/owvevkgp" Configures a named DSCP mutation map.
map_name dscpl"]dscp2"]dscp3"]dscp4"]dscp5"]dscpé6"
ldscp7"]dscp8 "vq"owvcvgfafuer"

Step2 Tqwvgt*egphki+%"gpf" Exits configuration mode.

¢ You can enter up to 8 DSCP values that map to a mutated DSCP value.
*  You can enter multiple commands to map additional DSCP values to a mutated DSCP value.
* You can enter a separate command for each mutated DSCP value.

This example shows how to map DSCP 30 to mutated DSCP value 8:

Tgwvgt$"egphkiwtg"vgtokpen"

Gpvgt "egphkiwtcvkgp"eqgoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tgwvgt *egphki+%"rnevhqto"squ"ocr"fuer/owvevkgp"owvocr3"52"vqg" : "
Tqwvgt*egphki+%"gpf"

Tgwvgts"

This example shows how to verify the configuration:

Tqwvgt%"ujqy"rncvhgto"squ"ocru" fuer/owvevkgp"
FUER"OWVCqupnocrnowvocr3<nnnnnnnnnnnnnnnnnn*fuer?nf3f4Jr
nmmwnn l|f3l|<l| l|f4l|2l| l|3l| l|4l| l|5l| l|6l| l|’7l| l|8l| l|9l| n B nn ; n

R N Y,

l|l|l|l|l|l|2l|<l|l|l|l|22l|23l|24l|25l|26l|27l|28l|29"2:l|2’.l|
l|l|l|l|l|l|3l|<l|l|l|l|32l|33l|34l|35l|36l|3’7l|38"39"3:l|3;l|
""""""4"<""""42"43"44"45"46"47"48"49"4:"4;"
l|l|l|l|l|l|5l|<l|l|l|l|2:l|53l|54l|55l|56l|57l|58l|59"5:l|5’.l|
l|l|l|l|l|l|6l|<l|l|l|l|62l|63l|64l|65l|66l|6’7l|68"69"6:l|6;l|
""""""'7"<""""'72"'73"'74"75"76"77"78"79"7:"'7;"
l|l|l|l|l|l|8l|<l|l|l|l|82l|83l|84l|85l|
>000Qwvrwv"Vtwpecvgf000@

Tgwvgt$

Note  Inthe DSCP mutation map displays, the marked-down DSCP values are shown in the body of the matrix;
the first digit of the original DSCP value is in the column labeled d1 and the second digit is in the top
row. In the example shown, DSCP 30 maps to DSCP 08.
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Attaching an Egress DSCP Mutation Map to an Interface

To attach an egress DSCP mutation map to an interface, perform this task:

Command Purpose

Step1 Tgwvgt*egphki+%"kpvgthceg"}}xncp"vian ID{"~" Selects the interface to configure.
}type slot/port]Ouwdkpvgthceg i"~"
}rgtv/ejecppgn pwodgt] Ouwdkpvgthceg i i

Step 2 Tqwvgt*egphki/kh+%"rncvhqgto"squ"fuer/owvevkgp" Attaches an egress DSCP mutation map to the interface.
owvcvkgpaocrapcog"
Step3 Tqwvgt*egphki/kh+%"gpf" Exits configuration mode.

This example shows how to attach the egress DSCP mutation map named mutmap! to Fast Ethernet
port 5/36:

Tgwvgt$"egphkiwtg"vgtokpen"

Gpvgt "egphkiwtcvkgp"eqgoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tgwvgt *egphki+%"kpvgthceg"ikicdkvgvijgtpgv"7158"
Tgwvgt*egphki/kh+%"rncvhqgto"squ" fuer/owvevkgp"owvocr3"
Tqwvgt*egphki/kh+%"gpf"

How to Configure Ingress CoS Mutation on IEEE 802.1Q
Tunnel Ports

» Ingress CoS Mutation Configuration Guidelines and Restrictions, page 67-4
» Configuring Ingress CoS Mutation Maps, page 67-6
* Applying Ingress CoS Mutation Maps to IEEE 802.1Q Tunnel Ports, page 67-6

Note « IEEE 802.1Q tunnel ports configured to trust received CoS support ingress CoS mutation (see the
“Applying Ingress CoS Mutation Maps to IEEE 802.1Q Tunnel Ports” section on page 67-6 for the list
of supported modules).

When you configure ingress CoS mutation on an IEEE 802.1Q tunnel port that you have configured to
trust received CoS, PFC QoS uses the mutated CoS value instead of the received CoS value in the ingress
drop thresholds and for any trust CoS marking and policing.

Ingress CoS Mutation Configuration Guidelines and Restrictions

» Ports that are not configured as IEEE 802.1Q tunnel ports do not support ingress CoS mutation.
« Ports that are not configured to trust received CoS do not support ingress CoS mutation.

» Ingress CoS mutation does not change the CoS value carried by the customer frames. When the
customer traffic exits the 802.1Q tunnel, the original CoS is intact.

e These switching modules support ingress CoS mutation:
- WS-X6704-10GE

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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— WS-X6848-SFP-2T, WS-X6748-SFP
— WS-X6824-SFP-2T, WS-X6724-SFP
— WS-X6848-TX-2T, WS-X6748-GE-TX
« Ingress CoS mutation configuration applies to all ports in a port group. The port groups are:

- WS-X6704-10GE:
4 ports, 4 port groups, | port in each group

— WS-X6848-SFP-2T, WS-X6748-SFP:
48 ports, 4 port groups: ports 1-12, 13-24, 25-36, and 37-48

— WS-X6824-SFP-2T, WS-X6724-SFP:
24 ports, 2 port groups: ports 1-12 and 13-24

— WS-X6848-TX-2T, WS-X6748-GE-TX:
48 ports, 4 port groups: ports 1-12, 13-24, 25-36, and 37-48

» To avoid ingress CoS mutation configuration failures, only create EtherChannels where all member
ports support ingress CoS mutation or where no member ports support ingress CoS mutation. Do not
create EtherChannels with mixed support for ingress CoS mutation.

e If you configure ingress CoS mutation on a port that is a member of an EtherChannel, the ingress
CoS mutation is applied to the port-channel interface.

* You can configure ingress CoS mutation on port-channel interfaces.
« With ingress CoS mutation configured on a port-channel interface, the following occurs:

— The ingress CoS mutation configuration is applied to the port groups of all member ports of the
EtherChannel. If any member port cannot support ingress CoS mutation, the configuration fails.

— If a port in the port group is a member of a second EtherChannel, the ingress CoS mutation
configuration is applied to the second port-channel interface and to the port groups of all
member ports of the second EtherChannel. If any member port of the second EtherChannel
cannot support ingress CoS mutation, the configuration fails on the first EtherChannel. If the
configuration originated on a nonmember port in a port group that has a member port of the first
EtherChannel, the configuration fails on the nonmember port.

— The ingress CoS mutation configuration propagates without limit through port groups, member
ports, and port-channel interfaces, regardless of whether or not the ports are configured to trust
CoS or are configured as IEEE 802.1Q tunnel ports.

¢ An EtherChannel where you want to configure ingress CoS mutation must not have member ports
that are in port groups containing member ports of other EtherChannels that have member ports that
do not support ingress CoS mutation. (This restriction extends without limit through all
port-group-linked member ports and port-channel-interface-linked ports.)

e A port where you want to configure ingress CoS mutation must not be in a port group that has a
member port of an EtherChannel that has members that do not support ingress CoS mutation. (This
restriction extends without limit through all port-group-linked member ports and
port-channel-interface-linked ports.)

* There can be only be one ingress CoS mutation configuration applied to all port-group-linked
member ports and port-channel-interface-linked ports.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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Configuring Ingress CoS Mutation Maps

To configure an ingress CoS mutation map, perform this task:

Command Purpose

Step 1 Tgwvgt*egphki+%"rncvhgto"squ"ocr"equ/owvevkgp" Configures an ingress CoS mutation map. You must enter

mutation map name mutated cosl mutated cos2 8 mutated CoS values to which PFC QoS maps ingress
mutated cos3 mutated cos4 mutated cos5
- - - CoS values 0 through 7.

mutated cosé6 mutated cos7 mutated cos8"

Step2 Tqwvgt*egphki+%"gpf" Exits configuration mode.

This example shows how to configure a CoS mutation map named testmap:

Tgwvgt$"egphkiwtg"vgtokpen"
Gpvgt"egphkiwtcvkgp"eqgoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0

Tgwvgt *egphki+%"rncvhgto"squ"ocr"equ/owvevkgp"vguvocr"6"7"8"9"2"3"4"5"
Tgwvgt*egphki+%"gpf"

Tgqwvgts"

This example shows how to verify the map configuration:

Tgwvgt*egphki+%"ujqy"rncvhgto"squ"ocru"equ/owvevkgp"
EQU"owvcvkgp"ocr"vguvocr"
equ/kpﬂl|<l|l|l|2l|l|3l|l|4l|l|5l|l|6l|l|7l|l|8l|l|9

L11171077077777077777777777777777777
equ/qu"<"ll"6""7"ll8llll9llll2"ll3""4""5
Tawvgt$

Applying Ingress CoS Mutation Maps to IEEE 802.1Q Tunnel Ports

To attach an ingress CoS mutation map to an IEEE 802.1Q tunnel port, perform this task:

Command Purpose

Step 1 Tqwvgt*egphki+%"kpvgthceg"}}type slot/porti"~" Selects the interface to configure.
}rqtv/ejcppgn"pwodgt i i

Step 2 Tqwvgt*egphki/kh+%"rnevhgto"squ"equ/owvevkgp" Attaches an ingress CoS mutation map to the interface.
owvcvkgpaocrapcog"

Step3 Tqwvgt*egphki/kh+%"gpf" Exits configuration mode.

This example shows how to attach the ingress CoS mutation map named testmap to Gigabit Ethernet
port 1/1:

Tgwvgt % "egphkiwtg"vgtokpecn"

Gpvgt "egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tgwvgt*egphki+%"kpvgthceg"ikicdkvgvigtpgv"313"

Tqwvgt *egphki/kh+%"rncvhgto"squ"equ/owvevkgp"vguvocr"
Tgwvgt*egphki/kh+%"gpf"
Tqwvgt%"ujqy"rncvhgto"squ"ocru"equ/owvevkgp"
EQU"owvcvkgp"ocr"vguvocr"

equ/kp" l|<l| n "2" "3" "4" "5" "6" "'7" "8" "9
[11777777777717777777777177171777777

equ/qul|<l| n l|6l| l|'7l| l|8l| l|9l| l|2l| l|3l| l|4l| l|l‘._>

vguvocr"ku"cvvcejgf "gp"vjg"hgnngykpi"kpvgthcegu
Ik313"
Tawvgt$
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How to Configure DSCP Value Maps

* Mapping Received CoS Values to Internal DSCP Values, page 67-7

» Mapping Received IP Precedence Values to Internal DSCP Values, page 67-7
» Configuring DSCP Markdown Values, page 67-8

e Mapping Internal DSCP Values to Egress CoS Values, page 67-9

Mapping Received CoS Values to Internal DSCP Values

Step 1

Step 2

To configure the mapping of received CoS values to the DSCP value that PFC QoS uses internally on
the PFC, perform this task:

Command Purpose

Tqwvgt*egphki+%"vedng/ocr"equ/fkuectf/encuu/ocr”  |Configures the received CoS to internal DSCP map. You

dscpl dscp2 dscp3 dscp4 dscp5 dscpé dscp7 dscp8"  Imyust enter 8 DSCP values to which PFC QoS maps CoS
values 0 through 7.

Tqwvgt*eqgphki+%"gpf" Exits configuration mode.

This example shows how to configure the received CoS to internal DSCP map:

Tgwvgt$"egphkiwtg"vgtokpen"
Gpvgt"egphkiwtcvkgp"eqgoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tgwvgt *egphki+%"vedng/ocr"equ/fkuectf/encuu/ocr"2"3"4"5"6"7"8"9"
Tgwvgt*egphki+%"gpf"

Tgwvgts"

This example shows how to verify the configuration:

Tgwvgt$"ujqy"rncvhqgqto"squ"ocru"equ/fkuectf/encuu”
Tgwvgt$

Mapping Received IP Precedence Values to Internal DSCP Values

Step 1

Step 2

To configure the mapping of received IP precedence values to the DSCP value that PFC QoS uses
internally on the PFC, perform this task:

Command

Purpose

Tgwvgt*egphki+%"vedng/ocr™" Configures the received IP precedence to internal DSCP

rtgegfgpeg/fkuectf/encuu/ocr"dscpl dscp2 dscp3
dscp4 dscp5 dscpé dscp7 dscp8"

map. You must enter 8 internal DSCP values to which
PFC QoS maps received IP precedence values 0
through 7.

Tqwvgt *egphki+%"gpf" Exits configuration mode.

This example shows how to configure the received IP precedence to internal DSCP map:

Tawvgt % "egphkiwtg"vgtokpcn"
Gpvgt"egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj "EPVN1\0

Tgwvgt *egphki+%"vedng/ocr"rtgegfgpeg/fkuectf/encuu/ocr"2"3"4"5"6"7"8"9"
Tgwvgt*egphki+%"gpf"
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This example shows how to verify the configuration:

Tqwvgt%"ujqy"rncvhqgto"squ"ocru"rtgegfgpeg/fkuectf/encuu”
Tawvgt$

Configuring DSCP Markdown Values

To configure the mapping of DSCP markdown values used by policers, perform this task:

Command Purpose

Step1 Tqwvgt*egphki+%"vedng/ocr"rgnkegf/fkuectf/encuu" |Configures a DSCP markdown map.
}pgtocn/dwtuv" ~"ocz/dwtuv; "dscpl"] dscp2"] dscp3"

ldscp4"]dscp5"]dscp6"]dscp7"] dscp8 "vg"
octmfgypafuer"
Step2 Tqwvgt*egphki+%"gpf" Exits configuration mode.

When configuring a DSCP markdown map, note the following information:

¢ You can enter the normal-burst keyword to configure the markdown map used by the
exceed-action policed-dscp-transmit keywords.

* You can enter the max-burst keyword to configure the markdown map used by the violate-action
policed-dscp-transmit keywords.

~

Note  When you create a policer that does not use the pir keyword, and the maximum_burst bytes
parameter is equal to the normal burst bytes parameter (which occurs if you do not enter
the maximum_burst _bytes parameter), the exceed-action policed-dscp-transmit keywords
cause PFC QoS to mark traffic down as defined by the policed-dscp max-burst markdown
map.

» To avoid out-of-sequence packets, configure the markdown maps so that conforming and
nonconforming traffic uses the same queue.

*  You can enter up to 8 DSCP values that map to a marked-down DSCP value.
*  You can enter multiple commands to map additional DSCP values to a marked-down DSCP value.

* You can enter a separate command for each marked-down DSCP value.

Note Configure marked-down DSCP values that map to CoS values consistent with the markdown penalty.

This example shows how to map DSCP 1 to marked-down DSCP value 0:

Tawvgt % "egphkiwtg"vgtokpen"
Gpvgt"egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj "EPVN1\0

Tgwvgt *egphki+%"vedng/ocr"rgqnkegf/fkuect£/encuu"pgtocn/dwtuv"3"vg"2"
Tgwvgt *egphki+%"gpf"

Tqwvgts"

This example shows how to verify the configuration:

Tqwvgt%"ujqy"vedng/ocr"rgnkegf /fkuectf/encuu/pqtocn/dwtuv/ocr"
nmmn Pqtocn" Dwtuv I|ankegf/fuerl|ocr< LU LI L L L L L L L L L LR LA LR LI LR LR I LR ] *fuer? n f3f4+
||||||l|||f3||<l|||f4||2||||3||||4||||5||||6||||7||||8||||9||||:""’."
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A NNV,

l|l|l|l|l|l|2l|<l|l|l|l|22l|23l|24l|25l|26l|27l|28l|29l|2:l|2;l|
llllllllllll3ll<"llll"32ll33ll34ll35"36"37"38"39"3:"3;"
l|l|l|l|l|l|4l|<l|l|l|l|42l|43l|44l|45l|46l|47l|48l|49l|4:l|4’.l|
l|l|l|l|l|l|5l|<l|l|l|l|52l|53l|54l|55l|56l|57l|58l|59l|5:l|5;l|
llllllllllll6ll<"llll"62ll63ll64ll65"66"67"68"69"6:"6’."
l|l|l|l|l|l|7l|<l|l|l|l|72l|73l|74l|75l|76l|77l|78l|79l|7:l|7’.l|
mmwmwmmn l|8l|<l| nn l|82l|83l|84l|85l|

Tqwvgt$

In the Policed-dscp displays, the marked-down DSCP values are shown in the body of the matrix; the
first digit of the original DSCP value is in the column labeled d1 and the second digit is in the top row.
In the example shown, DSCP 41 maps to DSCP 41.

Mapping Internal DSCP Values to Egress CoS Values

Step 1

Step 2

To configure the mapping of the DSCP value that PFC QoS uses internally on the PFC to the CoS value
used for egress LAN port scheduling and congestion avoidance, perform this task:

Command Purpose

Tqwvgt *egphki+%"vedng/ocr"fkuectf/encuu/equ/ocr" Configures the internal DSCP to egress CoS map.
dscpl"]ldscp2"]dscp3"]dscp4"]ldscp5"] dscpé"] dscp7"

ldscp8 "vq" equaxcnwg"

Tqwvgt*egphki+%"gpf" Exits configuration mode.

e You can enter up to 8 DSCP values that PFC QoS maps to a CoS value.
¢ You can enter multiple commands to map additional DSCP values to a CoS value.
* You can enter a separate command for each CoS value.

This example shows how to configure internal DSCP values 0, 8, 16, 24, 32, 40, 48, and 54 to be mapped
to egress CoS value 0:

Tgwvgt$"egphkiwtg"vgtokpen"

Gpvgt"egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0

Tqwvgt *egphki+$ "vedng/ocr" fkuect f/encuu/equ/ocr" 2" : "3814615416216: 1761 vqn2"
Tagwvgt*egphki+%"gpf"

Tqwvgts"

This example shows how to verify the configuration:

Tqwvgt%"ujqy"vedng/ocr" fkuectf/encuu/equ/ocr"

"""Fuer/equ"ocr<""""""""""""""""""""""""""""""""""*fuer?"f3f4+
mmwmn l|f3l|<l| l|f4l|2l| l|3l| l|4l| l|5l| l|6l| l|7l| l|8l| l|9l| n : n l|;l|
s/ 111 1111100011111007111107111111111
mmwmwnon "2"<" nn "22"22l|22ll22ll22l|22ll22ll22l|22"23"
mmwmwnn l|3l|<l| nn l|23l|23l|23l|23l|23l|23l|22l|24l|24l|24l|
mmwmwmn l|4l|<l| nn l|24l|24l|24l|24l|22l|25l|25l|25l|25l|25l|
mmwmwnon "5"<" nn "25"25"22ll26ll26l|26ll26ll26l|26"26"
mmwmwnn l|6l|<l| nn l|22l|27l|27l|27l|27l|27l|27l|27l|22l|28l|
mmwmwmn l|7l|<l| nn l|28l|28l|28l|28l|22l|28l|29l|29l|29l|29l|
mmwmwnon "8"<ll nn ll29ll29l|29"29

Tgwvgt$
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Bl How to Configure Trusted Boundary with Cisco Device Verification

S

Note In the Fuer/equ"ocr display, the CoS values are shown in the body of the matrix; the first digit of the
DSCP value is in the column labeled d1 and the second digit is in the top row. In the example shown,
DSCP values 41 through 47 all map to CoS 05.

How to Configure Trusted Boundary with Cisco Device
Verification

The trusted boundary with Cisco device verification feature configures Ethernet LAN ports to use CDP
to detect whether or not a Cisco IP phone is attached to the port.

« If CDP detects a Cisco IP phone, QoS applies a configured mls qos trust dscp, mls qos trust
ip-precedence, or mls qos trust cos interface command.

» If CDP does not detect a Cisco IP phone, QoS ignores any configured nondefault trust state.

To configure trusted boundary with Cisco device verification, perform this task:

Command Purpose

Step1 Tgwvgt*egphki+%"kpvgthceg"}}type slot/porti"~" Selects the interface to configure.
}rqtv/ejcppgn" pwodgt i i

Step 2 Tgwvgt*egphki/kh+%"rncvhqgto"squ"vtwuv"£gxkeg" Configures trusted boundary with Cisco device
ekueq/rjqpg" verification.

Step3 Tawvgt*egphki/kh+%"gpf" Exits configuration mode.

When configuring trusted boundary with Cisco device verification, CDP must be enabled on the port to
use trusted boundary with Cisco device verification.

This example shows how to configure trusted boundary with Cisco device verification on Gigabit
Ethernet port 1/1:

Tgwvgt$"egphkiwtg"vgtokpcn"

Gpvgt "egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tgwvgt*egphki+%"kpvgthceg"ikicdkvgvigtpgv"313"

Tgwvgt *egphki/kh+%"onu"squ"vtwuv" fgxkeg"ekueq/rjgpg"

Tqwvgt *egphki/kh+%"gpf"

Tgwvgts"

This example shows how to verify the configuration on a port configured to trust CoS, but that does not
have a Cisco IP phone attached:

Tqwvgt%"ujqy"swgwgkpi"kpvgthceg"ikicdkvgvjgtpgv"313"~"kpenwfg"]Vv_twuv"
vtwuv"dgwpfct {"gpcdngf

""Rgtv"ku"wpvtwuvgf

"nGzvgpf"vtwuv"uvevg<"pgv"vtwuvgf "] EQU"?"2

Tgqwvgt$"
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Legacy Configuration Procedures for Queueing-Only Mode
N

Note  You can configure the queueing-only functionality with service policies.

To enable queueing-only mode on the switch, perform this task:

Command Purpose
Step 1 Tqwvgt*egphki+%"rncvhqto”squ"swgwgkpi/qpn{" Enables queueing-only mode on the switch.
Step2 Tqwvgt*egphki+3"gpf" Exits configuration mode.

When you enable queueing-only mode, the following actions occur:

« Except on ports configured with service policies, disables policing and marking (preserves all
ingress QoS labels).

« Configures ingress queueing on ports to which an ingress queueing policy is not attached.
Configures egress queueing on ports to which an egress queueing policy is not attached.

¢ Configures all ports to trust Layer 2 CoS.
)

Note  The switch applies the port CoS value to untagged ingress traffic and to traffic that is
received through ports that cannot be configured to trust CoS.

This example shows how to enable queueing-only mode:

Tgwvgt$"egphkiwtg"vgtokpen"

Tqwvgt *egphki+%"rncvhqgto"squ"swgwgkpi/qpn{ "
Tgwvgt*egphki+%"gpf"

Tgwvgt$
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Legacy Configuration Procedures for VLAN-Based
PFC QoS on Layer 2 LAN Ports

S

Note * You can attach policy maps to Layer 3 interfaces for application of PFC QoS to egress traffic.
VLAN:-based or port-based PFC QoS on Layer 2 ports is not relevant to application of PFC QoS to
egress traffic on Layer 3 interfaces.

« By default, PFC QoS uses policy maps attached to LAN ports. For ports configured as Layer 2 LAN
ports with the switchport keyword, you can configure PFC QoS to use policy maps attached to a
VLAN. Ports not configured with the switchport keyword are not associated with a VLAN.

To enable VLAN-based PFC QoS on a Layer 2 LAN port, perform this task:

Command Purpose

Step1 Tawvgt*egphki+%"kpvgthceg"}}type slot/porti"~" Selects the interface to configure.
}rqtv/ejcppgn"pwodgti i"

Step2 Tgwvgt*egphki/kh+%"rncvhqgto"squ"xncp/dcugt” Enables VLAN-based PFC QoS ona Layer 2 LAN port or

a Layer 2 EtherChannel.

Step3 Tqwvgt*egphki/kh+%"gpf" Exits configuration mode.

« The configured port trust state does not affect marking when the platform qos vlan-based interface
command is configured.

» Aservice policy attached to the Layer 3 VLAN interface defines QoS for ports where the platform
qos vlan-based interface command is configured.

» Service policies attached to ports configured with the platform qos vlan-based interface command
are ignored.

» Configuring a Layer 2 LAN port for VLAN-based PFC QoS preserves the policy map port
configuration. The no platform qos vlan-based port command reenables any previously configured
port commands.

This example shows how to enable VLAN-based PFC QoS on Fast Ethernet port 5/42:

Tgwvgt$"egphkiwtg"vgtokpen"

Gpvgt "egphkiwtcvkgp"eqgoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tawvgt *egphki+%"kpvgthceg"ikicdkvgvjgtpgv"7164"
Tgwvgt*egphki/kh+%"rncvhqto"squ"xnep/dcugf "

Tgwvgt *egphki/kh+%"gpf"

This example shows how to verify the configuration:

Tgwvgt$"ujqy"rncvhgto"squ"~"dgikp"SqU"ku"xncp/dcugt"
"n"SqU"ku"xnep/dcugf"gp"vjg"hgnngykpi"kpvgthcegux<

nmnn I|Hc7164

>000Qwvrwv"Vtwpecvgf000@
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Legacy Configuration Procedures for Port Trust State

To configure a port to which a service policy is not attached as untrusted, perform this task:

Command Purpose

Step1 Tqwvgt*eqgphki+%"kpvgthceg"}}type slot/porti"~" Selects the interface to configure.
}rqtv/ejcppgn"pwodgtii"

Step 2 Tgwvgt*egphki/kh+%"rnevhqgto"squ"vtwuv"papg"tgoctm" |Configures the port as untrusted and marks all non-MPLS
traffic.

Step3 Tawvgt*egphki/kh+%"gpf" Exits configuration mode.

To configure a port to which a service policy is not attached to trust CoS or IP precedence, perform this
task:

Command Purpose

Step1 Tqwvgt*eqgphki+%"kpvgthceg"}}type slot/porti"~" Selects the interface to configure.
}rqtv/ejeppgn" pwodgti i

Step2 Tgwvgt*egphki/kh+%"rncvhgto"squ"vtwuv" Configures the trust state of the port.

lrtgegfgpeg ~"equ_ " .
Note  DSCP is trusted by default.

Step3 Tawvgt*egphki/kh+%"gpf" Exits configuration mode.

S
Note  The trust state of a port is unrelated to enables ingress queueing. To avoid dropping traffic because of

inconsistent CoS values, configure ports to trust CoS only when the received traffic carries CoS values
that you know to be consistent with network policy.

This example shows how to configure Gigabit Ethernet port 1/1 with the trust cos keywords:

Tgwvgt$"egphkiwtg"vgtokpcn"

Gpvgt "egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tgwvgt*egphki+%"kpvgthceg"ikicdkvgvigtpgv"313"

Tgwvgt *egphki/kh+%"rncvhgto"squ"vtwuv"equ"
Tgwvgt*egphki/kh+%"gpf"

Tqwvgts™"

This example shows how to verify the configuration:

Tgwvgt$"ujqy"swgwgkpi"kpvgthceg"ikicdkvgvjgtpgv"313"~"kpenwfg"vtwuv"
""Vtwuv"uvevg<"vtwuv"EQU
Tgqwvgts"
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Legacy Configuration Procedures for DSCP-Based Queue
Mapping
» Configuring Ingress DSCP-Based Queue Mapping, page 67-15

»  Mapping DSCP Values to Standard Transmit-Queue Thresholds, page 67-16
*  Mapping DSCP Values to the Transmit Strict-Priority Queue, page 67-18

Note « Do not use the procedures in this section if you have policy-based queueing configured.

*  You can enable DSCP-based queues and thresholds on 8q4t, 1p7q2t, and 1p7q4t ports (see the
“Module to Queue Type Mappings” section on page 35-7)

* DSCP-based queueing is supported on 8g4t, 1p7q2t, and 1p7q4t ports. The Supervisor Engine
2T-10GE ports are 8q4t/1p7q4t with the platform qos 10g-only global configuration command
configured. To configure DSCP-based queue mapping on Supervisor Engine 2T ports, you must
enter shutdown interface configuration mode commands for the Supervisor Engine 2T Gigabit
Ethernet ports, and then enter the platform qos 10g-only global configuration command, which
disables the Gigabit Ethernet ports on the Supervisor Engine 2T.

e In releases where CSCts82932 is not resolved, do not use the default DSCP-based queue mapping
for 8q4t ingress queues unless you configure supporting bandwidth and queue limits.

Enabling DSCP-Based Queue Mapping

To enable DSCP-based queue mapping, perform this task:

Command Purpose

Step1 Tqwvgt*egphki+%"kpvgthceg"vgpikicdkvgvigtpgv"slot/port" |Selects the interface to configure.

Step 2 Tqwvgt*egphki/kh+%"rnevhqto"squ"swgwg/oqfg"ogfg/fuer" Enables DSCP-based queue mapping.

Step3 Tqwvgt*egphki/kh+%"gpf" Exits configuration mode.

This example shows how to enable DSCP-based queue mapping on 10-Gigabit Ethernet port 6/1:

Taqwvgt % "egphkiwtg"vgtokpcn"
Gpvgt"egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tgwvgt *egphki+%"kpvgthceg"vgpikicdkvgvjgtpgv"813"
Tqwvgt*egphki/kh+%"rncvhgto"squ"swgwg/ogfg"ogfg/fuer"
Tgwvgt*egphki/kh+%"gpf"

This example shows how to verify the configuration:

Tgwvgt$"ujqy"swgwgkpi"kpvgthceg"vgpikicdkvgvjgtpgv"813"~"kpenwfg"Swgwgkpi"Ogfg"
Swgwgkpi"Ogfg"Kp"vz"fktgevkgp<"ogfg/fuer
Swgwgkpi"Ogfg"Kp"Tz"fktgevkgp<"ogfg/fuer

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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Configuring Ingress DSCP-Based Queue Mapping

» Enabling DSCP-Based Queue Mapping, page 67-14
*  Mapping DSCP Values to Standard Receive-Queue Thresholds, page 67-15

a

Note  Ingress DSCP-to-queue mapping is supported only on ports configured to trust DSCP.

Mapping DSCP Values to Standard Receive-Queue Thresholds

To map DSCP values to the standard receive-queue thresholds, perform this task:

Command Purpose
Step1 Tqwvgt*egphki+%"kpvgthceg"vgpikicdkvgvigtpgv" Selects the interface to configure.
slot/port"
Step 2 Tqwvgt*egphki/kh+%"tex/swgwg"fuer/ocr"queue # Maps DSCP values to the standard receive queue
threshold # dscpl"ldscp2"]ldscp3"]dscp4"]dscp5" thresholds.
ldscpé"]dscp7"]dscp8 "
Step3 Tawvgt*egphki/kh+%"gpf" Exits configuration mode.

When mapping DSCP values, note the following information:
* You can enter up to 8 DSCP values that map to a queue and threshold.
*  You can enter multiple commands to map additional DSCP values to the queue and threshold.
¢ You must enter a separate command for each queue and threshold.

This example shows how to map the DSCP values 0 and 1 to threshold 1 in the standard receive queue
for 10-Gigabit Ethernet port 6/1 port 6/1:

Tgwvgt%"egphkiwtg"vgtokpen"

Gpvgt "egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tgwvgt*egphki+%"kpvgthceg"vgpikicdkvgvijgtpgv"813™"
Tqwvgt*egphki/kh+%"tex/swgwg" fuer/ocr"3"3"2"3"

Tgwvgt *egphki/kh+%"gpf"

Tgwvgts"
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S

Note  The receive queue mapping is shown in the second swgwg"vjtguj"fuer/ocr displayed by the show
queueing interface command.

This example shows how to verify the configuration:

Tqwvgt % "ujqy"swgwgkpi"kpvgthceg"vgpikicdkvgvijgtpgv"313"~"dgikp"swgwg"vjtguj" fuer/ocr"
>000Qwvrwv"Vtwpecvgf000@

swgwg"vjtguj"fuer/ocr

[117777777777777777777771777777777777777

JMMMMMIWAAAANDNIWLNEHGUTUGNQN WL NWIINIENITNIZNIONZ ; M4311451"47"49"4 ; "53"55"5;1"63"64"65"66"67"

69"

3" mnn l|4l| mmwmmnn

3" mmn ll5ll mmwnmmnn

3" nmnn l|6l| muwmwnn

4" mnn l|3l| mmwnn l|36l|

4" mmn ll4ll LRI "34"

4" nmnn l|5l| mmwnn l|32l|

4" mnn l|6l| mmwmmnn

5" mmn ll3ll LRI "44"

5" nmnn l|4l| mmwnn l|42l|

5" mnn l|5l| mmwnn l|3:l|

5" mmn ll6ll mmwnmmnn

6" nmnn l|3l| mmwnn l|46l|52l|
6" mnn l|4l| mmwnn l|4:l|

6" mmn ll5ll LRI "48"

6" nmnn l|6l| muwmwnn

’7" mnn l|3l| mmwnn l|54l|56l|57l|58l|59l|5: n
'7" mmn ll4ll mmwnmmnn

Jumm g

’7" mnn l|6l| mmwmmnn

8" mmn ll3ll mmwnmn ll6:"6’. ll72ll73"74"75"76"77"78"79"7: "7; "82"83"84"85"
8" nmnn l|4l| muwmwnn

8" mnn l|5l| mmwmmnn

8" mmn ll6ll mmwnmmnn

9" nmnn l|3l| muwmwnn

9" mnn l|4l| mmwmmnn

9" mmn ll5ll mmwnmmnn

9" nmnn l|6l| muwmwnn

:l| mnn l|3l| mmwnn l|62l|68l|
:ll mmn ll4ll mmwnmmnn
Lunnnngunnnnn

:l| mnn l|6l| mmwmmnn
>000Qwvrwv"Vtwpecvgf000@
Tqwvgts"

Mapping DSCP Values to Standard Transmit-Queue Thresholds

To map DSCP values to standard transmit-queue thresholds, perform this task:

Command Purpose
Step1 Tqwvgt*egphki+%"kpvgthceg"vgpikicdkvgvigtpgv" Selects the interface to configure.
slot/port"
Step 2 Tqwvgt*egphki/kh+%"ytt/swgwg"fuer/ocr" Maps DSCP values to a standard transmit-queue

transmit queue # threshold # dscpl"]dscp2"]ldscp3" threshold
ldscp4"]dscp5"]dscp6"]dscp7"] dscp8 "

Step3 Tqwvgt*egphki/kh+%"gpf" Exits configuration mode.
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* You can enter up to 8 DSCP values that map to a queue and threshold.
*  You can enter multiple commands to map additional DSCP values to the queue and threshold.
¢ You must enter a separate command for each queue and threshold.

This example shows how to map the DSCP values 0 and 1 to standard transmit queue 1/threshold 1 for
10-Gigabit Ethernet port 6/1 port 6/1:

Tgwvgt$"egphkiwtg"vgtokpcn"

Gpvgt "egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tgwvgt*egphki+%"kpvgthceg"vgpikicdkvgvijgtpgv"813™"

Tgwvgt *egphki/kh+%"ytt/swgwg"fuer/ocr"3"3"2"3"

Tqwvgt *egphki/kh+%"gpf"

Tgwvgts"

The eighth queue is the strict priority queue in the output of the show queueing interface command.

This example shows how to verify the configuration:

Tqwvgt % "ujqy"swgwgkpi"kpvgthceg"vgpikicdkvgvijgtpgv"813"~"dgikp"swgwg"vjtguj" fuer/ocr"
swgwg"vjtguj"fuer/ocr

LI77777777777777777777777777717177777777

3""l|l|l|3l|l|l|l|l|l|2l|3l|4l|5l|6l|7l|8l|9l|:l|;l|33l|35l|37l|38l|39"3;l|43l|45l|47l|49l|4;l|53l|55l|5;l|63l|64l|65l|66l|67"
69"

3 nmwnnn 4 nmnonnn

3 nmmwmownn 5 nmnownn

3 mmwnmnonn 6 mmwmwmwmnmn

4 nmwnnn 3 nmnonnn 3 6 n

4 nmmwmownn 4 nmnownn 34 n

4 mmwnmnonn 5 mmwmwmwmnmn 3 2 n

4 nmwnnn 6 nmnonnn

5 nmmwmownn 3 nmnownn 44 n

5 mmwnmnonn 4 mmwmwmwmnmn 4 2 n

5 nmwnnn 5 nmnonnn 3 : n

5 nmmwmownn 6 nmnownn

6 mmwnmnonn 3 mmwmwmwmnmn 4 6 n 52 n

6 nmwnnn 4 nmnonnn 4 : n

6 nmmwmownn 5 nmnownn 4 8 n

6 mmwnmnonn 6 mmwmwmwmnmn

7" nnn l|3l| nmnnn l|54l|56l|57l|58l|59"5:l|
7 nmmwmownn 4 nmnownn

'7 mmwnmnonn 5 mmwmwmwmnmn

7 nmwnnn 6 nmnonnn
8"""""3""l|l|l|l|6:l|6;l|’72l|73l|’74l|75l|’76l|77l|78l|79l|7:l|7;l|82l|83l|84l|85"
8 mmwnmnonn 4 mmwmwmwmnmn

8 nmwnnn 5 nmnonnn

8 nmmwmownn 6 nmnuwnn

9 mmwnmnonn 3 mmwmwmwmnmn

9 nmwnnn 4 nmnonnn

9 nmmwmownn 5 nmnuwnn

9 mmwnmnonn 6 mmwmwmwmnmn

: nmwnnn 3 nmnonnn 62 n 6 8 n
>000Qwvrwv"Vtwpecvgf000@
Tqwvgts"
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Mapping DSCP Values to the Transmit Strict-Priority Queue

To map DSCP values to the transmit strict-priority queue, perform this task:

Command Purpose
Step1 Tqwvgt*egphki+%"kpvgthceg"vgpikicdkvgvijgtpgv" Selects the interface to configure.
slot/port"
Step 2 Tqwvgt*egphki/kh+%"rtkqtkv{/swgwg"fuer/ocr" Maps DSCP values to the transmit strict-priority queue.

queue # dscpl"]ldscp2"]dscp3"]dscp4"]dscp5"]dscpe"

You can enter multiple priority-queue dscp-map
ldscp7"]dscp8 "

commands to map more than 8 DSCP values to the
strict-priority queue.

Step3 Tqwvgt*egphki/kh+%"gpf" Exits configuration mode.

e The queue number is always 1.
¢ You can enter up to 8 DSCP values to map to the queue.
e You can enter multiple commands to map additional DSCP values to the queue.

This example shows how to map DSCP value 7 to the strict-priority queue on 10 Gigabit Ethernet
port 6/1:

Tawvgt % "egphkiwtg"vgtokpcn"
Gpvgt"egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tgwvgt *egphki+%"kpvgthceg"vgpikicdkvgvjgtpgv"813"

Tqwvgt *egphki/kh+%"rtkqtkv{/swgwg"fuer/ocr"3"9"
Tqwvgt*egphki/kh+%"gpf"

Tgwvgts"

Note  The strict priority queue is queue 8 in the output of the show queueing interface command.

This example shows how to verify the configuration:

"Tgwvgt % "ujqy"swgwgkpi "kpvgthceg"vgpikicdkvgvigtpgv"813"~"dgikp"swgwg"vitguj"fuer/ocr"
nnnnswgwg"vitguj"fuer/ocr

R N NNy

>000Qwvrwv"Vtwpecvgf000@

R R A PAN A

>000Qwvrwv"Vtwpecvgf000@

Tqwvgts"

)o

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum
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CHAPTER @

AutoQoS

e Prerequisites for AutoQoS, page 68-1

» Restrictions for AutoQoS, page 68-2

» Information About AutoQoS, page 68-2
e Default Settings for AutoQoS, page 68-4
* How to Configure AutoQoS, page 68-4

Note » For complete syntax and usage information for the commands used in this chapter, see these
publications:

http://www.cisco.com/en/US/products/ps11846/prod command reference list.html

e Cisco IOS Release 15.4SY supports only Ethernet interfaces. Cisco IOS Release 15.4SY does not
support any WAN features or commands.

)o

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum

Prerequisites for AutoQoS

None.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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M Restrictions for AutoQoS

Restrictions for AutoQoS

AutoQoS generates commands for the port and adds the generated commands to the running
configuration.

The generated QoS commands are applied as if you were entering them from the CLI. An existing
configuration might cause the application of the generated commands to fail or an existing
configuration might be overridden by the generated commands. These actions occur without
warning. If the generated commands are successfully applied, any configuration that was not
overridden remains in the running configuration. Any commands that were overridden might still
exist in the startup-config file.

Some of the generated commands are the type of PFC QoS commands that are applied to all ports
controlled by a port ASIC. When one of these commands is applied, PFC QoS displays the messages
caused by application of the command to all the ports controlled by the port ASIC. Depending on
the module, these commands are applied to as many as 48 ports. See the “Number of port groups”
and “Port ranges per port group” listed for each module in the Release Notes for Cisco I0S Release
15.28Y.

You might not be able to configure support for Cisco IP phones and the other autoQoS options on
ports that are controlled by the same port ASIC because of conflicting port trust state requirements.

If application of the generated commands fails, the previous running configuration is restored.

Enable autoQoS before you configure other QoS commands. If necessary, you can modify the QoS
configuration after the autoQoS configuration completes.

AutoQoS cannot attach a policy map to an interface if there is already a policy map attached.
Do not modify a policy map or class map that includes AUTOQOS in its name.
You cannot configure autoQoS on the following:

— Port-channel interfaces

— VLAN interfaces (also known as switch virtual interfaces or SVIs)

— Tunnel interfaces

— Loopback interfaces

— Subinterfaces on any type of interface

Information About AutoQoS

S

AutoQoS Support for a Cisco IP Phone, page 68-3
AutoQoS Support for Cisco [P Communicator, page 68-3
AutoQoS Support for Marked Traffic, page 68-4

Note  AutoQoS is a macro that applies the recommended Architecture for Voice, Video, and Integrated Data
(AVVID) QoS settings to a port.
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AutoQoS Support for a Cisco IP Phone

Cisco IP phones are usually connected directly to ports. Optionally, you can attach a PC to the phone
and use the phone as a hop to the switch.

The traffic that comes from the phone can be marked with an 802.1Q or 802.1p tag. The tag contains a
VLAN ID and CoS value. When you configure the port to trust the CoS value that comes from the phone,
the switch uses the CoS value to prioritize the phone traffic.

There is a three-port switch built into Cisco IP phones that forwards the traffic that comes from the PC,
the phone, and the switch port. Cisco IP phones have trust and classification capabilities that you need
to configure (see the “How to Configure Cisco IP Phone Support” section on page 20-5).

AutoQoS supports Cisco IP phones with the auto qos voip cisco-phone interface configuration
command. When you enter the auto qos voip cisco-phone interface configuration command on a port
that is configured to support an IP phone and to which an IP phone is connected, the autoQoS feature
does the following:

* If QoS was not already enabled, enables QoS globally.

* If VLAN-based QoS was configured for the port, reverts to the default port-based QoS (done for all
ports on switching modules with 1p1q0t/1p3qlt ports).

e Sets the port trust state to trust CoS.

» Creates and applies a trust-CoS QoS policy to ports on switching modules with non-Gigabit Ethernet
1q4t/2q2t ports, which do not support port trust.

AutoQoS Support for Cisco IP Communicator

The Cisco IP Communicator program runs on a PC and emulates a Cisco IP phone. The

Cisco IP Communicator marks its voice traffic with a DSCP value instead of a CoS value. When you
configure the port to trust the DSCP value that comes from the Cisco IP Communicator, the switch uses
the DSCP value to prioritize the Cisco IP Communicator traffic.

AutoQoS supports the Cisco IP Communicator program with the auto qos voip cisco-softphone
interface configuration command. When you enter the auto qos voip cisco-softphone interface
configuration command on a port that is connected to a device running the Cisco IP Communicator
program, the autoQoS feature does the following:

* If QoS was not already enabled, enables QoS globally.

« If VLAN-based QoS was configured for the port, reverts to the default port-based QoS (done for all
ports on switching modules with 1p1q0t/1p3q1t ports).

« If a trust state was configured for the port, reverts to the default untrusted state.

e Creates and applies ingress policers to trust DSCP 46 and remark DSCP 26 packets to DSCP 24.
Packets with other DSCP values or out-of-profile packets are remarked with DSCP 0.

Supervisor Engine 2T Software Configuration Guide, Release 15.4S5Y g



Chapter 68  AutoQoS |

B Default Settings for AutoQoS

AutoQoS Support for Marked Traffic

Ports that connect to the interior of your network might receive traffic that has already been marked with
QoS labels that are consistent with your network QoS policies, and which do not need to be changed.
You can use the QoS trust feature to process the marked traffic using the received QoS values.

AutoQoS supports marked traffic with the auto qos voip trust interface configuration command. When
you enter the auto qos voip trust interface configuration command, the autoQoS feature does the
following:

« If QoS was not already enabled, enables QoS globally.

e If VLAN-based QoS was configured for the port, reverts to the default port-based QoS (done for all
ports on switching modules with 1p1q0t/1p3q1t ports).

» If the port is configured with the switchport command, sets the port trust state to trust CoS.
» If the port is not configured with the switchport command, sets the port trust state to trust DSCP.

» Creates and applies a trust-CoS or trust-DSCP QoS policy to ports on switching modules with
non-Gigabit Ethernet 1q4t/2q2t ports, which do not support port trust.

Default Settings for AutoQoS

None.

How to Configure AutoQoS

e Configuring AutoQoS Support for a Cisco IP Phone, page 68-5
¢ Configuring AutoQoS Support for Cisco IP Communicator, page 68-6
¢ Configuring AutoQoS Support for Marked Traffic, page 68-7
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How to Configure AutoQoS

Note  AutoQoS generates commands that are appropriate for the QoS port architecture of the port on which
you enter an auto qos voip command. For each of the different auto qos voip commands, autoQoS
generates different QoS commands for each of these QoS port architectures:

e 1plqOt/1p3qlt
e 1plqg4dt/1p2q2t
e 1plqg4dt/1p3q8t
e 1plg8t/1p2qlt
e 1q2t/1p2q2t

e 1q2t/1p3q8t

e 1q4t/2q2t

e 1q8t/1p3q8t

e 1q8t/1p7q8t

e 2q8t/1p3q8t

o 8q4t/1pTqat

* 8q8t/1p7q8t

The procedures in the following sections include the commands that you need to enter to display the
generated commands, but the specific commands that autoQoS generates are not listed in this document.

Configuring AutoQoS Support for a Cisco IP Phone

Step 1
Step 2
Step 3
Step 4

S

Note  Complete the configuration procedures in the “How to Configure Cisco IP Phone Support” section on
page 20-5 before you configure autoQoS for a Cisco IP phone.

To configure autoQoS for a Cisco IP phone, perform this task:

Command

Purpose

Tgwvgt % "egphkiwtg"vgtokpcn"

Enters global configuration mode.

Tgwvgt *egphki+%"kpvgthceg" type slot/port" Selects the interface to configure.

Tqwvgt*egphki/kh+%"cwvq"squ"xgkr"ekueq/rjapg" |Configures autoQoS for a Cisco IP phone.

Tgwvgt *egphki/kh+%"gpf"

Returns to privileged EXEC mode.

Supervisor Engine 2T Software Configuration Guide, Release 15.4S5Y g
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When configuring autoQoS for a Cisco IP phone, note the following information:

To disable autoQoS on an interface, use the no auto qos voip interface configuration command.

S

Note The no auto qos voip interface configuration command does not delete the received CoS to
internal DSCP map created by autoQoS.

You might see messages that instruct you to configure other ports to trust CoS. You must do so to
enable the autoQoS generated commands.

This example shows how to enable autoQoS on Gigabit Ethernet interface 1/1:

Tgwvgt *egphki+%"kpvgthceg"ikicdkvgvijgtpgv"313"
Tgwvgt *egphki/kh+%"cwvq"squ"xgkr"ekueq/rjqpg"

Displays the generated received CoS to internal DSCP map.

Tgwvgt$"ujqy"twppkpi/egphki"~"kpenwfg"squ"ocr"equ/fuer"

Configuring AutoQoS Support for Cisco IP Communicator

Step 1
Step 2
Step 3
Step 4

68-6

To configure autoQoS for Cisco IP Communicator, perform this task:

Command

Purpose

Tgwvgt % "egphkiwtg"vgtokpen"

Enters global configuration mode.

Tawvgt *egphki+%"kpvgthceg" type slot/port"

Selects the interface to configure.

Tqwvgt*egphki/kh+%"cwvq"squ"xgkr"ekueq/ughvrjqpg" Configures autoQoS for Cisco IP Communicator.

Tqwvgt *egphki/kh+%"gpf" Returns to privileged EXEC mode.

To disable autoQoS on an interface, use the no auto qos voip interface configuration command.

A

Note  The no auto qos voip interface configuration command does not delete the policy, class, and
DSCP markdown maps created by autoQoS.

You cannot configure support for Cisco IP Communicator on ports that are configured with the
switchport keyword.

PFC QoS supports 1023 aggregate policers and each use of the auto qos voip cisco-softphone
command on a port uses two aggregate policers.

This example shows how to enable autoQoS on Gigabit Ethernet interface 1/1:
Tgwvgt*egphki+%"kpvgthceg"ikicdkvgvigtpgv"313"

Tgwvgt *egphki/kh+%"cwvq"squ"xgkr"ekueq/ughvrjgpg"

Displays the configured autoQoS commands.

Tagwvgt$"ujqy"cwvq"squ"kpvgthceg" type slot/port"

Displays the policy map and policers created by autoQoS.

Tqwvgt$"ujqy"rgnke{/ocr"CWVQSQU/EKUEQ/UQHV/RIQPG"
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Displays the class maps created by autoQoS.

Tqwvgts "ujqy"encuu/ocr" CWVQSQU/EKUEQ/UQHVRIQPG/UKIPCN"
Tqwvgt % "ujqy"encuu/ocr " CWVQSQU/EKUEQ/UQHVRJIQPG/FCVC"
Displays the DSCP markdown maps created by autoQoS.

Tgwvgt$"ujqy" twppkpi/eqphki"~"kpenwfg"squ"ocr"rqnkegf/fuer"

Configuring AutoQoS Support for Marked Traffic

Step 1
Step 2
Step 3
Step 4

To configure autoQoS for marked traffic, perform this task:

Command Purpose
Tqwvgt$"egphkiwtg"vgtokpen” Enters global configuration mode.
Tqwvgt*egphki+%"kpvgthceg" type slot/port" Selects the interface to configure.
Tqwvgt *egphki/kh+%"cwvq"squ"xgkr"vtwuv" Configures autoQoS for marked traffic.
Tqwvgt *egphki/kh+%"gpf" Returns to privileged EXEC mode.

)o

When configuring autoQoS to trust marked traffic, note the following information:
» To disable autoQoS on an interface, use the no auto qos voip interface configuration command.

S

Note The no auto qos voip interface configuration command does not delete the received CoS to
internal DSCP map created by autoQoS.

* For ports configured with the switchport command, you might see messages that instruct you to
configure other ports to trust CoS. You must do so to enable the autoQoS generated commands.

This example shows how to enable autoQoS on Gigabit Ethernet interface 1/1:

Tgwvgt *egphki+%"kpvgthceg"ikicdkvgvigtpgv"313"

Tqwvgt*egphki/kh+%"cwvqg"squ"xgkr"vtwuv"

Displays the configured autoQoS commands.

Tqwvgt$"ujqy"cwvg"squ"kpvgthceg" type slot/port"

For ports configured with the switchport command, displays the generated received CoS to internal
DSCP map.

Tgwvgt$"ujqy"twppkpi/egphki"~"kpenwfg"squ"ocr"equ/fuer"

For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum
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MPLS QoS

¢ Terminology, page 69-2

e MPLS QoS Features, page 69-2

e MPLS QoS Overview, page 69-4

« MPLS QoS, page 69-5

e MPLS QoS Default Configuration, page 69-13
e« MPLS QoS Commands, page 69-15

¢ MPLS QoS Restrictions, page 69-15

* How to Configure MPLS QoS, page 69-16

e MPLS DiffServ Tunneling Modes, page 69-26
* How to Configure Short Pipe Mode, page 69-30
¢ How to Configure Uniform Mode, page 69-34

» For complete syntax and usage information for the commands used in this chapter, see these
publications:

http://www.cisco.com/en/US/products/ps11846/prod command reference list.html

e Cisco IOS Release 15.4SY supports only Ethernet interfaces. Cisco IOS Release 15.4SY does not
support any WAN features or commands.

¢ MPLS QoS extends to MPLS traffic the PFC QoS features described in Chapter 64, “PFC QoS
Overview.”

e This chapter provides supplemental information on MPLS QoS features. Be sure that you
understand the PFC QoS features before you read this chapter.

For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum
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Terminology

Class of Service (CoS) refers to three bits in an 802.1Q header that are used to indicate the priority
of the Ethernet frame as it passes through a switched network. The CoS bits in the 802.1Q header
are commonly referred to as the 802.1p bits. To maintain QoS when a packet traverses both Layer
2 and Layer 3 domains, the type of service (ToS) and CoS values can be mapped to each other.

Classification is the process used for selecting traffic to be marked for QoS.

Differentiated Services Code Point (DSCP) is the first six bits of the ToS byte in the IP header. DSCP
is only present in an IP packet.

E-LSP is a label switched path (LSP) on which nodes infer the QoS treatment for MPLS packets
exclusively from the experimental (EXP) bits in the MPLS header. Because the QoS treatment is
inferred from the EXP (both class and drop precedence), several classes of traffic can be multiplexed
onto a single LSP (use the same label). A single LSP can support up to eight classes of traffic
because the EXP field is a 3-bit field. The maximum number of classes would be less after reserving
some values for control plane traffic or if some of the classes have a drop precedence associated with
them.

EXP bits define the QoS treatment (per-hop behavior) that a node should give to a packet. It is the
equivalent of the DiffServ Code Point (DSCP) in the IP network. A DSCP defines a class and drop
precedence. The EXP bits are generally used to carry all the information encoded in the IP DSCP.
In some cases, however, the EXP bits are used exclusively to encode the dropping precedence.

Frames carry traffic at Layer 2. Layer 2 frames carry Layer 3 packets.
IP precedence is the three most significant bits of the ToS byte in the IP header.

QoS tags are prioritization values carried in Layer 3 packets and Layer 2 frames. A Layer 2 CoS
label can have a value ranging between zero for low priority and seven for high priority. A Layer 3
IP precedence label can have a value ranging between zero for low priority and seven for high
priority. IP precedence values are defined by the three most significant bits of the 1-byte ToS byte.
A Layer 3 DSCP label can have a value between 0 and 63. DSCP values are defined by the six most
significant bits of the 1-byte IP ToS field.

LERs (label edge routers) are devices that impose and dispose of labels upon packets; also referred
to as Provider Edge (PE) routers.

LSRs (label switching routers) are devices that forward traffic based upon labels present in a packet;
also referred to as Provider (P) routers.

Marking is the process of setting a Layer 3 DSCP value in a packet. Marking is also the process of
choosing different values for the MPLS EXP field to mark packets so that they have the priority that
they require during periods of congestion.

Packets carry traffic at Layer 3.

Policing is limiting bandwidth used by a flow of traffic. Policing can mark or drop traffic.

MPLS QoS Features

MPLS Experimental Field, page 69-3
Trust, page 69-3

Classification, page 69-3

Policing and Marking, page 69-3
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* Preserving IP ToS, page 69-4
« EXP Mutation, page 69-4
«  MPLS DiffServ Tunneling Modes, page 69-4

MPLS Experimental Field

Trust

Setting the MPLS experimental (EXP) field value satisfies the requirement of service providers who do
not want the value of the IP precedence field modified within IP packets transported through their
networks.

By choosing different values for the MPLS EXP field, you can mark packets so that packets have the
priority that they require during periods of congestion.

By default, the IP precedence value is copied into the MPLS EXP field during imposition.You can mark
the MPLS EXP bits with an MPLS QoS policy.

For received Layer 3 MPLS packets, the PFC usually trusts the EXP value in the received topmost label.
None of the following have any effect on MPLS packets:

e Interface trust state
e Port CoS value
* Policy-map trust command

Forreceived Layer 2 MPLS packets, the PFC can either trust the EXP value in the received topmost label
or apply port trust or policy trust to the MPLS packets for CoS and egress queueing purposes.

Classification

Classification is the process that selects the traffic to be marked. Classification accomplishes this by
partitioning traffic into multiple priority levels, or classes of service. Traffic classification is the primary
component of class-based QoS provisioning. The PFC makes classification decisions based on the EXP
bits in the received topmost label of received MPLS packets (after a policy is installed). See the
“Configuring a Class Map to Classify MPLS Packets” section on page 69-17 for information.

Policing and Marking

Policing causes traffic that exceeds the configured rate to be discarded or marked down to a higher drop
precedence. Marking is a way to identify packet flows to differentiate them. Packet marking allows you
to partition your network into multiple priority levels or classes of service.

The MPLS QoS policing and marking features that you can implement depend on the received traffic
type and the forwarding operation applied to the traffic. See “Configuring a Policy Map” section on
page 69-20 for information.
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Preserving IP ToS

The PFC automatically preserves the IP ToS during all MPLS operations including imposition,
swapping, and disposition.You do not need to enter a command to save the IP ToS.

EXP Mutation

You can configure up to eight egress EXP mutation maps to mutate the internal EXP value before it is
written as the egress EXP value. You can attach egress EXP mutation maps to these interface types:

* LAN port subinterfaces
« Layer 3 VLAN interfaces
* Layer 3 LAN ports

You cannot attach EXP mutation maps to Layer 2 LAN ports (ports configured with the switchport
command).

For configuration information, see the“Configuring MPLS QoS Egress EXP Mutation” section on
page 69-24.

MPLS DiffServ Tunneling Modes

The PFC uses MPLS DiffServ tunneling modes. Tunneling provides QoS transparency from one edge of
a network to the other edge of the network. See the “MPLS DiffServ Tunneling Modes” section on
page 69-26 for information.

MPLS QoS Overview

MPLS QoS enables network administrators to provide differentiated types of service across an MPLS
network. Differentiated service satisfies a range of requirements by supplying for each transmitted
packet the service specified for that packet by its QoS. Service can be specified in different ways, for
example, using the IP precedence bit settings in IP packets.

Specifying the QoS in the IP Precedence Field

When you send IP packets from one site to another, the IP precedence field (the first three bits of the
DSCP field in the header of an IP packet) specifies the QoS. Based on the IP precedence marking, the
packet is given the treatment configured for that quality of service. If the service provider network is an
MPLS network, then the IP precedence bits are copied into the MPLS EXP field at the edge of the
network. However, the service provider might want to set QoS for an MPLS packet to a different value
determined by the service offering.

In that case, the service provider can set the MPLS EXP field. The IP header remains available for the
customer’s use; the QoS of an IP packet is not changed as the packet travels through the MPLS network.

For more information, see the “MPLS DiffServ Tunneling Modes” section on page 69-26.
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e« MPLS Topology Overview, page 69-5
» LERs at the Input Edge of an MPLS Network, page 69-6
* LSRs in the Core of an MPLS Network, page 69-6
* LERs at the Output Edge of an MPLS Network, page 69-7
e LERs at the EOMPLS Edge, page 69-7
¢ LERs at the IP Edge (MPLS, MPLS VPN), page 69-8
e LSRs at the MPLS Core, page 69-11
MPLS Topology Overview
Figure 69-1 MPLS Network Connecting Two Sites of a Customer’s IP Network
MPLS MPLS
P , network network , P
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g
Owned by

service provider

* Networks are bidirectional, but for the purpose of this overview, the packets move left to right.
¢ CEl—Customer equipment 1

* PEl—Service provider ingress label edge router (LER)

e Pl—Label switch router (LSR) within the core of the network of the service provider

e P2—LSR within the core of the network of the service provider

e PE2—service provider egress LER

e CE2—Customer equipment 2

e PEl and PE2 are at the boundaries between the MPLS network and the IP network.

MPLS QoS supports IP QoS. For MPLS packets, the EXP value is mapped into an internal DSCP so that
the PFC can apply non-MPLS QoS marking and policing.

For both the ingress and egress policies, MPLS QoS marking and policing decisions are made on a
per-interface basis at an ingress PFC. The ingress interfaces are physical ports, subinterfaces, or VLANS.

The QoS policy ACLs are programmed in QoS TCAM separately for ingress and egress lookup. The
ternary content addressable memory (TCAM) egress lookup takes place after the IP forwarding table
(FIB) and NetFlow lookups are completed.
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The results of each QoS TCAM lookup yield an index into RAM that contains policer configuration and
policing counters. Additional RAM contains the microflow policer configuration; the microflow
policing counters are maintained in the respective NetFlow entries that match the QoS ACL.

The results of ingress and egress aggregate and microflow policing are combined into a final policing
decision. The out-of-profile packets can be either dropped or marked down in the DSCP.

LERs at the Input Edge of an MPLS Network
S,

Note Incoming labels are aggregate or nonaggregate. The aggregate label indicates that the arriving MPLS or

MPLS VPN packet must be switched through an IP lookup to find the next hop and the outgoing
interface. The nonaggregate label indicates that the packet contains the IP next hop information.

This section describes how edge LERs can operate at either the ingress or the egress side of an MPLS
network.

At the ingress side of an MPLS network, LERs process packets as follows:
1. Layer 2 or Layer 3 traffic enters the edge of the MPLS network at the edge LER (PE1).

2. The PFC receives the traffic from the input interface and uses the 802.1p bits or the IP ToS bits to
determine the EXP bits and to perform any classification, marking, and policing. For classification
of incoming IP packets, the input service policy can also use access control lists (ACLs).

3. For each incoming packet, the PFC performs a lookup on the IP address to determine the next-hop
router.

4. The appropriate label is pushed (imposition) into the packet, and the EXP value resulting from the
QoS decision is copied into the MPLS EXP field in the label header.

5. The PFC forwards the labeled packets to the appropriate output interface for processing.
6. The PFC also forwards the 802.1p bits or the IP ToS bits to the output interface.

7. At the output interface, the labeled packets are differentiated by class for marking or policing. For
LAN interfaces, egress classification is still based on IP, not on MPLS.

8. The labeled packets (marked by EXP) are sent to the core MPLS network.

LSRs in the Core of an MPLS Network

This section describes how LSRs used at the core of an MPLS network process packets:

1. Incoming MPLS-labeled packets (and 802.1p bits or IP ToS bits) from an edge LER (or other core
device) arrive at the core LSR.

2. The PFC receives the traffic from the input interface and uses the EXP bits to perform classification,
marking, and policing.

3. The PFC or DFCs perform a table lookup to determine the next-hop LSR.

4. An appropriate label is placed (swapped) into the packet and the MPLS EXP bits are copied into the
label header.

5. The PFC forwards the labeled packets to the appropriate output interface for processing.
6. The PFC also forwards the 802.1p bits or the IP ToS bits to the output interface.
7. The outbound packet is differentiated by the MPLS EXP field for marking or policing.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
m |




| Chapter 69 MPLS QoS

MPLS Qos H

8. The labeled packets (marked with EXP) are sent to another LSR in the core MPLS network or to an

LER at the output edge.

Note  Within the service provider network, there is no IP precedence field for the queueing algorithm to use
because the packets are MPLS packets. The packets remain MPLS packets until they arrive at PE2, the
provider edge router.

LERs at the Output Edge of an MPLS Network

At the egress side of an MPLS network, LERs process packets as follows:

1.

MPLS-labeled packets (and 802.1p bits or IP ToS bits) from a core LSR arrive at the egress LER
(PE2) from the MPLS network backbone.

The PFC pops the MPLS labels (disposition) from the packets. Aggregate labels are classified using
the original 802.1p bits or the IP ToS bits. Nonaggregate labels are classified with the EXP value by
default.

For aggregate labels, the PFC performs a lookup on the IP address to determine the packet’s
destination; the PFC then forwards the packet to the appropriate output interface for processing. For
non-aggregate labels, forwarding is based on the label. By default, non-aggregate labels are popped
at the penultimate-hop router (next to last), not the egress PE router.

The PFC also forwards the 802.1p bits or the IP ToS bits to the output interface.
The packets are differentiated according to the 802.1p bits or the IP ToS bits and treated accordingly.

Note  The MPLS EXP bits allow you to specify the QoS for an MPLS packet. The IP precedence and DSCP
bits allow you to specify the QoS for an IP packet.

LERs at the EoOMPLS Edge

This section summarizes the Ethernet over MPLS (EoMPLS) QoS features that function on the LERs.
EoMPLS QoS support is similar to IP-to-MPLS QoS:

For EOMPLS, if the port is untrusted, the CoS trust state is automatically configured for VC type 4
(VLAN mode), not for VC type 5 (port mode). 802.1q CoS preservation across the tunnel is similar.

Packets received on tunnel ingress are treated as untrusted for EOMPLS interfaces, except for VC
Type 4 where trust CoS is automatically configured on the ingress port and policy marking is not
applied.

If the ingress port is configured as trusted, packets received on an EOMPLS interface are never
marked by QoS policy in the original IP packet header (marking by IP policy works on untrusted
ports).

802.1p CoS is preserved from entrance to exit, if available through the 802.1q header.

After exiting the tunnel egress, queueing is based on preserved 802.1p CoS if 1p tag has been
tunnelled in the EOMPLS header (VC type 4); otherwise, queuing is based on the CoS derived from
the QoS decision.
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LERs at the IP Edge (MPLS, MPLS VPN)

This section provides information about QoS features for LERs at the ingress (CE-to-PE) and egress

(PE-to-CE) edges for MPLS and MPLS VPN networks. Both MPLS and MPLS VPN support general
MPLS QoS features. See the “MPLS VPN section on page 69-11 for additional MPLS VPN-specific
QoS information.

IP to MPLS
e [P to MPLS Overview, page 69-8
¢ Classification for IP-to-MPLS, page 69-8
e C(Classification for IP-to-MPLS Mode MPLS QoS, page 69-9
e Classification at IP-to-MPLS Ingress Port, page 69-9
e Classification at [P-to-MPLS Egress Port, page 69-9
IP to MPLS Overview

The PFC provides the following MPLS QoS capabilities at the IP-to-MPLS edge:
» Assigning an EXP value based on the platform qos trust or policy-map command
» Marking an EXP value using a policy
« Policing traffic using a policy

This section provides information about the MPLS QoS classification that the PFC supports at the
IP-to-MPLS edge. Additionally, this section provides information about the capabilities provided by the
ingress and egress interface modules. For Ethernet to MPLS, the ingress interface, MPLS QoS, and
egress interface features are similar to corresponding features for IP to MPLS.

Classification for IP-to-MPLS

The PFC ingress and egress policies for IP traffic classify traffic on the original received IP using match
commands for IP precedence, IP DSCP, and IP ACLs. Egress policies do not classify traffic on the
imposed EXP value nor on a marking done by an ingress policy.

After the PFC applies the port trust and QoS policies, it assigns the internal DSCP. The PFC then assigns
the EXP value based on the internal DSCP-to-EXP global map for the labels that it imposes. If more than
one label is imposed, the EXP value is the same in each label. The PFC preserves the original IP ToS
when the MPLS labels are imposed.

The PFC assigns the egress CoS based on the internal DSCP-to-CoS global map. If the default internal
DSCP-to-EXP and the internal DSCP-to-CoS maps are consistent, then the egress CoS has the same
value as the imposed EXP.
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If the ingress port receives both IP-to-IP and IP-to-MPLS traffic, classification should be used to
separate the two types of traffic. For example, if the IP-to-IP and IP-to-MPLS traffic have different
destination address ranges, you can classify traffic on the destination address, and then apply IP ToS
policies to the IP-to-IP traffic and apply a policy (that marks or sets the EXP value in the imposed MPLS
header) to the IP-to-MPLS traffic. See the following two examples:

* A PFC policy to mark IP ToS sets the internal DSCP—If it is applied to all traffic, then for IP-to-1P
traffic, the egress port will rewrite the CoS (derived from the internal DSCP) to the IP ToS byte in
the egress packet. For IP-to-MPLS traffic, the PFC will map the internal DSCP to the imposed EXP
value.

* A PFC policy to mark MPLS EXP sets the internal DSCP—If it is applied to all traffic, then for
IP-to-IP traffic, the egress port rewrites the IP ToS according to the ingress IP policy (or trust). The
CoS is mapped from the ToS. For IP-to-MPLS traffic, the PFC will map the internal DSCP to the
imposed EXP value.

Classification for IP-to-MPLS Mode MPLS QoS

MPLS QoS at the ingress to PE1supports:
e Matching on IP precedence or DSCP values or filtering with an access group
* The set mpls experimental imposition and police commands

MPLS QoS at the egress of PE1 supports the mpls experimental topmost command.

Classification at IP-to-MPLS Ingress Port

Classification for IP-to-MPLS is the same as for IP-to-IP. LAN port classification is based on the
received Layer 2 802.1Q CoS value.

Classification at IP-to-MPLS Egress Port

LAN port classification is based on the received EXP value and the egress CoS values is mapped from
that value.

If the egress port is a trunk, the LAN ports copy the egress CoS into the egress 8§02.1Q field.

MPLS to IP
e MPLS to IP Overview, page 69-9
» Classification for MPLS-to-IP, page 69-10
e C(Classification for MPLS-to-IP MPLS QoS, page 69-10
e Classification at MPLS-to-IP Ingress Port, page 69-10
» Classification at MPLS-to-IP Egress Port, page 69-11
MPLS to IP Overview

MPLS QoS supports these capabilities at the MPLS-to-IP edge:
» Option to propagate EXP value into IP DSCP on exit from an MPLS domain per egress interface
* Option to use IP service policy on the MPLS-to-IP egress interface

This section provides information about the MPLS-to-IP MPLS QoS classification. Additionally, this
section provides information about the capabilities provided by the ingress and egress modules.
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For MPLS to Ethernet, the ingress interface, MPLS QoS, and egress interface features are similar to
corresponding features for MPLS to IP except for the case of EOMPLS decapsulation where egress IP
policy cannot be applied (packets can be classified as MPLS only).

Classification for MPLS-to-1P
The PFC assigns the internal DSCP (internal priority that the PFC assigns to each frame) based on the
QoS result. The QoS result is affected by the following:
e Default trust EXP value
« Label type (per-prefix or aggregate)
e Number of VPNs
e Explicit NULL use
* QoS policy
There are three different classification modes:

* Regular MPLS classification—For nonaggregate labels, in the absence of MPLS recirculation, the
PFC classifies the packet based on MPLS EXP ingress or egress policy. The PFC queues the packet
based on COS derived from EXP-to-DSCP-to-CoS mapping. The underlying IP DSCP is either
preserved after egress decapsulation, or overwritten from the EXP (through the EXP-to-DSCP map).

« [P classification for aggregate label hits in VPN CAM—The PFC does one of the following:
— Preserves the underlying IP ToS
— Rewrites the IP ToS by a value derived from the EXP-to-DSCP global map
— Changes the IP ToS to any value derived from the egress IP policy
In all cases, egress queueing is based on the final IP ToS from the DSCP-to-CoS map.

» [P classification with aggregate labels not in VPN CAM—After recirculation, the PFC differentiates
the MPLS-to-IP packets from the regular IP-to-IP packets based on the ingress reserved VLAN specified
in the MPLS decapsulation adjacency. The reserved VLAN is allocated per VRF both for VPN and
non-VPN cases. The ingress ToS after recirculation can be either the original IP ToS value, or derived
from the original EXP value. The egress IP policy can overwrite this ingress ToS to an arbitrary value.

Note  For information about recirculation, see the “Recirculation” section on page 38-5.

For incoming MPLS packets on the PE-to-CE ingress, the PFC supports MPLS classification only.
Ingress IP policies are not supported. PE-to-CE traffic from the MPLS core is classified or policed on
egress as IP.

Classification for MPLS-to-IP MPLS QoS

MPLS QoS at the ingress to PE2 supports matching on the EXP value and the police command.

MPLS QoS at the egress of PE2 supports matching on IP precedence or DSCP values or filtering with
an access group and the police command.

Classification at MPLS-to-IP Ingress Port

LAN port classification is based on the EXP value. The match mpls experimental command matches
on the EXP value in the received topmost label.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY



| Chapter 69 MPLS QoS

MPLS Qos H

Classification at MPLS-to-IP Egress Port

Classification for MPLS-to-IP is the same as it is for IP-to-IP.
The LAN interface classification is based on the egress CoS.

If the egress port is a trunk, the LAN ports copy the egress CoS into the egress 802.1Q field.

Note  For MPLS to IP, egress IP ACL or QoS is not effective on the egress interface if the egress interface has
MPLS IP (or tag IP) enabled. The exception is a VPN CAM hit, in which case the packet is classified on
egress as IP.

MPLS VPN

The following PE MPLS QoS features are supported for MPLS VPN:
» Classification, policing, or marking of CE-to-PE IP traffic through the VPN subinterface
e Per-VPN QoS (per-port, per-VLAN, or per-subinterface)

For customer edge (CE)-to-PE traffic, or for CE-to-PE-to-CE traffic, the subinterface support allows you
to apply IP QoS ingress or egress policies to subinterfaces and to physical interfaces. Per-VPN policing
is also provided for a specific interface or subinterface associated with a given VPN on the CE side.

In situations when there are multiple interfaces belonging to the same VPN, you can perform per-VPN
policing aggregation using the same shared policer in the ingress or egress service policies for all similar
interfaces associated with the same PFC.

For aggregate VPN labels, the EXP propagation in recirculation case may not be supported because
MPLS adjacency does not know which egress interface the final packet will use.

Note  For information on recirculation, see the “Recirculation” section on page 38-5.

The PFC propagates the EXP value if all interfaces in the VPN have EXP propagation enabled.
The following PE MPLS QoS features are supported:

* General MPLS QoS features for IP packets

» Classification, policing, or marking of CE-to-PE IP traffic through the VPN subinterface

e Per-VPN QoS (per-port, per-VLAN, or per-subinterface)

LSRs at the MPLS Core

This section provides information about MPLS QoS features for LSRs at the core (MPLS-to-MPLS) for
MPLS and MPLS VPN networks. Ingress features, egress interface, and PFC features for Carrier
Supporting Carrier (CsC) QoS features are similar to those used with MPLS to MPLS described in the
next section. A difference between CsC and MPLS to MPLS is that with CsC labels can be imposed
inside the MPLS domain.

MPLS to MPLS

e Classification for MPLS-to-MPLS, page 69-12
e C(Classification for MPLS-to-MPLS MPLS QoS, page 69-13
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e Classification at MPLS-to-MPLS Ingress Port, page 69-13
e C(Classification at MPLS-to-MPLS Egress Port, page 69-13
MPLS to MPLS Overview

MPLS QoS at the MPLS core supports the following:

Per-EXP policing based on a service policy
Copying the input topmost EXP value into the newly imposed EXP value

Optional EXP mutation (changing of EXP values on an interface edge between two neighboring
MPLS domains) on the egress boundary between MPLS domains

Microflow policing based on individual label flows for a particular EXP value

Optional propagation of topmost EXP value into the underlying EXP value when popping the
topmost label from a multi-label stack.

The following section provides information about MPLS-to-MPLS MPLS QoS classification.
Additionally, the section provides information about the capabilities provided by the ingress and egress
modules.

Classification for MPLS-to-MPLS

S

Note

For received MPLS packets, the PFC ignores the port trust state, the ingress CoS, and any policy-map
trust commands. Instead, the PFC trusts the EXP value in the topmost label.

The MPLS QoS ingress and egress policies for MPLS traffic classify traffic on the EXP value in the
received topmost label when you enter the match mpls experimental command.

MPLS QoS maps the EXP value to the internal DSCP using the EXP-to-DSCP global map. What the
PFC does next depends on whether it is swapping labels, imposing a new label, or popping a label:

Swapping labels—When swapping labels, the PFC preserves the EXP value in the received topmost
label and copies it to the EXP value in the outgoing topmost label. The PFC assigns the egress CoS
using the internal DSCP-to-CoS global map. If the DSCP global maps are consistent, then the egress
CoS is based on the EXP in the outgoing topmost label.

The PFC can mark down out-of-profile traffic using the police command’s exceed and violate
actions. It does not mark in-profile traffic, so the conform action must be transmitted and the set
command cannot be used. If the PFC is performing a markdown, it uses the internal DSCP as an
index into the internal DSCP markdown map. The PFC maps the result of the internal DSCP
markdown to an EXP value using the internal DSCP-to-EXP global map. The PFC rewrites the new
EXP value to the topmost outgoing label and does not copy the new EXP value to the other labels
in the stack. The PFC assigns the egress CoS using the internal DSCP-to-CoS global map. If the
DSCP maps are consistent, then the egress CoS is based on the EXP value in the topmost outgoing
label.

Imposing an additional label—When imposing a new label onto an existing label stack, the PFC
maps the internal DSCP to the EXP value in the imposed label using the internal DSCP-to-EXP map.
It then copies the EXP value in the imposed label to the underlying swapped label. The PFC assigns
the egress CoS using the internal DSCP-to-CoS global map. If the DSCP maps are consistent, the
egress CoS is based on the EXP value in the imposed label.
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The PFC can mark in-profile and mark down out-of-profile traffic. After it marks the internal DSCP,
the PFC uses the internal DSCP-to-EXP global map to map the internal DSCP to the EXP value in
the newly imposed label. The PFC then copies the EXP in the imposed label to the underlying
swapped label. The PFC assigns the egress CoS using the internal DSCP-to-CoS global map.
Therefore, the egress CoS is based on the EXP in the imposed label.

* Popping a label—When popping a label from a multi-label stack, the PFC preserves the EXP value
in the exposed label. The PFC assigns the egress CoS using the internal DSCP-to-CoS global map.
If the DSCP maps are consistent, then the egress CoS is based on the EXP value in the popped label.

« If EXP propagation is configured for the egress interface, the PFC maps the internal DSCP to the
EXP value in the exposed label using the DSCP-to-EXP global map. The PFC assigns the egress
CoS using the internal DSCP-to-CoS global map. If the DSCP maps are consistent, the egress CoS
is based on the EXP value in the exposed label.

Classification for MPLS-to-MPLS MPLS QoS

MPLS QoS at the ingress to P1 or P2 supports the following:
e Matching with the mpls experimental topmost command
* The set mpls experimental imposition, police, and police with set imposition commands

MPLS QoS at the egress of P1 or P2 supports matching with the mpls experimental topmost command.

Classification at MPLS-to-MPLS Ingress Port

LAN port classification is based on the egress CoS from the PFC. The match mpls experimental
command matches on the EXP value in the received topmost label.

Classification at MPLS-to-MPLS Egress Port

LAN port classification is based on the egress CoS value from the PFC. The match mpls experimental
command matches on the egress CoS; it does not match on the EXP in the topmost label. If the egress
port is a trunk, the LAN ports copy the egress CoS into the egress 802.1Q field.

MPLS QoS Default Configuration

Feature Default Value

PFC QoS global enable state With all other PFC QoS parameters at default values, default
EXP is mapped from IP precedence.

With PFC QoS enabled and all other PFC QoS parameters at
default values, PFC QoS sets Layer 3 DSCP to zero
(untrusted ports only), Layer 2 CoS to zero, the imposed
EXP to zero in all traffic transmitted from LAN ports (default
is untrusted). For trust CoS, the default EXP value is mapped
from COS; for trust DSCP, the default EXP value is mapped
from IP precedence.

PFC QoS port enable state Enabled when PFC QoS is globally enabled
Port CoS value 0
Microflow policing Enabled

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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Feature Default Value
IntraVLAN microflow policing Disabled
Port-based or VLAN-based PFC QoS |Port-based

EXP to DSCP map EXP0=DSCP 0
(DSCP set from EXP values) EXP1=DSCP 8

EXP2 =DSCP 16
EXP 3 =DSCP 24
EXP 4 =DSCP 32
EXP 5 =DSCP 40
EXP 6 = DSCP 48
EXP 7= DSCP 56

IP precedence to DSCP map IP precedence 0 = DSCP 0
(DSCP set from IP precedence values) |IP precedence 1 = DSCP 8
IP precedence 2 = DSCP 16
IP precedence 3 = DSCP 24
IP precedence 4 = DSCP 32
IP precedence 5 = DSCP 40
IP precedence 6 = DSCP 48
IP precedence 7 = DSCP 56

DSCP to EXP map DSCP 0-7 =EXPO
(EXP set from DSCP values) DSCP 8-15=EXP 1
DSCP 16-23 =EXP 2
DSCP 24-31 =EXP 3
DSCP 32-39 =EXP 4
DSCP 40-47 =EXP 5
DSCP 48-55=EXP 6
DSCP 56-63 = EXP 7

Marked-down DSCP from DSCP map |Marked-down DSCP value equals original DSCP value
(no mark down)

EXP mutation map No mutation map by default
Policers None
Policy maps None

MPLS flow mask in NetFlow table Label + EXP value
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Feature Default Value
MPLS core QoS There are four possibilities at the MPLS core QoS:

» Swapping—Incoming EXP field is copied to outgoing
EXP field.

» Swapping + imposition—Incoming EXP field is copied
to both the swapped EXP field and the imposed EXP
field.

Note Ifthere is a service policy with a set for EXP field, its
EXP field will be placed into the imposed label and
also into the swapped label.

« Disposition of topmost label—Exposed EXP field is
preserved.

« Disposition of only label—Exposed IP DSCP is
preserved.

MPLS to IP edge QoS Preserve the exposed IP DSCP

MPLS QoS Commands

MPLS QoS supports the following MPLS QoS commands:
« match mpls experimental topmost
¢ set mpls experimental imposition
* police
¢ platform qos map exp-dscp
« platform qos map dscp-exp
e platform qos map exp-mutation
« platform qos exp-mutation
¢ show platform qos mpls
¢ no platform qos mpls trust exp

S

Note  For information about supported non-MPLS QoS commands, see Chapter 64, “PFC QoS Overview.”

The following commands are not supported:
e set qos-group

* set discard-class

MPLS QoS Restrictions

When configuring MPLS QoS, follow these guidelines and restrictions:
e For IP-to-MPLS or EOMPLS imposition when the received packet is an IP packet:
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— When QoS is disabled, the EXP value is based on the received IP ToS.

— When QoS is queuing only, the EXP value is based on the received IP ToS.
* For EoOMPLS imposition when the received packet is a non-IP packet:

— When QoS is disabled, the EXP value is based on the ingress CoS.

— When QoS is queuing only, the EXP value is based on the received IP ToS.
e For MPLS-to-MPLS operations:

— Swapping when QoS is disabled, the EXP value is based on the original EXP value (in the
absence of EXP mutation).

Swapping when QoS is queuing only, the EXP value is based on the original EXP value (in the
absence of EXP mutation).

Imposing additional label when QoS is disabled, the EXP value is based on the original EXP
value (in the absence of EXP mutation).

— Imposing an additional label when QoS is queuing only, the EXP value is based on the original
EXP value (in the absence of EXP mutation).

Popping one label when QoS is disabled, the EXP value is based on the underlying EXP value.

— Popping one label when QoS is queuing only, the EXP value is based on the underlying EXP
value.

* EXP value is irrelevant to MPLS-to-IP disposition.

e The no platform qos rewrite ip dscp command is incompatible with MPLS. The default platform
qos rewrite ip dscp command must remain enabled in order for the PFC to assign the correct EXP
value for the labels that it imposes.

e The no platform qos mpls trust exp command allows you to treat MPLS packets simiarly to Layer
2 packets for CoS and egress queueing purposes by applying port trust or policy trust instead of the
default EXP value.

How to Configure MPLS QoS

* Enabling Queueing-Only Mode, page 69-17

» Configuring a Class Map to Classify MPLS Packets, page 69-17
» Configuring a Policy Map, page 69-20

« Displaying a Policy Map, page 69-24

e Configuring MPLS QoS Egress EXP Mutation, page 69-24

* Configuring EXP Value Maps, page 69-25
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Enabling Queueing-Only Mode

To enable queueing-only mode, perform this task:

Command Purpose
Step 1 Tqwvgt*egphki+%"rncvhqto”squ"swgwgkpi/qpn{" Enables queueing-only mode.
Step2 Tqwvgt*egphki+%"gpf" Exits configuration mode.

When you enable queueing-only mode, the router does the following:

Disables marking and policing globally
Configures all ports to trust Layer 2 CoS

~

Note  The switch applies the port CoS value to untagged ingress traffic and to traffic that is
received through ports that cannot be configured to trust CoS.

This example shows how to enable queueing-only mode:

Tgwvgt$"egphkiwtg"vgtokpen"

Tqwvgt *egphki+%"rncvhqgto"squ"swgwgkpi/qpn{ "
Tgwvgt *egphki+%"gpf"

Tgwvgt$

Restrictions and Usage Guidelines

If QoS is disabled (no platform qos) for the PFC, the EXP value is determined as follows:

For IP-to-MPLS or EOMPLS imposition when the received packet is an IP packet when QoS is
queuing only (platform qos queueing-only), the EXP value is based on the received IP ToS.

For EOMPLS imposition when the received packet is a non-IP packet when QoS is queuing only, the
EXP value is based on the received IP ToS.

For MPLS-to-MPLS operations:

— Swapping when QoS is queuing only, the EXP value is based on the original EXP value (in the
absence of EXP mutation).

— Imposing additional label when QoS is queuing only, the EXP value is based on the original
EXP value (in the absence of EXP mutation).

— Popping one label when QoS is queuing only, the EXP value is based on the underlying EXP
value.

The EXP value is irrelevant to MPLS-to-IP disposition.

Configuring a Class Map to Classify MPLS Packets

You can use the match mpls experimental topmost command to define traffic classes inside the MPLS
domain by packet EXP values. This allows you to define service policies to police the EXP traffic on a
per-interface basis by using the police command.

To configure a class map, perform this task beginning in global configuration mode:
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Command Purpose
Step1  Tawvgt*egphki+3%"encuu/ocr"encuuapcog" Specifies the class map to which packets will be
matched.

Step2  Tqwvgt*egphki/eocr+%"ocve]"ornu"gzrgtkogpven"vgroquv" |Specifies the packet characteristics that will be
xcnwg" matched to the class.

Step3  Tawvgt*egphki/eocr+%"gzkv" Exits class-map configuration mode.

This example shows that all packets that contain MPLS experimental value 3 are matched by the traffic
class named exp3:

Tgwvgt$"egphkiwtg"vgtokpen"

Gpvgt "egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0

Tgwvgt *egphki+%"encuu/ocr"gzr5"

Tgwvgt*egphki/eocr+%"ocve] "ornu"gzrgtkogpven"vgroquv"s"

Tgwvgt *egphki/eocr+%"gzkv"

Tqwvgt*egphki+%"rgnke{/ocr"gzr5"

Tgwvgt*egphki/rocr+%"encuu"gzrs5"
Tqwvgt*egphki/rocr/e+%"rgqnkeg"3222222":222222"eqgqphgto/cevkgp"vtcpuokv'gzeggf /cevkgp"ftqr"
Tgwvgt*egphki/rocr/e+%"gzkv"

Tqwvgt*egphki/rocr+%"gpf"

Tgwvgt%"ujqy"encuu"gzrs"

"Encuu"Ocr"ocvej/cnn"gzr5"*kf"83+

mnnQevej"ornu"gzrgtkogpven"vgroquv"s

Tqwvgt$"ujqy"rqnke{/ocr"gzr5"

""Rgnke{"Ocr"gzr5

nmwnrEncuu"gzrs
nennnyrgnkeg'ekt"3222222"de":222222"dg" : 222222 "egphgto/cevkgp"vtcpuokv"gzeggf /cevkgp"ftgr
Tagwvgt%"ujqy"twppkpi/eqgphki"kpvgthceg"ikicdkvgvjgtpgv"5149"

Dwknfkpi"egphkiwtcvkgp000

Ewttgpv"egphkiwtcvkgp"<"395"d{vgu
#

kpvgthceg"IkicdkvGvijgtpgv5149
"tkr'cfftguu"69020203"477020202
""yei/uykvejkpikr

"gpt

Tgwvgt % "egphkiwtg"vgtokpen"

Gpvgt "egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj "EPVN1\0
Tgwvgt*egphki+%"kpvgthceg"ikicdkvgvijgtpgv"5149"

Tgwvgt *egphki/kh+% "ugtxkeg/rgnke{ "kprwv"gzr5"
Tgwvgt*egphki/kh+%

Tawvgt$
Gpvgt"egphkiwtcvkgp"eqgoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tgwvgt$"ujqy"twppkpi/egphki"kpvgthceg"ikicdkvgvijgtpgv"5149"
Dwknfkpi"egphkiwtcvkgp000

Ewttgpv"egphkiwtcvkgp"<"395"d{vgu
#

kpvgthceg"IkicdkvGvigtpgv5149
"kr'cfftguu"69020203"477020202
"tyei/uykvejkpi"kr
"rugtxkeg/rgnke{ "kprwv"gzrs

"gpt

Tgwvgt$

3y6f<"'U[U/7/EQPHKIaK<"Egqphkiwtgf "htgo"egpugng"d{"egpugng
Tgwvgt%"ujqy"rncvhgto"squ"ornu"

"SqU"Uwooct { "] ORNU_<"nmmnunk n/wyjctgfreiitgicvgu. "Ogf"/"uykvej"ogfwng+
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""""""va"Oqf"Fkt""Encuu/ocr"FUER""Cii""VtwuV"Hn"""Cintthf/D{"""Cqunkegf/D{

LU LI L L L L L L L L L LU L LR LR LI LR LR LR LR L 1 lle nmmwnmwmwnn lle
[117077777777777777777771777777777777777777777777777777777777777777777777777717
nmmnn I|Ik5149l| l|7l| I|Kpl| nmmwmonn "ger" nn l|2l| nn l|4l| n l|fuerl| l|2l| mmwmwmwmwwmmmnnn l|2l| mmwmwmwmwmwmmmnnn l|2
LRIRIRIRINR N el o te Ry AR n/n nn "thCWIlV" LIRS RINIR n2, nmnn ann npunnnNNgEg8g83g2645N NN NN NND
Tqwvgt$"ujqy"ranke{/ocr"kpvgthceg"ikicdkvgvijgtpgv"5149"

"TkicdkvGvjgtpgv5149
"nUgtxkeg/ranke{ "kprwv<"gzrs

"mnrencuu/ocr<"gzr5"*ocvej/cnn+
nwwnnnocvej<"ornu"gzrgtkogpven"vgroguv's

mwmnntrgnkeg'<
mmwmwmwnn3222222"dru":222222"nkokv" : 222222 "gzvgpfgf "nkokv
mmmnnnGetn"kp"ungv"7"<

mnmnwnnnnd{vgu

mnmmnnnn7vokpwvg"ghhgtgf'tevg"2"dru
mnwnwnnnedjtgicvg/hgtyctfgf2"d{vgu"cevkgp<"vtcpuokv
mnnnnnnngzeggfgf'2"d{vgu"cevkgp<"£ftqr
mwnnnnwneijtgicvg/hgtyctfr2rdru'gzeggf " 2"dru

mwnnEncuu/ocr<"encuu/fghcwnv"*ocvej/cp{+

NIRRT N rcemgvu. non d{vgu

nmnownn ’7 n Okpwvg n qhhgtgf n tCVg n 2 n dru . n ftqr n tCVg n 2 n dru
mmwnmnonn "OCvej < n Cp{

Tgwvgt$"egphkiwtg"vgtokpen"
Gpvgt"egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0

Tqwvgt *egphki+%"kpvgthceg"ikicdkvgvijgtpgv"5149"

Tqwvgt *egphki/kh+%"ugtxkeg/rqnke { "qwvrwv"kr4vei"

Tgwvgt *egphki/kh+%"gpf"

Tqwvgt%"ujqy"rncvhgto"squ"kr"

"SqU"Uwooct {"]KRx6 <""nnmux n/nyjctgfciitgicvgu. "Ogf"/ "uykvej "ogfwng+

mwnn Ryt Ogf "Fkt " "Encuu/ocr"FUER" "Cii " "VEwuv"Hn" " "CiHgtyctf/D{" " "CiRgnkegf/D{

LR TR TR TR T TR TR TR TR TR TR TR TR TR R TR TR TR TR TS ¢ SRR TR g

LITITTTT00T7 0707770777777 707777777 77777777777777777777777777777777777777777777
nwnnnNyYngoonngn nRphttnmunnnnn g nggnnun3nnnn "pg" QI
NN TRETI4QU N TNy I yryept g gnnnngnnnn n//n L RN TR R R TR TR TR NN R TR N TR TR NN RN RN}
LRI R e ot o SRy AL n/n wn "thCWIlV" mwamwnny "pg" nonnnNNgg5888329483 NN NN NI NI ND

Restrictions and Usage Guidelines

¢ The match mpls experimental command specifies the name of an EXP field value to be used as the
match criterion against which packets are checked to determine if they belong to the class specified
by the class map.

e To use the match mpls experimental command, you must first enter the class-map command to
specify the name of the class whose match criteria you want to establish. After you identify the class,
you can use the match mpls experimental command to configure its match criteria.

e If you specify more than one command in a class map, only the last command entered applies. The
last command overrides the previously entered commands.
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Configuring a Policy Map

You can attach only one policy map to an interface. Policy maps can contain one or more policy map
classes, each with different policy map commands.

Configure a separate policy map class in the policy map for each type of traffic that an interface receives.
Put all commands for each type of traffic in the same policy map class. MPLS QoS does not attempt to
apply commands from more than one policy map class to matched traffic.

Configuring a Policy Map to Set the EXP Value on All Imposed Labels

To set the value of the MPLS EXP field on all imposed label entries, use the set mpls experimental
imposition command in QoS policy-map class configuration mode. To disable the setting, use the no
form of this command.

>

Note  The set mpls experimental imposition command replaces the set mpls experimental command.

Command Purpose

Step 1 Tqwvgt*egphki+%"rqnke{/ocr" rgnke{apcog" Creates a policy map.

Step2  Tgwvgt*egphki/rocr+%"encuu/ocr"pcog"]ocvej/cnn"~" Accesses the QoS class-map configuration mode
ocvej/cp{_" to configure QoS class maps.

Step3  Tqwvgt*egphki/rocr/e+%"ugv"ornu"gzrgtkogpven" Sets the value of the MPLS experimental (EXP)
korqukvkgp" }mpls-exp-value ~"from-field"]lvedng" ﬁeklonzﬂlhnposedlabelennje&

table-map-name_;"

Step4  Tqwvgt*egphki/rocr/e+%"gzkv Exits class-map configuration mode.

The following example sets the MPLS EXP imposition value according to the DSCP value defined in
the MPLS EXP value 3:

Tgwvgt$"egphkiwtg"vgtokpen"

Gpvgt "egphkiwtcvkgp"eqgoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tqwvgt *egphki+%"ceeguu/n"323"r"ver"cp{"cp{
Tgwvgt*egphki+$%"encuu/ocr"krver

Tgwvgt *egphki/eocr+%"ocve]"cee"323

Tqwvgt *egphki/eocr+%"gzkv

Tawvgt *egphki+%

Tqwvgt *egphki/eocr+%"rgnke{/ocr"krdvci
Tqwvgt*egphki/rocr+%"encuu"krver
Tgwvgt*egphki/rocr/e+%"ugv"ornu"gzr"korqukvkqgp"5s
Tgwvgt*egphki/rocr/e+%"gzkv

Tqwvgt *egphki/rocr+%"gzkv

Tawvgt *egphki+%

Tgwvgt$

3y6£<"'U[U/7/EQPHKIaK<"Egphkiwtgf "htgo"egpugng"d{"egpugng
Tqwvgt$

Tqwvgt$"ujqy"rgnke{/ocr"krdvci
"nRgnke{"Ocr"kr4vci

nenrEncuu"krver
nnwnnnygy'ornu"gzrgtkogpven"korqukvkgp"s
Tqwvgt%"ujqy"encuu"krver
"Encuu"Ocr"ocvej/cnn"krver"*kf"84+
"m"rOocvej"ceeguu/itgwr323
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Tawvgt % "egphkiwtg"vgtokpen"
Gpvgt"egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj "EPVN1\0
Tgwvgt *egphki+%"kpvgthceg"ikicdkvgvjgtpgv"5149

Tqgwvgt *egphki/kh+%"ugt "kp"kr4vei

Tgwvgt*egphki/kh+%

Tgwvgtu

3y6£f<"'U[U/7/EQPHKIaK<"Egphkiwtgf "htgo"egpugng"d{"egpugng
Tagwvgt$"ujqy"rqn"kr4vei

"n"Rgnke{"Ocr"krdvci

"wniEncuu"krver

nwnnnnygyornu"gzrgtkogpven"korqukvkagp"s
Tgwvgt%$"ujqgy"encuu/ocr"krver
"Encuu"Ocr"ocvej/cnn"krver"*kf"84+
"nrocvej"ceeguu/itgwr""323

Tqwvgt%"ujqy"ceeguu/n"323

Gzvgpfgf"KR"ceeguu"nkuv"323

mnnn3nrgtokv'ver"cp{ "cp{
Tqwvgt$"ujqy"ranke{/ocr"kpvgthceg"ikicdkvgvigtpgv"5149
"TkicdkvGvjgtpgv5149

"nUgtxkeg/ranke { "kprwv<"krdvci

"nnnencuu/ocr<"krver"*ocvej/cnn+
nnnnnnoovej<"ceeguu/itgwr"323
nmnownn ugv n Ornu l|gzrgtkogpvcn" 5<

mmwnmnn "Gctn"kp "unqv" '7 n <
nnnnnnnn2nd{vgu

nmnmwmwwnn ’7 n Okpwvg n qhhgtgf n tCVg n 2 n dru
nmuwnnwnn "CiitgiCVg/hqtthfgf"2 "d{Vng

mmnnencuu/ocr<"encuu/fghcwnv"*ocvej/cp{+
mmwnmnn "OCvej < n Cp{

mmwnEncuu/ocr<"encuu/fghcwnv"*ocvej/cp{+

mmwnmnn "2 n rcemgvu . "2 "d{vgu

nmmwmwmwnn 7 n Okpw’Vg n qhhgtgf n tcvg n 2 n dru . n ftqr n tcvg n 2 n dru
nmmwmownn I|OCvej < n Cp{

This example shows how to verify the configuration:

Tqwvgt%"ujqy"ranke{ "ocr"krdvei

""Ranke {"Ocr"krdvei

"wninEncuu"krver
nnmnnnygv'ornu"gzrgtkogpven"korqukvkgp"s

EXP Value Imposition Guidelines and Restrictions

When setting the EXP value on all imposed labels, follow these guidelines and restrictions:

¢ Use the set mpls experimental imposition command during label imposition. This command sets
the MPLS EXP field on all imposed label entries.

* The set mpls experimental imposition command is supported only on input interfaces
(imposition).

e The set mpls experimental imposition command does not mark the EXP value directly; instead, it
marks the internal DSCP that is mapped to EXP through the internal DSCP-to-EXP global map.

« It is important to note that classification (based on the original received IP header) and marking
(done to the internal DSCP) do not distinguish between IP-to-IP traffic and IP-to-MPLS traffic. The
commands that you use to mark IP ToS and mark EXP have the same result as when you mark the
internal DSCP.
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» To set the pushed label entry value to a value different from the default value during label
imposition, use the set mpls experimental imposition command.

*  You optionally can use the set mpls experimental imposition command with the IP precedence,
DSCP field, or QoS IP ACL to set the value of the MPLS EXP field on all imposed label entries.

e When imposing labels onto the received IP traffic with the PFC, you can mark the EXP field using
the set mpls experimental imposition command.

Configuring a Policy Map Using the Police Command

Step 1
Step 2

Step 3
Step 4

Step 5

Step 6

Policing is a function in the PFC hardware that provides the ability to rate limit a particular traffic class
to a specific rate. The PFC supports aggregate policing and microflow policing.

Aggregate policing meters all traffic that ingresses into a port, regardless of different source, destination,
protocol, source port, or destination port. Microflow policing meters all traffic that ingresses into a port,
on a per flow (per source, destination, protocol, source port, and destination port). For additional
information on aggregate and microflow policing, see Chapter 65, “Classification, Marking, and

Policing.”

Command

Purpose

Tqwvgt*egphki+%"rqnke{/ocr" rgnke{apcog"

Creates a policy map.

Tgwvgt*egphki/rocr+%"encuu/ocr"pcog"] ocvej/cnn" ~"

ocvej/ep{ "

Accesses the QoS class map configuration mode to
configure QoS class maps.

Tqwvgt*egphki/rocr/e+%"rgnkeg" }ciitgicvg"pcogi"

Adds the class to a shared aggregate policer.

Tgwvgt*egphki/rocr/e+%"rgnkeg"bps burst normal
dwtuvaocz"eqphqgto/cevkap" cevkgp"gzeggf /cevkgp"
cevkgp"xkqgnevg/cevkgp" cevkgp"

Creates a per-class-per-interface policer.

Tqwvgt*egphki/rocr/e+%"rqnkeg"hnqy" } dru"
] dwtuvapgtocn "~"] eqphgto/cevkgp" cevkgp "
l1gzeggf/cevkap" cevkgp

Creates an ingress flow policer. (Not supported in egress
policy.)

Tqgwvgt*egphki/rocr/e+%"gzkv

Exits class-map configuration mode.

This is an example of creating a policy map with a policer:

Tqwvgt *egphki+%"rgnke{/ocr"krdvei
Tgwvgt *egphki/rocr+%"encuu"krver

Tgwvgt*egphki/rocr/e+%"pq"ugv"ornu"gzr"vqgroquv"s
Tqwvgt*egphki/rocr/e+%"rgqnkeg"3222222"3222222"e"ugv/ornu/gzraA

ugv/ornu/gzr/korqukvkgp/vtcpuokv

Tgwvgt *egphki/rocr/e+%"rgnkeg"3222222"3222222"e"ugv/ornu/gzr/korqukv"5"g" £

Tgwvgt*egphki/rocr/e+%"gzkv
Tgwvgt *egphki/rocr+%"gzkv

Tgwvgt *egphki+%"kpvgthceg"ikicdkvgvigtpgv"5149

Tgwvgt *egphki/kh+%"ugt"kp"kr4avei
Tqwvgt*egphki/kh+%

This is an example of verifying the configuration:

Tagwvgt$"ujqy"rqn"kr4vei
"n"Rgnke{"Ocr"kr4vci
nmuwnn Encuu n krver

mnnnnpgnkegtekt"3222222"de"3222222"dg" 3222222 egphgto/cevkgp"
ugv/ornu/gzr/korqukvkgp/vtcpuokv"5"gzeggf /cevkgp"ftqr
Tgwvgt$"ujqy"twppkpi/egphki"kpvgthceg"ikicdkvgvjgtpgv"5149

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
m |



| Chapter 69 MPLS QoS

How to Configure MPLS QoS W

Dwknfkpi"egphkiwtcvkgp000

Ewttgpv'"egphkiwtcvkgp"<"424"d{vgu
#

kpvgthceg"IkicdkvGvigtpgv5149
""ngiikpi"gxgpv"nkpm/uvevwu
nnugtxkeg/rgnke{ "kprwv"kravei

gpt

Tqwvgt$"ujqy"rgnke{ "kpvgthceg"ikicdkvgvjgtpgv"5149
"IkicdkvGvjgtpgv5149

"nUgtxkeg/ranke { "kprwv<"krdvci

mrrrencuu/ocr<"krver"*ocvej/cnn+

mwnnnnocvej<"ceeguu/itqwr323

mewnnnnyrgnkeg<

mmwwnwnn3222222"dru"3222222"nkokv"3222222"gzvgpfgf "nkokv
mwwnnnGetn"kp'ungv"7"<

mwmwnnnn g {vgu

mnnwnwnn7vokpwvg"ghhgtgf'tevg"2"dru
mnnwwnnneijtgicvg/hgqtyctfgf"2"d{vgu"cevkgp<"ugv/ornu/gzr/korqukvkgp/vtcpuokv
mnnnnnnngzeggfgf"2"d{vgu"cevkgp<"ftqr
mmmnnnnneijtgicvg/hgtyctfr2rdrutgzeggf"2ndru

mmnnencuu/ocr<"encuu/fghcwnv"*ocvej/cp{+
mmwnmnn "OCvej < n Cp{

mmwnEncuu/ocr<"encuu/fghcwnv"*ocvej/cp{+

mmwnmnn "2 n rcemgvu . "2 "d{vgu

URININININ] 7 n OkaVg n qhhgtgf n tcvg n 2 n dru . n ftqr n tcvg n 2 n dru
nmmwmownn I|OCvej < n Cp{

Restrictions and Usage Guidelines

The following restrictions and guidelines apply when using the police command to configure a policy
map:

*  With MPLS, the exceed-action action command and the violate-action action command work
similarly to IP usage. The packet may get dropped or the EXP value is marked down.

*  With MPLS, the set-dscp transmit action command and the set-prec-transmit action command set
the internal DSCP that is mapped into the CoS bits, which affects queueing, however, they do not
change the EXP value, except for imposition.

*  When swapping labels for received MPLS traffic with the PFC, you can mark down out-of-profile
traffic using the police command exceed-action policed-dscp-transmit and violate-action
policed-dscp-transmit keywords. The PFC does not mark in-profile traffic, when marking down
out-of-profile traffic, the PFC marks the outgoing topmost label. The PFC does not propagate the
marking down through the label stack.

*  With MPLS, the flow key is based on the label and EXP value; there is no flowmask option.
Otherwise, flow key operation is similar to IP-to-IP.

e You can use the police command to set the pushed label entry value to a value different from the
default value during label imposition.

*  When imposing labels onto the received IP traffic with the PFC, you can mark the EXP field using
the conform-action set-mpls-exp-imposition-transmit keywords.

* During IP-to-MPLS imposition, IP ToS marking is not supported. If you configure a policy to mark
IP ToS, the PFC marks the EXP value.
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Displaying a Policy Map

You can display a policy map with an interface summary for MPLS QoS classes or with the configuration
of all classes configured for all service policies on the specified interface.

Displaying the Configuration of All Classes

To display the configuration of all classes configured for all service policies on the specified interface,
perform this task:

Command Purpose
Tqwvgts"ujqgy"rgnke{ "kpvgthceg" interface type Displays the configuration of all classes configured for all
kpvgthcegapwodgt™ policy maps on the specified interface.

This example shows the configurations for all classes on Gigabit Ethernet interface 3/27:

Tgwvgt$"ujqy"rgnke{ "kpvgthceg"ikicdkvgvigtpgv"5149
"IkicdkvGvijgtpgv5149

"nUgtxkeg/ranke { "kprwv<"krdvci

"mrrencuu/ocr<"krver"*ocvej/cnn+

nnnwnngcvej<ceeguu/itgqwr"323

mmnnnnyrgnkeg'<

mmmmwnwnn3222222"dru"3222222"nkokv"3222222"gzvgpfgf "nkokv
mwnnnnGetn"kp'ungv"7"<

w2 "d{vgu

mnmwnwnn7tokpwvg"ghhgtgf'tevg"2"dru
mnwwwnnncijtgicvg/hqtyctfgf"2"d{vgu"cevkgp<"ugv/ornu/gzr/korqukvkgp/vtcpuokv
mnnwnnnngzeggfgf'2"d{vgu"cevkgp<"£ftqr
mmmmnnnneijtgicvg/hgtyctfr2tdrutgzeggf"2tdru

mmnnencuu/ocr<"encuu/fghcwnv"*ocvej/cp{+
IRIRIRINT] "Ocvej <" Cp{

mmnnEncuu/ocr<"encuu/fghcwnv"*ocvej/cp{+

N nycemgvu. "2" d{vgu

mmwmwmwnmn ’7 n okpwvg n qhhgtgf n tch n 2 n dru . n ftqr n tch n 2 n dru
mmwmwmn "OCVej < n Cp{

Configuring MPLS QoS Egress EXP Mutation

e Configuring Named EXP Mutation Maps, page 69-25
« Attaching an Egress EXP Mutation Map to an Interface, page 69-25
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Configuring Named EXP Mutation Maps

To configure a named EXP mutation map, perform this task:

Command Purpose

Step1 Tgwvgt*egphki+%"rncvhqto"squ"ocr"gzr/owvevkgp" Configures a named EXP mutation map.
name mutated expl mutated exp2 mutated exp3
mutated exp4 mutated exp5 mutated expé6
mutated exp7 mutated exp8

Step2 Tqwvgt*egphki+%"gpf" Exits configuration mode.

When configuring a named EXP mutation map, note the following information:
e You can enter up to eight input EXP values that map to a mutated EXP value.
* You can enter multiple commands to map additional EXP values to a mutated EXP value.
* You can enter a separate command for each mutated EXP value.

* You can configure 15 ingress EXP mutation maps to mutate the internal EXP value before it is

written as the ingress EXP value. You can attach ingress EXP mutation maps to any interface that
PFC QoS supports.

e PFC QoS derives the egress EXP value from the internal DSCP value. If you configure ingress EXP
mutation, PFC QoS does not derive the ingress EXP value from the mutated EXP value.

Attaching an Egress EXP Mutation Map to an Interface

To attach an egress EXP mutation map to an interface, perform this task:

Command Purpose
Step1 Tqwvgt*egphki+%"kpvgthceg"}}xncp"vian ID{"~" Selects the interface to configure.
}type slot/port] Ouwdkpvgthceg i"~"}rqtv/ejcppgn"

pwodgt] Ouwdkpvgthceg i

Step2 Tqwvgt*egphki/kh+%"rnevhqto"squ"gzr/owvevkgp" Attaches an egress EXP mutation map to the interface.
exp-mutation-table-name

Step3 Tqwvgt*egphki/kh+%"gpf" Exits configuration mode.

This example shows how to attach the egress EXP mutation map named mutemap?2:

Tgwvgt *egphki+%"kpvgthceg"ikicdkvgvigtpgv"5148"
Tqwvgt *egphki/kh+%"rncvhgto"squ"gzr/owvevkgp"owvgocr4
Tqwvgt*egphki/kh+%"gpf

Configuring EXP Value Maps

» Configuring an Ingress-EXP to Internal-DSCP Map, page 69-26
* Configuring a Named Egress-DSCP to Egress-EXP Map, page 69-26
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Configuring an Ingress-EXP to Internal-DSCP Map

To configure an ingress-EXP to internal-DSCP map, perform this task:

Command Purpose

Step 1 Tqwvgt*egphki+%'rncvhgto"squ"ocr"gzr/fuer"xcnwgu" |Configures the ingress-EXP value to internal-DSCP map.
You must enter eight DSCP values corresponding to the
EXP values. Valid values are 0 through 63.

Step2 Tqwvgt*egphki+%"gpf" Exits configuration mode.

This example shows how to configure an ingress-EXP to internal-DSCP map:
Tgwvgt*egphki+%"rnecvhgto"squ"ocr"gzr/fuer"65"65"65"65"65"65"65"65
Tgwvgt*egphki+%

This example shows how to verify the configuration:

Tgwvgt*egphki+%"ujqy"rncvhqgto"squ"ocr"gzr/fuer
"nngzr/fuer"ocr<
l|l|l|l|l|l|l|l|l|gzr<l|l|l|2l|l|3l|l|4l|l|5l|l|6l|l|7l|l|8l|l|9l|

R NIy
nmmwmwmwmnn "fuer<" "65l|65l|65ll65ll65l|65l|65l|65l|

Configuring a Named Egress-DSCP to Egress-EXP Map

To configure a named egress-DSCP to egress-EXP map, perform this task:

Command Purpose

Step 1 Tqwvgt*egphki+%"rncvhqto"squ"ocr"fuer/gzr" Configures a named egress-DSCP to egress-EXP map.
fueraxcnwgu"vq"gzraxcnwgu" You can enter up to eight DSCP values at one time to a
single EXP value. Valid values are 0 through 7.

Step2 Tgwvgt*egphki+%"gpf" Exits configuration mode.

This example shows how to configure a named egress-DSCP to egress-EXP map:

Tgwvgt*egphki+%"rncvhgto"squ"ocr"fuer/gzr"42"47"vq"5s
Tgwvgt*egphki+$%

MPLS DiffServ Tunneling Modes

Tunneling provides QoS the ability to be transparent from one edge of a network to the other edge of the
network. A tunnel starts where there is label imposition. A tunnel ends where there is label disposition;
that is, where the label is removed from the stack, and the packet goes out as an MPLS packet with a
different per-hop behavior (PHB) layer underneath or as an IP packet with the IP PHB layer.

For the PFC, there are two ways to forward packets through a network:

» Short Pipe mode—In Short Pipe mode, the egress PE router uses the original packet marking instead
of the marking used by the intermediate provider (P) routers. EXP marking does not propagate to
the packet ToS byte.

For a description of this mode, see the “Short Pipe Mode” section on page 69-27.
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For the configuration information, see the “How to Configure Short Pipe Mode” section on
page 69-30.

e Uniform mode—In Uniform mode, the marking in the IP packet may be manipulated to reflect the
service provider’s QoS marking in the core. This mode provides consistent QoS classification and
marking throughout the network including CE and core routers. EXP marking is propagated to the
underlying ToS byte.

For a description, see the “Uniform Mode” section on page 69-28.
For the configuration procedure, see the “How to Configure Uniform Mode” section on page 69-34.

Both tunneling modes affect the behavior of edge and penultimate label switching routers (LSRs) where
labels are put onto packets and removed from packets. They do not affect label swapping at intermediate
routers. A service provider can choose different types of tunneling modes for each customer.

For additional information, see “MPLS DiffServ Tunneling Modes” at this URL:
http://www.cisco.com/en/US/docs/ios-xml/ios/mp_te diffserv/configuration/15-mt/mp-diffserv-tun-m
ode.html.

Short Pipe Mode

Note

Short pipe mode is used when the customer and service provider are in different DiffServ domains. It
allows the service provider to enforce its own DiffServ policy while preserving customer DiffServ
information, which provides a DiffServ transparency through the service provider network.

QoS policies implemented in the core do not propagate to the packet ToS byte. The classification based
on MPLS EXP value ends at the customer-facing egress PE interface; classification at the
customer-facing egress PE interface is based on the original IP packet header and not the MPLS header.

The presence of an egress IP policy (based on the customer’s PHB marking and not on the provider’s
PHB marking) automatically implies the Short Pipe mode.

Figure 69-2 Short Pipe Mode Operation with VPNs
CE1 P1 P2 PE2 CE2
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Short Pipe mode functions as follows:

1.

2
3
4
5.
6
7
8
9

CE1 transmits an IP packet to PE1 with an IP DSCP value of 1.

PEI sets the MPLS EXP field to 5 in the imposed label entries.

PE1 transmits the packet to P1.

P1 sets the MPLS EXP field value to 5 in the swapped label entry.

P1 transmits the packet to P2.

P2 pops the IGP label entry.

P2 transmits the packet to PE2.

PE2 pops the BGP label.

PE2 transmits the packet to CE2, but does QoS based on the IP DSCP value.

For additional information, see “MPLS DiffServ Tunneling Modes” at this URL:

http://www.cisco.com/en/US/docs/ios-xml/ios/mp_te_diffserv/configuration/15-mt/mp-diffserv-tun-m
ode.html

Short Pipe Mode Restrictions

Short Pipe mode is not supported if the MPLS-to-IP egress interface is EOMPLS (the adjacency has the
end of marker (EOM) bit set).

Uniform Mode

In Uniform mode, packets are treated uniformly in the IP and MPLS networks; that is, the IP precedence
value and the MPLS EXP bits always correspond to the same PHB. Whenever a router changes or
recolors the PHB of a packet, that change must be propagated to all encapsulation markings. The
propagation is performed by a router only when a PHB is added or exposed due to label imposition or
disposition on any router in the packet’s path. The color must be reflected everywhere at all levels. For
example, if a packet’s QoS marking is changed in the MPLS network, the IP QoS marking reflects that
change.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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Figure 69-3 Uniform Mode Operation
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*In both the MPLS-to-MPLS and the MPLS-to-IP cases, the PHBs of the topmost popped
label is copied into the new top label or the IP DSCP if no label remains

The procedure varies according to whether IP precedence bit markings or DSCP markings are present.

The following actions occur if there are IP precedence bit markings:

1.
2.
3.

IP packets arrive in the MPLS network at PE1, the service provider edge router.
A label is copied onto the packet.

If the MPLS EXP field value is recolored (for example, if the packet becomes out-of-rate because
too many packets are being transmitted), that value is copied to the IGP label. The value of the BGP
label is not changed.

At the penultimate hop, the IGP label is removed. That value is copied into the next lower level
label.

When all MPLS labels have been removed from the packet that is sent out as an IP packet, the IP
precedence or DSCP value is set to the last changed EXP value in the core.

The following is an example when there are IP precedence bit markings:

1.
2.

At CE1 (customer equipment 1), the IP packet has an IP precedence value of 3.

When the packet arrives in the MPLS network at PE1 (the service provider edge router), the IP
precedence value of 3 is copied to the imposed label entries of the packet.

The MPLS EXP field in the IGP label header might be changed within the MPLS core (for example,
at P1) by a mark down.

Because the IP precedence bits are 3, the BGP label and the IGP label also contain 3 because in Uniform
mode, the labels always are identical. The packet is treated uniformly in the IP and MPLS networks.
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Uniform Mode Restrictions

If the egress IP ACLs or service policies are configured on the MPLS-to-IP exit point, the Uniform mode
is always enforced because of recirculation.

MPLS DiffServ Tunneling Restrictions and Usage Guidelines

The MPLS DiffServ tunneling restrictions and usage guidelines are as follows:

¢ One label-switched path (LSP) can support up to eight classes of traffic (that is, eight PHBs) because
the MPLS EXP field is a 3-bit field.

« MPLS DiffServ tunneling modes support E-LSPs. An E-LSP is an LSP on which nodes determine
the QoS treatment for MPLS packet exclusively from the EXP bits in the MPLS header.

The following features are supported with the MPLS differentiated service (DiffServ) tunneling modes:

e MPLS per-hop behavior (PHB) layer management. (Layer management is the ability to provide an
additional layer of PHB marking to a packet.)

* Improved scalability of the MPLS layer management by control on managed customer edge (CE)
routers.

e MPLS can tunnel a packet’s QoS (that is, the QoS is transparent from edge to edge). With QoS
transparency, the IP marking in the IP packet is preserved across the MPLS network.

e The MPLS EXP field can be marked differently and separately from the PHB marked in the IP
precedence or DSCP field.

How to Configure Short Pipe Mode

» Ingress PE Router—Customer Facing Interface, page 69-30

e Configuring Ingress PE Router—P Facing Interface, page 69-32

e Configuring the P Router—Output Interface, page 69-33

¢ Configuring the Egress PE Router—Customer Facing Interface, page 69-34

Note » The steps that follow show one way, but not the only way, to configure Short Pipe mode.

e The Short Pipe mode on the egress PE (or PHP) is automatically configured when you attach to the
interface an egress service policy that includes an IP class.

Ingress PE Router—Customer Facing Interface

This procedure configures a policy map to set the MPLS EXP field in the imposed label entries.
To set the EXP value, the ingress LAN port must be untrusted.
For MPLS and VPN, the ingress PE supports all ingress PFC IP policies.
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Step 1

Step 2
Step 3

Step 4
Step 5
Step 6

Step 7
Step 8
Step 9

How to Configure Short Pipe Mode W

To configure a policy map to set the MPLS EXP field in the imposed label entries, perform this task:

Command

Purpose

Tgwvgt*egphki+%"ceeguu/nkuv"
ipv4 _acl number or name"rgtokv"cp{

Creates an IPv4 access list.

Tgwvgt*egphki+%"encuu/ocr" encuuapcog"

Creates a class map.

Tgwvgt*egphki/eocr+%"ocvej"ceeguu/itqwr"
ipv4_acl number or. name"

Configures the class map to filter with the ACL created in
step 1.

Tqwvgt*egphki+%"rqnke { /ocr" rgnke {aocrapcog"

Creates a named QoS policy.

Tqwvgt*egphki/rocr+%"encuu" encuuapcog"

Configures the policy to use the class map created in step 2.

Tqwvgt*egphki/rocr/e+%"rgnkeg" dkvuargtaugegpt"
1 pgtocnadwtuvad{vgu "eqphqto/cevkqp"
ugv/ornu/gzr/vtepuokv" gzraxcnwg"gzeggf/cevkgp"
ftgr

Configures policing, including the following:

e Action to take on packets that conform to the rate limit
specified in the service level agreement (SLA).

e Action to take on packets that exceed the rate limit
specified in the SLA.

The exp_value sets the MPLS EXP field.

Tqwvgt*egphki+%"kpvgthceg" type slot/port"

Selects an interface to configure.

Tqwvgt*egphki/kh+% "pg"rncvhgto"squ"vtwuv"

Configures the interface as untrusted.

Tqgwvgt*egphki/kh+% "ugtxkeg/rqnke { "kprwv"
rgnke{aocrapcog"

Attaches the policy map created in step 4 to the interface as
an input service policy.

Configuration Example

This example shows how to configure a policy map to set the MPLS EXP field in the imposed label

entries:

Tqwvgt *egphki+3%"ceeguu/nkuv"3"rgtokv"cp(

Tgwvgt *egphki+%"encuu/ocr"EWUVQOGT/C

Tgwvgt*egphki/eocr+%"ocve] "ceeguu/itqwr"3
Tqwvgt *egphki+%"rgnke{/ocr"ugv/ORNU/RJID

Tgwvgt *egphki/rocr+%"encuu"EWUVQOGT/C

Tgwvgt*egphki/rocr/e+%"rqnkeg" 72222222 "eqphqgto/cevkgp"ugv/ornu/gzr/vtcpuokv"6"

gzeggf/cevkgp"ftqr

Tgwvgt *egphki+%"kpvgthceg"ikicdkvgvijgtpgv"513

Tgwvgt *egphki/kh+%"pg"rncvhgto"squ"vtwuv
Tgwvgt*egphki+%"kpvgthceg"ikicdkvgvigtpgv"513053
Tqwvgt *egphki/kh+% "ugtxkeg/rgnke { "kprwv"ugv/ORNU/RJID
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Configuring Ingress PE Router—P Facing Interface

This procedure classifies packets based on their MPLS EXP field and provides appropriate discard and
scheduling treatments.

To classify packets based on their MPLS EXP field and provide appropriate discard and scheduling
treatments, perform this task:

Command Purpose

Step1  Tgwvgt*egphki+%"encuu/ocr"encuuapcog" Specifies the class map to which packets will be mapped
(matched). Creates a traffic class.

Step2  Tqwvgt*egphki/e/ocr+%"ocvej"ornu"gzrgtkogpven" |Specifies the MPLS EXP field values used as a match

gzrankuv" criteria against which packets are checked to determine if
they belong to the class.
Step3  Tgwvgt*egphki+%"rgnke{/ocr"pcog" Configures the QoS policy for packets that match the class
or classes.
Step4  Tqwvgt*egphki/r/ocr+%"encuu"encuuapcog" Associates the traffic class with the service policy.
Step5  Tqwvgt*egphki/r/ocr/e+%"dcpfykfvj" Specifies the minimum bandwidth guarantee to a traffic

}depfykfviamdru" ~"rgtegpv" rgtegpvi class. You can specify the minimum bandwidth guarantee in

kilobits per second or by percent of the overall bandwidth.

Step 6 Tawvgt*egphki/r/ocr+%"encuu"encuu/fghcwnv Specifies the default class so that you can configure or
modify its policy.

Step7  Tqwvgt*egphki/r/ocr/e+%"tcpfqgo/fgvgev" Enables a WRED drop policy for a traffic class that has a
bandwidth guarantee.

Step8  Tqwvgt*egphki+%"kpvgthceg"type slot/port" Selects an interface to configure.

Step9  Tqwvgt*egphki/kh+3"ugtxkeg/rqnke{ "gqwvrwv'"pcog" |Attaches a QoS policy to an interface and specifies that
policies should be applied on packets leaving the interface.

S

Note  The bandwidth command and random-detect command are not supported on LAN ports.

Configuration Example

This example shows how to classify packets based on their MPLS EXP field and provide appropriate
discard and scheduling treatments:

Tgwvgt *egphki+%"encuu/ocr"ORNU/GZR/6
Tgwvgt*egphki/e/ocr+%"ocvej"ornu"gzrgtkogpven"é
Tqwvgt *egphki+% "rgnke {/ocr"qwvrwv/squ
Tgwvgt*egphki/r/ocr+%"encuu"ORNU/GZR/6
Tgwvgt*egphki/r/ocr/e+%"dcpfykfvi"rgtegpv"é62
Tqwvgt*egphki/r/ocr+%"encuu"encuu/fghcwnv
Tgwvgt*egphki/r/ocr/e+%"tepfqo/fgvgev

Tgwvgt *egphki+%"kpvgthceg"rqu"613

Tqwvgt *egphki/kh+% "ugtxkeg/rqnke { "qwvrwv"qwvrwv/squ
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Configuring the P Router—Output Interface

To classify packets based on their MPLS EXP field and provide appropriate discard and scheduling
treatments, perform this task:

Command Purpose

Step1  Tqgwvgt*egphki+3%"encuu/ocr"encuuapcog" Specifies the class map to which packets will be mapped
(matched). Creates a traffic class.

Step2  Tqwvgt*egphki/e/ocr+%"ocvej"ornu"gzrgtkogpven" |Specifies the MPLS EXP field values used as a match

gzrankuv" criteria against which packets are checked to determine if
they belong to the class.
Step3  Tgwvgt*egphki+%"rgnke{/ocr"pcog" Configures the QoS policy for packets that match the class
or classes.
Step4  Tqwvgt*egphki/r/ocr+%"encuu"encuuapcog" Associates the traffic class with the service policy.
Step5  Tawvgt*egphki/r/ocr/e+%"dcpfykfvi" Specifies the minimum bandwidth guarantee to a traffic

}depfykfviamdru" ~"rgtegpv" rgtegpvi class. You can specify the minimum bandwidth guarantee in

kilobits per second or by percent of the overall bandwidth.

Step6  Tgwvgt*egphki/r/ocr+%"encuu"encuu/fghcwnv" Specifies the default class so that you can configure or
modify its policy.

Step7  Tqwvgt*egphki/r/ocr/e+%"tcpfgo/fgvgev" Applies WRED to the policy based on the IP precedence or
the MPLS EXP ficld value.

Step8  Tqwvgt*egphki+%"kpvgthceg"type slot/port" Selects an interface to configure.

Step9  Tqwvgt*egphki/kh+3"ugtxkeg/rqnke{ "qwvrwv'"pcog" |Attaches a QoS policy to an interface and specifies that
policies should be applied on packets leaving the interface.

a~

Note  The bandwidth command and random-detect command are not supported on LAN ports.

Configuration Example

This example shows how to classify packets based on their MPLS EXP field and provide appropriate
discard and scheduling treatments:

Tgwvgt *egphki+%"encuu/ocr"ORNU/GZR/6
Tgwvgt*egphki/e/ocr+%"ocvej"ornu"gzrgtkogpven"é
Tqwvgt *egphki+% "ranke{/ocr"qwvrwv/squ

Tgwvgt *egphki/r/ocr+%"encuu"ORNU/GZR/6
Tgwvgt*egphki/r/ocr/e+%"decpfykfv]"rgtegpv"é62
Tqwvgt*egphki/r/ocr+%"encuu"encuu/fghcwnv
Tqwvgt*egphki/r/ocr/e+%"tcpfqo/fgvgev
Tgwvgt*egphki+%"kpvgthceg"rqu"413

Tqwvgt *egphki/kh+% "ugtxkeg/rqnke { "qwvrwv"qwvrwv/squ

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
| "m=m



Chapter 69  MPLS QoS |

Bl How to Configure Uniform Mode

Configuring the Egress PE Router—Customer Facing Interface

To classify a packet based on its IP DSCP value and provide appropriate discard and scheduling
treatments, perform this task:

Command Purpose

Step1  Tqgwvgt*egphki+3%"encuu/ocr"encuuapcog" Specifies the class map to which packets will be mapped
(matched). Creates a traffic class.

Step2  Tgwvgt*egphki/e/ocr+%"ocvej"kr"fuer"fueraxcnwgu" |Uses the DSCP values as the match criteria.

Step3  Tgwvgt*egphki+%"rgnke{/ocr"pcog" Configures the QoS policy for packets that match the class
or classes.
Step4  Tqwvgt*egphki/r/ocr+%"encuu"encuuapcog" Associates the traffic class with the service policy.
Step5  Tawvgt*egphki/r/ocr/e+%"dcpfykfvi" Specifies the minimum bandwidth guarantee to a traffic
}depfykfviamdru" ~"rgtegpv" rgtegpvi class. You can specify the minimum bandwidth guarantee in
kilobits per second or by percent of the overall bandwidth.
Step 6 Tgwvgt*egphki/r/ocr+%"encuu"encuu/fghcwnv Specifies the default class so that you can configure or
modify its policy.
Step7  Tqwvgt*egphki/r/ocr/e+%"tcpfqgo/fgvgev" Enables a WRED drop policy for a traffic class that has a
fuer/dcugf"

bandwidth guarantee.

Step8  Tqwvgt*egphki+%"kpvgthceg"type slot/port" Selects an interface to configure.

Step9  Tqwvgt*egphki/kh+3"ugtxkeg/rqnke{ "qwvrwv'"pcog" |Attaches a QoS policy to an interface and specifies that
policies should be applied on packets leaving the interface.

Configuration Example

This example shows how to classify a packet based on its IP DSCP value and provide appropriate discard
and scheduling treatments:
Tqwvgt*egphki+%"encuu/ocr"KR/RTGE/6
Tgwvgt*egphki/e/ocr+%"ocvej"kr"rtgegfgpeg"é

Tqwvgt *egphki+%"rgnke{/ocr"qwvrwv/squ
Tqwvgt*egphki/r/ocr+%"encuu"KR/RTGE/6
Tgwvgt*egphki/r/ocr/e+%"depfykfvi"rgtegpv"é62

Tgwvgt *egphki/r/ocr+%"encuu"encuu/fghcwnv

Tgwvgt *egphki/r/ocr/e+%"tcpfqgo/fgvgev
Tgwvgt*egphki+%"kpvgthceg"ikicdkvgvigtpgv"514054
Tqwvgt *egphki/kh+% "ugtxkeg/rqnke { "qwvrwv"qwvrwv/squ

How to Configure Uniform Mode

e Configuring the Ingress PE Router—Customer Facing Interface, page 69-35
¢ Configuring the Ingress PE Router—P Facing Interface, page 69-36
» Configuring the Egress PE Router—Customer Facing Interface, page 69-37

S

Note  The steps that follow show one way, but not the only way, to configure the Uniform mode.
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How to Configure Uniform Mode

Configuring the Ingress PE Router—Customer Facing Interface

Step 1

Step 2
Step 3

Step 4
Step 5
Step 6

Step 7
Step 8

Step 9

For Uniform mode, setting the trust state to IP precedence or IP DSCP allows the PFC to copy the IP

PHB into the MPLS PHB.

a~

Note  This description applies to PFC QoS for LAN ports.
To configure a policy map to set the MPLS EXP field in imposed label entries, perform this task:
Command Purpose

Tgwvgt*egphki+%"ceeguu/nkuv"
ipv4 acl number or name"rgtokv"cp{

Creates an IPv4 access list.

Tgwvgt *egphki+$%"encuu/ocr" encuuapcog"

Creates a class map.

Tgwvgt*egphki/eocr+%"ocvej"ceeguu/itqwr"
ipv4 acl number or name"

Configures the class map to filter with the ACL created in
Step 1.

Tgwvgt*egphki+%"rqnke{/ocr" rgnke{aocrapcog"

Creates a named QoS policy.

Tqwvgt*egphki/rocr+%"encuu" encuuapcog"

Configures the policy to use the class map created in step 2.

Tgwvgt*egphki/rocr/e+%"rqankeg" dkvuargtaugegpr™
1 pgtocnadwtuvad{vgu "egphgto/cevkgp"vtcpuokv"
gzeggf/cevkgp"ftgr

Configures policing, including the following:

« Action to take on packets that conform to the rate limit
specified in the SLA.

« Action to take on packets that exceed the rate limit
specified in the SLA.

Tqwvgt*egphki+%"kpvgthceg" type slot/port"

Selects an interface to configure.

Tqgwvgt*egphki/kh+%"rncvhgto"squ"vtwuv" fuer"

Configures received DSCP as the basis of the internal
DSCEP for all the port’s ingress traffic.

Tqwvgt *egphki/kh+%"ugtxkeg/rgnke { "kprwv"
rane{aocrapcog"

Attaches the policy map created in step 4 to the interface as
an input service policy.

Configuration Example

This example shows how to configure a policy map to set the MPLS EXP field in imposed label entries:

Tqgwvgt *eqgphki+%"ceeguu/nkuv"3"rgtokv"cp{

Tgwvgt *egphki+$%"encuu/ocr"EWUVQOGT/C

Tqwvgt *egphki/eocr+%"ocve] "ceeguu/itqwr"3

Tgwvgt *eqgphki+%"ragnke{/ocr"UNC/C

Tgwvgt*egphki/rocr+%"encuu"EWUVQOGT/C

Tgwvgt*egphki/rocr/e+%"rgnkeg" 72222222 "egphgto/cevkgp"vtcpuokv"gzeggf/cevkgp"ftqr
Tgwvgt*egphki+%"kpvgthceg"ikicdkvgvigtpgv"513
Tqwvgt*egphki/kh+%"rncvhgto"squ"vtwuv" fuer

Tawvgt *egphki+%"kpvgthceg"ikicdkvgvjgtpgv"513053

Tgwvgt *eqgphki/kh+%"ugtxkeg/rgnke { "kprwv"UNC/C
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Configuring the Ingress PE Router—P Facing Interface

Step 1

Step 2

Step 3

Step 4

Step 5

Step 6

Step 7

Step 8
Step 9

To classify packets based on their MPLS EXP field and provide appropriate discard and scheduling
treatments, perform this task:

Command Purpose

Tqwvgt *egphki+%"encuu/ocr" encuuapcog" Specifies the class map to which packets will be mapped
(matched). Creates a traffic class.

Tqwvgt*egphki/e/ocr+%"ocve]j"ornu"gzrgtkogpven" |Specifies the MPLS EXP field values used as a match

gzrankuv" criteria against which packets are checked to determine if
they belong to the class.

Tqwvgt *eqphki+%"ranke{/ocr"pcog" Configures the QoS policy for packets that match the class
or classes.

Tqwvgt*eqphki/r/ocr+%"encuu" encuuapcog” Associates the traffic class with the service policy.

Tgwvgt*egphki/r/ocr/e+%"dcpfykEfvy" Specifies the minimum bandwidth guarantee to a traffic

}depfykfviamdru" ~"rgtegpv" rgtegpvi class. You can specify the minimum bandwidth guarantee in
kilobits per second or by percent of the overall bandwidth.

Tqwvgt*egphki/r/ocr+%"encuu"encuu/fghcwnv Specifies the default class so that you can configure or
modify its policy.

Tqwvgt*eqgphki/r/ocr/e+%"tcpfgo/fgvgev" Enables a WRED drop policy for a traffic class that has a
bandwidth guarantee.

Tqwvgt*eqphki+$%"kpvgthceg" type slot/port" Selects an interface to configure.

Tqwvgt *egphki/kh+%"ugtxkeg/rgnke { "qwvrwv"pcog" | Attaches a QoS policy to an interface and specifies that
policies should be applied on packets leaving the interface.

a~

Note

The bandwidth command and random-detect command are not supported on LAN ports.

Configuration Example

This example shows how to classify packets based on their MPLS EXP field and provide appropriate
discard and scheduling treatments:

Tgwvgt *egphki+%"encuu/ocr"ORNU/GZR/5
Tgwvgt*egphki/e/ocr+%"ocvej"ornu"gzrgtkogpven"s
Tqwvgt *egphki+% "rgnke {/ocr"qwvrwv/squ
Tgwvgt*egphki/r/ocr+%"encuu"ORNU/GZR/5
Tgwvgt*egphki/r/ocr/e+%"dcpfykfvi"rgtegpv"é62
Tqwvgt*egphki/r/ocr+%"encuu"encuu/fghcwnv
Tgwvgt*egphki/r/ocr/e+%"tepfqo/fgvgev

Tgwvgt *egphki+%"kpvgthceg"rqu"613

Tqwvgt *egphki/kh+% "ugtxkeg/rqnke { "qwvrwv"qwvrwv/squ
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Configuring the Egress PE Router—Customer Facing Interface

To configure the egress PE router at the customer-facing interface, perform this task:

Command Purpose
Step1  Tqgwvgt*egphki+%"encuu/ocr"encuuapcog" Specifies the class map to which packets will be mapped
(matched). Creates a traffic class.
Step2  Tgwvgt*egphki/e/ocr+%"ocvej"kr"rtgegfgpeg" Identifies IP precedence values as match criteria.
precedence-value
Step3  Tqwvgt*egphki+%"rqgnke{/ocr"pcog" Configures the QoS policy for packets that match the class
or classes.
Step4  Tqwvgt*egphki/r/ocr+%"encuu"encuuapcog" Associates the traffic class with the service policy.
Step5  Tqwvgt*egphki/r/ocr/e+%"dcpfykfvi" Specifies the minimum bandwidth guarantee to a traffic
}depfykfviamdru"~"rgtegpv" rgtegpvi class. You can specify the minimum bandwidth guarantee in
kilobits per second or by percent of the overall bandwidth.
Step 6  Tawvgt*egphki/r/ocr+%"encuu"encuu/fghcwnv" Specifies the default class so that you can configure or
modify its policy.
Step7  Tqwvgt*egphki/r/ocr/e+%"tcpfqo/fgvgev Applies WRED to the policy based on the IP precedence or
the MPLS EXP field value.
Step8  Tgwvgt*egphki+%"kpvgthceg"v{rg"ungvlrgtv" Selects an interface to configure.
Step9  Tqgwvgt*egphki/kh+"ornu"rtqgrcicvg/equ" Enables propagation of EXP value into the underlying IP
DSCP at the MPLS domain exit LER egress port.
Step 10 Tqwvgt*egphki/kh+%"ugtxkeg/rqnke{"qwvrwv"pcog" |Attaches a QoS policy to an interface and specifies that
policies should be applied on packets coming into the
interface.

S

Note  The bandwidth command and random-detect command are not supported on LAN ports.

Configuration Example

This example shows how to configure the egress PE router at the customer-facing interface:

Tgwvgt *egphki+%"encuu/ocr"KR/RTGE/6

Tgwvgt *egphki/e/ocr+%"ocvej"kr"rtgegfgpeg"é

Tqwvgt *egphki+% "rgnke{/ocr"qwvrwv/squ
Tgwvgt*egphki/r/ocr+%"encuu"KR/RTGE/6
Tgwvgt*egphki/r/ocr/e+%"decpfykfv]"rgtegpv"é62
Tqwvgt*egphki/r/ocr+%"encuu"encuu/fghcwnv
Tgwvgt*egphki/r/ocr/e+%"tecpfqo/fgvgev
Tgwvgt*egphki+%"kpvgthceg"ikicdkvgvigtpgv"514054
Tqwvgt*egphki/kh+"ornu"rtqreicvg/equ

Tqwvgt *egphki/kh+% "ugtxkeg/ranke { "qwvrwv"qwvrwv/squ
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Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum
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Tip

CHAPTER ;0

PFC QoS Statistics Data Export

e Prerequisites for PFC QoS Statistics Data Export, page 70-1

» Restrictions for PFC QoS Statistics Data Export, page 70-1

» Information About PFC QoS Statistics Data Export, page 70-2
e Default Settings for PFC QoS Statistics Data Export, page 70-2
* How to Configure PFC QoS Statistics Data Export, page 70-2

» For complete syntax and usage information for the commands used in this chapter, see these
publications:

http://www.cisco.com/en/US/products/ps11846/prod command reference list.html

e Cisco IOS Release 15.4SY supports only Ethernet interfaces. Cisco IOS Release 15.4SY does not
support any WAN features or commands.

For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum

Prerequisites for PFC QoS Statistics Data Export

None.

Restrictions for PFC QoS Statistics Data Export

None.
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Information About PFC QoS Statistics Data Export

The PFC QoS statistics data export feature generates per-LAN-port and per-aggregate policer utilization
information and forwards this information in UDP packets to traffic monitoring, planning, or accounting
applications. You can enable PFC QoS statistics data export on a per-LAN-port or on a per-aggregate
policer basis. The statistics data generated per port consists of counts of the input and output packets and
bytes. The aggregate policer statistics consist of counts of allowed packets and counts of packets
exceeding the policed rate.

The PFC QoS statistics data collection occurs periodically at a fixed interval, but you can configure the
interval at which the data is exported. PFC QoS statistics collection is enabled by default, and the data
export feature is disabled by default for all ports and all configured aggregate policers.

Note  The PFC QoS statistics data export feature is completely separate from NetFlow Data Export and does
not interact with it.

Default Settings for PFC QoS Statistics Data Export

Feature Default Value
Global PFC QoS data export Disabled

Per port PFC QoS data export Disabled

Per named aggregate policer PFC QoS data export |Disabled

Per class map policer PFC QoS data export Disabled

PFC QoS data export time interval 300 seconds
Export destination Not configured
PFC QoS data export field delimiter Pipe character (| )

How to Configure PFC QoS Statistics Data Export

» Enabling PFC QoS Statistics Data Export Globally, page 70-3

« Enabling PFC QoS Statistics Data Export for a Port, page 70-3

« Enabling PFC QoS Statistics Data Export for a Named Aggregate Policer, page 70-4

¢ Enabling PFC QoS Statistics Data Export for a Class Map, page 70-5

¢ Setting the PFC QoS Statistics Data Export Time Interval, page 70-6

» Configuring PFC QoS Statistics Data Export Destination Host and UDP Port, page 70-7
» Setting the PFC QoS Statistics Data Export Field Delimiter, page 70-8
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Enabling PFC QoS Statistics Data Export Globally

To enable PFC QoS statistics data export globally, perform this task:

Command Purpose
Step1 Tqgwvgt*egphki+%"rncvhgto"squ'uvevkuvkeu/gzrgev" Enables PFC QoS statistics data export globally.
Step2 Tgwvgt*egphki+%"gpf" Exits configuration mode.

This example shows how to enable PFC QoS statistics data export globally and verify the configuration:

Tgwvgt$"egphkiwtg"vgtokpen"

Tgwvgt *egphki+%"rncvhgto"squ"uvevkuvkeu/gzrgtv"
Tgwvgt*egphki+%"gpf"

' "Yetpkpi<"Gzrgtv"fguvkpevkgp"pgv"ugvo

' "Wug") rncvhgto"squ"uvevkuvkeu/gzrgtv"fguvkpcvkgp) "eqoocpf "vg"egphkiwtg"vjg"gzrgtv"
fguvkpcvkap

Tgwvgt%"ujqy"rncvhqto"squ"uvevkuvkeu/gzrqtv"kphg"
SqU"Uvecvkuvkeu"Fcve"Gzrgtv"Uvevwu'"cpf "Egphkiwtcvkgp"kphgtocvkap
LIT101777077777777777777777777777777777777777777177771771777777
Gzrgtv"Uvecvwu"<"gpcdngf

Gzrgtv"Kpvgtxcn"<"522"ugegpfu

Gzrgtv"Fgnkokvgt"<"~

Gzrgtv"Fguvkpcvkgp"<"Pgv'"egphkiwtgf

Tqwvgt$

Note  You must enable PFC QoS statistics data export globally for other PFC QoS statistics data export
configuration to take effect.

Enabling PFC QoS Statistics Data Export for a Port

To enable PFC QoS statistics data export for a port, perform this task:

Command Purpose

Step1 Tqwvgt*egphki+%"kpvgthceg"type slot/port Selects the interface to configure.

Step2 Tqwvgt*egphki/kh+%"rnevhqgto"squ"uvevkuvkeu/gzrgtv" |Enables PFC QoS statistics data export for the port.

Step3 Tawvgt*egphki+%"gpf" Exits configuration mode.

This example shows how to enable PFC QoS statistics data export on GigabitEthernet port 5/24 and
verify the configuration:

Tgwvgt$"egphkiwtg"vgtokpen"

Tgwvgt *egphki+%"kpvgthceg"ikicdkvgvjgtpgv"7146"
Tqwvgt*egphki/kh+%"rncvhqgto"squ"uvevkuvkeu/gzrgtv"
Tqwvgt*egphki/kh+%"gpf"
Tgwvgt$"ujqy"rncvhgto"squ"uvevkuvkeu/gzrgtv"kphg"
SqU"Uvcvkuvkeu"Fcve"Gzrgtv"Uvevwu"cpf "Egphkiwtcvkagp"kphgtocvkap
LITTTITT007 70770770770 77777777777777777777777777777777777777777
Gzrgtv"Uvcvwu'"<"gpcdngf

Gzrgtv"Kpvgtxcn"<"522"ugegpfu

Gzrgtv"Fgnkokvgt"<"~

Gzrgtv"Fguvkpcvkgp"<"Pgv"egphkiwtgf

SqU"Uvevkuvkeu"Fcve"Gzrgtv"ku"gpcedngf "gp"hgnngykpi"rgtvux<

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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L11177777777777777777777777777777777777777777777777717777
TkicdkvGvijgtpgv7146
Tqwvgt$

When enabled on a port, PFC QoS statistics data export contains the following fields, separated by the
delimiter character:

« Export type (“1” for a port)

e Slot/port

* Number of ingress packets

e Number of ingress bytes

e Number of egress packets

e Number of egress bytes

e Time stamp

Enabling PFC QoS Statistics Data Export for a Named Aggregate Policer

To enable PFC QoS statistics data export for a named aggregate policer, perform this task:

Command Purpose

Step 1 Tqwvgt*egphki+%"rnevhqto"squ'uvevkuvkeu/gzrgtv" Enables PFC QoS statistics data export for a named
ciitgicvg/rankegt"ciitgicvgargnkegtapcog" aggregakipoﬁcet

Step2 Tqwvgt*egphki+%"gpf" Exits configuration mode.

This example shows how to enable PFC QoS statistics data export for an aggregate policer named
aggrlM and verify the configuration:

Tgwvgt%"egphkiwtg"vgtokpcn"

Tgwvgt *egphki+%"rnevhqto"squ"uvevkuvkeu/gzrqgtv"ciitgicvg/rankegt"ciit30"
Tgwvgt *egphki+%$"gpf"

Tgwvgt$"ujqy"rncvhgto"squ"uvevkuvkeu/gzrgtv"kphg"
SqU"Uvcvkuvkeu"Fcve"Gzrgtv"Uvevwu"cpf "Egphkiwtcvkgp"kphgtocvkap

LI1TT1077 0770770770777 77777777777777777777777777777777777777777
Gzrgtv"Uvcvwu"<"gpcdngf

Gzrgtv"Kpvgtxcn"<"522"ugegpfu

Gzrgtv"Fgnkokvgt"<"~

Gzrgtv"Fguvkpcvkgp"<"Pgv"egphkiwtgf

SqU"Uvcvkuvkeu"Fcve"Gzrgtv"ku"gpcdngf "gp"hgnngykpi"rgtvu<
L1717 1777777777777777777777777777777777777777777777777777
IkicdkvGvjgtpgv7146

SquU"Uvcvkuvkeu"Fcve"gzrgtv"ku"gpecdngf "gp"hgnngykpi"ujctgf"ciitgicvg"rgnkegtu<
[11777777777777777777777777777777777777777777777777777777777777777777777717777
ciit30
Tgwvgt$

When enabled for a named aggregate policer, PFC QoS statistics data export contains the following
fields, separated by the delimiter character:

« Export type (“3” for an aggregate policer)

» Aggregate policer name

e Direction (“in”
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* PFC or DFC slot number

e Number of in-profile bytes

¢ Number of bytes that exceed the CIR
¢ Number of bytes that exceed the PIR

e Time stamp

Enabling PFC QoS Statistics Data Export for a Class Map

Step 1

Step 2

To enable PFC QoS statistics data export for a class map, perform this task:

Command Purpose
Tqwvgt*egphki+%"rncvhqto"squ"uvevkuvkeu/gzrgtv" Enables PFC QoS statistics data export for a class map.
encuu/ocr"encuuocrapcog"

Tqwvgt *egphki+%"gpf" Exits configuration mode.

This example shows how to enable PFC QoS statistics data export for a class map named class3 and
verify the configuration:

Tgwvgt % "egphkiwtg"vgtokpcn"

Tqwvgt *egphki+%"rncvhgto"squ"uvevkuvkeu/gzrgtv"encuu/ocr"encuus"

Tgwvgt *egphki+$"gpf"

Tgwvgt$"ujqy"rncvhgto"squ"uvevkuvkeu/gzrgtv"kphg"

SqU"Uvcvkuvkeu"Fcve"Gzrgtv"Uvevwu"cpf "Egphkiwtcvkgp"kphgtocvkap
LI07777777777777777777777777777777777777777777777777777777777177

Gzrgtv"Uvcvwu'"<"gpcdngf
Gzrgtv"Kpvgtxcn"<"522"ugegpfu
Gzrgtv"Fgnkokvgt"<"~
Gzrgtv"Fguvkpcvkgp"<"Pgv"egphkiwtgf

SqU"Uvecvkuvkeu"Fcve"Gzrgtv"ku"gpedngf "gp"hgnngykpi"rgtvus<

[11777777 7777777777777 77777777777777777777777777777777777
TkicdkvGvijgtpgv7146

SqU"Uvcvkuvkeu"Fcve"gzrgtv'"ku"gpecdngf "gp"hgnngykpi"ujctgf"ciitgicvg"rgnkegtux<
LI71077770 77777 77777777777777777777777777777777777777777777771177777777777777
ciit30

SqU"Uvcvkuvkeu"Fcve"Gzrgtv"ku"gpcedngf "gp"hgnngykpi "encuu/ocrux<

LIT1017700 77777 777777777777777777777777777777777777777777777777

encuub
Tawvgt$

When enabled for a class map, PFC QoS statistics data export contains the following fields, separated
by the delimiter character:
» For data from a physical port:
— Export type (“4” for a classmap and port)
— Class map name
— Direction (“in”
— Slot/port
— Number of in-profile bytes
— Number of bytes that exceed the CIR
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— Number of bytes that exceed the PIR

— Time stamp

« For data from a VLAN interface:

— Export type (“5” for a class map and VLAN)

— Classmap name

— Direction (“in”

— PFC or DFC slot number
- VLANID

— Number of in-profile bytes

— Number of bytes that exceed the CIR
— Number of bytes that exceed the PIR

— Time stamp

e For data from a port channel interface:

— Export type (“6” for a class map and port channel)

— Class map name

— Direction (“in”

— PFC or DFC slot number
— Port channel ID

— Number of in-profile bytes

— Number of bytes that exceed the CIR
— Number of bytes that exceed the PIR

— Time stamp

Setting the PFC QoS Statistics Data Export Time Interval

To set the time interval for the PFC QoS statistics data export, perform this task:

Command

Purpose

Step1 Tqwvgt*egphki+%"rncvhgto"squ"uvevkuvkeu/gzrgtv"

kpvgtxen" kpvgtxcnakpaugegpfu"

Sets the time interval for the PFC QoS statistics data
export.

Note  The interval needs to be short enough to avoid
counter wraparound with the activity in your
configuration, but because exporting PFC QoS
statistic creates a significant load on the switch,
be careful when decreasing the interval.

Step2 Tqwvgt*egphki+%"gpf"

Exits configuration mode.

This example shows how to set the PFC QoS statistics data export interval and verify the configuration:

Tawvgt % "egphkiwtg"vgtokpen"

Tgwvgt*egphki+%"rnevhgto"squ"uvevkuvkeu/gzrgtv"kpvgtxen"472"

Tgwvgt*egphki+%$"gpf"

Tgwvgt % "ujqy"rncvhgto"squ"uvevkuvkeu/gzrgtv"kphg"

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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SqU"Uvcvkuvkeu"Fcve"Gzrgtv"Uvevwu"cpf "Egphkiwtcvkgp"kphgtocvkap
LI1T70070077 0770770777 77777777777777777777777777777777777777777

Gzrgtv"Uvcvwu'"<"gpcdngf
Gzrgtv"Kpvgtxcn"<"472"ugegpfu
Gzrgtv"Fgnkokvgt"<"~
Gzrgtv"Fguvkpcvkgp"<"Pgv"egphkiwtgf

SqU"Uvecvkuvkeu"Fcve"Gzrgtv"ku"gpedngf "gp"hgnngykpi"rgtvux<

[11777777 7777777777777 77777777777777777777777777777777777
IkicdkvGvjgtpgv7146

SqU"Uvcvkuvkeu"Fcve"gzrgtv'"ku"gpecdngf "gp"hgnngykpi"ujctgf"ciitgicvg"rgnkegtux<
L1710 7777077777 777777771 777777777777777777777777777777777777771777777771777777
ciit30

SqU"Uvcvkuvkeu"Fcve"Gzrgtv"ku"gpcedngf "gp"hgnngykpi "encuu/ocrux<

LI71007700 77777 777777777777777777777777777777777777777777777777

encuub
Tawvgt$

Configuring PFC QoS Statistics Data Export Destination Host and UDP Port

Step 1

Step 2

To configure the PFC QoS statistics data export destination host and UDP port number, perform this
task:

Command Purpose
Tqwvgt*egphki+%"rncvhqto"squ"uvevkuvkeu/gzrgtv" Configures the PFC QoS statistics data export destination
fguvkpevkap" } jquvapcog"~" jquvakracfftguui" host and UDP port number.

}rqtv rqtvapwodgt"~"u{unqi"

lhceknkv{ hceknkv{apcog "

Jugxgtkv{ ugxgtkv{axcnwg i

Tqwvgt*eqgphki+%"gpf" Exits configuration mode.

~

Note

When the PFC QoS data export destination is a syslog server, the exported data is prefaced with a syslog
header.

Table 70-1 Supported PFC QoS Data Export Facility Parameter Values

Name Definition Name Definition

kern kernel messages cron cron/at subsystem
user random user-level messages local0 reserved for local use
mail mail system locall reserved for local use
daemon |system daemons local2 reserved for local use
auth security/authentication messages local3 reserved for local use
syslog internal syslogd messages local4 reserved for local use
lpr line printer subsytem local5 reserved for local use
news netnews subsytem local6 reserved for local use
uucp uucp subsystem local7 reserved for local use
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Table 70-2 Supported PFC QoS Data Export Severity Parameter Values

Severity Parameter

Numbe
Name r Definition
emerg 0 system is unusable
alert 1 action must be taken immediately
crit 2 critical conditions
err 3 error conditions
warning |4 warning conditions
notice 5 normal but significant condition
info 6 informational
debug 7 debug-level messages

This example shows how to configure 172.20.52.3 as the destination host and syslog as the UDP port
number and verify the configuration:

Tgwvgt$"egphkiwtg"vgtokpen"

Tqwvgt *egphki+%"rncvhqgto"squ"uvcvkuvkeu/gzrgtv"fguvkpcvkgp"39404207405"u{ungi"
Tgwvgt*egphki+%$"gpf"

Tgwvgt%"ujqy"rncvhgto"squ"uvevkuvkeu/gzrqtv"kphqg"
SqU"Uvcvkuvkeu"Fcve"Gzrgtv"Uvevwu'"cpf "Egphkiwtcvkgp"kphgtocvkap
LIT10777077777 777777771 7777777777777777777777771777771771777777
Gzrgtv"Uvecvwu"<"gpcdngf

Gzrgtv"Kpvgtxcn"<"472"ugegpfu

Gzrgtv"Fgnkokvgt"<"~
Gzrgtv"Fguvkpcvkgp"<"39404207405. "WFR"rgqtv" 736 "Hceknkv{ "ngecn8. "Ugxgtkv{"fgdwi

SqU"Uvcvkuvkeu"Fcve"Gzrgtv"ku"gpecdngf "gp"hgnngykpi"rgtvux<

[17777777777777777777777777777777777777777777777777777777
TkicdkvGvjgtpgv7146

SqU"Uvecvkuvkeu"Fcve"gzrgtv"ku"gpedngf "gp"hgnngykpi"ujctgf"ciitgicvg"rgnkegtuc<
LIT1TP000 7070777777777 77077 777777777 77777777777777777777777177777777777777
ciit30

SqU"Uvcvkuvkeu"Fcve"Gzrgtv"ku"gpedngf "gp"hgnngykpi"encuu/ocrux<
LIT10777077777 777777777 777777777777777177777777177771771777777

encuub

Setting the PFC QoS Statistics Data Export Field Delimiter

Step 1

Step 2

To set the PFC QoS statistics data export field delimiter, perform this task:

Command Purpose
Tqwvgt*egphki+%"rncvhqto"squ"uvevkuvkeu/gzrgtv" Sets the PFC QoS statistics data export field delimiter.
fgnkokvgt " fgnkokvgtaejctcevgt"

Tqwvgt *egphki+%"gpf" Exits configuration mode.
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This example shows how to set the PFC QoS statistics data export field delimiter and verify the
configuration:

Tgwvgt%"egphkiwtg"vgtokpen"
Tgwvgt*egphki+%"rnecvhgto"squ"uvevkuvkeu/gzrgtv"fgnkokvgt" . "
Tgwvgt*egphki+%"gpf"

Tagwvgt%"ujqy"rncvhqto"squ"uvevkuvkeu/gzrqgtv"kphg"
SqU"Uvevkuvkeu"Fcve"Gzrgtv"Uvevwu"cpf "Egphkiwtcvkgp"kphgtocvkgp

[10777777 77777777777 7777777777777777777777777771777777777777777
Gzrgtv"Uvcvwu'"<"gpcdngf

Gzrgtv"Kpvgtxcn"<"472"ugegpfu

Gzrgtv"Fgnkokvgt"<".
Gzrgtv"Fguvkpcvkgp"<"39404207405. "WFR"rgqtv" 736 "Hceknkv{ "ngecn8. "Ugxgtkv{"fgdwi

SqU"Uvcvkuvkeu"Fcve"Gzrgtv"ku"gpecdngf "gp"hgnngykpi"rgtvux<

[11777777777777777777777777777777777777777777777777777777
IkicdkvGvijgtpgv7146

SqU"Uvcvkuvkeu"Fcve"gzrgtv'"ku"gpecdngf "gp"hgnngykpi"ujctgf"ciitgicvg"rgnkegtux<
L10777777 77777777777 777777777777777777777777777777777777777777777777777777777
ciit30

SqU"Uvcvkuvkeu"Fcve"Gzrgtv"ku"gpedngf "gp"hgnngykpi "encuu/ocrux<
[17171777777777777777777777777777777777777777777777777777777777

encuub

For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum
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CHAPTER ;1

Cisco I0OS ACL Support

» Restrictions for Cisco IOS ACLs, page 71-2

» Restrictions for Layer 4 Operators in ACLs, page 71-2

» Information About ACL Support, page 71-4

e Policy-Based ACLs (PBACLs), page 71-6

e [Pv6 Object Group-Based ACLs (IPv6 OG ACLs), page 71-8
e MAC ACLs, page 71-11

e ARP ACLs, page 71-15

» Optimized ACL Logging, page 71-15

e Dry Run Support for ACLs, page 71-17

* Hardware ACL Statistics, page 71-19

» For complete information about configuring Cisco IOS ACLs, see this publication:

http://www.cisco.com/en/US/docs/ios-xml/ios/sec_data acl/configuration/15-sy/sec-data-acl-15-sy-bo
ok.html

* For complete syntax and usage information for the commands used in this chapter, see these
publications:

http://www.cisco.com/en/US/products/ps11846/prod_command reference list.html

e Cisco IOS Release 15.4SY supports only Ethernet interfaces. Cisco IOS Release 15.4SY does not
support any WAN features or commands.

For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum
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Restrictions for Cisco I0S ACLs

You can apply Cisco IOS ACLs directly to Layer 3 ports and to VLAN interfaces.

You can apply VLAN ACLs and port ACLs to Layer 2 interfaces and VLANSs (see Chapter 75, “Port
ACLs (PACLs)” and Chapter 76, “VLAN ACLs (VACLs)”).

Each type of ACL (IP, IPX, and MAC) filters only traffic of the corresponding type. A Cisco IOS
MAC ACL never matches IP or IPX traffic unless the mac packet-classify configuration command
is enabled. By default, the mac packet-classify configuration command is disabled.

When you enter the mac packet-classify configuration command, MAC ACLs will be applied to all
protocol traffic.

The PFC does not provide hardware support for Cisco IOS IPX ACLs. Cisco IOS IPX ACLs are
supported in software on the route processor (RP).

By default, the RP sends Internet Control Message Protocol (ICMP) unreachable messages when a
packet is denied by an access group.

With the ip unreachables command enabled (which is the default), the switch drops most of the
denied packets in hardware and sends only a small number of packets to the RP to be dropped in
software, which generates ICMP-unreachable messages.

The ip unreachables command does not impact the hardware behavior for ACL drop packets and
the leaking of ACL deny packets is enabled by default. You can enter the no ip unreachables
interface configuration command to disable ICMP unreachable messages.

ICMP unreachable messages are not sent if a packet is denied by a VACL or a PACL.

Use named ACLs (instead of numbered ACLs) because this causes less CPU usage when creating
or modifying ACL configurations and during system restarts. When you create ACL entries (or
modify existing ACL entries), the software performs a CPU-intensive operation called an ACL
merge to load the ACL configurations into the PFC hardware. An ACL merge also occurs when the
startup configuration is applied during a system restart.

With named ACLs, the ACL merge is triggered only when the user exits the named-acl
configuration mode. However, with numbered ACLs, the ACL merge is triggered for every ACE
definition and results in a number of intermediate merges during ACL configuration.

Global default results are used when the Hitless update does not succeed or when features are not
configured on a given interface.

Restrictions for Layer 4 Operators in ACLs

Determining Layer 4 Operation Usage, page 71-2
Determining Logical Operation Unit Usage, page 71-3

Determining Layer 4 Operation Usage

You can specify these types of operations:

gt (greater than)
It (less than)
neq (not equal)
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eq (equal)

range (inclusive range)

We recommend that you do not specify more than ten different operations on the same ACL. If you
exceed this number, each new operation might cause the affected ACE to be translated into more than
one ACE.

Use the following two guidelines to determine Layer 4 operation usage:

Layer 4 operations are considered different if the operator or the operand differ. For example, in this
ACL there are three different Layer 4 operations (“gt 10” and “gt 11” are considered two different
Layer 4 operations):

000"iv"32"rgtokv

000"nv"; "£gp{

000"iv"33"fgp{

~

Note  There is no limit to the use of “eq” operators as the “eq” operator does not use a logical
operator unit (LOU) or a Layer 4 operation bit. See the “Determining Logical Operation
Unit Usage” section on page 71-3 for a description of LOUs.

Layer 4 operations are considered different if the same operator/operand couple applies once to a
source port and once to a destination port. For example, in this ACL there are two different Layer 4
operations because one ACE applies to the source port and one applies to the destination port.

000"Ute"iv"32"000
000"Fuv"iv"32

Determining Logical Operation Unit Usage

Logical operation units (LOUs) are registers that store operator-operand couples. All ACLs use LOUs.
There can be up to 104 LOUs and each LOU can store two different operator-operand couples, making
the total number of LOU registers to be 208. LOU usage per Layer 4 operation is as follows:

gtuses 1/2 LOU

It uses 1/2 LOU

neq uses 1/2 LOU

range uses 1| LOU

eq does not require a LOU

For example, this ACL would use a single LOU to store two different operator-operand couples:

000"Ute"iv"32"000
000"Fuv"iv"32

A more detailed example follows:

CEN3
000"*fuv"rgtv+"iv"32"rgtokv
000"*fuv'"rgtv+"nv"; "£gp{
000" *fuv"rgtv+"iv"33"£gp{
000"*fuv"rgtv+"pgs"8"rgtokv
000"*ute"rgtv+"pgs"8"£gp{
000" *fuv"rgtv+"iv"32"£gp{

CEN4
000" *fuv"rgtv+"iv"42"£gp{
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000"*ute"rgtv+"nv"; "fgp{
000"*ute"rgtv+"tcpig"33"35"£gp{
000"*fuv'"rgtv+"pgs"8"rgtokv

The Layer 4 operations and LOU usage is as follows:

ACL1 Layer 4 operations: 5
ACL2 Layer 4 operations: 4
LOUs: 4

An explanation of the LOU usage follows:

LOU 1 stores “gt 10” and “It 97

LOU 2 stores “gt 11” and “neq 6”

LOU 3 stores “gt 20” (with space for one more)

LOU 4 stores “range 11 13” (range needs the entire LOU)

Information About ACL Support

ACLs can be processed in hardware by the Policy Feature Card (PFC), any Distributed Forwarding
Cards (DFCs), or in software by the route processor (RP):

ACL flows that match a “deny” statement in standard and extended ACLs (input and output) are
dropped in hardware if “ip unreachables” is disabled.

ACL flows that match a “permit” statement in standard and extended ACLs (input and output) are
processed in hardware.

VLAN ACL (VACL) and port ACL (PACL) flows are processed in hardware. If a field that is
specified in a VACL or PACL is not supported by hardware processing, then that field is ignored
(for example, the log keyword in an ACL), or the whole configuration is rejected (for example, a
VACL containing IPX ACL parameters).

IPv6 ACLs use 32 bit encoding.

VACL logging is processed in software.

VACL is not supported for IPX access lists.
VACL supports only deny packet logging.
Dynamic ACL flows are processed in hardware.
Idle timeout is processed in software.

~

Note Idle timeout is not configurable. Cisco IOS Release 15.4SY does not support the
access-enable host timeout command.

Except on MPLS interfaces, reflexive ACL flows are processed in hardware after the first packet in
a session is processed in software on the RP.

Reflexive ACL flows are not accelerated in hardware for traffic from IP to various tags and traffic
from various tags to IP. Reflexive ACL flows are also not accelerated in hardware for any traffic
coming in and going out of all tunnel interfaces.
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IP accounting for an ACL access violation on a given port is supported only for the ACL packets
that are deny leaked, by forwarding all denied packets for that port to the RP for software processing
without impacting other flows.

MAC ACLs are supported in hardware on switch ports (MAC PACLs) or on VLANS as part of
VACLs.

The PFC does not provide hardware support for Cisco IOS IPX ACLs. Cisco I0S IPX ACLs are
supported in software on the RP.

Extended name-based MAC address ACLs are supported in hardware.
The following ACL types are processed in software:

— Internetwork Packet Exchange (IPX) access lists

— Standard XNS access list

— Extended XNS access list

— DECnet access list

— Protocol type-code access list

IP packets with a header length of less than five will not be access controlled.

Unless you configure optimized ACL logging (OAL), flows that require logging are processed in
software without impacting nonlogged flow processing in hardware (see the “Optimized ACL
Logging” section on page 71-15).

The forwarding rate for software-processed flows is substantially less than for hardware-processed
flows.

With the hardware statistics feature enabled, when you enter the show ip access-list command, the
match count displayed includes packets processed in hardware.

When you enter the ip unreachables config command on the PFC interface, the hardware behavior
remains unaltered.

The Hitless TCAM update for IPv4 and IPv6 provides the capability to apply existing features to the
incoming traffic while updating new features in the TCAM. The Hitless feature update is mandatory
for IPv6 traffic where any changes in the IPv6 ACL on a given interface would trigger a
reprogramming of all the IPv6 features on all the interfaces.

Hitless update is enabled by default. To disable the Hitless update, enter the no platform hardware
acl update-mode hitless command.

~

Note  See the “Restrictions for eFSU” section on page 6-2 for information about some
release-specific restrictions.

With the Hitless update enabled, when the FM (Feature Manager) or the switch is making updates
to the recently modified ACL, a copy of each TCAM entry will be programmed in hardware. If the
ACLs are not modified, the TCAM space reserved for hitless update will equal the number of TCAM
entries used by the largest ACL.
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Policy-Based ACLs (PBACLs)

¢ Restrictions for PBACLs, page 71-6
» Information about PBACLs, page 71-6
* How to Configure PBACLs, page 71-6

Restrictions for PBACLs

e PBACLs are supported on Layer 3 interfaces (such as routed interfaces and VLAN interfaces).
* The PBACL feature only supports IPv4 ACEs.

» The PBACL feature supports only Cisco IOS ACLs. It is not supported with any other features. The
keywords reflexive and evaluate are not supported.

e The PBACL feature supports only named Cisco IOS ACLs. It does not support numbered ACLs.
» Feature interactions for policy-based ACLs are the same as for Cisco IOS ACLs.

Information about PBACLs

PBACLs provide the capability to apply access control policies across object groups. An object group
is a group of users or servers.

You define an object group as a group of IP addresses or as a group of protocol ports. You then create
access control entries (ACEs) that apply a policy (such as permit or deny) to the object group. For
example, a policy-based ACE can permit a group of users to access a group of servers.

An ACE defined using a group name is equivalent to multiple ACEs (one applied to each entry in the
object group). The system expands the PBACL ACE into multiple Cisco IOS ACEs (one ACE for each
entry in the group) and populates the ACEs in the TCAM. Therefore, the PBACL feature reduces the
number of entries you need to configure but does not reduce TCAM usage.

If you make changes in group membership, or change the contents of an ACE that uses an access group,
the system updates the ACEs in the TCAM. The following types of changes trigger the update:

e Adding a member to a group
e Deleting a member from a group
» Modifying the policy statements in an ACE that uses an access group

You configure a PBACL using extended Cisco IOS ACL configuration commands. As with regular
ACEs, you can associate the same access policy with one or more interfaces.

When you configure an ACE, you can use an object group to define the source, the destination, or both.

How to Configure PBACLs

e Configuring a PBACL IP Address Object Group, page 71-7

* Configuring a PBACL Protocol Port Object Group, page 71-7
» Configuring ACLs with PBACL Object Groups, page 71-8

* Configuring PBACL on an Interface, page 71-8
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Configuring a PBACL IP Address Object Group

To create or modify a PBACL IP address object group, perform this task:

Command Purpose
Step1 Tqwvgt*egphki+%"gdlgev/itqwr"kr"cfftguu" Defines object group name and enters [P-address
gdlgevaitgwrapcog"

object-group configuration mode.

Step 2 Tqwvgt*eqphki/krcfft/gitqwr+%"}ip address maski"~" Configures a member of the group. The member is
}iquv"}name ~"kracfftguui'i" either a network address plus mask or a host (identified
by host name or IP address).

Step3 Tqwvgt*egphki/krcfft/gitqwr+%"}gpfi"~"}gzkv; To leave the configuration mode, enter the end
command.

To leave the IP-address object-group configuration
mode, enter the exit command.

The following example creates an object group with three hosts and a network address:

Tqwvgt *egphki+%"gdlgev/itqwr"kr"cfftguu"o{CI
Tgwvgt*egphki/krcfft/ritqwr+%"jquv"3204204203"
Tqwvgt*egphki/krcfft/ritgwr+%"jquv"3204204207"
Tqwvgt*egphki/krcfft/ritgqwr+%"320520202"47704770202"

Configuring a PBACL Protocol Port Object Group

To create or modify a PBACL protocol port object group, perform this task:

Command Purpose
Tqwvgt*egphki+%"qdlgev/itqwr"kr"rqtv" Defines object group name and enters port object-group
gdlgevaitqwrapcog"

configuration mode.

Tqwvgt*eqgphki/rqtv/gitqwr+%"}gs"pwodgti"~"}iv"pwodgti" |Configures a member of the group. The member is either

~"}av"pwodgt"~"}pgs"pwodgt"~" }tepig"number numberi" |equalto or not equal to a port number, less than or greater than
a port number, or a range of port numbers.
Tqwvgt*egphki/rqtv/qitqwr+%"gpf"~"gzkv To leave the configuration mode, enter the end command.

To leave the port object-group configuration mode, enter the
exit command.

The following example creates a port object group that matches protocol port 100 and any port greater
than 200, except 300:

Tqwvgt *egphki+%"gdlgev/itqwr"kr"rgtv"o{RI
Tqwvgt*egphki/rgtv/ritqwr+%"gg"322"
Tqwvgt*egphki/rgtv/ritqwr+$"iv"422"
Tqwvgt*egphki/rgtv/ritqwr+%$"pgs"522"
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Configuring ACLs with PBACL Object Groups

To configure an ACL to use a PBACL object group, perform this task:

Command Purpose

Step 1 Tgwvgt*egphki+%"kr"ceeguu/nkuv"gzvgpfgf"cenapcog" Defines an extended ACL with the specified name and
enters extended-ACL configuration mode.

Step2 Tqwvgt*egphki/gzv/pcen+%"rgtokv"ver"cfftitqwr" Configures an ACE for TCP traffic using IP address
object_group name cfftitqwrfobject group name object group as the source policy and an object group
as the destination policy.

Step3 Tgwvgt*egphki/gzv/pcen+%"gzkv Exits extended ACL configuration mode.

The following example creates an access list that permits packets from the users in myAG if the protocol
ports match the ports specified in myPG:

Tqwvgt *egphki+3% "kr"ceeguu/nkuv"gzvgpfgf "o{/rdcen/rgnke {
Tqwvgt *egphki/gzv/pcen+%"rgtokv"ver"cfftitqwr"o{CI"rqtvitqwr"o{RI"cp{
Tqgwvgt *eqphki/gzv/pcen+%"fgp{ "ver"cp{"cp{
Tqwvgt*egphki/gzv/pcen+%"gzkv

Tgwvgt*egphki+%"gzkv
Tgwvgt$"ujqy"kr"ceeguu/nkuv"o{/rdcen/ranke {

Gzvgpfgf "KR"ceeguu"nkuv"o{/rdcen/rgnke {

32 rgtokv'"ver'"cfftitgwr"CI"rqtvitqwr"RI"cp{

42 rgtokv'"ver"cp{"cp{
Tqwvgt$"ujqy"kr"ceeguu/nkuv"o{/rdcen/rqnke{ "gzrcpf
Gzvgpfgf"KR"ceeguu"nkuv"o{/rdcen/ranke{"gzrcpfgf
42"rgtokv"ver"jquv"3204204203"gs"322"cp(
42"rgtokv"ver"jquv"3204204203"iv"422"cp{
42"rgtokv"ver"jquv"3204204203"pgs"522"cp{
42"rgtokvver"jquv"3204204207"gs"322"cp{
42"rgtokv"ver"jquv"3204204207"iv"422"cp{
42"rgtokv"ver"jquv"3204204207"pgs"522"cp{
42"rgtokv"ver"320520202"47704770202"95"322"cp{
42"rgtokv"ver"320520202"47704770202"iv"422"cp{
42"rgtokv"ver"320520202"47704770202"pgs"522"cp{

Configuring PBACL on an Interface

To configure a PBACL on an interface, use the ip access-group command. The command syntax and
usage is the same as for Cisco IOS ACLs. For additional information, see the “Restrictions for Cisco
I0S ACLs” section on page 71-2.

The following example shows how to associate access list my-pbacl-policy with VLAN 100:

Tgwvgt*egphki+%"kpv"xncp"322
Tqwvgt *egphki/kh+%"kr"ceeguu/itqwr"or/rdcen/ranke{ "kp

IPv6 Object Group-Based ACLs (IPv6 OG ACLs)

¢ Restrictions for IPv6 OG ACLs, page 71-9
» Information about IPv6 OG ACLs, page 71-9
* How to Configure IPv6 OG ACLs, page 71-9
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Restrictions for IPv6 OG ACLs

e IPv6 OG ACLs are supported on Layer 3 interfaces (such as routed interfaces and VLAN interfaces).

e The IPv6 OG ACLs feature supports only Cisco IOS ACLs. It is not supported with any other
features. The keywords reflexive and evaluate are not supported.

e The IPv6 OG ACLs feature supports only named Cisco IOS ACLs. It does not support numbered
ACLs.

« Feature interactions for IPv6 OG ACLs are the same as for Cisco IOS ACLs.
* The highest number of object group-based ACEs supported in an IPv6 OG ACL is 2048.

Information about IPv6 OG ACLs

IPv6 OG ACLs provide the capability to apply access control policies across object groups. An object
group is a group of users or servers.

You define an object group as a group of IPv6 addresses or as a group of protocol ports. You then create
access control entries (ACEs) that apply a policy (such as permit or deny) to the object group. For
example, a policy-based ACE can permit a group of users to access a group of servers.

An ACE defined using a group name is equivalent to multiple ACEs (one applied to each entry in the
object group). The system expands the IPv6 OG ACL ACE into multiple Cisco IOS ACEs (one ACE for
each entry in the group) and populates the ACEs in the TCAM. Therefore, the IPv6 OG ACL feature
reduces the number of entries you need to configure but does not reduce TCAM usage.

If you make changes in group membership, or change the contents of an ACE that uses an access group,
the system updates the ACEs in the TCAM. The following types of changes trigger the update:

* Adding a member to a group
e Deleting a member from a group
* Modifying the policy statements in an ACE that uses an access group

You configure a [IPv6 OG ACL using extended Cisco IOS ACL configuration commands. As with
regular ACEs, you can associate the same access policy with one or more interfaces.

When you configure an ACE, you can use an object group to define the source, the destination, or both.

How to Configure IPv6 OG ACLs

» Configuring a IPv6 Address Object Group, page 71-9

« Configuring a IPv6 Protocol Object Group, page 71-10
e Configuring ACLs with IPv6 Object Groups, page 71-11
e Configuring IPv6 OG ACL on an Interface, page 71-11

Configuring a IPv6 Address Object Group

To create or modify a [Pv6 OG ACL IPv6 address object group, perform this task:
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Command Purpose
Step1 Tqwvgt*egphki+%"gdlgev/itqwr"x8/pgvyqtm" Defines object group name and enters [Pv6-address
gdlgevaitgwrapcog" object-group configuration mode.
Step2 Tqwvgt*egphki/x8pgvyqtm/itqwr+%"}ip address maski"~" |Configures a member of the group. The member is
}iquv"}name ~"kractftguui"i" either a network address plus mask or a host (identified
by host name or IPv6 address).
Step3 Tqwvgt*egphki/x8pgvygtm/itqwr+%"}gpfi"~"}gzkvi To leave the configuration mode, enter the end

command.

To leave the IPv6-address object-group configuration
mode, enter the exit command.

The following example creates an object group with hosts and a network address:

Tqwvgt *egphki+%"gdlgev/itqwr"x8/pgvygtm"o{CI
Tqwvgt*egphki /x8pgvygtm/itgwr+%"jquv"4223<<3
Tgwvgt *egphki/x8pgvygtm/itqwr+%"4224<<3186
Tgwvgt *egphki /x8pgvygtm/itqwr+%"gzkv"

Configuring a IPv6 Protocol Object Group

To create or modify a IPv6 OG ACL protocol object group, perform this task:

Command Purpose

Tqwvgt *egphki+%"qdlgev/itqwr"x8/ugtxkeg" Defines object group name and enters protocol object-group
gdlgevaitqwrapcog" configuration mode.

Tqwvgt *egphki/x8ugtxkeg/itqwr+%"}ejri"~"jgur;"~" Configures a member of the group.
}krx8i"~"}reri"~"}ver;"

Tgwvgt*egphki/rqtv/qitqwr+$"gpf"~"gzkv

To leave the configuration mode, enter the end command.

To leave the protocol object-group configuration mode, enter
the exit command.

The following example creates a protocol object group:

Tqwvgt *egphki+3%"gdlgev/itqwr"x8/ugtxkeg"o{RI
Tgwvgt *egphki /x8ugtxkeg/itqwr+%"gur"

Tgwvgt *egphki/x8ugtxkeg/itqwr+%"jd

Tgwvgt *egphki/x8ugtxkeg/itqwr+%"gzkv
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Configuring ACLs with IPv6 Object Groups

To configure an ACL to use a [IPv6 OG ACL object group, perform this task:

Command Purpose

Step 1 Tqwvgt*egphki+%"krx8"ceeguu/nkuv"qgi/cen Defines an object group ACL with the specified name
and enters [Pv6-ACL configuration mode.

Step 2 Tgwvgt*egphki/krx8/cen+%"rgtokv"ver"gdlgev/itqwr" Configures an ACE for TCP traffic using IPv6 address
>object_group name> any object group as the source policy and an object group
as the destination policy.

Step3 Tgwvgt*egphki/gzv/pcen+%"gzkv Exits IPv6-ACL configuration mode.

The following example creates an access list that permits packets from the users in myAG if the protocol
ports match the ports specified in myPG:

Tgwvgt *egphki+%"kr"ceeguu/nkuv"qgi/cen

Tgwvgt *egphki/krx8/cen+%"rgtokv"ver"qgdlgev/itqwr
Tgwvgt *eqphki/krx8/cen+%"fgp{ "ver"cp{"cp{
Tqwvgt*egphki/krx8/cen+%"gzkv

Tgwvgt *egphki+%"gzkv

Configuring IPv6 OG ACL on an Interface

To configure a IPv6 OG ACL on an interface, use the ipvé traffic-filter access-list-name {in | out}
command in interface mode. The command syntax and usage is the same as for Cisco IOS ACLs. For
additional information, see the “Restrictions for Cisco IOS ACLs” section on page 71-2.

MAC ACLs

* How to Configure Protocol-Independent MAC ACL Filtering, page 71-11
* How to Enable VLAN-Based MAC QoS Filtering, page 71-13
» Configuring MAC ACLs, page 71-13

>

Note  You can use MAC ACLs with VLAN ACLs (VACLs). For more information, see Chapter 76, “VLAN
ACLs (VACLs).”

How to Configure Protocol-Independent MAC ACL Filtering

Protocol-independent MAC ACL filtering applies MAC ACLs to all ingress traffic types (for example,
IPv4 traffic, IPv6 traffic, and MPLS traffic, in addition to MAC-layer traffic).

You can configure these interface types for protocol-independent MAC ACL filtering:
* VLAN interfaces
* Routed interfaces

e Physical LAN ports
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Step 1

Step 2

» Logical LAN subinterfaces

Ingress traffic permitted or denied by a MAC ACL on an interface configured for protocol-independent
MAC ACL filtering is processed by egress interfaces as MAC-layer traffic. You cannot apply egress IP
ACLs to traffic that was permitted or denied by a MAC ACL on an interface configured for
protocol-independent MAC ACL filtering.

To configure protocol-independent MAC ACL filtering, perform this task:

Command Purpose
Tqwvgt *egphki+%"kpvgthceg"} }xnep"vian ID;"~" Selects the interface to configure.
}type slot/port]Ouwdkpvgthceg i"~"
}rqtv/ejcppgn pwodgt] Ouwdkpvgthceg i i
Tgqwvgt*egphki/kh+%"]pg_"oce"rcemgv/encuukh{" Enables protocol-independent MAC ACL filtering on the
tkprwy! ~"quyrwy'~"wug" jegaequ" Jkprwv"~"qwvrwvi"~" linerface. By default, the mac packet-classify
fuer" }kprwv" ~"qQwvrwviii . . ..
configuration command is disabled.

* Do not configure protocol-independent MAC ACL filtering on VLAN interfaces where you have
configured an IP address.

*  When the mac acl filtering is enabled, all other protocol features such as RACL, microflow policing
will be ignored in the hardware.

This example shows how to configure VLAN interface 4018 for protocol-independent MAC ACL
filtering and how to verify the configuration:

Tgwvgt*egphki+%"kpvgthceg"xncp"623:"

Tqwvgt *egphki/kh+%"oce"rcemgv/encuukh{ "
Tqwvgt*egphki/kh+%"gpf"
Tgwvgt%"ujqy"twppkpi/egphki"kpvgthceg"xncp"623:"~"dgikp"623:"
kpvgthceg"Xncp623:

ovw'" ;438

krx8"gpcdng

oce"rcemgv/encuukh {

gpt

This example shows how to configure Gigabit Ethernet interface 6/1 for protocol-independent MAC
ACL filtering and how to verify the configuration:

Tgwvgt*egphki+%"kpvgthceg"ikicdkvgvigtpgv"813"

Tqwvgt *egphki/kh+%"oce"rcemgv/encuukh{ "

Tgwvgt*egphki/kh+%"gpf"
Tqwvgt%"ujqy"twppkpi/egphki"kpvgthceg"ikicdkvgvigtpgv"813"~"dgikp"813"
kpvgthceg"IkicdkvGvijgtpgv8l3

ovw" ;438

pa"kr"cfftguu

oce"rcemgv/encuukh{

ornu"n4vtcpurgtv"tqwvg"6060606"62;6

gpf

This example shows how to configure Gigabit Ethernet interface 3/24, subinterface 4000, for
protocol-independent MAC ACL filtering and how to verify the configuration:

Tgwvgt*egphki+%"kpvgthceg"ikicdkvgvigtpgv"514606222"

Tqwvgt *egphki/kh+%"oce"rcemgv/encuukh{ "

Tqwvgt*egphki/kh+%"gpt"

Tgwvgt%"ujqy" twppkpi/eqgphki"kpvgthceg"ikicdkvgvigtpgv"514606222"~"dgikp"514606222"
kpvgthceg"IkicdkvGvjgtpgv514606222

gpecruwncvkgp"fqv3sS"6222

oce"rcemgv/encuukh {
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ornu"n4vtcpurgtv"tqwvg"6060606"6222
gpf

How to Enable VLAN-Based MAC QoS Filtering

You can globally enable or disable VLAN-based QoS filtering in MAC ACLs. VLAN-based QoS
filtering in MAC ACLs is disabled by default.

To enable VLAN-based QoS filtering in MAC ACLs, perform this task:

Command Purpose

Tqwvgt*eqphki+%"oce"rcemgv/encuukh{ "wug"qwvgt /xncp" Enables VLAN-based QoS filtering in MAC ACLs. The
VLAN field in MAC ACLs will be matched for outer-vlan
tag.

The options are in (apply to ingress MAC ACLs) and out
(apply to egress MAC ACLs).

To disable VLAN-based QoS filtering in MAC ACLs, perform this task:

Command Purpose

Tqwvgt *egphki+3"pg"oce"rcemgv/encuukh{ "wug"qwvgt/xncp" |Disables VLAN-based QoS filtering in MAC ACLs.

Configuring MAC ACLs
You can configure named ACLs that filter IP, IPX, DECnet, AppleTalk, VINES, or XNS traffic based on
MAC addresses.
You can configure MAC ACLs that do VLAN-based filtering or CoS-based filtering or both.
You can globally enable or disable VLAN-based QoS filtering in MAC ACLs (disabled by default).
To configure a MAC ACL, perform this task:

Command Purpose
Step1 Tqwvgt*egphki+%"oce"jquv"name mac_addr (Optional) Assigns a name to a MAC address.
Step 2 Tgwvgt*egphki+%"oce"ceeguu/nkuv"gzvgpfgf" Conﬁgures a MAC ACL.
nkuvapcog"
Step3 Tqwvgt*egphki/gzv/ocen+%" }rgtokv"~"fgp{i" Configures an access control entry (ACE) in a MAC
};teaoceaocum"N" J3quvpeog” u;eaoceapcom "~"cp{i" | ACL. The source and destination MAC addresses can be
non n " sm_n e .
} fguvaoceaccum" -} jquy peog’fuvacceapcogi cp{ specified by MAC address masks or by names created
1 }rtgvgegnamg{ygtf"~"}gvigtv{rgapwodgt" .
gngtv{rgaocumi i " xncpu V_ZaniIDi"] equ" equaxcnwg Wlth the mac hOSt Commal’ld.

» Cisco IOS Release 15.4SY supports the vlan and cos keywords.

e The vlan keyword for VLAN-based QoS filtering in MAC ACLs can be globally enabled or disabled
and is disabled by default.

¢ You can enter MAC addresses as three 2-byte values in dotted hexadecimal format. For example,
0030.9629.9184.
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You can enter MAC address masks as three 2-byte values in dotted hexadecimal format. Use 1 bits
as wildcards. For example, to match an address exactly, use 0000.0000.0000 (can be entered as
0.0.0).

You can enter an EtherType and an EtherType mask as hexadecimal values.
Entries without a protocol parameter match any protocol.

ACL entries are scanned in the order you enter them. The first matching entry is used. To improve
performance, place the most commonly used entries near the beginning of the ACL.

An implicit deny any any entry exists at the end of an ACL unless you include an explicit permit
any any entry at the end of the list.

All new entries to an existing list are placed at the end of the list. You cannot add entries to the
middle of a list.

This list shows the EtherType values and their corresponding protocol keywords:
— 0x0600—xns-idp—Xerox XNS IDP
— 0x0BAD—vines-ip—Banyan VINES IP
— O0x0Obaf—vines-echo—Banyan VINES Echo
— 0x6000—etype-6000—DEC unassigned, experimental
— 0x6001—mop-dump—DEC Maintenance Operation Protocol (MOP) Dump/Load Assistance
— 0x6002—mop-console—DEC MOP Remote Console
— 0x6003—decnet-iv—DEC DECnet Phase IV Route
— 0x6004—Ilat—DEC Local Area Transport (LAT)
— 0x6005—diagnostic—DEC DECnet Diagnostics
— 0x6007—Iavc-sca—DEC Local-Area VAX Cluster (LAVC), SCA
— 0x6008—amber—DEC AMBER
- 0x6009—mumps—DEC MUMPS
— 0x0800—ip—Malformed, invalid, or deliberately corrupt IP frames
— 0x8038—dec-spanning—DEC LANBridge Management
— 0x8039—dsm—DEC DSM/DDP
— 0x8040—mnetbios—DEC PATHWORKS DECnet NETBIOS Emulation
— 0x8041—msdos—DEC Local Area System Transport
— 0x8042—~ctype-8042—DEC unassigned
— 0x809B—appletalk—Kinetics EtherTalk (AppleTalk over Ethernet)
— 0x80F3—aarp—Kinetics AppleTalk Address Resolution Protocol (AARP)

This example shows how to create a MAC-Layer ACL named mac_layer that denies dec-phase-iv traffic
with source address 0000.4700.0001 and destination address 0000.4700.0009, but permits all other
traffic:

Tqwvgt *egphki+%"oce"ceeguu/nkuv"gzvgpfgf "oceanc{gt"

Tqwvgt *egphki/gzv/ocen+%"fgp{"22220692202223"20202"2222069220222; "20202"£ge/rjcug/kx"
Tqwvgt *egphki/gzv/ocen+%"rgtokv"cp{ "cp{"
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ARPACLs H

ARP ACLs

This section describes how to configure ARP ACLs. You can configure named ACLs that filter ARP
traffic (EtherType 0x0806). To configure an ARP ACL, perform this task:

Command Purpose

Step1 Tgwvgt*egphki+%"ctr"ceeguu/nkuv"nkuvapcog" Configures an ARP ACL.

Step2 Tgwvgt*egphki/ctr/pcen+%"}rgtokv"~"fgp{i"}kr"}cp{" |Configures an access control entry (ACE) in an ARP
~"jquv"ugpfgtakr"~"sender ip ACL.
ugpfgtakrayknfectfocumi"oce"cp{"

e This publication describes the ARP ACL syntax that is supported in hardware by the PFC. Any other
ARP ACL syntax displayed by the CLI help when you enter a question mark (“?”) is not supported
and cannot be used to filter ARP traffic for QoS.

* ACLs entries are scanned in the order you enter them. The first matching entry is used. To improve
performance, place the most commonly used entries near the beginning of the ACL.

¢ An implicit deny ip any mac any entry exists at the end of an ACL unless you include an explicit
permit ip any mac any entry at the end of the list.

« All new entries to an existing list are placed at the end of the list. You cannot add entries to the
middle of a list.

e The PFC does not apply IP ACLs to ARP traffic.
* You cannot apply microflow policing to ARP traffic.

This example shows how to create an ARP ACL named arp_filtering that only permits ARP traffic from
IP address 10.1.1.1:

Tgwvgt *egphki+%"ctr"ceeguu/nkuv"ctrahknvgtkpi"
Tqwvgt *egphki/ctr/pcen+%"rgtokv"kr"jquv"32030303"oce"cp{"

Optimized ACL Logging

e Restrictions for OAL, page 71-15
¢ Information about OAL, page 71-16
* How to Configure OAL, page 71-16

Restrictions for OAL

¢ OAL and VACL capture are incompatible. Do not configure both features on the switch. With OAL
configured, use SPAN to capture traffic.

¢ OAL checks for conflicts with other features using capture like VACL capture, Lawful Intercept
(L1), and IPv6 learning.

¢ OAL supports only IPv4 unicast packets.
e OAL is not supported with port ACLs (PACLs).

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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e OAL does not provide hardware support for the following:

Reflexive ACLs

ACLs used to filter traffic for other features (for example, QoS)
ACLs for unicast reverse path forwarding (uURPF) check exceptions
Exception packets (for example, TTL failure and MTU failure)
Packets with IP options

Packets addressed at Layer 3 to the router

Packets sent to the RP to generate ICMP unreachable messages

Packets being processed by features not accelerated in hardware

Information about OAL

OAL provides hardware support for ACL logging. Unless you configure OAL, packets that require
logging are processed completely in software on the RP. OAL permits or drops packets in hardware on
the PFC or DFC and uses an optimized routine to send information to the RP to generate the logging
messages.

How to Configure OAL

Configuring OAL Global Parameters, page 71-16
Configuring OAL on an Interface, page 71-17
Displaying OAL Information, page 71-17
Clearing Cached OAL Entries, page 71-17

Configuring OAL Global Parameters

To configure global OAL parameters, perform this task:

Command Purpose

Tqwvgt *egphki+%"ngiikpi"kr"ceeguu/nkuv"ecejg"} }gpvtkgu" Sets OAL global parameters.
pwodgtaghagpvtkgui"~" }kpvgtxcn"ugegpfui"~"}tcvg/nkokv"

pwodgtagharcemgvui"~" }vitgujqnf"pwodgtagharcemgvui i "

* entries number of entries

— Sets the maximum number of entries cached.

— Range: 0-1,048,576 (entered without commas).

— Default: 8192.

e interval seconds

— Sets the maximum time interval before an entry is sent to be logged. Also if the entry is inactive

for this duration it is removed from the cache.

— Range: 5-86,400 (1440 minutes or 24 hours, entered without commas).
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Dry Run Support for ACLs

— Default: 300 seconds (5 minutes).
e rate-limit number of packets
— Sets the number of packets logged per second in software.
— Range: 10-1,000,000 (entered without commas).
— Default: 0 (rate limiting is off and all packets are logged).
« threshold number of packets
— Sets the number of packet matches before an entry is logged.
— Range: 1-1,000,000 (entered without commas).
— Default: 0 (logging is not triggered by the number of packet matches).

Configuring OAL on an Interface

To configure OAL on an interface, perform this task:

Command Purpose

Step1 Tqwvgt*egphki+3"kpvgthceg"}}type slot/porti Specifies the interface to configure.

Step 2 Tqwvgt*egphki/kh+%"ngiikpi"kr"ceeguu/nkuv"ecejg"kp" |Enables OAL for ingress traffic on the interface.

Step3 Tqwvgt*egphki/kh+%"ngiikpi"kr"ceeguu/nkuv"ecejg"qwv" |Enables OAL for egress traffic on the interface.

Displaying OAL Information

To display OAL information, perform this task:

Command Purpose
Tqwvgt%"ujqy"ngiikpi"kr"ceeguu/nkuv'ecejg" Displays OAL information.

Clearing Cached OAL Entries

To clear cached OAL entries, perform this task:

Command Purpose

Tqwvgt%"engct "ngiikpi"kr"ceeguu/nkuv"ecejg" Clears cached OAL entries.

Dry Run Support for ACLs

» Restrictions for Dry Run Support, page 71-18
* Information About Dry Run Support, page 71-18
* How to Configure Dry Run Support for ACLs, page 71-18
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Restrictions for Dry Run Support

e Dry Run is supported only for IPv4 RACLs and can only be applied on interfaces.
e Dry Run is supported only with named ACLs (Standard or Extended) and not with numbered ACLs.

¢ Only one Dry Run session is allowed at a time with a single ACL or multiple ACLs in the Dry Run
session.

e The Dry Run session ACL or ACLs are removed when an ACL or ACLs are changed under
configuration mode.

» Exiting the Dry Run session does not clear the existing configuration. Clear the existing session
before starting a new configuration.

» The validation process may abort if there are configuration or hardware changes made during the
validation process.

* Dry Run mode does not support committing the changes to the running configuration.
e Dry Run is not supported for ACLs used in QoS policies.
¢ Dry Run is not supported for ACLs having hardware statistics enabled.

* You can access the switch using another Telnet session while a Dry Run session is in progress.

Information About Dry Run Support

In other releases, when a new feature is applied on an interface configured along with other features, and
if the new feature does not fit in the TCAM, then existing features are also affected and removed from
the TCAM. To incrementally update the feature and see whether the feature fits into the TCAM without
installing it, the switch provides a Dry Run support, where applications can send regular requests to test
whether the request can be programmed successfully or not. The switch receives the dry run request and
calculates the total TCAM resources required for the request and compares those resources against the
available free resources. If the request fits in successfully, then the switch returns a success, else the
switch returns a failure. The Dry Run support helps applications make intelligent decisions.

How to Configure Dry Run Support for ACLs

To configure the Dry Run support, perform this task:

Command Purpose
Step1  Tqwvgt%"eqgphkiwtg"uguukqp"session name Creates a configuration session and enters the dry
run mode
Step2  Tqwvgt*ft{/twp/egphki+%"}fghcwnv"~"gzkv"~"kr"~"pg"~" |Choose the option to configure the dry run session
xcnkfcvgi
Step3  Tawvgt*ft{/twp/eqgphki+%"kr"ceeguu/nkuv"}gzvgpfgf"~" Choose the type of ACL
uvcpfctfi"acl name

The following example configures the dry run support for a session with an existing ACL RACL10K:

Tgwvgt % "egphkiwtg"uguukgp"vguv

Tqwvgt*£t {/twp/egphki+%"kr"ceeguu/nkuv"gzvgpfgf "TCEN32M
Tagwvgt*ft/egphki/gzv/pcen+%"rgtokv"ver"jquv"320420203"jquv"330420203
Tqwvgt*ft/egphki/gzv/pcen+%$"rgtokv"ver"jquv"320420204"jquv"330420204
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Hardware ACL Statistics

Tqwvgt*ft/egphki/gzv/pcen+%$"rgtokv"ver"jquv"320420205"jquv"330420205
Tagwvgt*ft/egphki/gzv/pcen+%"rgtokv"ver"jquv"320420206"jquv"330420206
Tqwvgt*ft/egphki/gzv/pcen+$"rgtokv"ver"jquv"320420207"jquv"330420207

Tgwvgt*ft/egphki/gzv/pcen+$"gzkv
Tqwvgt*ft{/twp/eqgphki+%"xcnkfevg

Tqwvgt*ft{/twp/eqgphki+%"gzkv

Tawvgt$

OHgd"45"4232"35<68<74074 : <"Xcnkfevkgp"ku"kp"rtgitguu##
OHgd"45"4232"35<68<74074:<"Rngcug"vt{"cickp"ncvgto

0Hgd"45"4232"35<68<750358<"’ HO/8/UGUUKQPaXCNKFCVKQPaTGUWNVaKPHQ< "Uguukgp "Xcnkfcvkgp "Tguwnv"
<""$Xcnkfevkgp"Egqorngvgf "Uweguuhwnn{0$

0"Rngcug"wug")ujqgy"egphki"uguukgp"vguv"uvcvwu) "vg"igv"ogtg"fgvcknu"gh"vjg"egphki"
xcnkfcevkgp"uvevwu

Taqwvgt$ "ujqy"egphkiwtcvkgp "uguukgp"vguv"uvcvwu
R e L L L L e T L L T T LT T T

Uvcevwu"gh"ncuv'"egphki"xcnkfevkgp<"

Vkoguvcor<"4232/24/45B35<68<73
R N N Y N A N A Ry

UNQV"?"]3_""""Tguwnv"?"Egphkiwtcvkgp"yknn"hkv"kp"VECO
UNQV"?"]4 ""m""Tguwnv"?"Egphkiwtcvkgp"yknn"hkv"kp"VECO
UNQV"?"]7_"""rTguwnv"?"Egphkiwtcvkgp"yknn"hkv"kp"VECO

Tgwvgt % "engct "egphkiwtcvkgp"uguukgp"vguv

Tgwvgt$"egphkiwtg"vgtokpen
Gpvgt"egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0

Tgwvgt*egphki+$%"kr"ceeguu/nkuv"gzvgpfgf "TCEN32M
Tqwvgt*egphki/gzv/pcen+%"rgtokv"ver"jquv"320420203"jquv"330420203
Tqwvgt*egphki/gzv/pcen+%"rgtokv"ver"jquv"320420204"jquv"330420204
Tgwvgt*egphki/gzv/pcen+%"rgtokv"ver"jquv"320420205"jquv"330420205
Tqwvgt*egphki/gzv/pcen+%"rgtokv"ver"jquv"320420206"jquv"330420206
Tqwvgt*egphki/gzv/pcen+%"rgtokv"ver"jquv"320420207"jquv"330420207
Tqwvgt*egphki/gzv/pcen+%"gpf

Taqwvgts"

Hardware ACL Statistics

» Restrictions for Hardware ACL Statistics, page 71-19
» Information About Hardware ACL Statistics, page 71-20

* How to Configure Hardware ACL Statistics, page 71-20

Restrictions for Hardware ACL Statistics

e Hardware ACL statistics are supported for IPv4 and IPv6 RACLs in both ingress and egress
directions.

e In IPv4, hardware ACL statistics are supported for both numbered and named ACLs.
e The hardware statistics is retrieved by polling the hardware once every 60 seconds.

» The hardware statistics is lost after SSO (Stateful Switchover).
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» The hardware statistics is maintained on an ACL basis. If there are multiple interfaces using the
same ACL, the statistics will be aggregated.

» Hardware statistics is disabled when ODM (Order Dependent Merge) optimizations are enabled.

Information About Hardware ACL Statistics

Using the hardware ACL statistics, the hardware counters for a given ACL are gathered, aggregated, and
displayed in the IOS access-list output.

The ACE hit count is retrieved from the hardware and can be viewed using the following commands:
show ip access-list and show ipv6 access-list

Hardware statistics is disabled by default. To enable or disable hardware statistics, enter the command
for hardware statistics.

How to Configure Hardware ACL Statistics

The following example enables hardware statistics for ACL racll:

Tqwvgt *egphki+% "kr"ceeguu/nkuv"gzvgpfgf"tcen3
Tgwvgt*egphki/gzv/pcen+%$"] pq_"jctfyctg"uvevkuvkeu

Tgwvgt *egphki/gzv/pcen+%"rgtokv"Kr"jquv"32030303"jquv"4040404
Tgwvgt *egphki/gzv/pcen+$"rgtokv"kr"jquv"5050505"jquv"6060606
Tqwvgt*egphki/gzv/pcen+%"£gp{ "kr"cp{ "cp{
Tqwvgt*egphki/gzv/pcen+%"gpf"

The following example displays the hardware statistics for ACL racll:

Tgwvgt%"ujqy"kr"ceeguu/nkuvu"tcen3
Gzvgpfgf"KR"ceeguu"nkuv"tcen3"
jectfyctg"uvevkuvkeu
32"rgtokv"kr"jquv"32030303"jquv"4040404
cen"jy"jkv"eqwpv"7
42"rgtokv"kr"jquv"5050505"jquv"6060606
cen"jy"jkv"eqwpv"42
52"£gp{ "kr"cp{ "cp{

The hardware statistics for each ACE is seen after the acl hw hit count string and indicates the number
of packets switched in hardware.

)o!

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum
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CHAPTER ;2

Cisco TrustSec (CTS)

Cisco TrustSec is an umbrella term for security improvements to Cisco network devices based on the
capability to strongly identify users, hosts and network devices within a network. TrustSec provides
topology independent and scalable access controls by uniquely classifying data traffic for a particular
role. TrustSec ensures data confidentiality and integrity by establishing trust among authenticated peers
and encrypting links with those peers.

The key component of Cisco TrustSec is the Cisco Identity Services Engine. It is typical for the
Cisco ISE to provision switches with TrustSec Identities and Security Group ACLs (SGACLs), though
these may be configured manually.

To configure Cisco Trustsec on the switche, see the publication, “Cisco TrustSec Switch Configuration
Guide” at the following URL:

http://www.cisco.com/en/US/docs/switches/lan/trustsec/configuration/guide/trustsec.html
Release Notes for Cisco TrustSec General Availability releases are at the following URL:
http://www.cisco.com/en/US/docs/switches/lan/trustsec/release/notes/rn_cts_crossplat.html

Additional information on the Cisco TrustSec Solution, including overviews, datasheets, and case
studies, is available at:

http://www.cisco.com/en/US/netsol/ns1051/index.html

Table 1 lists the TrustSec features to be eventually implemented on TrustSec-enabled Cisco switches.
Successive general availability releases of TrustSec will expand the number of switches supported and
the number of TrustSec features supported per switch.

See the section, “Hardware Supported” for information on TrustSec features supported on switching
modules.
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Table 1

Cisco TrustSec Key Features—TrustSec 1.0 General Availability 2010 Release

Cisco TrustSec Feature

Description

802.1AE Tagging
(MACSec)

Protocol for IEEE 802.1AE-based wire-rate hop-to-hop
layer 2 encryption.

Between MACSec-capable devices, packets are encrypted on
egress from the transmitting device, decrypted on ingress to
the receiving device, and in the clear within the devices.

This feature is only available between TrustSec
hardware-capable devices.

Endpoint Admission Control
(EAC)

EAC is an authentication process for an endpoint user or a
device connecting to the TrustSec domain. Usually EAC
takes place at the access level switch. Successful
authentication and authorization in the EAC process results in
Security Group Tag assignment for the user or device.
Currently EAC can be 802.1X, MAC Authentication Bypass
(MAB), and Web Authentication Proxy (WebAuth).

Network Device Admission Control
(NDAC)

NDAC is an authentication process where each network
device in the TrustSec domain can verify the credentials and
trustworthiness of its peer device. NDAC utilizes an
authentication framework based on IEEE 802.1X port-based
authentication and uses EAP-FAST as its EAP method.
Successful authentication and authorization in NDAC
process results in Security Association Protocol negotiation
for IEEE 802.1AE encryption.

Security Group Access Control List
(SGACL)

A Security Group Access Control List (SGACL) associates a
Security Group Tag with a policy. The policy is enforced
upon SGT-tagged traffic egressing the TrustSec domain.

Security Association Protocol
(SAP)

After NDAC authentication, the Security Association
Protocol (SAP) automatically negotiates keys and the cipher
suite for subsequent MACSec link encryption between
TrustSec peers. SAP is defined in IEEE 802.111.

Security Group Tag
(SGT)

An SGT is a 16-bit single label indicating the security
classification of a source in the TrustSec domain. It is
appended to an Ethernet frame or an IP packet.

SGT Exchange Protocol
(SXP)

Security Group Tag Exchange Protocol (SXP). Devices that
are not TrustSec-hardware capable can, with SXP, receive
from the Cisco ACS, SGT attributes for authenticated users or
devices then forward the sourcelP-to-SGT binding to a
TrustSec-hardware capable device for tagging and SGACL
enforcement.

Flexible MACsec Replay Protection

Cisco TrustSec (CTS) |

Flexible MACsec replay protection feature provides flexible and configurable out-of-order mode replay
protection window on CTS links. You can configure MACsec window size, as defined by the number of
out-of-order frames that are accepted. This value is used while installing the security associations in the
MACsec. A value of 0 means that frames are accepted only in the correct order.
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Note  The MACsec replay protection window configuration change will come into affect during a shut/no-shut
or link flap.
The macsec replay-protection window-size command would be visible on all CTS supported ports,
however value range option would be restricted to <0-0> for non-supported cases.

To configure MACsec replay protection window size, perform this task:

switchl(config-if)# macsec Enables replay protection, and configure the window size in
replay-protection window-size number of frames. The range is from 0 to 4294967295. The
value default window size is 0.

This example shows how to verify whether MACsec replay protection is supported on your switch:

uykvej3*egphki/kh+%"oceuge"tgrnc{/rtqgvgevkap"ykpfqy/uk|g"A
>*>2/64;6;894;7@"ykpfqgy"ku"vig"pwodgt "gh"htcogu" *rcemgvu+

This example shows how to fis the MACsec replay protection window size:

uykvej3*egphki/kh+%"oceuge"tgrnc{/rtqvgevkgp"ykpfqy/uk|g"4222mnmmnnnn
Vgto3%uj"twppkpi/egphki"kpvgthceg"v613

Dwknfkpi"egphkiwtcvkgp000

#

kpvgthceg"VgpIkicdkvGvijgtpgvel3

"kr'cfftguu"6030303"4770477047702
"oceuge"tgrnc{/rtqgvgevkgp"ykpfqy/uk|g"4222

"evu"fgv3z

gpf

Supervisor Engine 2T Software Configuration Guide, Release 15.4S5Y g



Chapter 72 Cisco TrustSec (CTS) |

Hardware Supported

Table 72-2 lists the level of Cisco TrustSec supported switching moduless. The table is derived from the
white paper, “Cisco Catalyst 6500 Series with Supervisor Engine 2T: Enabling Cisco TrustSec with
Investment Protection,” located at the following URL:

http://www.cisco.com/en/US/prod/collateral/switches/ps5718/ps708/white_paper c11-658388.html

Table 72-2 Switching Module Support Levels for Cisco TrustSec

Cisco TrustSec Support
Level

Description

Line Card

Cisco TrustSec Capable

~

Note  Only the Security
Association Protocol
(SAP) for key
negotiation in the
CTS manual mode is
supported on Cisco
TrustSec Capable.

Supports full Cisco TrustSec capabilities
with hardware acceleration for Security
Group Tag imposition and IEEE 802.1AE
MACsec

Supervisor Engine 2T, and
all 6900 Series line cards

Cisco TrustSec Aware

Does not support Security Group Tag
imposition or IEEE 802.1AE MACsec.
These line cards are capable of
understanding forwarding decisions,
which include the Security Group Tag
information. This allows them to forward
traffic to a Cisco TrustSec capable line
card for egress.

+ WS-X6816-10T-2T,
WS-X6716-10T

« WS-X6816-10G-2T,
WS-X6716-10GE

Not Capable of Using
Cisco TrustSec

Do not support Security Group Tag
imposition or IEEE 802.1AE MACsec, nor
can they interpret forwarding decisions
with Security Group Tag information.

* WS-X6824-SFP-2T
WS-X6724-SFP

+ WS-X6848-SFP-2T
WS-X6748-SFP

+ WS-X6848-TX-2T
WS-X6748-GE-TX

¢ WS-X6704-10G
 WS-X6148 series (all)

For all Cisco TrustSec hardware platform and feature support information, please see TrustSec Product
Bulletins at the following URL:

http://www.cisco.com/en/US/netsol/ns1051/index.html
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CHAPTER ;3

AutoSecure

e Prerequisites for AutoSecure, page 73-1
» Restrictions for AutoSecure, page 73-2
» Information About AutoSecure, page 73-2
* How to Configure AutoSecure, page 73-7

« Examples for AutoSecure Configuration, page 73-9

Note » For complete syntax and usage information for the commands used in this chapter, see these
publications:

http://www.cisco.com/en/US/products/ps11846/prod command reference list.html

e Cisco IOS Release 15.4SY supports only Ethernet interfaces. Cisco IOS Release 15.4SY does not
support any WAN features or commands.

)o

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum

Prerequisites for AutoSecure

Be ready to answer these questions:
» Is the device going to be connected to the Internet?
* How many interfaces are connected to the Internet?
*  What are the names of the interfaces connected to the Internet?
¢ What will be your local username and password?

*  What will be the switch hostname and domain name?

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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B Restrictions for AutoSecure

Restrictions for AutoSecure

* Because there is no command to undo configuration changes made by AutoSecure, always save your
running configuration before configuring AutoSecure.

* The AutoSecure configuration can be configured at run time or setup time. If any related
configuration is modified after AutoSecure has been enabled, the AutoSecure configuration may not
be fully effective.

e After AutoSecure has been enabled, tools that use SNMP to monitor or configure a device will be
unable to communicate with the device using SNMP.

e If your device is managed by a network management (NM) application, securing the management
plane could turn off some services such as HTTP server and disrupt the NM application support.

e Ifyou are using Security Device Manager (SDM), you must manually enable the HTTP server using
the ip http server command.

* NM applications that use CDP to discover network topology will not be able to perform discovery.

Information About AutoSecure

e AutoSecure Overview, page 73-2
e Management Plane Security Enabled by AutoSecure, page 73-3
¢ Forwarding Plane Security Enabled by AutoSecure, page 73-6

A

Caution  Although AutoSecure helps to secure a switch, it does not guarantee the complete security of the switch.

AutoSecure Overview

e AutoSecure Benefits, page 73-2

e Simplified Switch Security Configuration, page 73-3

* Enhanced Password Security Enabled by AutoSecure, page 73-3
« System Logging Message Support, page 73-3

AutoSecure Benefits

Use the AutoSecure feature to secure the switch without understanding all the security features.
AutoSecure is a simple security configuration process that disables nonessential system services and
enables a basic set of recommended security policies to ensure secure networking services.
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Information About AutoSecure

Simplified Switch Security Configuration

AutoSecure automates a thorough configuration of security features of the switch. AutoSecure disables
certain features that are enabled by default that could be exploited for security holes. You can execute
AutoSecure in either of two modes, depending on your individual needs:

» Interactive mode—Prompts with options to enable and disable services and other security features,
suggesting a default setting for each option.

» Noninteractive mode—Automatically executes the recommended Cisco default settings.

Enhanced Password Security Enabled by AutoSecure
* You can specify a required minimum password length, which can eliminate weak passwords that are
prevalent on most networks, such as “lab” and “cisco.”
To configure a minimum password length, use the security passwords min-length command.

¢ You can cause a syslog message to be generated after the number of unsuccessful login attempts
exceeds the configured threshold.

To configure the number of allowable unsuccessful login attempts (the threshold rate), use the
security authentication failure rate command.

System Logging Message Support

System logging messages capture any subsequent changes to the AutoSecure configuration that are
applied on the running configuration. As a result, a more detailed audit trail is provided when
AutoSecure is executed.

Management Plane Security Enabled by AutoSecure

e Management Plane Security Overview, page 73-3

» Global Services Disabled by AutoSecure, page 73-4

e Per-Interface Services Disabled by AutoSecure, page 73-4
* Global Services Enabled by AutoSecure, page 73-5

e Switch Access Secured by AutoSecure, page 73-5

» Logging Options Enabled by AutoSecure, page 73-6

A

Caution If your device is managed by a network management (NM) application, securing the management plane
could turn off some services such as the HTTP server and disrupt the NM application support.

Management Plane Security Overview

AutoSecure provides protection for the switch management interfaces (the management plane) and the
data routing and switching functions (the forwarding plane, described in the “Forwarding Plane Security
Enabled by AutoSecure” section on page 73-6.) Securing the management plane is done by turning off
certain global and interface services that can be potentially exploited for security attacks and turning on
global services that help minimize the threat of attacks. Secure access and secure logging are also
configured for the switch.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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Bl Information About AutoSecure

Global Services Disabled by AutoSecure

Finger—Collects information about the system (reconnaissance) before an attack.

PAD—Enables all packet assembler and disassembler (PAD) commands and connections between
PAD devices and access servers.

Small servers—Causes TCP and User Datagram Protocol (UDP) diagnostic port attacks: a sender
transmits a volume of fake requests for UDP diagnostic services on the switch, consuming all CPU
resources.

Bootp server—Bootp is an insecure protocol that can be exploited for an attack.

HTTP server—Without secure-HTTP or authentication embedded in the HTTP server with an
associated ACL, the HTTP server is insecure and can be exploited for an attack. (If you must enable
the HTTP server, you will be prompted for the proper authentication or access list.)

~

Note  If you are using Security Device Manager (SDM), you must manually enable the HTTP server

S

using the ip http server command.

Identification service—An unsecure protocol (defined in RFC 1413) that allows an external host to
query a TCP port for identification. An attacker can access private information about the user from
the ID server.

CDP—If a large number of Cisco Discovery Protocol (CDP) packets are sent to the switch, the
available memory of the switch can be consumed, which causes the switch to crash.

Note NM applications that use CDP to discover network topology will not be able to perform

discovery.

NTP—Without authentication or access control, Network Time Protocol (NTP) is insecure and can
be used by an attacker to send NTP packets to crash or overload the switch.

If you require NTP, you must configure NTP authentication using Message Digest 5 (MD5) and the
ntp access-group command. If NTP is enabled globally, disable it on all interfaces on which it is
not needed.

Source routing—Source routing is provided only for debugging purposes, and should be disabled in
all other cases. Otherwise, packets may avoid some of the access control mechanisms of the switch.

Per-Interface Services Disabled by AutoSecure

ICMP redirects—Disabled on all interfaces. Does not add a useful functionality to a correctly
configured network, but could be used by attackers to exploit security holes.

ICMP unreachables—Disabled on all interfaces. Internet Control Management Protocol (ICMP)
unreachables are a known method for some ICMP-based denial of service (DoS) attacks.

ICMP mask reply messages—Disabled on all interfaces. ICMP mask reply messages can give an
attacker the subnet mask for a particular subnetwork in the internetwork.

Proxy-arp—Disabled on all interfaces. Proxy-arp requests are a known method for DoS attacks
because the available bandwidth and resources of the switch can be consumed in an attempt to
respond to the repeated requests sent by an attacker.

Directed broadcast—Disabled on all interfaces. Potential cause of SMURF attacks for DoS.
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Information About AutoSecure

* Maintenance Operations Protocol (MOP) service—Disabled on all interfaces.

Global Services Enabled by AutoSecure

» The service password-encryption command—Prevents passwords from being visible in the
configuration.

» The service tcp-keepalives-in and service tcp-keepalives-out commands—Ensures that
abnormally terminated TCP sessions are removed.

Switch Access Secured by AutoSecure

A

Caution If your device is managed by an NM application, securing access to the switch could turn off vital
services and may disrupt the NM application support.

« If a text banner does not exist, you will be prompted to add a banner. This feature provides the
following sample banner:
Cwvjigtk|gf"ceeguu"gpn{
Viku"u{uvgo"ku"vig"rtgrgtv{"gh"CDE"Gpvgtrtkug
Fkuegppgev"KOOGFKCVGN ["kh" {qw"ctg"pgv"cp"cwvigtk |gf "wugt#
Egpvcev"cdeBgzcornglego"-3"62:"7773434"hgt"jgnr0

* The login and password (preferably a secret password, if supported) are configured on the console,
AUX, vty, and tty lines. The transport input and transport output commands are also configured
on all of these lines. (Telnet and secure shell (SSH) are the only valid transport methods.) The
exec-timeout command is configured on the console and AUX as 10.

e When the image on the device is a crypto image, AutoSecure enables SSH and secure copy (SCP)
for access and file transfer to and from the switch. The timeout seconds and authentication-retries
integer options for the ip ssh command are configured to a minimum number. (Telnet and FTP are
not affected by this operation and remain operational.)

« If the user specifies that the switch does not use Simple Network Management Protocol (SNMP),
one of the following functionalities will occur:

— In interactive mode, the user is asked whether to disable SNMP regardless of the values of the
community strings, which act like passwords to regulate access to the agent on the switch.

— In noninteractive mode, SNMP will be disabled if the community string is public or private.

S

Note  After AutoSecure has been enabled, tools that use SNMP to monitor or configure a device will
be unable to communicate with the device using SNMP.

e If authentication, authorization, and accounting (AAA) is not configured, AutoSecure configures
local AAA. AutoSecure will prompt the user to configure a local username and password on the
switch.
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Logging Options Enabled by AutoSecure

Sequence numbers and time stamps for all debug and log messages. This option is useful when
auditing logging messages.

Logging messages for login-related events. For example, the message “Blocking Period when Login
Attack Detected” will be displayed when a login attack is detected and the switch enters quiet mode.
(Quiet mode means that the switch will not allow any login attempts using Telnet, HTTP, or SSH.)

The logging console critical command, which sends system logging (syslog) messages to all
available TTY lines and limits messages based on severity.

The logging buffered command, which copies logging messages to an internal buffer and limits
messages logged to the buffer based on severity.

The logging trap debugging command, which allows all commands with a severity higher than
debugging to be sent to the logging server.

Forwarding Plane Security Enabled by AutoSecure

Strict Unicast Reverse Path Forwarding (uURPF) can be configured to help mitigate problems that are
caused by the introduction of forged (spoofed) IP source addresses. uRPF discards IP packets that
lack a verifiable IP source address.

Hardware rate limiting—AutoSecure will enable hardware rate-limiting of the following types of
traffic without prompting the user:

— [P errors

— RPF failures

— ICMP no-route messages

— ICMP acl-drop messages

— IPv4 multicast FIB miss messages

— IPv4 multicast partially switch flow messages
AutoSecure will provide the option for hardware rate-limiting of the following types of traffic:

— ICMP redirects

— TTL failures

— MTU failures

— IP unicast options

— IP multicast options

— Ingress and egress ACL bridged packets

S

Note  Rate-limiting of ingress and egress ACL bridged packets can interfere with ACL logging
and can increase session setup rates for hardware accelerated features such as TCP intercept,
NAT, and Layer 3 WCCP.
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How to Configure AutoSecure

How to Configure AutoSecure

e Configuring AutoSecure Parameters, page 73-7
» Configuring Additional Security, page 73-8
e Verifying AutoSecure, page 73-8

Configuring AutoSecure Parameters

Note

The auto secure command guides you through a semi-interactive session (also known as the AutoSecure
session) to secure the management and forwarding planes. You can use this command to secure just the
management plane or the forwarding plane; if neither option is selected in the command line, you can
choose to configure one or both planes during the session.

This command also allows you to go through all noninteractive configuration portions of the session
before the interactive portions. The noninteractive portions of the session can be enabled by selecting
the optional no-interact keyword.

At any prompt you may enter a question mark (?) for help or Ctrl-C to abort the session.

In interactive mode, you will be asked at the end of the session whether to commit the generated
configuration to the running configuration of the switch. In noninteractive mode, the changes will be
automatically applied to the running configuration.

There is no undo command for configuration changes made by AutoSecure. You should always save the
running configuration before executing the auto secure command.
To execute the AutoSecure configuration process, beginning in privileged EXEC mode, perform this
task:
Command Purpose
Tqwvgt%"cwvg'ugewtg"]ocpeigogpv" ~"hqtyctfkpi " Executes the AutoSecure session for configuring one or both
Ipq/kpvgtcev" ~"hwnn_ planes of the switch.

+ management—Only the management plane will be
secured.

+ forwarding—Only the forwarding plane will be secured.

* no-interact—The user will not be prompted for any
interactive configurations.

e full—The user will be prompted for all interactive
questions. This is the default.

For an example of the AutoSecure session, see the “Examples for AutoSecure Configuration” section on
page 73-9.
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Configuring Additional Security

Step 1
Step 2

After completing the AutoSecure configuration, you can further enhance the security of management

access to your switch by performing this task:

Command or Action

Purpose

Tqwvgt % "eqgphkiwtg"vgtokpen™

Enters global configuration mode.

Tqwvgt*egphki+% "ugewtkv{"rcuuyqtfu"okp/ngpivj"

Ensures that all configured passwords are at least a

length specified length.

» length—Minimum length of a configured
password. The range is 0 to 16 characters.

Step 3 Tqwvgt *eqgphki+%"gpedng"rcuuyqtf" } rcuuygtf" ~"

Sets a local password to control access to various
lencryption-type "password}

privilege levels.

» encryption-type—A value of 0 indicates that an
unencrypted password follows. A value of 7
indicates that a hidden password follows.

Note  You usually will not enter an encryption type
unless you enter a password that has already

been encrypted by a Cisco router or switch.

Step4  Tawvgt*egphki+%"ugewtkv{"cwvjgpvkecvkgp"hcknwtg"

Configures the number of allowable unsuccessful login
tevg" threshold-rate ngi

attempts.

e threshold-rate—Number of allowable
unsuccessful login attempts. The range is 1 to
1024.

+ log—Syslog authentication failures if the number
of failures in one minute exceeds the threshold.

The following example shows how to configure the switch for a minimum password length of 10
characters and a threshold of 3 password failures in one minute. The example also shows how to set a
hidden local password.

Tqwvgt$"egphkiwtg"vgtokpen

Tqgwvgt *egphki+% "ugewtkv{ "rcuuyqgt fu"okp/ngpivij"32

Tqwvgt *egphki+% "ugewtkv{"cwvjgpvkecvkgp"hcknwtg"tcvg"s

Tqwvgt*egphki+%"gpecdng"rcuuyqt £"9"gngrjcpv345

Verifying AutoSecure

To verify that the AutoSecure feature has executed successfully, perform this task:

Command Purpose

Tqwvgts"ujqy"cwvq"ugewtg"egphki Displays all configuration commands that have been added as
part of the AutoSecure configuration. The output is the same

as the configuration generated output
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Examples for AutoSecure Configuration

The following example is a sample AutoSecure session. After you execute the auto secure command,
the feature will automatically prompt you with a similar response unless you enable the no-interact
keyword. (For information on which features are disabled and which features are enabled, see the
“Management Plane Security Enabled by AutoSecure” section on page 73-3 and the “Forwarding Plane
Security Enabled by AutoSecure” section on page 73-6.)

Tgwvgt% cwvq"ugewtg

mmmnnmwmnnn /7 /v cyygqUgewtg"Eqphkiwtevkap"///

, .. "CwvqUgewtg"egphkiwtcvkgp"gpjcpegu"vig'ugewtkv{"gh
vig"tgwvgt . "dwv"kv"yknn"pgv"ocmg"kv"cdugnwvgn{ "tgukuvcpv
vq"cnn"ugewtkv{"cvvcemu",,,

"CwvqUgewtg"yknn"ogfkh{"vjg"egphkiwtcvkagp"gh" {qwt "fgxkeg0

Cnn"vjg"egphkiwtcvkgp"ejcpigu"yknn"dg"ujqgyp0"Hgt "c"fgvckngf
gzrncpcevkap"gh"jay"vig"egphkiwtcvkap"ejcpigu"gpjcpegugewtkv {
cpf"cp{"rquukdng"ukfg"ghhgevu. "rngcug"tghgt "vg"Ekueglego"hgt
CwvqUgewtg" fgewogpvcvkgp0
Ccv'"ep{"rtgorv"{gw"oc{"gpvgt")A) "hgt"jgnr0
Wug"evtn/e"vg"cdgtv"viku'uguukgp"cv'cp{"rtgorvo

Kh"viku"fgxkeg"ku"dgkpi"ocpcigf"d{"c"pgvygtm"ocpcigogpv"uvcevkgp.
CcwvgUgewtg"egphkiwtcvkgp"oc{ "dngem"pgvygtm"ocpcigogpv"vtchhke0
Egpvkpwg"ykvj"CwvqUgewtgA"]lpg_ <" {

Icvjgtkpi"kphgtocvkgp"cdgwv"vijg"tgwvgt "hgt "CwvqUgewtg

Ku"viku"tgwvgt"egppgevgf "vg"kpvgtpgvA"lpg <" {
Gpvgt"vjg"pwodgt "gh"kpvgthcegu"hcekpi"vijg"kpvgtpgv"]3 <"3

vagthceg" WA KR/Cfftguu nnnnnoMA N Ong qf "gvevwu e iR gygeqn
chp3 mimwmwmmmmmmmmmmmmmnn l|pruukipgf mmwmwmwmn [GU n PXTCO nn CfokpkuvtCVngn{ n fqyp n fqyp mmwmmn
chp99" nomwwwmmmmnnnnnn 990303 06 nonuwwwwnn [GU" PXTCO" "fqyp" nomwwwwnnTnnn "fqyp" nnn
IkicdkvGvigtpgv8l3" """ ywpcuukipgf """ """ [GU"PXTCO" "cfokpkuvtcvkxgn{"fqyp"fqyp" """
Ikicdkavj gtpgv814 mmwmn l|43052 052 03 mmwmwmwmn [GU" PXTCO" l|wrl| I mmmmm l|wrl| mmwmwmnmmn
qurdcem2 nuwwwwwmmmmmnnn 5050505 muwnwnnnnann [GU" PXTCO nn WY LI LI L L L L L LR L L LR LR LR LR LR LR LR LR L WY nmuwmwnn
VW‘ppgn3 NIRRT TR IR IR IR IR TN R TR TR T T} "WpCU'leipgf nuwwnnn [GU WDXTCOM™ My " 11T gy I

Gpvgt"vjg"kpvgthceg"pcog"vjcv"ku"hcekpi"vjg"kpvgtpgv<"Xncp99
Ugewtkpi"Ocpcigogpv"rncpg"ugtxkegu000

Fkucdnkpi"ugtxkeg"hkpigt
Fkucdnkpi"ugtxkeg"rcf

Fkucdnkpi"wfr" ("ver"uocnn"ugtxgtu
Gpecdnkpi "ugtxkeg"rcuuyqgt f "gpet { rvkgp
Gpcdnkpi"ugtxkeg"ver/mggrecnkxgu/kp
Gpcdnkpi"ugtxkeg"ver/mggrenkxgu/gqwv
Fkucdnkpi"vjg"efr"rtgvgegn

Fkucdnkpi"vjg"dggvr"ugtxgt
Fkucdnkpi"vjg"jvvr"ugtxgt
Fkucdnkpi"vjg"hkpigt"ugtxkeg
Fkucdnkpi"ugwteg"tgwvkpi
Fkucdnkpi"itcvwkvgwu'"ctr

Jgtg"ku"c"ucorng"Ugewtkv{"Dcppgt "vg"dg"ujqyp
cv'gxgt { "ceeguu"vqg" fgxkeg0"Ogfkh{ "kv"vg"uwkv" {qwt
gpvgtrtkug"tgswktgogpvul

Ccwvjigtk|gf"Ceeguu"gpn{
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mnyikuru{uvgo'ku"vig"rtgrgtv{"gh">Pcog"gh"Gpvgtrtkuge0
"MWPCWVIQTK\GF"CEEGUU"VQ"VJIKU" FGXKEG"KU"RTQJKDKVGF 0

" [gw"owuv"jcxg"gzrnkekv"rgtokuukgp"vg"ceeguu"vjku
"rfgxkeg0"Cnn"cevkxkvkgu"rgthgtogf"gp"vjku"fgxkeg
"retg'ngiigf0"Cp{ "xkgncvkgpu"gh"ceeguu" rgnke { "yknn"tguwnv
"rkp"fkuekrnkpet { "cevkgp0

Gpvgt"vig"ugewtkv{"dcppgt" }Rwv"vig"dcppgt "dgvyggp
m"cpf"m. "yjgtg"m"ku"cp{"ejctcevgt i<

m

dcppgt" """t

m

Gpvgt"vig"pgy"gpcdng'ugetgv<"
Egphkto"vjg"gpcdng"ugetgv'<"
Gpcdng"rcuuygtf"ku"pgv"egphkiwtgf"gt "kvu'"ngpivj
ku"nguu"vjcp"okpkowo"pg0"gh"ejctcevgtuegphkiwtgf
Gpvgt"vjg"pgy"gpcdng"rcuuygtf<"
Egphkto"vjg"gpcdng"rcuuygtf<"

Egphkiwtcvkgp"gh"ngecn"wugt"fcvedeug

Gpvgt "vjg"wugtpcog<"ekueq

Gpvgt"vjg"rcuuygtf<"

Egphkto"vjg"rcuuygtf<"
Egphkiwtkpi"CCC"ngecn"cwvjgpvkecvkgp
Egphkiwtkpi"Egpugng. "Cwz"cpf "XV ["nkpgu"hgt
ngecn"cwvjgpvkecvkgp. "gzge/vkoggwv. "cpf"vtcpurgtv
Ugewtkpi"fgxkeg"cickpuv"Ngikp"Cvvcemu
Egphkiwtg"vjg"hgnngykpi"rctcogvgtu

Dngemkpi"Rgtkgf"yjgp"Ngikp"Cvvcem" fgvgevgf "+*kp"ugegpfu+<"7
Oczkowo"Ngikp"hcknwtgu"ykvj"vjg"fgxkeg<"5

Oczkowo"vkog"rgtkgf"hgt "etquukpi"vjg"hckngf"ngikp"cvvgorvu"*kp"ugegpfu+<"A
' ncrfgekocen"pwodgt "dgvyggp"3"cpf"549890

Oczkowo"vkog"rgtkgf"hgt "etquukpi"vjg"hckngf"ngikp"cvvgorvu" *kp"ugegpfu+<"7
Egphkiwtg"UUJ"ugtxgtA"] {gu <"pg

Egphkiwtkpi"kpvgthceg"urgekhke"CwvqUgewtg"ugtxkegu
Fkucdnkpi"ogr"gp"Gvjgtpgv"kpvgthcegu

Ugewtkpi"Hgtyctfkpi"rncpg"ugtxkegu000

Gpcdnkpi"wpkecuv"trh"gp"cnn"kpvgthcegu"egppgevgf
vq"kpvgtpgv

Vjg"hgnngykpi"tcvg/nkokvgtu"ctg'gpcdngf"d{"fghcwnv<
n I|OOO

Ygwnf " {gw"nkmg"vq"gpcdng"vig"hgnngykpi"tcvg/nkokvgtu"cnugA
000

Gpcdng"vjg"cdqxg"tcvg/nkokvgtu"cnqu"]{gulpq_<"{gu

Ygwnf " {gw"nkmg"vg"gpcdng"vig"tcvg/nkokvgtu'hgt "KpitguulGitguuCEN"dtkfigf "rcemgvu" cnugA
PQVG<"Gpecdnkpi"vjg"CEN"kplgwv"tcvg/nkokvgtu"ecp"chhgev"CEN"ngiikpi
nnnnnnopfryguukgp"ugvwr'tevg'hgt"jetfyctg"ceegngtevgf "hgevwtgu"uwej
""""""Cu"PCV."NC{gt"5"YEER"Cpf"VER"KpVgteng

000

Gpedng"vjg"CEN"kplgwv"tcvg/nkokvgtu"cnugA"] {gulpg <"pg
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Viku"ku"vjg"egphkiwtcvkgp"igpgtcvgf<

pg"ugtxkeg"hkpigt

pg"ugtxkeg"rct
pg"ugtxkeg"wfr/uocnn/ugtxgtu
pg"ugtxkeg"ver/uocnn/ugtxgtu
ugtxkeg"rcuuyqgtf/gpet{rvkap
ugtxkeg"ver/mggrcnkxgu/kp
ugtxkeg"ver/mggrcnkxgu/qwv
pg"efr"twp

pg"kr"dggvr"ugtxgt

pg"kr"jvvr'ugtxgt

pa"kr"hkpigt

pa"kr"ugwteg/tgwvg
pg"kr"itcvwkvgwu/ctru

pa"kr"kfgpvi

dcppgt"m

dcppgt

m

ugewtkv{"rcuuygtfu"okp/ngpivj"8
ugewtkv{"cwvjgpvkecvkgp"hcknwtg"tcvg"32"ngi
gpcdng"ugetgv"7"&3&52mR&h0Mpr[R|lelO{VnLUvPl
gpcdng"rcuuygtf"9"2:426G6F2F6: 796668
wugtpcog"ekueqg"rcuuygqtf"9"2:426G6F2F6:796668
ccec"pgy/ogfgn
cce"cwvjgpvkecvkgp"ngikp"ngecnacwvj "ngecn
nkpg"egpugng"2
"ngikp"cwvjgpvkecvkgp"ngecnacwv]j
"gzge/vkoggwv"7"2
"vtcpurgtv'"gwvrwv"vgnpgv
nkpg"xv{"2"37
"ngikp"cwvjgpvkecvkgp"ngecnacwvj
"vtecpurgtv'"kprwv"vgnpgv
ngikp"dngem/hgt"7"cvvgorvu"s"ykvikp"7
ugtxkeg"vkoguvcoru"fgdwi" fcvgvkog"ouge "ngecnvkog"ujqy/vkog | apg
ugtxkeg"vkoguvcoru'ngi"fcvgvkog"ouge "ngecnvkog"ujqy/vkog | gpg
ngiikpi"hceknkv{"ngecn4
ngiikpi"vtcr"fgdwiikpi
ugtxkeg"ugswgpeg/pwodgtu
ngiikpi"egpugng"etkvkecn
ngiikpi"dwhhgtgf

kpv"Xncp3

"pag"kr"tgfktgevu

"pg"kr"rtgz{/ctr

"pgq"kr"wptgcejcdngu
"pg"kr"fktgevgf/dtgcfecuv
"pg"kr"ocum/tgrn{

"pq"ogr"gpcdngf

kpv"Xncp99

"pa"kr"tgfktgevu

"pg"kr"rtqgz{/ctr

"pg"kr"wptgcejcdngu
"pg"kr"fktgevgf/dtgcfecuv
"pg"kr"ocum/tgrn{

"pg"ogr'"gpcdngf
kpv"IkicdkvGvjgtpgv8l3
"pg"kr"tgfktgevu

"pg"kr"rtgz{/ctr

"pa"kr"wptgcejcdngu
"pa"kr"fktgevgf/dtgcfecuv
"pg"kr"ocum/tgrn{

"pq"ogr"gpcdngf
kpv"IkicdkvGvjgtpgv8l4s
"pa"kr"tgfktgevu
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"pg"kr"rtgz{/ctr

"pa"kr"wptgcejcdngu
"pa"kr"fktgevgf/dtgcfecuv
"pg"kr"ocum/tgrn{

"pq"ogr"gpcdngt

kpvgthceg"Xncp99
"kr'xgtkh{"wpkecuv'"ugwteg"tgcejcdng/xkc"tz
000

#

gpf

Crrn{"vjku"egphkiwtcvkgp"vq"twppkpi/egphkiA"] {gu <" {gu
Crrn{kpi"vjg"egphki"igpgtcvgf"vqg"twppkpi/egphki

Tqwvgt$

)o

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum
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CHAPTER ; l

MAC Address-Based Traffic Blocking

~

Note « For complete syntax and usage information for the commands used in this chapter, see these
publications:

http://www.cisco.com/en/US/products/ps11846/prod _command reference list.html

e Cisco IOS Release 15.4SY supports only Ethernet interfaces. Cisco IOS Release 15.4SY does not
support any WAN features or commands.

To block all traffic to or from a MAC address in a specified VLAN, perform this task:

Command Purpose

Tqwvgt*egphki+%"oce"cfftguu/vedng"uvevke " oceactftguu" |Blocks all traffic to or from the configured MAC address in
xncp'vian ID"ftqr" the specified VLAN.

This example shows how to block all traffic to or from MAC address 0050.3e8d.6400 in VLAN 12:

Tawvgt % "egphkiwtg"vgtokpen"
Tgwvgt*egphki+%"oce"cfftguu/vedng"uvevke"227205g: £08622"xncp"34"£ftgr"

)o

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum
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Port ACLs (PACLs)

e Prerequisites for PACls, page 75-1
» Restrictions for PACLs, page 75-2
* Information About PACLs, page 75-2
* How to Configure PACLs, page 75-7

Note » For complete syntax and usage information for the commands used in this chapter, see these
publications:

http://www.cisco.com/en/US/products/ps11846/prod command reference list.html

» Cisco IOS Release 15.4SY supports only Ethernet interfaces. Cisco 10S Release 15.4SY does not
support any WAN features or commands.

e Port ACLs do not support the access-list keywords log or reflexive. These keywords in the access
list are ignored. OAL does not support PACLs.

¢ PACLs are not supported on private VLANS.

o

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series _home.html

Participate in the Technical Documentation Ideas forum

Prerequisites for PACls

None.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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M Restrictions for PACLs

Restrictions for PACLs

There can be at most one IP access list and one MAC access list applied to the same Layer 2 interface
per direction.

PACLs are not applied to MPLS or ARP messages.

An IP access list filters only IPv4 and IPv6 packets. For IP access lists, you can define a standard,
extended, or named access-list.

A MAC access list filters ingress packets that are of an unsupported type (not IP, ARP, or MPLS
packets) based on the fields of the Ethernet datagram. A MAC access list is not applied to IP, MPLS,
or ARP messages. You can define only named MAC access lists.

The number of ACLs and ACEs that can be configured as part of a PACL are bounded by the
hardware resources on the switch. Those hardware resources are shared by various ACL features
(such as VACLs) that are configured on the system. If there are insufficient hardware resources to
program a PACL in hardware, the PACL is not applied.

PACL does not support the access-list log and reflect/evaluate keywords. These keywords are
ignored if you add them to the access list for a PACL.

OAL does not support PACLs.

The access group mode can change the way PACLs interact with other ACLs. To maintain consistent
behavior across Cisco platforms, use the default access group mode (merge mode).

PACLs cannot filter Physical Link Protocols and Logical Link Protocols, such as CDP, VTP, DTP,
PAgP, UDLD, and STP, because the protocols are redirected to the RP before the ACL takes effect.
You can apply CoPP or QoS to Physical Link Protocol and Logical Link Protocol traffic.

Information About PACLs

PACL Overview, page 75-2

EtherChannel and PACL Interactions, page 75-3

Dynamic ACLs (Applies to Merge Mode Only), page 75-4
Trunk Ports, page 75-4

Layer 2 to Layer 3 Port Conversion, page 75-4
Port-VLAN Association Changes, page 75-4

PACL Overview

PACLs filter incoming traffic on Layer 2 interfaces, using Layer 3 information, Layer 4 header
information, or non-IP Layer 2 information.

The PACL feature uses standard or extended IP ACLs or named MAC-extended ACLs that you want to
apply to the port.

Port ACLs perform access control on all traffic entering the specified Layer 2 port.

PACLs and VACLs can provide access control based on the Layer 3 addresses (for IP protocols) or Layer
2 MAC addresses (for non-IP protocols).
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Note

Information About PACLs Il

The port ACL (PACL) feature provides the ability to perform access control on specific Layer 2 ports.
A Layer 2 port is a physical LAN or trunk port that belongs to a VLAN. Port ACLs are applied only on
the ingress traffic. The port ACL feature is supported only in hardware (port ACLs are not applied to
any packets routed in software).

When you create a port ACL, an entry is created in the ACL TCAM. You can use the show tcam counts
command to see how much TCAM space is available.

The PACL feature does not affect Layer 2 control packets received on the port.
You can use the access-group mode command to change the way that PACLs interact with other ACLs.
PACLs use the following modes:

e Prefer port mode—If a PACL is configured on a Layer 2 interface, the PACL takes effect and
overwrites the effect of other ACLs (Cisco IOS ACL and VACL). If no PACL feature is configured
on the Layer 2 interface, other features applicable to the interface are merged and are applied on the
interface.

e  Merge mode—In this mode, the PACL, VACL, and Cisco IOS ACLs are merged in the ingress
direction following the logical serial model shown in Figure 75-2. This is the default access group
mode.

You configure the access-group mode command on each interface. The default is merge mode.

A PACL can be configured on a trunk port only after prefer port mode has been selected. Trunk ports do
not support merge mode.

To illustrate access group mode, assume a physical port belongs to VLAN100, and the following ACLs
are configured:

e Cisco IOS ACL R1 is applied on routed interface VLAN100.
« VACL (VLAN filter) V1 is applied on VLAN100.
* PACL P1 is applied on the physical port.
In this situation, the following ACL interactions occur:
e In prefer port mode, Cisco IOS ACL R1 and VACL V1 are ignored.
e In merge mode, Cisco IOS ACL R1, VACL V1 and PACL P1 are merged and applied on the port.

The CLI syntax for creating a PACL is identical to the syntax for creating a Cisco IOS ACL. An instance
of an ACL that is mapped to a Layer 2 port is called a PACL. An instance of an ACL that is mapped to
a Layer 3 interface is called a Cisco IOS ACL. The same ACL can be mapped to both a Layer 2 port and
a Layer 3 interface.

The PACL feature supports MAC ACLs, IPv4, and IPv6 ACLs. The PACL feature does not support
ACLs for ARP or Multiprotocol Label Switching (MPLS) traffic.

EtherChannel and PACL Interactions

This section describes the guidelines for the EtherChannel and PACL interactions:

e PACLs are supported on the main Layer 2 channel interface but not on the port members. A port that
has a PACL configured on it may not be configured as an EtherChannel member port. The
EtherChannel configuration commands are unavailable on ports that are configured with a PACL.

Supervisor Engine 2T Software Configuration Guide, Release 15.4S5Y g
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» Changing the configuration on the logical port affects all the ports in the channel. When an ACL is
mapped to the logical port belonging to a channel, it is mapped to all ports in the channel.

Dynamic ACLs (Applies to Merge Mode Only)

Dynamic ACLs are VLAN-based and are used by two features: CBAC and GWIP. The merge mode does
not support the merging of the dynamic ACLs with the PACLs. In merge mode, the following
configurations are not allowed:

« Attempting to apply a PACL on a port where its corresponding VLAN has a dynamic ACL mapped.
In this case, the PACL is not applied to traffic on the port.

» Configuring a dynamic ACL on a VLAN where one of its constituent ports has a PACL installed. In
this case, the dynamic ACL is not applied.

Trunk Ports

To configure a PACL on a trunk port, you must first configure port prefer mode. The configuration
commands to apply a PACL on a trunk or dynamic port will not be available until you configure the port
in port prefer mode by entering the access-group mode prefer port interface command. Trunk ports do
not support merge mode.

Layer 2 to Layer 3 Port Conversion

If you reconfigure a port from Layer 2 to Layer 3, any PACL configured on the port becomes inactive
but remains in the configuration. If you subsequently configure the port as Layer 2, any PACL
configured on the port becomes active again.

Port-VLAN Association Changes

You can enter port configuration commands that alter the port-VLAN association, which triggers an
ACL remerge.

Unmapping and then mapping a PACL, VACL, or Cisco IOS ACL automatically triggers a remerge.

In merge mode, online insertion or removal of a switching module also triggers a remerge, if ports on
the module have PACLs configured.

PACL and VACL Interactions

*  PACL Interaction with VACLs and Cisco I0S ACLs, page 75-5
« Bridged Packets, page 75-5

* Routed Packets, page 75-5

e Multicast Packets, page 75-6

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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PACL Interaction with VACLs and Cisco 10S ACLs

This section describes the guidelines for the PACL interaction with the VACLs and Cisco 10S ACLs.

For an incoming packet on a physical port, the PACL is applied first. If the packet is permitted by the
PACL, the VACL on the ingress VLAN is applied next. If the packet is Layer 3 forwarded and is
permitted by the VACL, it is filtered by the Cisco IOS ACL on the same VLAN. The same process
happens in reverse in the egress direction. However, there is currently no hardware support for output
PACLs.

The PACLs override both the VACLs and Cisco IOS ACLs when the port is configured in prefer port
mode. The one exception to this rule is when the packets are forwarded in the software by the route
processor (RP). The RP applies the ingress Cisco IOS ACL regardless of the PACL mode. Two examples
where the packets are forwarded in the software are as follows:

« Packets that are egress bridged (due to logging or features such as NAT)
e Packets with IP options

Bridged Packets

Figure 75-1 shows a PACL and a VACL applied to bridged packets. In merge mode, the ACLs are
applied in the following order:

1. PACL for the ingress port
2. VACL for the ingress VLAN
3. VACL for the egress VLAN

Figure 75-1 Applying ACLs on Bridged Packets
D\/\ VACL MSFC VACL
VLAN 10 | Supervisor Engine | HostB 2
PACL E

Host A

In prefer port mode, only the PACL is applied to the ingress packets (the input VACL is not applied).

Routed Packets

Figure 75-2 shows how ACLs are applied on routed and Layer 3-switched packets. In merge mode, the
ACLs are applied in the following order:

PACL for the ingress port
VACL for the ingress VLAN
Input Cisco IOS ACL
Output Cisco IOS ACL
VACL for the egress VLAN

Nk W=
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In prefer port mode, only the PACL is applied to the ingress packets (the input VACL and Cisco 10S
ACL are not applied).

Figure 75-2 Applying ACLs on Routed Packets

Routed

L Output IOS ACL

— VACL

Input 10S ACL A
\ A MSFC
|

Bridged

VACL Bridged

1/|/ Supervisor Engine \

oSt A N Host B
VIAN10)  pact (VLAN 20)

182043

Multicast Packets

Figure 75-3 shows how ACLs are applied on packets that need multicast expansion. For packets that
need multicast expansion, the ACLs are applied in the following order:

1. Packets that need multicast expansion:
a. PACL for the ingress port
b. VACL for the ingress VLAN
c¢. Input Cisco IOS ACL
2. Packets after multicast expansion:
a. Output Cisco IOS ACL
b. VACL for the egress VLAN
3. Packets originating from router:
a. Output Cisco IOS ACL
b. VACL for the egress VLAN

In prefer port mode, only the PACL is applied to the ingress packets (the input VACL and Cisco 10S
ACL are not applied).

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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Figure 75-3 Applying ACLs on Multicast Packets
IOS ACL for
output VLAN
for packets
originating from
] router
Routed —— > MSFC

Output IOS ACL

Input IOS ACL

R i\‘? vacL

PACL VACL

¥ ¥ Supervisor{ ——
N H/ Engine \ (VTZSI‘\E 20)
c /

T A 3 3
(Vl—L{X?\'I[ ?:o) Siachd \ §
- 7 Host D
(VLAN 20)
Host C
(VLAN 10)

How to Configure PACLs

e Configuring IP and MAC ACLs on a Layer 2 Interface, page 75-7

e Configuring Access-group Mode on Layer 2 Interface, page 75-8

» Applying ACLs to a Layer 2 Interface, page 75-8

* Applying ACLs to a Port Channel, page 75-9

« Displaying an ACL Configuration on a Layer 2 Interface, page 75-9

Configuring IP and MAC ACLs on a Layer 2 Interface

IP and MAC ACLs can be applied to Layer 2 physical interfaces. Standard (numbered, named) and
Extended (numbered, named) IP ACLs, and Extended Named MAC ACLs are supported.

To apply IP or MAC ACLs on a Layer 2 interface, perform this task:

Command Purpose
Step1  Uykvej%"egphkiwtg"vgtokpen" Enters global configuration mode.
Step2  Uykvej*egphki+%"kpvgthceg"kpvgthceg" Enters interface configuration mode for a Layer 2 port.
Step3  Uykvej*egphki/kh+%"}kr"~"ocei"ceeguu/itgwr" Applies a numbered or named ACL to the Layer 2
}pcog ~"pwodgt "~"kp"~"qwVi interface.
Step4  Uykvej*egphki+%"ujqy"twppkpi/eqphki Displays the access list configuration.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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This example shows how to configure the Extended Named IP ACL simple-ip-acl to permit all TCP
traffic and implicitly deny all other IP traffic:
Uykvej*egphki+%"kr"ceeguu/nkuv"gzvgpfgf"ukorng/kr/cen"

Uykvej*egphki/gzv/pcen+%"rgtokv"ver"cp{ "cp{
Uykvej*egphki/gzv/pcen+%"gpf

This example shows how to configure the Extended Named MAC ACL simple-mac-acl to permit source
host 000.000.011 to any destination host:

Uykvej*egphki+%"oce"ceeguu/nkuv"gzvgpfgf "ukorng/oce/cen
Uykvej*eqphki/gzv/ocen+%"rgtokv"jquv"22202220233"cp{
Uykvej*egphki/gzv/ocen+%"gpf

Configuring Access-group Mode on Layer 2 Interface

Step 1
Step 2
Step 3

Step 4

To configure the access mode on a Layer 2 interface, perform this task:

Command Purpose

Uykve3j$"egphkiwtg"vgtokpen Enters global configuration mode.
Uykvej*egphki+%"kpvgthceg"interface Enters interface configuration mode for a Layer 2 port.
Uykvej*egphki/kh+%"]pg_"ceeguu/itgwr"ogfg" Sets the mode for this Layer 2 interface. The no prefix
}reghgt rqev'-~"ogtigi sets the mode to the default value (which is merge).
Uykvej*eqgphki+$% "ujqy"twppkpi/egphki Displays the access list configuration.

This example shows how to configure an interface to use prefer port mode:

Uykvej%"egphkiwtg"vgtokpcn
Uykvej*egphki+%"kpvgthceg"ikicdkvGvigtpgv"813
Uykvej*egphki/kh+%"ceeguu/itqwr"ogfg"rtghgt"rqtv

This example shows how to configure an interface to use merge mode:

Uykvej%"egphkiwtg"vgtokpcn
Uykvej*egphki+%"kpvgthceg"ikicdkvGvigtpgv"813
Uykvej*egphki/kh+%"ceeguu/itqwr"ogfg"ogtig

Applying ACLs to a Layer 2 Interface

To apply IP and MAC ACLs to a Layer 2 interface, perform one of these tasks:

Command Purpose
Uykvej*egphki/kh+%"kr"ceeguu/itqwr"ip-acl"kp" Applies an IP ACL to the Layer 2 interface.
Uykvej*egphki/kh+%"oce"ceeguu/itqwr"mac-acl"kp" Applies a MAC ACL to the Layer 2 interface.

r Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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This example applies the extended named MAC ACL simple-mac-acl to interface GigabitEthernet 6/1
ingress traffic:

Uykvej%"egphkiwtg"v

Uykvej*egphki+%"kpvgthceg"ikicdkvGvigtpgv"813
Uykvej*egphki/kh+%"oce"ceeguu/itqwr"ukorng/oce/cen"kp

Applying ACL:s to a Port Channel

To apply IP and MAC ACLs to a port channel logical interface, perform this task:

Command Purpose
Uykvej*egphki/kh+%"kpvgthceg"rqtv/ejcppgn" number Enters configuration mode for the port channel.
Uykvej*egphki/kh+%"kr"ceeguu/itqwr" ip-acl" }kp"~"qwv Applies an IP ACL to the port channel interface.
Uykve]*egphki/kh+%"oce"ceeguu/itqwr"mac-acl" }kp"~"qwvi |Applies a MAC ACL to the port channel interface.

This example applies the extended named IP ACL simple-ip-acl to port channel 3 ingress traffic:
Uykvej%"egphkiwtg"v

Uykvej*egphki+%"kpvgthceg"rgtv/ejcppgn"5
Uykvej*egphki/kh+%"kr"ceeguu/itqwr"ukorng/kr/cen"kp

Displaying an ACL Configuration on a Layer 2 Interface

To display information about an ACL configuration on Layer 2 interfaces, perform one of these tasks:

Command

Purpose

Uykvej%"ujqgy"kr"ceeguu/nkuvu"lkpvgthceg"interface-name_  |Shows the IP access group configuration on the interface.

Uykve]j%'ujgy"oce"ceeguu/itgwr"lkpvgthceg"interface-name_ |Shows the MAC access group configuration on the

interface.

Uykvej%"ujqy"ceeguu/itqwr"ogfg"]lkpvgthceg"interface-name_ |Shows the access group mode configuration on the

interface.

This example shows that the IP access group simple-ip-acl is configured on the inbound direction of
interface fa6/1:

Uykvej%$"ujqgy"kr"kpvgthceg"ikicdkvgvigtpgv"813
TkicdkvGvjgtpgv8l3"ku"wr. "nkpg"rtgvgegn"ku"wr
"nKpdgwpf " "ceeguu"nkuv"ku"ukorng/kr/cen
"mowvigkpi"ceeguu"nkuv"ku"pgv"ugv

This example shows that MAC access group simple-mac-acl is configured on the inbound direction of
interface Gigabit Ethernet 6/1:

Uykvej%"ujqy"oce"ceeguu/itqwr"kpvgthceg"ikicdkvgvijgtpgv"813
Kpvgthceg"IkicdkvGvjgtpgv81l3<

n"nnKpdgwpf "ceeguu/nkuv"ku"ukorng/oce/cen" " "

mnnowvdgwpf "ceeguu/nkuv'"ku"pgv"ugv

This example shows that access group merge is configured on interface Gigabit Ethernet 6/1:

Supervisor Engine 2T Software Configuration Guide, Release 15.4S5Y g



Chapter 75 Port ACLs (PACLs) |

Il How to Configure PACLs

Uykvej%$"ujqy"ceeguu/itqwr"ogfg"kpvgthceg"ikicdkvgvigtpgv"s81l3
Kpvgthceg"IkicdkvGvjgtpgv8l3<
"mrCeeguu"itgwr"ogfg'"ku<"ogtig

o

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum
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CHAPTER ;6

VLAN ACLs (VACLs)

e Prerequisites for VACLs, page 76-1
» Restrictions for VACLs, page 76-2
» Information About VACLs, page 76-2
* How to Configure VACLs, page 76-3

Note » For complete syntax and usage information for the commands used in this chapter, see these
publications:

http://www.cisco.com/en/US/products/ps11846/prod command reference list.html

» Cisco IOS Release 15.4SY supports only Ethernet interfaces. Cisco 10S Release 15.4SY does not
support any WAN features or commands.

¢ Optimized ACL logging (OAL) and VACL capture are incompatible. Do not configure both features
on the switch. With OAL configured (see the “Optimized ACL Logging” section on page 71-15),
use SPAN to capture traffic.

¢ Also see the “PACL Interaction with VACLs and Cisco IOS ACLs” section on page 75-5.

)o

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series _home.html

Participate in the Technical Documentation Ideas forum

Prerequisites for VACLs

None.
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Restrictions for VACLs

VACLs use standard and extended Cisco IOS IP and MAC layer-named ACLs (see “MAC ACLs”
section on page 71-11) and VLAN access maps.

IGMP packets are not checked against VACLs.
VLAN access maps can be applied to VLANs for VACL capture.

Each VLAN access map can consist of one or more map sequences; each sequence has a match
clause and an action clause. The match clause specifies IP or MAC ACLs for traffic filtering and the
action clause specifies the action to be taken when a match occurs. When a flow matches a permit
ACL entry, the associated action is taken and the flow is not checked against the remaining
sequences. When a flow matches a deny ACL entry, it will be checked against the next ACL in the
same sequence or the next sequence. If a flow does not match any ACL entry and at least one ACL
is configured for that packet type, the packet is denied.

To apply access control to both bridged and routed traffic, you can use VACLs alone or a
combination of VACLs and ACLs. You can define ACLs on the VLAN interfaces to apply access
control to both the ingress and egress routed traffic. You can define a VACL to apply access control
to the bridged traffic.

The following caveats apply to ACLs when used with VACLs:
— Packets that require logging on the outbound ACLs are not logged if they are denied by a VACL.

— VACLs are applied on packets before NAT translation. If the translated flow is not subject to
access control, the flow might be subject to access control after the translation because of the
VACL configuration.

VACLs check for conflicts with other features using capture like OAL, Lawful Intercept (LI), and
IPv6 learning.

When VACL capture is configured with Policy Based Routing (PBR) on the same interface, do not
select BDD as the ACL merge algorithm.

When VACL capture is configured on an egress interface together with another egress feature that
requires software processing of the traffic, packets of the overlapping traffic may be captured twice.

The action clause in a VACL can be forward, drop, capture, or redirect. Traffic can also be logged.

Note

VACLs have an implicit deny at the end of the map; a packet is denied if it does not match any ACL
entry, and at least one ACL is configured for the packet type.

If an empty or undefined ACL is specified in a VACL, any packets will match the ACL, and the
associated action is taken.

Information About VACLs

VLAN ACLs (VACLs) can provide access control for all packets that are bridged within a VLAN or that
are routed into or out of a VLAN for VACL capture. Unlike Cisco IOS ACLs that are applied on routed
packets only, VACLs apply to all packets and can be applied to any VLAN. VACLs are processed in the ACL
TCAM hardware. VACLs ignore any Cisco IOS ACL fields that are not supported in hardware.

You can configure VACLs for IP and MAC-layer traffic.
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If a VACL is configured for a packet type, and a packet of that type does not match the VACL, the default
action is to deny the packet.

Packets can either enter the VLAN through a Layer 2 port or through a Layer 3 port after being routed.
You can also use VACLs to filter traffic between devices in the same VLAN.

Starting with the Cisco I0S 15.4SY1 release, the rate-limiter for VACL capture will no longer be
disabled by default. The VACL CAP2 rate-limit will be enabled with a default value of 200 pps. Use the
platform feature-manager capture rate-limit command to change the value of the capture rate-limit
or to disable the VACL CAP2 rate-limiter. Any modification to the default rate-limit using the platform
feature-manager capture rate-limit command will cause the new CAP2 rate-limit value to take effect.
CAP2 rate-limit can be disabled using the no platform feature-manager capture rate-limit command.
The Nonvolatile Generation (NVGEN) process is invoked upon running the platform feature-manager
capture rate-limit and no platform feature-manager capture rate-limit commands. The CAP2
rate-limit value can be reverted to the default value using the default version of the command.

How to Configure VACLs

* Defining a VLAN Access Map, page 76-3

» Configuring a Match Clause in a VLAN Access Map Sequence, page 76-4

* Configuring an Action Clause in a VLAN Access Map Sequence, page 76-4
e Applying a VLAN Access Map, page 76-5

e Verifying VLAN Access Map Configuration, page 76-5

e VLAN Access Map Configuration and Verification Examples, page 76-5

» Configuring a Capture Port, page 76-6

» Configuring VACL Logging, page 76-7

Defining a VLAN Access Map

To define a VLAN access map, perform this task:

Command

Purpose

Tqwvgt*egphki+%"xnep"ceeguu/ocr" ocrapcog"12/87757_ Defines the VLAN access map. Optionally, you can specify

the VLAN access map sequence number.

« To insert or modify an entry, specify the map sequence number.

« If you do not specify the map sequence number, a number is automatically assigned.
¢ You can specify only one match clause and one action clause per map sequence.

» Use the no keyword with a sequence number to remove a map sequence.

» Use the no keyword without a sequence number to remove the map.

See the “VLAN Access Map Configuration and Verification Examples” section on page 76-5.
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Configuring a Match Clause in a VLAN Access Map Sequence

To configure a match clause in a VLAN access map sequence, perform this task:

Command Purpose
Tqwvgt *egphki/ceeguu/ocr+%"ocvej" }1kr ~ krx8_"cfftguu" Configures the match clause in a VLAN access map
}3/3;;"~"3522/48;; "~"cenapcogi"~"}oce cfftguu cenapcogi i sequence

* Release 15.0(1)SY1 and later releases support IPv6 ACLs.

* You can select one or more ACLs.

e Use the no keyword to remove a match clause or specified ACLs in the clause.

* For information about named MAC-Layer ACLs, see “MAC ACLs” section on page 71-11.

» For information about Cisco IOS ACLs, see Chapter 71, “Cisco IOS ACL Support” and the “VLAN
Access Map Configuration and Verification Examples” section on page 76-5.

Configuring an Action Clause in a VLAN Access Map Sequence

To configure an action clause in a VLAN access map sequence, perform this task:

Command Purpose

Tqwvgt *egphki/ceeguu/ocr+%"cevkgp" } ftgr"Ingi_i"~" Configures the action clause in a VLAN access map
}hgtyctf"] ecrvwtg"~"xncp"vian ID ;"~"}tgfktgev" sequence.

} }heuvgvigtpgv ~ ikiedkvgvigtpgv'~"vgpikiedkvgvigtpgvi"

ungvlrgtvi"~"}rqtv/ejcppgn" ejcppgnakfi i

* You can set the action to drop, forward, forward capture, or redirect packets.
» Forwarded packets are still subject to any configured Cisco 10S security ACLs.

» The capture action sets the capture bit for the forwarded packets so that ports with the capture
function enabled can receive the packets. Only forwarded packets can be captured. For more
information about the capture action, see the “Configuring a Capture Port” section on page 76-6.

e The forward vlan action implements Policy-Based Forwarding (PBF), bridging between VLAN:Ss.

*  When the log action is specified, dropped packets are logged in software. Only dropped IP packets
can be logged.

« The redirect action allows you to specify up to five interfaces, which can be physical interfaces or
EtherChannels. You cannot specify packets to be redirected to an EtherChannel member or a VLAN.

e The redirect interface must be in the VLAN for which the VACL access map is configured.

e Ifa VACL is redirecting traffic to an egress SPAN source port, SPAN does not copy the
VACL-redirected traffic.

* SPAN and RSPAN destination ports transmit VACL-redirected traffic.
» Use the no keyword to remove an action clause or specified redirect interfaces.

See the “VLAN Access Map Configuration and Verification Examples” section on page 76-5.
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Applying a VLAN Access Map

To apply a VLAN access map, perform this task:

Command Purpose

Tqwvgt *egphki+%"xncp"hknvgt " ocrapcog"xncp/nkuv" Applies the VLAN access map to the specified VLANSs.

e You can apply the VLAN access map to one or more VLANS.

e The vian_list parameter can be a single VLAN ID or a comma-separated list of VLAN IDs or VLAN
ID ranges (vian_ID—vlan_ID).

* You can apply only one VLAN access map to each VLAN.

* VACLs applied to VLANS are active only for VLANs with a Layer 3 VLAN interface configured.
Applying a VLAN access map to a VLAN without a Layer 3 VLAN interface creates an
administratively down Layer 3 VLAN interface to support the VLAN access map.

* VACLs applied to VLANS are inactive if the Layer 2 VLAN does not exist or is not operational.

*  You cannot apply a VACL to a secondary private VLAN. VACLs applied to primary private VLANs
also apply to secondary private VLANS.

e Use the no keyword to clear VLAN access maps from VLANS.
See the “VLAN Access Map Configuration and Verification Examples” section on page 76-5.

Verifying VLAN Access Map Configuration

To verify VLAN access map configuration, perform this task:

Command Purpose

Tqwvgt%"ujqy"xncp"ceeguu/ocr"] ocrapcog " Verifies VLAN access map configuration by displaying the
content of a VLAN access map.

Tqwvgt%"ujqy"xncp"hknvgt "] ceeguu/ocr"ocrapcog" ~"xnep" |Verifies VLAN access map configuration by displaying the
xncpakf mappings between VACLs and VLANS.

VLAN Access Map Configuration and Verification Examples

Assume [P-named ACL net_10 and any_host are defined as follows:

Tqwvgt%"ujqy"kr"ceeguu/nkuvu"pgva32
Gzvgpfgf"KR"ceeguu"nkuv"pgva32
nnnnrgtokv'kr"32020202"2047704770477"cp

Tqwvgt$"ujqy"kr"ceeguu/nkuvu"cp{ajquv
Uvcpfctf"KR"ceeguu'"nkuv'"cp{ajquv
nuwnn IgtOkV " Cp{

This example shows how to define and apply a VLAN access map to forward IP packets. In this example,
IP traffic matching net 10 is forwarded and all other IP packets are dropped due to the default drop
action. The map is applied to VLAN 12 to 16.

Tgwvgt*egphki+%"xncp"ceeguu/ocr"vigt"32

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
| g s |




Chapter 76  VLAN ACLs (VACLs) |

I How to Configure VACLs

Tqwvgt*egphki/ceeguu/ocr+%"ocve]j"kr"cfftguu'pgva32
Tgwvgt *egphki/ceeguu/ocr+%"cevkgp"hgtyctf"

Tgwvgt *egphki/ceeguu/ocr+%"gzkv"

Tqwvgt *egphki+$%"xncp"hknvgt"vjgt "xncp/nkuv"34/38"

This example shows how to define and apply a VLAN access map to drop and log IP packets. In this
example, IP traffic matching net 10 is dropped and logged and all other IP packets are forwarded:

Tqwvgt *egphki+% "xncp"ceeguu/ocr"icp{ogfg"32

Tgwvgt *egphki/ceeguu/ocr+%"ocve]"kr'cfftguu"pgva3i2
Tgwvgt *egphki/ceeguu/ocr+%"cevkgp"ftqr"ngi

Tgwvgt *egphki/ceeguu/ocr+%"gzkv

Tqwvgt *egphki+%"xncp"ceeguu/ocr"icp{ogfg"42

Tqwvgt *egphki/ceeguu/ocr+%"ocve] "kr"cfftguu"cp{ajquv
Tgwvgt *egphki/ceeguu/ocr+%"cevkgp"hgtyctf

Tgwvgt *egphki/ceeguu/ocr+%"gzkv

Tqwvgt *egphki+3%"xncp"hknvgt"icp{ogfg"xncp/nkuv"9/ ;"

This example shows how to define and apply a VLAN access map to forward and capture IP packets. In
this example, IP traffic matching net 10 is forwarded and captured and all other IP packets are dropped:

Tgwvgt*egphki+%"xncp"ceeguu/ocr"oqtftgf"32"
Tqwvgt*egphki/ceeguu/ocr+%"ocvej"kr"cfftguu"pgva32
Tqwvgt*egphki/ceeguu/ocr+%"cevkgp"hgtyctfrecrvwtg
Tgwvgt *egphki/ceeguu/ocr+%"gzkv

Tgwvgt *egphki+%"xncp"hknvgt"ogtftgf "xncp/nkuv"4."6/8"

Configuring a Capture Port

Step 1
Step 2

Step 3

S

Note » A port configured to capture VACL-filtered traffic is called a capture port.
» To apply IEEE 802.1Q tags to the captured traffic, configure the capture port to trunk
unconditionally (see the “Configuring the Layer 2 Trunk to Use DTP” section on page 22-8 and the
“Configuring the Layer 2 Trunk Not to Use DTP” section on page 22-9).
To configure a capture port, perform this task:
Command Purpose
Tqwvgt *egphki+%"kpvgthceg"}} type slot/porti Specifies the interface to configure.
Tgwvgt*egphki/kh+%"uykvejrgtv"ecrvwtg"cnngygf"” (Optional) Filters the captured traffic on a
xncp" jeff"~"cnn" ~"gzegrv" ~"tgogxg; "vian list per-destination-VLAN basis. The default is all.
Tqwvgt*egphki/kh+%"uykvejrqtv"ecrvwtg" Configures the port to capture VACL-filtered traffic.

* You can configure any port as a capture port.

e Thevlan_list parameter can be a single VLAN ID or a comma-separated list of VLAN IDs or VLAN
ID ranges (vlian_ID—vlan_ID).

« To encapsulate captured traffic, configure the capture port with the switchport trunk
encapsulation command (see the “Configuring a Layer 2 Switching Port as a Trunk” section on
page 22-8) before you enter the switchport capture command.
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» For unencapsulated captured traffic, configure the capture port with the switchport mode access
command (see the “Configuring a LAN Interface as a Layer 2 Access Port” section on page 22-13)
before you enter the switchport capture command.

e The capture port supports only egress traffic. No traffic can enter the switch through a capture port.
This example shows how to configure a Gigabit Ethernet interface 5/1 as a capture port:

Tgwvgt *egphki+%"kpvgthceg"ikicdkvGvigtpgv"713"
Tgwvgt *egphki/kh+%"uykvejrgtv"ecrvwtg"
Tgwvgt *egphki/kh+%"gpf

This example shows how to display VLAN access map information:

Tawvgt$ nujqynxncp"ceeguu/ocrno{ocr,,
Xncp"ceeguu/ocr"so{ocrs" 32

nmowmwmwmwnn "OCVej < "kr"cfftguu"nga32
W cevkgpe Thatyct £lecrvwtg
Taqwvgts"

This example shows how to display mappings between VACLs and VLANSs. For each VACL map, there
is information about the VL AN that the map is configured on and the VLANS that the map is active on.
A VACL is not active if the VLAN does not have an interface.

Tgwvgt%"ujqy"xncp"hknvgt"
XNCP"Ocr"ogtftgf<

nmwnwnwwnn "Eqphkiwtgf " ap "XNCPu<""4 . 6/8
nopnwwwwnnn I|Cevkxgl| qp I|XNCPu< n l|4 . 6/8
Tgwvgts"

Configuring VACL Logging

Step 1

When you configure VACL logging, IP packets that are denied generate log messages in these situations:
¢ When the first matching packet is received
« For any matching packets received during the last 5-minute interval
» If the threshold is reached before the S-minute interval

Log messages are generated on a per-flow basis. A flow is defined as packets with the same IP addresses and
Layer 4 (UDP or TCP) port numbers. When a log message is generated, the timer and packet count is reset.

These restrictions apply to VACL logging:

* Because of the rate-limiting function for redirected packets, VACL logging counters may not be
accurate.

e Only denied IP packets are logged.

To configure VACL logging, use the action drop log command action in VLAN access map submode
(see the “Configuring an Action Clause in a VLAN Access Map Sequence” section on page 76-4) and
perform this task in global configuration mode to specify the global VACL logging parameters:

Command Purpose
Tqwvgt *egphki+%"xncp"ceeguu/ngi"oczhngy" Sets the log table size. The content of the log table can be
oczapwodgt"

deleted by setting the maxflow number to 0. The default
is 500 with a valid range of 0 to 2048. When the log table
is full, logged packets from new flows are dropped by the
software.
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Command Purpose

Step2 Tqwvgt*egphki+%"xncp"ceeguu/nqi"tcvgnkokv" rru” Sets the maximum redirect VACL logging packet rate.
The default packet rate is 2000 packets per second with a
valid range of 0 to 5000. Packets exceeding the limit are

dropped by the hardware.
Step3 Tqwvgt*egphki+%"xncp"ceeguu/ngi"vjtgujgnf" Sets the logging threshold. A logging message is generated
rmvaeqwpv! if the threshold for a flow is reached before the 5-minute

interval. By default, no threshold is set.

Step4 Tqwvgt*egphki+s"gzkv" Exits VLAN access map configuration mode.

This example shows how to configure global VACL logging in hardware:
Tgwvgt*egphki+%"xncp"ceeguu/ngi"oczhngy" :22"

Tgwvgt *egphki+%"xncp"ceeguu/ngi"tcvgnkokv"4422"

Tgwvgt *egphki+%"xncep"ceeguu/ngi"vijtgujgnf"6222"

Displays the configured VACL logging properties.

Tgwvgt$"ujqy"xncp"ceeguu/ngi"egphki"

Displays the content of the VACL log table.

Tqwvgt$"ujqy"xncp"ceeguu/ngi "hnqy" rtgvgegn" } } src_addr src_maski"~"cp{"~"}jquv"}jgquvpcog" ~"
jguvakriii"}}dst addr dst maski"~"cp{"~"}jquv"}jguvpcog"~"jguvakriii

lxncp"xncpakf "

Displays packet and message counts and other statistics.

Tgwvgt % "ujqy"xnep" ceeguu/ngi "uvevkuvkeu"

)o

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum
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Policy-Based Forwarding (PBF)

e Prerequisites for PBF, page 77-1

» Restrictions for PBF, page 77-2

e Information About PBF, page 77-2

e Default Settings for PBF, page 77-2

* How to Configure PBF, page 77-2

¢ Monitoring PBF, page 77-3

¢ Configuration Examples for PBF, page 77-3

Note « For complete syntax and usage information for the commands used in this chapter, see these
publications:

http://www.cisco.com/en/US/products/ps11846/prod command reference list.html

* Cisco IOS Release 15.4SY supports only Ethernet interfaces. Cisco IOS Release 15.4SY does not
support any WAN features or commands.

*  Optimized ACL logging (OAL) and VACL capture are incompatible. Do not configure both features
on the switch. With OAL configured (see the “Optimized ACL Logging” section on page 71-15),
use SPAN to capture traffic.

)o

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum

Prerequisites for PBF

None.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
| g |


http://www.cisco.com/en/US/products/ps11846/prod_command_reference_list.html
http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html
http://www.cisco.com/go/techdocideas

Chapter 77  Policy-Based Forwarding (PBF) |

M Restrictions for PBF

Restrictions for PBF

PBF is performed in software, with optional rate limiters to control CPU usage.

PBF is applied only to ingress traffic.

To allow traffic in both directions between two VLANS, you must configure PBF in both VLANS.
You can configure PBF between hosts in different switches.

By default, PBF hosts in the same VLAN cannot communicate with each other. To allow local
communication, use the local keyword.

When configuring the vlan filter command, specify only one VLAN after the vlan-list keyword. If
you specify more than one VLAN, PBF will ignore all but the last VLAN in the list.

Layer 2 port ACLs (PACLs) take precedence over PBF.
If the sending VLAN is shut down, PBF will still function. Shutting down a VLAN disables Layer

3 functionality, but PBF is a Layer 2 function.

Information About PBF

PBF is a MAC-address VACL that bridges packets between VLANs. PBF forwards packets based solely
on the source and destination MAC addresses, ignoring any information above Layer 2.

Default Settings for PBF

None.

How to Configure PBF

To configure PBF, perform this task on each source VLAN:

Command Purpose

Step1 Tqwvgt*egphki+%"oce"jquv"my host mac_addr (Optional) Assigns a name to the MAC address of the
source host.

Step 2 Tgwvgt*egphki+%"oce"ceeguu/nkuv"gzvgpfgf" Configures a MAC ACL.

ocenapcog"

Step3 Tqwvgt*egphki/gzv/ocen+%"rgtokv"jquv"my host cp{ Configures an access control entry (ACE) to permit
traffic from the named host to any other address. Hosts
can be specified by a name or by a MAC address.

Step 4 Tqwvgt*egphki/gzv/ocen+%"rgtokv"jquv'my host jquv" |Configures an ACE to permit traffic from the named host

other_host to one other host.

Step 5 Tgwvgt*egphki/gzv/ocen+%"gzkv" Exits ACL configuration.

Step 6 Tawvgt*egphki+%"xncp"ceeguu/ocr"ocrapcog" Defines a VLAN access map.

Step 7 Tawvgt*egphki/ceeguu/ocr+%"ocvej"oce"cfftguu" Applies the MAC ACL to this VLAN access map.

macl_name
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Step 8

Step 9
Step 10

Step 11
Step 12

Step 13
Step 14

Monitoring PBF W

Command

Purpose

Tqwvgt*egphki/ceeguu/ocr+%"cevkgp"hgtyctf"xncp"
other. vlan ID"]ngecn_

Forwards matching traffic to the other VLAN.

Note By default, PBF-specified devices on the same
VLAN cannot communicate with each other. To
allow local communication by the host, use the
local keyword.

Tqgwvgt *egphki/ceeguu/ocr+%"gzkv

Exits access map configuration.

Tgwvgt*egphki+%"xnep"hknvgt " ocrapcog"xncp/nkuv"
my vlan ID

Applies the VLAN access map to the specified VLAN.

Tgwvgt*egphki+%"kpvgthceg"xncp"my vlan ID

Enters interface configuration mode for the VLAN.

Tgwvgt*egphki/kh+3%"oce"rcemgv/encuukh (

Classifies incoming or outgoing Layer 3 packets on this
VLAN as Layer 2 packets.

Tgwvgt*egphki/kh+%"gzkv

Exits interface configuration mode.

Tgwvgt*egphki+%"gzkv

Exits global configuration mode.

Monitoring PBF

e The output of the show vlan mac-pbf config command displays the following fields for configured

PBF paths:

— Rcv Vlan — The number of the VLAN to which packets are forwarded by PBF.
— Snd Vlan — The number of the VLAN which will forward packets by PBF.

— DMAC — The MAC address of the destination host on the receiving VLAN.

— SMAC — The MAC address of the source host on the sending VLAN.

— (Local) — Displays 1 if the local keyword is configured in the action forward vlan command
on the sending VLAN; displays 0 if the local keyword is not configured.

— (Packet counter) — The number of packets that have been forwarded from the sending VLAN
to the receiving VLAN. To clear this counter, enter the clear vlan mac-pbf counters command.

— Pkts dropped — The number of packets that have been dropped by the sending VLAN. To clear
this counter, enter the clear vlan mac-pbf counters command.

Configuration Examples for PBF

This example shows how to configure and display PBF to allow two hosts in separate VLANs (“red”
VLAN 100 and “blue” VLAN 200) on the same switch to exchange packets:

Tgwvgt*egphki+%"oce"jquv"jquvatgf5"22230222402225
Tqwvgt *egphki+%"oce"ceeguu/nkuv"gzvgpfgf"ocenatgf"
Tgwvgt *egphki/gzv/ocen+%"rgtokv"jquv"jquvatgf"jquv"jquvadnwg

Tgwvgt*egphki/gzv/ocen+%"gzkv"

Tgwvgt *egphki+%"xncp"ceeguu/ocr"tgfavgadnwg"
Tgwvgt *egphki/ceeguu/ocr+%"ocve]"oce"cfftguu"ocenatgf
Tgwvgt *egphki/ceeguu/ocr+%"cevkgp"hgtyctf"xncp"422"ngecn

Tgwvgt *egphki/ceeguu/ocr+%"gzkv"

Tgwvgt *egphki+%"xnep"hknvgt"tgfavqgadnwg"xncp/nkuv"322

Tgwvgt *egphki+%"kpvgthceg"xncp"322

Tqwvgt *egphki/kh+%"oce"rcemgv/encuukh {
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Tqwvgt *egphki /kh+%"gzkv"

Tawvgt *egphki+%

Tgwvgt *egphki+%"oce"jquv"jquvadnwg7"22230222402227
Tgwvgt *egphki+%"oce"ceeguu/nkuv"gzvgpfgf "ocenadnwg"
Tgwvgt*egphki/gzv/ocen+%"rgtokv"jquv"jquvadnwg"jquv"jquvatgf
Tgwvgt*egphki/gzv/ocen+%"gzkv"

Tqwvgt *egphki+$%"xncp"ceeguu/ocr"dnwgavgatgt"

Tgwvgt *egphki/ceeguu/ocr+%"ocve] "oce" cfftguu"ocenadnwg
Tqwvgt *egphki/ceeguu/ocr+%"cevkgp"hgtyctf"xncp"322"
Tqwvgt *egphki/ceeguu/ocr+%"gzkv"
Tgwvgt*egphki+$%"xnep"hknvgt "dnwgavqatgf "xnep/nkuv"422
Tgwvgt *egphki+%"kpvgthceg"xncp"422

Tqwvgt *egphki/kh+%"oce"rcemgv/encuukh {
Tgwvgt*egphki/kh+%"gzkv"

Tqwvgts"

Tgwvgt%"ujqy"xncp"oce/rdh"egphki"

"Tex"Xncp"322."Upf"Xncp"422."FOCE"22230222402225."UOCE"22230222402227"3"37"
"Tex"Xncp"422."Upf"Xncp"322."FOCE"22230222402227."UOCE"22230222402225"2"45"

"Rmvu"Ftgqrrgf"2
Tqwvgt$

For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum
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Tip

CHAPTER ;8

Denial of Service (DoS) Protection

e Security ACLs and VACLs, page 78-2

* QoS Rate Limiting, page 78-2

* Global Protocol Packet Policing, page 78-3

* Unicast Reverse Path Forwarding (uRPF) Check, page 78-6
e Configuring Sticky ARP, page 78-9

* Monitoring Packet Drop Statistics, page 78-10

« For complete syntax and usage information for the commands used in this chapter, see these
publications:

http://www.cisco.com/en/US/products/ps11846/prod _command reference list.html

e Cisco IOS Release 15.4SY supports only Ethernet interfaces. Cisco IOS Release 15.4SY does not
support any WAN features or commands.

e Also see:
— Chapter 74, “MAC Address-Based Traffic Blocking”
— Chapter 83, “Traffic Storm Control”
— Chapter 79, “Control Plane Policing (CoPP)”

— http://www.cisco.com/en/US/docs/ios-xml/ios/security/config_library/15-sy/secdata-15-sy-library.ht
ml

For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum
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Security ACLs and VACLs

If the network is under a DoS attack, ACLs can be an efficient method for dropping the DoS packets
before they reach the intended target. Use security ACLs if an attack is detected from a particular host.

In this example, the host 10.1.1.10 and all traffic from that host is denied:

Tqwvgt *egphki+%"ceeguu/nkuv"323"f£gp{"kr"jquv"320303032"cp{
Tqwvgt *egphki+3%"ceeguu/nkuv"323"rgtokv"kr"cp{ "cp{

Security ACLs also protect against the spoofing of addresses. For example, assume that a source
address A is on the inside of a network and a switch interface that is pointing to the Internet. You can
apply an inbound ACL on the switch Internet interface that denies all addresses with a source of A (the
inside address). This action stops attacks where the attackers spoof inside source addresses. When the
packet arrives at the switch interface, it matches on that ACL and drops the packet before it causes
damage.

When the switch is used with a Cisco Intrusion Detection Module (CIDM), you can dynamically install
the security ACL as a response to the detection of the attack by the sensing engine.

VACLs are a security enforcement tool based on Layer 2, Layer 3, and Layer 4 information. The result
of a VACL lookup against a packet can be a permit, a deny, a permit and capture, or a redirect. When
you associate a VACL with a particular VLAN, all traffic must be permitted by the VACL before the
traffic is allowed into the VLAN. VACLs are enforced in hardware, so there is no performance penalty
for applying VACLs to a VLAN.

See Chapter 71, “Cisco IOS ACL Support,” and Chapter 76, “VLAN ACLs (VACLs).”

QoS Rate Limiting

QoS ACLs limit the amount of a particular type of traffic that is processed by the RP. If a DoS attack is
initiated against the RP, QoS ACLs can prevent the DoS traffic from reaching the RP data path and
congesting it. The PFC and DFCs perform QoS in hardware, which offers an efficient means of limiting
DoS traffic (once that traffic has been identified) to protect the switch from impacting the RP.

For example, if the network is experiencing ping-of-death or smurf attacks, the administrator should rate
limit the ICMP traffic to counteract the DoS attack and still allow legitimate traffic through the
processor, or allow it to be forwarded to the RP or host. This rate limiting configuration must be done
for each flow that should be rate limited and the rate-limiting policy action should be applied to the
interface.

In the following example, the access-list 101 permits and identifies ping (echo) ICMP messages from
any source to any destination as traffic. Within the policy map, a policing rule defines a specified
committed information rate (CIR) and burst value (96000 bps and 16000 bps) to rate limit the ping
(ICMP) traffic through the chassis. The policy map then is applied to an interface or VLAN. If the ping
traffic exceeds the specified rate on the VLAN or interface where the policy map is applied, it is dropped
as specified in the markdown map (the markdown map for the normal burst configurations is not shown
in the example).

Tqwvgt *egphki+%"ceeguu/nkuv"323"rgtokv"keor"cp{"cp{"gejq"

Tqwvgt *egphki+%"encuu/ocr"ocve]j/cp{ "keoraencuu"
Tgwvgt*egphki/eocr+%"ocve]j"ceeguu/itqwr"323"

Tgwvgt *egphki/eocr+%"gzkv"

Tqwvgt *egphki+%"rgnke{/ocr"keorargnkegt "

Tgwvgt *egphki/rocr+%"encuu"keoraencuu"

Tgwvgt *egphki/rocr/e+%"rgnkeg" ;8222"38222"egphgto/cevkgp"vtcpuokv"gzeggf/cevkgp"

rankegf /fuer/vtcpuokv"ftqr"
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Tqwvgt*egphki/rocr/e+%"gzkv"
Tgwvgt*egphki/rocr+%"gzkv"

See Chapter 65, “Classification, Marking, and Policing.”

Global Protocol Packet Policing

Prerequisites for Global Protocol Packet Policing, page 78-3

Restrictions for Global Protocol Packet Policing, page 78-3

Information About Global Protocol Packet Policing, page 78-5

How to Configure Single-Command Global Protocol Packet Policing, page 78-5
How to Configure Policy-Based Global Protocol Packet Policing, page 78-6

Prerequisites for Global Protocol Packet Policing

None.

Restrictions for Global Protocol Packet Policing

The minimum values supported by the platform qos protocol arp police command are too small
for use in production networks.

ARP packets are approximately 40 bytes long and ARP reply packets are approximately 60 bytes
long. The policer rate value is in bits per second. The burst value is in bytes per second. Together,
an ARP request and reply are approximately 800 bits.

The configured rate limits are applied separately to the PFC and each DFC. The RP CPU will receive
the configured value times the number of forwarding engines.

Policy-based protocol packet policing is applied per-forwarding engine (PFC and any DFCs).

With Supervisor Engine 2T, policy-based protocol packet policing supports distributed aggregate
policing (see the “Enabling Distributed Aggregate Policing” section on page 65-8).

The protocol packet policing mechanism effectively protects the RP CPU against attacks such as
line-rate ARP attacks, but it polices both routing protocols and ARP packets to the switch and also
polices traffic through the switch with less granularity than CoPP.

The policing mechanism shares the root configuration with a policing-avoidance mechanism. The
policing-avoidance mechanism lets the routing protocol and ARP packets flow through the network
when they reach a QoS policer. This mechanism can be configured using the platform qos protocol
protocol _name pass-through command.

Policy-based protocol packet policing does not support microflow policers.
Only ingress Policy-based protocol packet policing is supported.

Policy-based protocol packet policing does not support Layer 4 ACL operators (see the
“Restrictions for Layer 4 Operators in ACLs” section on page 71-2), which imposes these
subsequent restrictions:

— For IPv4 or IPv6 traffic, no support for UDP or TCP port range matching
— For IPv6 traffic, no support for precedence or DSCP matching
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Note

Protocol packet policing policies can share an aggregate policer with QoS policies.
An aggregate policer cannot be applied to both ingress and egress traffic.

With Supervisor Engine 2T, policy-based protocol packet policing supports a maximum of 1,000
global TCAM entries.

Policy-based protocol packet policing supports the class default and permit protocol name any
any commands, but traffic flow might be affected significantly because the protocol packet policing
policy processes all matched traffic.

With Supervisor Engine 2T, policy-based protocol packet policing works with any configured port
trust state.

You can configure both single-command protocol packet policing and policy-based protocol packet
policing. Single-command protocol packet policing is applied first and then policy-based protocol
packet policing.

The software does not detect or attempt to resolve any configuration conflicts between single-command
protocol packet policing and policy-based protocol packet policing.

You can configure both policy-based protocol packet policing and control plane policing (see
Chapter 79, “Control Plane Policing (CoPP)”). Policy-based protocol packet policing is applied first
and then CoPP.

Single-command protocol packet policing programs the configured protocol-specific action for
ingress traffic and automatically programs a corresponding egress-traffic pass-through action to
preserve the ingress result egress traffic.

Policy-based protocol packet policing does not automatically preserve the ingress policing result in
egress traffic.

— To preserve the ingress policing result in egress traffic with policy-based protocol packet
policing, configure an appropriate output policy. To pass egress traffic through unchanged,
duplicate each ingess class in the output policy and configure trust dscp as the class-map
action.

— Without an output policy-map, egress traffic is processed by any configured interface-based
policy-map and ingress global policy result will be overwritten.

The PFC and any DFCs supports a single match command in class-map match-all class maps,
except that the match protocol command can be configured in a class map with the match dscp or
match precedence command.

The PFC and any DFCs supports multiple match commands in class-map match-any class maps.

Class maps can use the match commands listed in Table 78-1 to configure a traffic class that is
based on the match criteria.
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Table 78-1 Traffic Classification Class Map match Commands and Match Criteria
Directio
match Commands n Match Criteria
match access-group {access list number | name access_list name} |Ingress |Access control list (ACL).
Note  Use ACLs to match the following:
—CoS value
—VLAN ID
—Packet length
match any Ingress | Any match criteria.
match cos Ingress |CoS value.
match discard-class Ingress |Discard class value.
match dscp Ingress |DSCP value.
Note The match protocol command can be configured in a class
map with the match dsep command.
match 12 miss Ingress |Layer 2 traffic flooded in a VLAN because
it is addressed to a currently unlearned
MAC-Layer destination address.
match mpls experimental topmost Ingress |MPLS EXP value in the topmost label.
match precedence Ingress |IP precedence values.
Note The match protocol command can be configured in a class
map with the match precedence command.
match protocol {arp | ip | ipv6} Ingress  |Protocol.
Note The match protocol command can be configured in a class
map with the match dscp or match precedence command.
match qos-group Ingress |QoS group ID.

The PFC and any DFCs supports these ACL types for use with the match access group command:

Protocol Numbered ACLs Extended ACLs Named ACLs
1Pv4 Yes: Yes: Yes
1to 99 100 to 199
1300 to 1999 2000 to 2699
IPv6 Not applicable Yes (named) Yes
MAC Layer Not applicable Not applicable Yes
ARP Not applicable Not applicable Yes
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Information About Global Protocol Packet Policing

Attackers may try to overwhelm the RP CPU with routing protocol control packets (for example, ARP
packets). Protocol packet policing rate limits this traffic in hardware. Release 15.1(1)SY1 and later
releases support policy-based global protocol packet policing, shown in Cisco Feature Navigator as the
Global QoS Policy feature.

How to Configure Single-Command Global Protocol Packet Policing

Enter the rnevhgtosqu"rtqvgegna to display the supported routing protocols.

The platform qos protocol arp police command rate limits ARP packets. This example shows how to
allow 200 ARP requests and replies per second:

Tgwvgt *egphki+%"rnevhqto"squ"rtqvgegn"ctr"rgnkeg"422222"8222"

This example shows how to display the available protocols to use with protocol packet policing:

Tgwvgt *egphki+%"rncvhqgto"squ"rtqvgegn"A"
mrkuky ey
"Tigkigpmrrnmmmmnnn
LS o i LR L UL
n qurh e
mEgkprmm
mgipmmm
n qurth i
mrdirxgmmnnnmmmnn
" "tkrpi i
""pgkij/fkuegxgt™"
"Myneer" "

WU GE
This example shows how to display the available keywords to use with the platform qos protocol
command:

Tgwvgt *egphki+%"rncvhgto"squ"rtgvgegn" rtgvgegnapcog"A"
"rrocuu/vitgwij""recuu/vitgwij "mg{yqgtf

nn raneg" nmwnmwmnnn raneg" mg{yqtf
""rtgegfgpeg""""ejcpig"kr/rtgegfgpeg*wugf"vg"ocr"vjg"fuer"vg"equ"xcnwg+

How to Configure Policy-Based Global Protocol Packet Policing

Use these QoS sections and the global protocol packet policing policy map configuration section:
¢ Configuring a Class Map, page 65-8
¢ Configuring a Policy Map, page 65-9
» Configuring a Global Protocol Packet Policing Policy Map, page 78-6
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Configuring a Global Protocol Packet Policing Policy Map

To configure a global protocol packet policing policy map, perform this task:

Command Purpose

Tqwvgt *eqphki+%"rncvhgto" squ'ugtxkeg/ranke { "kprwv" Configures a global protocol packet policing policy map.
rgnke [aocrapcog"

Note  You can configure one input policy.

Unicast Reverse Path Forwarding (uURPF) Check

e Prerequisites for uRPF Check, page 78-7

e Restrictions for uRPF Check, page 78-7

¢ Information about uRPF Check, page 78-7

» Configuring the Unicast RPF Check Mode, page 78-8
» Enabling Self-Pinging, page 78-9

Prerequisites for uRPF Check

None.

Restrictions for uRPF Check

» Unicast RPF does not provide complete protection against spoofing. Spoofed packets can enter a
network through unicast RPF-enabled interfaces if an appropriate return route to the source IP
address exists.

¢ You can configure a unicast RPF mode on each interface.

e The “allow default” options of the unicast RPF modes do not offer significant protection against
spoofing.

— Strict unicast RPF Check with Allow Default—Received IP traffic that is sourced from a prefix
that exists in the routing table passes the unicast RPF check if the prefix is reachable through
the input interface. If a default route is configured, any IP packet with a source prefix that is not
in the routing table passes the unicast RPF check if the ingress interface is a reverse path for the
default route.

— Loose unicast RPF Check with Allow Default—If a default route is configured, any IP packet
passes the unicast RPF check.

e Unicast RPF Strict Mode—The unicast RPF strict mode provides the greatest security against
spoofed traffic. If, on all unicast RPF-check enabled interfaces, the switch receives valid IP traffic
through interfaces that are reverse paths for the traffic, then strict mode is an option.

» Unicast RPF Loose Mode—The unicast RPF loose mode provides less protection than strict mode,
but it is an option on switches that receive valid IP traffic on interfaces that are not reverse paths for
the traffic. The unicast RPF loose mode verifies that received traffic is sourced from a prefix that
exists in the routing table, regardless of the interface on which the traffic arrives.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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Information about uRPF Check

The unicast RPF check verifies that the source address of received IP packets is reachable. The unicast
RPF check discards IP packets that lack a verifiable IP source prefix (route), which helps mitigate
problems that are caused by traffic with malformed or forged (spoofed) IP source addresses.

The PFC4 and DFC4s provide hardware support for the unicast RPF check on up to 16 paths, both with

and without ACL filtering, for both IPv4 and IPv6 traffic.

To ensure that no more than 16 reverse-path interfaces exist in the routing table for each prefix, enter the
maximum-paths 16 command in config-router mode when configuring OSPF, EIGRP, or BGP.

How to Configure Unicast RPF Check

e Configuring the Unicast RPF Check Mode, page 78-8

* Enabling Self-Pinging, page 78-9

S

Note  The following commands exist in the CLI, but have no function:

« platform ip cef rpfinterface-group

« platform ip cef rpf multipath interface-group

e platform ip cef rpf multipath pass
o platform ip cef rpf multipath punt

Configuring the Unicast RPF Check Mode

Step 1

Step 2
Step 3

Step 4
Step 5
Step 6

78-8

To configure unicast RPF check mode, perform this task:

Command

Purpose

Tqwvgt *egphki+%"kpvgthceg"} }xncp"vian ID;"~"
}type slot/porti"~"}rqtv/ejcppgn"pwodgtii"

Selects an interface to configure.

Note Based on the input port, unicast RPF check
verifies the best return path before forwarding the
packet on to the next destination.

Tqwvgt*egphki/kh+% "kr"xgtkh{ "wpkecuv"ugwteg"
tgcejecdng/xke" }tz"~"cp{ "] ecnngqy/fghcwnv "] nkuv "

Configures the IPv4 unicast RPF check mode.

Tqwvgt*egphki/kh+% "krx8"xgtkh{ "wpkecuv"uqwteg"
tgcejedng/xke" }tz"~"cp{i"] cnnqy/fghecwnv "] nkuv "

Configures the IPv6 unicast RPF check mode.

Tgwvgt*egphki/kh+%"gzkv"

Exits interface configuration mode.

Tqwvgt%$"ujqgy"rncvhgto"jctfyctg"egh"kr"trh"

Verifies the IPv4 configuration.

Tagwvgt%"ujqgy"rncvhgto"jctfyctg"egh"krx8"trh"

Verifies the IPv6 configuration.

» Use the rx keyword to enable strict check mode.

« Use the any keyword to enable exist-only check mode.

* Use the allow-default keyword to allow use of the default route for RPF verification.
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» Use the list option to identify an access list.
— If the access list denies network access, denied packets are dropped at the port.

— If the access list permits network access, packets are forwarded to the destination address.
Forwarded packets are counted in the interface statistics.

— If the access list includes the logging action, information about the packets is sent to the log
server.

This example shows how to enable unicast RPF exist-only check mode on Gigabit Ethernet port 4/1:

Tgwvgt *egphki+%"kpvgthceg"ikicdkvgvijgtpgv"613™"

Tqwvgt *egphki/kh+% "krx8"xgtkh{ "wpkecuv"uqwteg"tgcejcdng/xkc"cp{"
Tqwvgt *egphki/kh+%"kr"xgtkh{ "wpkecuv"uqwteg"tgcejcdng/xkc"cp{"
Tgwvgt *egphki/kh+%"gpf"

Taqwvgts"

This example shows how to enable unicast RPF strict check mode on Gigabit Ethernet port 4/2:

Tqwvgt *egphki+%"kpvgthceg"ikicdkvgvigtpgv"6e14"

Tqgwvgt *egphki/kh+%"krx8"xgtkh{ "wpkecuv'"ugwteg"tgcejcdng/xkc"tz"
Tgwvgt*egphki/kh+%"kr"xgtkh{ "wpkecuv"uqgwteg"tgcejcdng/xkc"tz"
Tgwvgt*egphki/kh+%"gpf"

Tqwvgt$"

Enabling Self-Pinging

Step 1

Step 2

Step 3

With unicast RPF check enabled, by default the switch cannot ping itself. To enable self-pinging,
perform this task:

Command Purpose

Tqwvgt *egphki+%"kpvgthceg"} }xncp"vian ID{"~" Selects the interface to configure.

}type slot/porti"~"}rgtv/ejcppgn"pwodgti "

Tqwvgt *egphki/kh+%"kr"xgtkh{ "wpkecuv"uqwteg" Enables the switch to ping itself or a secondary address.
tgcejcdng/xkc"cp{"cnnqgy/ugnh/rkpi"

Tqwvgt *eqphki/kh+%"gzkv" Exits interface configuration mode.

This example shows how to enable self-pinging:

Tqwvgt *egphki+%"kpvgthceg"ikicdkvgvigtpgv"613"
Tgwvgt *egphki/kh+%"kr"xgtkh{ "wpkecuv'"ugwteg"tgcejcdng/xkc"cp{ "cnnqy/ugnh/rkpi"
Tqwvgt*egphki/kh+%"gpf"

Configuring Sticky ARP

Sticky ARP prevents MAC address spoofing by ensuring that ARP entries (IP address, MAC address,
and source VLAN) do not get overridden. The switch maintains ARP entries in order to forward traffic
to end devices or other switches. ARP entries are usually updated periodically or modified when ARP
broadcasts are received. During an attack, ARP broadcasts are sent using a spoofed MAC address (with
a legitimate IP address) so that the switch learns the legitimate IP address with the spoofed MAC address
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and begins to forward traffic to that MAC address. With sticky ARP enabled, the switch learns the ARP
entries and does not accept modifications received through ARP broadcasts. If you attempt to override
the sticky ARP configuration, you will receive an error message.

To configure sticky ARP on a Layer 3 interface, perform this task:

Command

Purpose

Step1 Tqwvgt*egphki+%"kpvgthceg" type® slot/port"

Selects the interface on which sticky ARP is applied.

Step 2 Tgwvgt*egphki/kh+%"kr"uvkem{/ctr"

Enables sticky ARP.

Step3 Tqwvgt*egphki/kh+%"kr"uvkem{/ctr"kipqtg"

Disables sticky ARP.

1. type = fastethernet, gigabitethernet, or tengigabitethernet

This example shows how to enable sticky ARP on interface 5/1:

Tgwvgt$"egphkiwtg"vgtokpen"

Tgwvgt*egphki+%"kpvgthceg"ikicdkvgvigtpgv"713"

Tqwvgt *egphki/kh+%"kr"uvkem{/ctr"

Tgwvgt*egphki/kh+%"gpf"
Tgwvgts"

Monitoring Packet Drop Statistics

e Prerequisites for Packet Drop Statistics, page 78-10

¢ Restrictions for Packet Drop Statistics, page 78-10

» Information About Packet Drop Statistics, page 78-10

* How to Monitor Dropped Packets, page 78-10

Prerequisites for Packet Drop Statistics

None.

Restrictions for Packet Drop Statistics

e The incoming captured traffic is not filtered.

* The incoming captured traffic is not rate limited to the capture destination.

Information About Packet Drop Statistics

You can use show commands to display packet drop statistics. You can capture the traffic on an interface
and send a copy of this traffic to a traffic analyzer connected to a port, which can aggregate packet drop

statistics.
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How to Monitor Dropped Packets

e Using show Commands, page 78-10
» Using SPAN, page 78-11
e Using VACL Capture, page 78-12

Using show Commands

Monitoring Packet Drop Statistics

The PFC and DFCs support ACL hit counters in hardware. You can use the show platform hardware
acl entry interface command to display each entry in the ACL TCAM. You can also use the TTL and
IP options counters to monitor the performance of the Layer 3 forwarding engine.

This example shows how to use the show platform hardware acl entry interface command to display
packet statistics and errors associated with the Layer 3 forwarding engine:

Tgwvgt$"ujgy"rncvhgto"jctfyctg"uvevkuvkeu"

"///"Jctfyctg"Uvevkuvkeu"hgt "Ogfwng"8"///"

N4 "Hgtyctfkpi"Gpikpg
mmn "Uykvejgf "kp "N4 "< "7 ; 846 "B" 9 "rru

N5"Hgtyctfkpi"Gpikpg
mmn "theguugf "kp "NS "< "7 ; 846 "B" 9 "rru
mmnn I|Uykvejgf l|kp I|N5 nn < n 35 I|Bl|2 n rru

nunn "Dtkfigf nnunnnNn ng8o4
nnnnygRp" Uykvej gf

nnnnnn KR enHecuv"<"9
nnnnnnn KR8 "Wecuv"<"3

IRIRINTRINTN] "GqORNU" nnnn_ny
nuwnnnnn QRN TN Ny
LALRLRURRUL S o LR LR RS ]

mmwnn K TORMONF " 1< 2
mmmmnn R 6" Oecuv " < "4
munnwnnnKRx8"Oecuv'<"2
runnwnnrgecuv"Ngem" <" 2

nwnnCEN"Tqwvgf

RS ¢ of o TaV AU P )

B 0)a7s ol TA A S AC

mnnnpgvhngy"Uykvejgf

RIS ¢ o Ta AL )

e Quryrwy ittt n2

nmnnGzegrvkgp"Tgfktgevgf

LR of o TaV AL ]

e Quryrwy a3

mnnngecuv"Dtkfig"Fkucedng" ("Pq"Tgfktgev

WA e ey
mnnrygven"recemgvu"ykv] "VQU"Ejcpigfr i nmnnmnnnnn g
mnnrygven"recemgvu"ykvi "VE" "Ejcpigfrrrnmmnmmnnmnn
mnnrygven"recemgvu"ykvi "EQU"Ejcpigfrrrnnmnnmnnnnnngg
mnnrygven"recemgvu"ykvy "GZR"Ejcpigf i mmnmmnnmin g

"Trrnygven"recemgvu"ykvi "SQU"Vwppgn"Gpecr"Ejcpigf"<"3
nrnnygven"recemgvu"ykvi "SQU"Vwppgn"Fgecr"Ejcpigf "< "3

mmnn I|qucnl| rcemgvu n ftqrrgf l|d{ I|CENI| mmwmwmwwwwwnmnnnn < n 3
mmwmmn qucnﬂ rcemgvu n ftqrrgf n d{ I|ankekpi mmmwmwwwwwnnn < n 2
Gttgtu

nnnnOCELIKR" ngp:LVJ " kpeqpukuvgpekgu LRI IR IR R RIS ]
mmn I|Uj qtvﬂ KR n rcemgvu n tgegkng LLBR LR L L LI LR LR LI LR LR LR LR LR LR LR IR R LI L < n 2
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nnn "KR"ngfgt llejgemuwo llgttqtull W o ny
wun "VVN"hcknwtgu LR TR TR TR U TR TR TR TR TR TR TR TR TR TR TR TR TR TR TR TS 1)
LEIRIRIFeYVan] "hcknwtgu LRRRRRIR NIRRT (]

Vgven"rcemgvu"N5"Rtgeguugf "d{ "cnn"Ogfwngu<"7;846"B"9"rru

Using SPAN

This example shows how to use the monitor session command to capture and forward traffic to an

external interface:

Tgwvgt % "egphkiwtg"vgtokpcn

Gpvgt "egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0

Tgwvgt *egphki+$%"ogpkvgt "uguukgp"3"ugwteg"xncp"66"dgvi"

Tgwvgt *egphki+%"ogpkvgt "uguukgp" 3" fguvkpcvkgp"kpvgthceg"i; 13"

Tagwvgt*egphki+%"gpf"

Tgwvgt$

This example shows how to use the show monitor session command to display the destination port:

Tgwvgt$"ujqy"ogpkvgt "uguukgp"3"

Uguukgp"3

111171177

Ugwteg"Rgtvuc<

nnn "TZ"Qpn{ < nmuwwnonn Pqu

nnnnyy "Qpn{ <mmmnn o pgpg

mmnn I|quj < W nn Pqu

Ugwteg"XNCPu<

wun "TZ"QpH{ <mmmnn o pgpg

mmnn I|VZ n Qpn{ < mmwmwmwmwmn Pqu

nnn "quj < Mmoo 66

Fguvkpcvkgp"Rgtvu<"TIk;13

Hknvgt n XNCPU< mmwmwmwnmn Pqu

For more information, see Chapter 58, “Local SPAN, RSPAN, and ERSPAN.”
Using VACL Capture

)o!

The VACL capture feature allows you to direct traffic to ports configured to forward captured traffic.
The capture action sets the capture bit for the forwarded packets so that ports with the capture function
enabled can receive the packets. Only forwarded packets can be captured.

You can use VACL capture to assign traffic from each VLAN to a different interface.

VACL capture does not allow you to send one type of traffic, such as HTTP, to one interface and another type
of traffic, such as DNS, to another interface. Also, VACL capture granularity is only applicable to traffic
switched locally; you cannot preserve the granularity if you direct traffic to a remote switch.

For more information, see Chapter 76, “VLAN ACLs (VACLs).”

For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum
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CHAPTER ;g

Control Plane Policing (CoPP)

e Prerequisites for CoPP, page 79-1

» Restrictions for CoPP, page 79-2

* Information About CoPP, page 79-3
e Default Settings for CoPP, page 79-3
e How to Configure CoPP, page 79-5

¢ Monitoring CoPP, page 79-9

Note « For complete syntax and usage information for the commands used in this chapter, see these
publications:

http://www.cisco.com/en/US/products/ps11846/prod _command reference list.html
* For more information about CoPP, see this document:
http://www.cisco.com/en/US/prod/collateral/switches/ps5718/ps708/white paper c11-663623.html

* Cisco IOS Release 15.4SY supports only Ethernet interfaces. Cisco IOS Release 15.4SY does not
support any WAN features or commands.

)o

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum

Prerequisites for CoPP

None.
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Restrictions for CoPP

The PFC and DFC provide hardware support for classes that match multicast traffic.

CoPP is not supported in hardware for broadcast packets. The combination of ACLs, traffic storm
control, and CoPP software protection provides protection against broadcast DoS attacks.

CoPP does not support non-IP classes except for the default non-IP class. ACLs can be used instead
of non-IP classes to drop non-IP traffic, and the default non-IP CoPP class can be used to limit to
non-IP traffic that reaches the RP CPU.

Do not use the log keyword in CoPP policy ACLs.

If you have a large QoS configuration, the system may run out of TCAM space. If this is the case,
CoPP may be performed in software.

When there is a large QoS configuration for other interfaces, you can run out of TCAM space. When
this situation occurs, CoPP may be performed entirely in software and result in performance
degradation and CPU cycle consumption.

You must ensure that the CoPP policy does not filter critical traffic such as routing protocols or
interactive access to the switches. Filtering this traffic could prevent remote access to the switch,
requiring a console connection.

The PFC and DFCs support built-in special-case rate limiters, which are useful for situations where
an ACL cannot be used (for example, TTL, MTU, and IP options). When you enable the special-case
rate limiters, you should be aware that the special-case rate limiters will override the CoPP policy
for packets matching the rate-limiter criteria.

Neither egress CoPP nor silent mode is supported. CoPP is only supported on ingress (service-policy
output CoPP cannot be applied to the control plane interface).

ACE hit counters in hardware are only for ACL logic. You can rely on software ACE hit counters
and the show access-list, show policy-map control-plane, and show platform ip qos commands
to troubleshoot evaluate CPU traffic.

CoPP is performed on a per-forwarding-engine basis and software CoPP is performed on an
aggregate basis.

CoPP does not support ACEs with the log keyword.

CoPP uses hardware QoS TCAM resources. Enter the show tcam utilization command to verify the
TCAM utilization.

To avoid matching the filtering and policing that are configured in a subsequent class, configure
policing in each class. CoPP does not apply the filtering in a class that does not contain a police
command. A class without a police command matches no traffic.

The ACLs used for classification are QoS ACLs. The supported QoS ACLs are IP standard,
extended, and named.

These are the only match types supported:

— ip precedence

— ip dscp

— access-group
Only IP ACLs are supported in hardware.
MAC-based matching is done in software only.

You can enter one match command in a single class map only.
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Information About CoPP

*  When defining the service policy, the police policy-map action is the only supported action.

*  When applying the service policy to the control plane, the input direction is only supported.

Information About CoPP

The traffic managed by the RP is divided into three functional components or planes:
« Data plane
e Management plane
* Control plane

The control plane policing (CoPP) feature increases security on the switch by protecting the RP from
unnecessary or DoS traffic and giving priority to important control plane and management traffic. The
PFC and DFCs provide hardware support for CoPP. CoPP works with the hardware rate limiters.

The PFC and DFCs support the built-in “special case” rate limiters that can be used when an ACL cannot
classify particular scenarios, such as IP options cases, TTL and MTU failure cases, packets with errors,
and multicast packets. When enabling the special-case rate limiters, the special-case rate limiters
override the CoPP policy for packets matching the rate-limiter criteria.

The majority of traffic managed by the RP is handled by way of the control and management planes. You
can use CoPP to protect the control and management planes, and ensure routing stability, reachability,

and packet delivery. CoPP uses a dedicated control plane configuration through the modular QoS CLI

(MQCQ) to provide filtering and rate-limiting capabilities for the control plane packets.

You must first identify the traffic to be classified by defining a class map. The class map defines packets
for a particular traffic class. After you have classified the traffic, you can create policy maps to enforce
policy actions for the identified traffic.

Default Settings for CoPP

CoPP is enabled by default. To disable the default CoPP configuration, enter the no service-policy input
policy-default-autocopp control plane configuration mode command.

These are the default CoPP class maps:

encuu/ocr"ocvej/cp{"encuu/eqrr/keor/tgfktgev/wptgcejcdng
encuu/ocr"ocvej/cnn"encuu/eqrr/ingcp
encuu/ocr"ocvej/cnn"encuu/eqrr/tgegkxg
encuu/ocr"ocvej/cnn"encuu/eqrr/grvkgpu
encuu/ocr"ocvej/cnn"encuu/eqrr/dtgcfecuv
encuu/ocr"ocvej/cnn"encuu/eqrr/oecuv/cen/dtkfigf
encuu/ocr"ocvej/cnn"encuu/eqrr/und
encuu/ocr"ocvej/cnn"encuu/eqrr/ovw/hckn
encuu/ocr"ocvej/cnn"encuu/eqrr/vvn/hckn
encuu/ocr"ocvej/cnn"encuu/eqrr/ctr/upggrkpi
encuu/ocr"ocvej/cp{"encuu/eqrr/ocecuv/eqr
encuu/ocr"ocvej/cp{"encuu/eqrr/kr/eqgppgevgf
encuu/ocr"ocvej/cp{"encuu/eqrr/ocvej/kior
""ocvej"ceeguu/itgwr"pcog"cen/eqgrr/ocvej/kior
encuu/ocr"ocvej/cnn"encuu/eqrr/wpmpgyp/rtgvgeqn
encuu/ocr"ocvej/cp{"encuu/eqrr/xcen/ngi
encuu/ocr"ocvej/cnn"encuu/eqrr/oecuv/krx8/egpvtgn
encuu/ocr"ocvej/cp{"encuu/eqrr/ocvej/rkox8/fcve
""ocvej"ceeguu/itgwr"pcog"cen/eqrr/ocvej/rkox8/fcve
encuu/ocr"ocvej/cp{"encuu/eqgrr/oecuv/rwpv
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encuu/ocr"ocvej/cnn"encuu/eqrr/wpuwrr/tgytkvg
encuu/ocr"ocvej/cnn"encuu/eqgrr/wecuv/gitguu/cen/dtkfigf
encuu/ocr"ocvej/cnn"encuu/eqrr/kr/cfokuukgp
encuu/ocr"ocvej/cnn"encuu/eqgrr/ugtxkeg/kpugtvkgp
encuu/ocr"ocvej/cnn"encuu/eqrr/oce/rdh
encuu/ocr"ocvej/cp{"encuu/eqrr/ocvej/onf
""ocvej"ceeguu/itgwr"pcog"cen/eqrr/ocvej/onf
encuu/ocr"ocvej/cnn"encuu/eqgrr/wecuv/kpitguu/cen/dtkfigf
encuu/ocr"ocvej/cnn"encuu/eqrr/fjer/upqggrkpi
encuu/ocr"ocvej/cnn"encuu/eqrr/yeer
encuu/ocr"ocvej/cnn"encuu/eqrr/pf
encuu/ocr"ocvej/cp{"encuu/eqrr/krx8/egppgevgf
encuu/ocr"ocvej/cnn"encuu/eqrr/oecuv/trh/hckn
encuu/ocr"ocvej/cp{"encuu/eqrr/wecuv/trh/hckn
encuu/ocr"ocvej/cnn"encuu/eqrr/oecuv/kr/egpvtgn
encuu/ocr"ocvej/cp{"encuu/eqgrr/ocvej/rko/fcvc
""ocvej"ceeguu/itgwr"pcog"cen/eqgrr/ocvej/rko/fcve
encuu/ocr"ocvej/cp{"encuu/eqrr/ocvej/pfx8
""ocvej"ceeguu/itgwr"pcog"cen/eqrr/ocve]j/pfx8
encuu/ocr"ocvej/cp{"encuu/eqrr/oecuv/x6/fcve/qp/tgwvgfRgtv
encuu/ocr"ocvej/cp{"encuu/eqrr/oecuv/x8/fcve/gp/tgqwvgfRgtv

This is the default CoPP policy map:

rgnke{/ocr"rgnke{/fghcwnv/cwvgeqrr
""encuu"encuu/eqrr/oecuv/x6/fcve/gp/tgwvgfRgtv
""rrgnkeg"tcvg"32"rru"dwtuv"3"rcemgvu"
egphgto/cevkgp"ftgr"
gzeggf/cevkgp"ftgr"
""encuu"encuu/eqgrr/oecuv/x8/fcve/qgp/tgwvgfRgtv
""rrgnkeg"tcvg"32"rru"dwtuv"3"rcemgvu"
egphgto/cevkgp"ftgr"
gzeggf/cevkgp"ftgr"
""encuu"encuu/eqrr/keor/tgfktgev/wptgcejcdng
"nryrgnkeg"tcvg"322"rru"dwtuv"32"rcemgvu"
egphgto/cevkgp"vtcpuokv"
gzeggf/cevkgp"ftgr"
""encuu"encuu/eqrr/wecuv/trh/hckn
"m"rrgnkeg"tcvg"322"rru"dwtuv"32"rcemgvu"
egphgto/cevkgp"vtcpuokv"
gzeggf/cevkgp"ftgr"
""encuu"encuu/eqgrr/xcen/ngi
"mrrgnkeg"tcvg"4222"rru"dwtuv"3"rcemgvu"
egphgto/cevkgp"vtcpuokv"
gzeggf/cevkgp"ftgr"
""encuu"encuu/eqrr/oecuv/rwpv
"mrrgnkeg"tcvg"3222"rru"dwtuv"478"rcemgvu"
egphgto/cevkgp"vtcpuokv"
gzeggf/cevkgp"ftgr"
""encuu"encuu/eqrr/ocecuv/eqr |
"mrrgnkeg"tcvg"3222"rru"dwtuv"478"rcemgvu"
egphgto/cevkgp"vtcpuokv"
gzeggf/cevkgp"ftgr"
""encuu"encuu/eqgrr/kr/eqppgevgf
"m"rrgnkeg"tcvg"3222"rru"dwtuv"478"rcemgvu"
egphgto/cevkgp"vtcpuokv"
gzeggf/cevkgp"ftgr"
""encuu"encuu/eqrr/krx8/egppgevgt
"mrrgnkeg"tcvg"3222"rru"dwtuv"478"rcemgvu"
egphgto/cevkgp"vtcpuokv"
gzeggf/cevkgp"ftgr"
""encuu"encuu/eqrr/ocvej/rko/fcve
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"mrrgnkeg"tcvg"3222"rru'dwtuv"3222"rcemgvu"

egphgto/cevkgp"vtcpuokv"
gzeggf/cevkgp"ftgr"
""encuu"encuu/eqrr/ocvej/rkox8/fcve

"mrrgnkeg"tcecvg"3222"rru"dwtuv"3222"rcemgvu"

egphgto/cevkgp"vtcpuokv"
gzeggf/cevkgp"ftgr"
""encuu"encuu/eqgrr/ocve]j/onf

"mrrgnkeg"tcvg"7222"rru"dwtuv"7222"rcemgvu"
egphgto/cevkgp"ugv/fkuectf/encuu/vtcpuokv"6: "

gzeggf/cevkgp"vtcpuokv"
""encuu"encuu/eqrr/ocvej/kior

"mrrgnkeg"tcvg"7222"rrudwtuv"7222"rcemgvu"
egphgto/cevkgp"ugv/fkuectf/encuu/vtcpuokv"é6: "

gzeggf/cevkgp"vtcpuokv"
""encuu"encuu/eqgrr/ocve]j/pfx8

"mrrgnkeg"tcvg"3222"rru"dwtuv"3222"rcemgvu"
egphgto/cevkgp"ugv/fkuectf/encuu/vtcpuokv"é: "

gzeggf/cevkgp"ftgr"

Note

The default policer rate for the MLD and IGMP classes has been updated to 5000 pps from the previous

default value of 10000 pps. If the default policer rate for the MLD and IGMP classes is not set to 5000
pps, change the value manually by running the no policy-map policy-default-autocopp and platform
qos auto-copp commands in global configuration mode.

How to Configure CoPP

¢ Configuring CoPP, page 79-5

» Defining CoPP Traffic Classification, page 79-6

Configuring CoPP

Step 1

Step 2

Step 3
Step 4

Step 5
Step 6

To configure CoPP, perform this task:

Command

Purpose

Tgwvgt *egphki+%"kr"ceeguu/nkuv"gzvgpfgf"
ceeguuankuvapcog"

Creates an extended ACL.

Note  You must configure ACLs in most cases to

identify the important or unimportant traffic.

quvgt*eqphki/gzv/pcen+%"}rgtokv"~"fgp{i"rtqvqeqn"
ugqwteg"ugwtegayknfect f"fguvkpcvkgp"
fguvkpcvkgpayknfectf"]rtgegfgpeg" rtgegfgpeg "
lvqu"vgu_ "lguvecdnkujgf "Ingi"~"ngi/kprwv "
1vkog/tcpig" vkogatcpigapcog "lhtciogpvu

Configures filtering in the ACL:

e permit sets the conditions under which a packet
passes a named IP access list.

« deny sets the conditions under which a packet does
not pass a named IP access list.

Tgwvgt *egphki+%"encuu/ocr"traffic class_name

Creates a class map.

Tqwvgt*egphki/eocr+%"ocvej" }kr"rtgegfgpeg" ~"
kr fuer"~"ceeguuaitqwri"

Configures matching in the class map.

Tqwvgt *egphki+%"rqnke{/ocr"service-policy-name"

Defines a service policy map.

Tgwvgt *egphki/rocr+%"encuu" vtchhkeaencuuapcog"

Creates a policy map class.
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Step 7

Step 8
Step 9

Command

Purpose

Tqwvgt*egphki/rocr/e+%"rgnkeg"bits per second
]pqtocnadwtuvad{vgu"]oczkowoadwtuvad{vgu__“
lrkt rgcmatcvgadru "

11]egphgto/cevkgp ugngevgrfacevkgp "
gzeggf/cevkgp ugngevgracevkgp "
xkqnevg/cevkqp ugngevgfacevkgp

Tgwvgt *egphki/rocr/e+%"rgnkeg"tcvg" wpkvu"dru"
ldwtuv"dwtuvad{vgu"d{vgu_"]rgcm/tcvg"
rgcmatcvgadru"dru "] rgem/dwtuv rgcmadwtuvad{vgu"
d{vgu_"legphgto/cevkqgp ugngevgfacevkgp "
lgzeggf/cevkap ugngevgrfacevkgp "

1xkgnevg/cevkgp ugngevgfacevkgp

Tgwvgt*egphki/rocr/e+%"rgqnkeg"tcvg" wpkvu"rru"
dwtuv dwtuvarcemgvu rcemgvu_"

rgcm/tevg rgcmatcvgarru"rru "

rgcem/dwtuv rgcmadwtuvarcemgvu'"rcemgvu "
egphgto/cevkap ugngevgfacevkgp "
gzeggf/cevkgp ugngevgrfacevkgp "
xkqnevg/cevkqp ugngevgfacevkgp

Tgwvgt *egphki/rocr/e+%"rgnkeg"hngy"

locum }ute/gpn{ ~ fguv/gpn{ ~ hwnn/hngy; "
bits per second normal burst bytes"
11]1egphqgto/cevkgp" }ftqr ~"

ugv/fuer/vtcpuokv dscp value ~"

ugv/rtge/vtcpuokv ip precedence value

~ vtcpuokvi_ "gzeggf/cevkqgp"}ftqgr'~"rgnkegf/fuer"~"
vtepuokvi "xkgnevg/cevkap }ftgr"-~"rgnkegf/fuer"-~"
vtcpuokvi "

Configures policing in the service policy map. You can
configure any of the following:

« Byte-based policing.
« Packet-based policing.
« Flow-based policing.

See the “Configuring Policy Map Class Policing” section
on page 65-12.

Tgwvgt *egphki+%"eqpvtgn/rncpg"

Enters the control plane configuration mode.

Tqwvgt *egphki/er+%"ugtxkeg/rqnke { "kprwv"
service-policy-name"

Applies the QoS service policy to the control plane.

Defining CoPP Traffic Classification

o Traffic Classification Overview, page 79-6

e Traffic Classification Restrictions, page 79-7

e Sample Basic ACLs for CoPP Traffic Classification, page 79-8

Traffic Classification Overview

You can define any number of classes, but typically traffic is grouped into classes that are based on
relative importance. The following provides a sample grouping:

» Border Gateway Protocol (BGP)—Traffic that is crucial to maintaining neighbor relationships for
BGP routing protocol, for example, BGP keepalives and routing updates. Maintaining BGP routing
protocol is crucial to maintaining connectivity within a network or to a service provider. Sites that
do not run BGP do not need to use this class.
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Interior Gateway Protocol (IGP)—Traffic that is crucial to maintaining IGP routing protocols, for
example, open shortest path first OSPF, enhanced interior gateway routing protocol (EIGRP), and
routing information protocol (RIP). Maintaining IGP routing protocols is crucial to maintaining
connectivity within a network.

Management—Necessary, frequently used traffic that is required during day-to-day operations. For
example, traffic used for remote network access, and Cisco 10S image upgrades and management,
such as Telnet, secure shell (SSH), network time protocol (NTP), simple network management
protocol (SNMP), terminal access controller access control system (TACACS), hypertext transfer
protocol (HTTP), trivial file transfer protocol (TFTP), and file transfer protocol (FTP).

Reporting—Traffic used for generating network performance statistics for the purpose of reporting.
For example, using Cisco IOS IP service level agreements (SLAs) to generate ICMP with different
DSCP settings in order to report on response times within different QoS data classes.

Monitoring—Traffic used for monitoring a switch. Traffic should be permitted but should never be
a risk to the switch; with CoPP, this traffic can be permitted but limited to a low rate. For example,
ICMP echo request (ping) and traceroute.

Critical Applications—Ceritical application traffic that is specific and crucial to a particular customer
environment. Traffic included in this class should be tailored specifically to the required application
requirements of the user (in other words, one customer may use multicast, while another uses IPsec
or generic routing encapsulation (GRE). For example, GRE, hot standby router protocol (HSRP),
virtual router redundancy protocol (VRRP), session initiation protocol (SIP), data link switching
(DLSw), dynamic host configuration protocol (DHCP), multicast source discovery protocol
(MSDP), Internet group management protocol (IGMP), protocol independent multicast (PIM),
multicast traffic, and IPsec.

Layer 2 Protocols—Traffic used for address resolution protocol (ARP). Excessive ARP packets can
potentially monopolize RP resources, starving other important processes; CoPP can be used to rate
limit ARP packets to prevent this situation. ARP is the only Layer 2 protocol that can be specifically
classified using the match protocol classification criteria.

Undesirable—Explicitly identifies bad or malicious traffic that should be unconditionally dropped
and denied access to the RP. The undesirable classification is particularly useful when known traffic
destined for the switch should always be denied and not placed into a default category. If you
explicitly deny traffic, then you can enter show commands to collect approximate statistics on the
denied traffic and estimate its rate.

Default—AlIl remaining traffic destined for the RP that has not been identified. MQC provides the
default class, so the user can specify the treatment to be applied to traffic not explicitly identified in
the other user-defined classes. This traffic has a highly reduced rate of access to the RP. With a
default classification in place, statistics can be monitored to determine the rate of otherwise
unidentified traffic destined for the control plane. After this traffic is identified, further analysis can
be performed to classify it and, if needed, the other CoPP policy entries can be updated to
accomodate this traffic.

After you have classified the traffic, the ACLs build the classes of traffic that are used to define the
policies. For sample basic ACLs for CoPP classification, see the “Sample Basic ACLs for CoPP Traffic
Classification” section on page 79-8.

Traffic Classification Restrictions

Before you develop the actual CoPP policy, you must identify and separate the required traffic into
different classes. Traffic is grouped into nine classes that are based on relative importance. The
actual number of classes needed might differ and should be selected based on your local
requirements and security policies.
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*  You do not have to define policies that match bidirectionally. You only need to identify traffic
unidirectionally (from the network to the RP) since the policy is applied on ingress only.

Sample Basic ACLs for CoPP Traffic Classification
This section shows sample basic ACLs for CoPP classification. In the samples, the commonly required
traffic is identified with these ACLs:
e ACL 120—<Ceritical traffic
¢ ACL 121—Important traffic
e ACL 122—Normal traffic
e ACL 123—Explicitly denies unwanted traffic
e ACL 124—All other traffic
This example shows how to define ACL 120 for critical traffic:

Tgwvgt *egphki+%"ceeguu/nkuv"342"tgoctm"EQRR"CEN"hgt "etkvkecn"vtchhke

This example shows how to allow BGP from a known peer to this switch’s BGP TCP port:

Tqwvgt *egphki+$%"ceeguu/nkuv"342"rgtokv"ver"jquv"69030303"jquv"320;0;0;"gs"dir

This example shows how to allow BGP from a peer’s BGP port to this switch:

Tgwvgt *egphki+%"ceeguu/nkuv"342"rgtokv"ver"jquv"69030303"gs"dir"jquv"320;0;0;
Tqwvgt *egphki+%"ceeguu/nkuv"342"rgtokv"ver"jquv"320:803:50342"jquv"320;0;0; "gs"dir
Tgwvgt*egphki+$%"ceeguu/nkuv"342"rgtokv"ver"jquv"320:803:50342"gs"dir"jquv"320;0;0;
This example shows how to define ACL 121 for the important class:

Tgwvgt *egphki+%"ceeguu/nkuv"343"tgoctm"EqQRR"Korqtvepv"vtchhke

This example shows how to permit return traffic from TACACS host:

Tqwvgt *egphki+$%"ceeguu/nkuv"343"rgtokv"ver"jquv"32030303"jquv"320;0;0; "guvednkujgt

This example shows how to permit SSH access to the switch from a subnet:

Tqwvgt *egphki+%"ceeguu/nkuv"343"rgtokv"ver"32020202"202020477"jquv"320;0;0; "gs"44

This example shows how to allow full access for Telnet to the switch from a host in a specific subnet
and police the rest of the subnet:

Tqwvgt *egphki+%"ceeguu/nkuv"343"fgp{"ver"jquv"320:803:505"cp{ "gs"vgnpgv

Tawvgt *egphki+%"ceeguu/nkuv"343"rgtokv"ver"320:803:502"202020477"cp{ "gs"vgnpgv

This example shows how to allow SNMP access from the NMS host to the switch:

Tqwvgt *egphki+$%"ceeguu/nkuv"343"rgtokv"wfr"jquv"32030304"jquv"320;0;0; "gs"upor

This example shows how to allow the switch to receive NTP packets from a known clock source:

Tqwvgt *egphki+%"ceeguu/nkuv"343"rgtokv"wfr"jquv"32030305"jquv"320;0;0; "gs"pvr

This example shows how to define ACL 122 for the normal traffic class:

Tgwvgt*egphki+%"ceeguu/nkuv"344"tgoctm"EQRR"pgtocn"vtchhke

This example shows how to permit switch-originated traceroute traffic:

Tqwvgt *egphki+3%"ceeguu/nkuv"344 "rgtokv"keor"cp{"cp{"vvn/gzeggfgf
Tqwvgt *egphki+%"ceeguu/nkuv"344"rgtokv"keor"cp{ "cp{ "rqtv/wptgcejcdng
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This example shows how to permit receipt of responses to the switch that originated the pings:

Tqwvgt *egphki+%"ceeguu/nkuv"344"rgtokv"keor"cp{"cp{"gejq/tgrn{

This example shows how to allow pings to the switch:

Tqwvgt *egphki+%"ceeguu/nkuv"344 "rgtokv"keor"cp{"cp{"gejq

This example shows how to define ACL 123 for the undesirable class.

Tqwvgt *egphki+%"ceeguu/nkuv"345"tgoctm"gzrnkekvn { " £ghkpgf " $wpfguktcdng$ "vtchhke

Note In the following example, ACL 123 is a permit entry for classification and monitoring purposes, and
traffic is dropped as a result of the CoPP policy.

This example shows how to permit all traffic destined to UDP 1434 for policing:

Tqwvgt *egphki+%"ceeguu/nkuv"345"rgtokv"wEr"cp{ "cp{"gs"3656

This example shows how to define ACL 124 for all other traffic:

Tgwvgt *egphki+%"ceeguu/nkuv"346"tgoctm"tguv"gh"vjg"KR"vtchhke "hgt "EQRR
Tqwvgt *egphki+%"ceeguu/nkuv"346"rgtokv"kr"cp{ "cp{

Monitoring CoPP

You can enter the show policy-map control-plane command for developing site-specific policies,
monitoring statistics for the control plane policy, and troubleshooting CoPP. This command displays
dynamic information about the actual policy applied, including rate information and the number of bytes
(and packets) that conformed or exceeded the configured policies both in hardware and in software.

The output of the show policy-map control-plane command is as follows:

Tqwvgt$"ujqy"rqnke{/ocr"eqpvtqn/rncpg"
Egpvtgn"Rncpg"Kpvgthceg

"nUgtxkeg"rgnke { "EQRR/pgtocn

Jctfyctg"Eqwpvgtu<

encuu/ocr<"EgRR/pgtocn" *ocvej/cnn+
mwnnnnocvej<"ceeguu/itqwr"352

mwmnntrgnkeg'<

mwwmwwnn e g222"drut5222"nkokv"5222"gzvgpfgf "nkokv
nnnnnnGetn"kp"ungv"5"<

mwnwnnnn g {vgu

nwmnwwnngnokpwvg"ghhgtgf"tevg"2"dru
mwwmnwnneiitgicvg/hgtyctfgfr2nd{vgu"cevkgp<"vtcpuokv
mnnnnnnngzeggfgf"2"d{vgu"cevkgp<"ftqr
nnnnnnnneiitgicvg/hgtyctfr2rdrutgzeggfr2rdru”
nnnnnnGetn"kp"ungv"7" <

mwnwnnnn g {vgu

nwmnwwnngnokpwvg"ghhgtgf"tevg"2"dru
mwwmnwnneiitgicvg/hgtyctfgfr2nd{vgu"cevkgp<"vtcpuokv
mnnnnnnngzeggfgf"2"d{vgu"cevkgp<"ftqr
nnnnnnnneiitgicvg/hgtyctfr2rdrutgzeggfr2rdru”

Ughvyctg"Egwpvgtux<"
nwnnEncuu/ocr<"EQRR/pgtocn”*ocvej/cnn+ "2 "rcemgvu. "2"d{vgu
mnwnnngnokpwvg"ghhgtgf"tevg"2"dru. "ftgr"tcvg"2"dru
mnnnnnocvej<"ceeguu/itgwr 352

mwmnntrgnkeg<

mwnwnwmwnn .g8222"dru. "5347"nkokv. "5347"gzvgpfgf "nkokv
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mnnnwnnnegphgtogf"2"recemgvu. "2"d{vgu="cevkgp<"vtcpuokv
mmwmmwmmnn l|gzeggfgf n 2 n rcemgvu . n 2 n d{vgu= n Cevkqp< n ftqr

LRI UR IS I "eqphqtogf "2 n dru . "gzeggf "2 n dru . n xkqncvg "2 n dru nn
Tawvgt$

To display the hardware counters for bytes dropped and forwarded by the policy, enter the show
platform qos ip command:

Tgwvgt%"ujqy"rncvhgto"squ"kr"

"SqU"Uwooct {"]KR <"nmmnnk w/nyjetgficiitgicvgu. "Ogf"/"uykvej"ogfwng+

Kpv"Ogf "Fkt""Encuu/ocr"FUER""Cii""Vtwuv"Hn"""CiHgtyctf/D{"""CiRgnkegf/D{

LR T T TR TR T T TR R TR T o SR U TR T T T S T T U T U T T TR T T T T U TN TR TR T TR
LIT11T7700 7707777777 777777777777777777777777777777777777777777777777777777771777
ERR"" 7" "Kp"EqRR/pthCIl" nunpunnnNInnnfyaytnunnnnNnINNZ 7o unnnnnn . 5.44494

ERR"" ;" "Kp"EqRR/pthCl’l" LR, AR TR PN e S R U TR R TR TR TR U R, IR T TR TR TR TR TR )

Tgwvgt$

To display the CoPP access list information, enter the show access-lists coppacl-bgp command:

Tgwvgt%"ujqy"ceeguu/nkuvu"eqrrcen/dir"
Gzvgpfgf"KR"ceeguu"nkuv"eqrrcen/dir
32"rgtokv"ver"jquv"69030303"jquv"320;0;0;"gs"dir"*6"ocvejgu+
42"rgtokv"ver"jquv"69030303"gs"dir"jquv"320;0;0;
52"rgtokv"ver"jquv"320:803:50342"jquv"320;0;0; "gs"dir"*3"ocve]j+
62"rgtokv"ver"jquv"320:803:50342"gs"dir"jquv"320;0;0;

)o

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support series _home.html

Participate in the Technical Documentation Ideas forum
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CHAPTER 80

Dynamic Host Configuration Protocol
(DHCP) Snooping

e Prerequisites for DHCP Snooping, page 80-1

» Restrictions for DHCP Snooping, page 80-2

e Information About DHCP Snooping, page 80-3

e Default Configuration for DHCP Snooping, page 80-8
¢ How to Configure DHCP Snooping, page 80-9

Note » For complete syntax and usage information for the commands used in this chapter, see these
publications:

http://www.cisco.com/en/US/products/ps11846/prod command reference list.html

e Cisco IOS Release 15.4SY supports only Ethernet interfaces. Cisco IOS Release 15.4SY does not
support any WAN features or commands.

)o

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum

Prerequisites for DHCP Snooping

None.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
| g |


http://www.cisco.com/en/US/products/ps11846/prod_command_reference_list.html
http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html
http://www.cisco.com/go/techdocideas

Chapter 80  Dynamic Host Configuration Protocol (DHCP) Snooping |

M Restrictions for DHCP Snooping

Restrictions for DHCP Snooping

DHCP Snooping Configuration Restrictions, page 80-2
DHCP Snooping Configuration Guidelines, page 80-2
Minimum DHCP Snooping Configuration, page 80-3

DHCP Snooping Configuration Restrictions

The DHCP snooping database stores at least 12,000 bindings.

When DHCP snooping is enabled, these Cisco IOS DHCP commands are not available on the
switch:

— ip dhcp relay information check global configuration command

— ip dhcp relay information policy global configuration command

— ip dhcp relay information trust-all global configuration command
— ip dhcp relay information option global configuration command

— ip dhcp relay information trusted interface configuration command

If you enter these commands, the switch returns an error message, and the configuration is not
applied.

DHCP Snooping Configuration Guidelines

DHCP snooping is not active until you enable the feature on at least one VLAN, and enable DHCP
globally on the switch.

Before globally enabling DHCP snooping on the switch, make sure that the devices acting as the
DHCP server and the DHCP relay agent are configured and enabled.

For DHCP server configuration information, see this publication:
http://www.cisco.com/en/US/docs/ios-xml/ios/ipaddr_dhcp/configuration/15-sy/dhcp-15-sy-book.html

If a Layer 2 LAN port is connected to a DHCP server, configure the port as trusted by entering the
ip dhcp snooping trust interface configuration command.

Ifa Layer 2 LAN port is connected to a DHCP client, configure the port as untrusted by entering the
no ip dhcp snooping trust interface configuration command.

You can enable DHCP snooping on private VLANS:

— If DHCP snooping is enabled, any primary VLAN configuration is propagated to its associated
secondary VLAN:S.

— If DHCP snooping is configured on the primary VLAN and you configure DHCP snooping with
different settings on an associated secondary VLAN, the configuration on the secondary VLAN
does not take effect.

— If DHCP snooping is not configured on the primary VLAN and you configure DHCP snooping
on a secondary VLAN, the configuration takes affect only on the secondary VLAN.

— When you manually configure DHCP snooping on a secondary VLAN, this message appears:

FJER"Upqgqgrkpi"egphkiwtcvkgp"oc{ "pgv"vcmg"ghhgev"gp"ugegpfct { "xncp"Z2Z
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— The show ip dhep snooping command displays all VLANs (both primary and secondary) that
have DHCP snooping enabled.

Minimum DHCP Snooping Configuration

1.

Define and configure the DHCP server. See this publication:
http://www.cisco.com/en/US/docs/ios-xml/ios/ipaddr _dhcp/configuration/15-sy/dhep-15-sy-book.html
Enable DHCP snooping on at least one VLAN.

By default, DHCP snooping is inactive on all VLANs. See the “Enabling DHCP Snooping on
VLANSs” section on page 80-11

Ensure that DHCP server is connected through a trusted interface.

By default, the trust state of all interfaces is untrusted. See the “Configuring the DHCP Trust State
on Layer 2 LAN Interfaces” section on page 80-12

Configure the DHCP snooping database agent.

This step ensures that database entries are restored after a restart or switchover. See the “The DHCP
Snooping Database Agent” section on page 80-14

Enable DHCP snooping globally.

The feature is not active until you complete this step. See the “Enabling DHCP Snooping Globally”
section on page 80-9

If you are configuring the switch for DHCP relay, the following additional steps are required:

1.

Define and configure the DHCP relay agent IP address.

If the DHCP server is in a different subnet from the DHCP clients, configure the server IP address
in the helper address field of the client side VLAN.

Configure DHCP option-82 on untrusted port.
See the “Enabling the DHCP Option-82 on Untrusted Port Feature” section on page 80-10

Information About DHCP Snooping

Overview of DHCP Snooping, page 80-4

Trusted and Untrusted Sources, page 80-4

DHCP Snooping Binding Database, page 80-5

Packet Validation, page 80-5

DHCP Snooping Option-82 Data Insertion, page 80-5
Overview of the DHCP Snooping Database Agent, page 80-7
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Overview of DHCP Snooping

DHCP snooping is a security feature that acts like a firewall between untrusted hosts and trusted DHCP
servers. The DHCP snooping feature performs the following activities:

» Validates DHCP messages received from untrusted sources and filters out invalid messages.
» Rate-limits DHCP traffic from trusted and untrusted sources.

* Builds and maintains the DHCP snooping binding database, which contains information about
untrusted hosts with leased IP addresses.

» Utilizes the DHCP snooping binding database to validate subsequent requests from untrusted hosts.

Other security features, such as dynamic ARP inspection (DAI), also use information stored in the
DHCP snooping binding database.

DHCP snooping is enabled on a per-VLAN basis. By default, the feature is inactive on all VLANs. You
can enable the feature on a single VLAN or a range of VLANS.

The DHCP snooping feature is implemented in software on the route processor (RP). Therefore, all
DHCP messages for enabled VLANS are intercepted in the PFC and directed to the RP for processing.

Trusted and Untrusted Sources

The DHCP snooping feature determines whether traffic sources are trusted or untrusted. An untrusted
source may initiate traffic attacks or other hostile actions. To prevent such attacks, the DHCP snooping
feature filters messages and rate-limits traffic from untrusted sources.

In an enterprise network, devices under your administrative control are trusted sources. These devices
include the switches, routers, and servers in your network. Any device beyond the firewall or outside
your network is an untrusted source. Host ports and unknown DHCP servers are generally treated as
untrusted sources.

A DHCP server that is on your network without your knowledge on an untrusted port is called a spurious
DHCP server. A spurious DHCP server is any piece of equipment that is loaded with DHCP server
enabled. Some examples are desktop systems and laptop systems that are loaded with DHCP server
enabled, or wireless access points honoring DHCP requests on the wired side of your network. If
spurious DHCP servers remain undetected, you will have difficulties troubleshooting a network outage.
You can detect spurious DHCP servers by sending dummy DHCPDISCOVER packets out to all of the
DHCP servers so that a response is sent back to the switch.

In a service provider environment, any device that is not in the service provider network is an untrusted
source (such as a customer switch). Host ports are untrusted sources.

In the switch, you indicate that a source is trusted by configuring the trust state of its connecting
interface.

The default trust state of all interfaces is untrusted. You must configure DHCP server interfaces as
trusted. You can also configure other interfaces as trusted if they connect to devices (such as switches
or routers) inside your network. You usually do not configure host port interfaces as trusted.

~

Note  For DHCP snooping to function properly, all DHCP servers must be connected to the switch through
trusted interfaces, as untrusted DHCP messages will be forwarded only to trusted interfaces.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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DHCP Snooping Binding Database

The DHCP snooping binding database is also referred to as the DHCP snooping binding table.

The DHCP snooping feature dynamically builds and maintains the database using information extracted
from intercepted DHCP messages. The database contains an entry for each untrusted host with a leased
IP address if the host is associated with a VLAN that has DHCP snooping enabled. The database does
not contain entries for hosts connected through trusted interfaces.

The DHCP snooping feature updates the database when the switch receives specific DHCP messages.
For example, the feature adds an entry to the database when the switch receives a DHCPACK message
from the server. The feature removes the entry in the database when the IP address lease expires or the
switch receives a DHCPRELEASE message from the host.

Each entry in the DHCP snooping binding database includes the MAC address of the host, the leased IP
address, the lease time, the binding type, and the VLAN number and interface information associated
with the host.

Packet Validation

Note

The switch validates DHCP packets received on the untrusted interfaces of VLANs with DHCP
snooping enabled. The switch forwards the DHCP packet unless any of the following conditions occur
(in which case the packet is dropped):

e The switch receives a packet (such as a DHCPOFFER, DHCPACK, DHCPNAK, or
DHCPLEASEQUERY packet) from a DHCP server outside the network or firewall.

« The switch receives a packet on an untrusted interface, and the source MAC address and the DHCP
client hardware address do not match. This check is performed only if the DHCP snooping MAC
address verification option is turned on.

e The switch receives a DHCPRELEASE or DHCPDECLINE message from an untrusted host with
an entry in the DHCP snooping binding table, and the interface information in the binding table does
not match the interface on which the message was received.

» The switch receives a DHCP packet that includes a relay agent IP address that is not 0.0.0.0.

To support trusted edge switches that are connected to untrusted aggregation-switch ports, you can
enable the DHCP option-82 on untrusted port feature, which enables untrusted aggregation-switch ports
to accept DHCP packets that include option-82 information. Configure the port on the edge switch that
connects to the aggregation switch as a trusted port.

With the DHCP option-82 on untrusted port feature enabled, use dynamic ARP inspection on the
aggregation switch to protect untrusted input interfaces.

DHCP Snooping Option-82 Data Insertion

In residential, metropolitan Ethernet-access environments, DHCP can centrally manage the IP address
assignments for a large number of subscribers. When the DHCP snooping option-82 feature is enabled
on the switch, a subscriber device is identified by the switch port through which it connects to the
network (in addition to its MAC address). Multiple hosts on the subscriber LAN can be connected to the
same port on the access switch and are uniquely identified.
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Figure 80-1 is an example of a metropolitan Ethernet network in which a centralized DHCP server
assigns IP addresses to subscribers connected to the switch at the access layer. Because the DHCP clients
and their associated DHCP server do not reside on the same IP network or subnet, a DHCP relay agent
is configured with a helper address to enable broadcast forwarding and to transfer DHCP messages
between the clients and the server.

Figure 80-1 DHCP Relay Agent in a Metropolitan Ethernet Network
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When you enable the DHCP snooping information option-82 on the switch, this sequence of events
occurs:

The host (DHCP client) generates a DHCP request and broadcasts it on the network.

When the switch receives the DHCP request, it adds the option-82 information in the packet. The
option-82 information contains the switch MAC address (the remote ID suboption) and the port
identifier, vlan-mod-port, from which the packet is received (the circuit ID suboption).

If IEEE 802.1X port-based authentication is enabled, the switch will also add the host’s 802.1X
authenticated user identity information (the RADIUS attributes suboption) to the packet. See the
“802.1X Authentication with DHCP Snooping” section on page 85-15.

If the IP address of the relay agent is configured, the switch adds the IP address in the DHCP packet.
The switch forwards the DHCP request that includes the option-82 field to the DHCP server.

The DHCP server receives the packet. If the server is option-82 capable, it can use the remote ID,
or the circuit ID, or both to assign IP addresses and implement policies, such as restricting the
number of IP addresses that can be assigned to a single remote ID or circuit ID. The DHCP server
then echoes the option-82 field in the DHCP reply.

The DHCP server unicasts the reply to the switch if the request was relayed to the server by the
switch. When the client and server are on the same subnet, the server broadcasts the reply. The
switch verifies that it originally inserted the option-82 data by inspecting the remote ID and possibly
the circuit ID fields. The switch removes the option-82 field and forwards the packet to the switch
port that connects to the DHCP client that sent the DHCP request.

When the previously described sequence of events occurs, the values in these fields in Figure 80-2 do
not change:

Circuit ID suboption fields
— Suboption type
— Length of the suboption type

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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— Circuit ID type

— Length of the circuit ID type
* Remote ID suboption fields

— Suboption type

— Length of the suboption type

— Remote ID type

— Length of the circuit ID type

Information About DHCP Snooping

Figure 80-2 shows the packet formats for the remote ID suboption and the circuit ID suboption. The
switch uses the packet formats when DHCP snooping is globally enabled and when the ip dhep
snooping information option global configuration command is entered. For the circuit ID suboption,

the module field is the slot number of the module.

Figure 80-2 Suboption Packet Formats

Circuit ID Suboption Frame Format

Suboption Circuit

type ID type
i Length i Length
N
Tl 6 0 4 VLAN Module | Port

1 byte 1 byte 1 byte 1 byte 2 bytes 1 byte 1 byte

Remote ID Suboption Frame Format

Suboption Remote

type ID type
l Length l Length
Ny
TZ 8 0 6 MAC address
1 byte 1 byte 1 byte 1 byte 6 bytes

116300

To retain the bindings across reloads, you must use the DHCP snooping database agent. Without this
agent, the bindings established by DHCP snooping are lost upon reload, and connectivity is lost as well.

The database agent stores the bindings in a file at a configured location. Upon reload, the switch reads
the file to build the database for the bindings. The switch keeps the file current by writing to the file as

the database changes.

The format of the file that contains the bindings is as follows:

>kpkvken/ejgemuwoe
V[RG"FJER/UPQQRKPI
XGTUKQP"3

DGIKP
>gpvt{/3@">ejgemuwo/3@
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>gpvt{/4@">ejgemuwo/3/4@

000

000
>gpvt{/pe">ejgemuwo/3/4/00/pe
GPF

Each entry in the file is tagged with a checksum that is used to validate the entries whenever the file is
read. The <initial-checksum> entry on the first line helps distinguish entries associated with the latest
write from entries that are associated with a previous write.

This is a sample bindings file:

5gdg373:

V [RG"FJER/UPQQRKPI

XGTUKQP"3

DGIKP

3030303ll734ll22230222302227"5GDG4: :3"Ik313" LU LI L L L L L L L LR L LR LA LR LU IR LR L LR LR LI LI L "97939955
3030303l|734l|22230222302224"5GDG4: :3I|Ik3l3l| W nnnnnnnnnnnnn l|6d56:896
3030303l|3’758l|22230222302226"5GDG4: :3I|Ik313l| LU L L L L L L L L L L LU L LU LI LR LI L 1 l|h2924 : 94
3030303ll3246ll22230222302225"5GDG4: :3"Ik313" L LI L L L L L L L L L LR LU LR LR L LR LI L 1 "C663th;
3030303l|3l|22230222302223l|5GDG4: :3I|Ik3l3l| LU L L L L L L L L L L L IO IO IR LA IR LI} l|56d5495g
GPF

Each entry holds an IP address, VLAN, MAC address, lease time (in hex), and the interface associated
with a binding. At the end of each entry is a checksum that is based on all the bytes from the start of the
file through all the bytes associated with the entry. Each entry consists of 72 bytes of data, followed by
a space, followed by a checksum.

Upon bootup, when the calculated checksum equals the stored checksum, the switch reads entries from
the file and adds the bindings to the DHCP snooping database. If the calculated checksum does not equal
the stored checksum, the entry read from the file is ignored and so are all the entries following the failed
entry. The switch also ignores all those entries from the file whose lease time has expired. (This is
possible because the lease time might indicate an expired time.) An entry from the file is also ignored if
the interface referred to in the entry no longer exists on the system, or if it is a router port or a DHCP
snooping-trusted interface.

When the switch learns of new bindings or when it loses some bindings, the switch writes the modified
set of entries from the snooping database to the file. The writes are performed with a configurable delay
to batch as many changes as possible before the actual write happens. Associated with each transfer is a
timeout after which a transfer is aborted if it is not completed. These timers are referred to as the write
delay and abort timeout.

Default Configuration for DHCP Snooping

80-8

Option Default Value/State
DHCP snooping Disabled

DHCP snooping information option Enabled

DHCP option-82 on untrusted port feature Disabled

DHCP snooping limit rate None

DHCP snooping trust Untrusted

DHCP snooping vlan Disabled
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Option Default Value/State
DHCP snooping spurious server detection Disabled
DHCP snooping detect spurious interval 30 minutes

How to Configure DHCP Snooping

« Enabling DHCP Snooping Globally, page 80-9

« Enabling DHCP Option-82 Data Insertion, page 80-10

¢ Enabling the DHCP Option-82 on Untrusted Port Feature, page 80-10

* Enabling DHCP Snooping MAC Address Verification, page 80-11

* Enabling DHCP Snooping on VLANSs, page 80-11

* Configuring the DHCP Trust State on Layer 2 LAN Interfaces, page 80-12
e Configuring Spurious DHCP Server Detection, page 80-13

e Configuring DHCP Snooping Rate Limiting on Layer 2 LAN Interfaces, page 80-14
e The DHCP Snooping Database Agent, page 80-14

» Configuration Examples for the Database Agent, page 80-15

» Displaying the DHCP Snooping Binding Table, page 80-18

Enabling DHCP Snooping Globally
S

Note  Configure this command as the last configuration step (or enable the DHCP feature during a scheduled
maintenance period) because after you enable DHCP snooping globally, the switch drops DHCP requests
until you configure the ports.

To enable DHCP snooping globally, perform this task:

Command Purpose
Step1  Tgwvgt*egphki+%"kr"fjer"upqggrkpi" Enables DHCP snooping globally.
Step2  Tgwvgt*egphki+%"fq"ujqy"kr"fjer"upqgqgrkpi"~" Verifies the configuration.
kpenwfg"Uykvej"

This example shows how to enable DHCP snooping globally:

Tgwvgt%"egphkiwtg"vgtokpen"

Gpvgt "egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tgwvgt*egphki+%"kr"fjer"upggrkpi"

Tgwvgt *egphki+%"fq"ujqy"kr"fjer"upgqrkpi"~"kpenwfg"Uykvej"
Uykvej"FJER"upggrkpi"ku"gpcdngf

Tgwvgt *egphki+%
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S

Note  When DHCP snooping is disabled and DAI is enabled, the switch shuts down all the hosts because all
ARP entries in the ARP table will be checked against a nonexistent DHCP database. When DHCP
snooping is disabled or in non-DHCP environments, use ARP ACLs to permit or to deny ARP packets.

Enabling DHCP Option-82 Data Insertion

To enable DHCP option-82 data insertion, perform this task:

Command Purpose

Step1  Tqwvgt*egphki+%"kr"fjer"upqqrkpi"kphqtocvkqp" Enables DHCP option-82 data insertion.
grvkgp"

Step2  Tgwvgt*egphki+%"fq"ujqy"kr"fjer"upgqgrkpi"~" Verifies the configuration.
kpenwfg":4"

This example shows how to disable DHCP option-82 data insertion:

Tgwvgt % "egphkiwtg"vgtokpen"
Gpvgt"egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tgwvgt *egphki+%"pg"kr"fjer"upgqrkpi "kphqtocvkgp"qrvkgp"
Tawvgt*egphki+$"fq"ujqy"kr"fjer"upgqrkpi"~"kpenwfg":4"
Kpugtvkgp"gh"qgrvkgp":4"ku"fkucdngf

Tgwvgt*egphki+$%

This example shows how to enable DHCP option-82 data insertion:
Tgwvgt % "egphkiwtg"vgtokpen"

Gpvgt "egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tgwvgt *egphki+%"kr"fjer"upgqrkpi"kphgtocvkap"qrvkagp"

Tgwvgt *egphki+$"fgq"ujqy"kr"fjer"upggrkpi"~"kpenwfg":4"
Kpugtvkgp"gh"grvkagp":4"ku"gpcdngf

Tgwvgt*egphki+%

Enabling the DHCP Option-82 on Untrusted Port Feature
S

Note  With the DHCP option-82 on untrusted port feature enabled, the switch does not drop DHCP packets
that include option-82 information that are received on untrusted ports. Do not enter the ip dhep
snooping information option allowed-untrusted command on an aggregation switch to which any
untrusted devices are connected.

To enable untrusted ports to accept DHCP packets that include option-82 information, perform this task:

Command Purpose

Step1  Tqwvgt*egphki+%"kr"fjer"upqqrkpi"kphqtocvkap" (Optional) Enables untrusted ports to accept incoming
qrvkqp" cnngy/wpvtwuvgt " DHCP packets with option-82 information.

The default setting is disabled.

Step2  Tgwvgt*egphki+%"fq"ujqy"kr"fjer"upgqgrkpi" Verifies the configuration.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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This example shows how to enable the DHCP option-82 on untrusted port feature:
Tgwvgt%"egphkiwtg"vgtokpen"
Gpvgt"egphkiwtcvkgp"eqgoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0

Tgwvgt *egphki+%"kr"fjer"upggrkpi "kphgtocvkgp"grvkgp" cnngy/wpvtwuvgf"
Tgwvgt *egphki+%

Enabling DHCP Snooping MAC Address Verification

With DHCP snooping MAC address verification enabled, DHCP snooping verifies that the source MAC
address and the client hardware address match in DHCP packets that are received on untrusted ports.
The source MAC address is a Layer 2 field associated with the packet, and the client hardware address
is a Layer 3 field in the DHCP packet.

To enable DHCP snooping MAC address verification, perform this task:

Command Purpose

Step1  Tqwvgt*egphki+%"kr"fjer"upqqrkpi"xgtkh{" Enables DHCP snooping MAC address verification.
oce/cfftguu"

Step2  Tgwvgt*egphki+%"fq"ujqy"kr"fjer"upgqgrkpi"~" Verifies the configuration.
kpenwfg"jycfft"

This example shows how to disable DHCP snooping MAC address verification:

Tqwvgt *egphki+% "pq"kr"£jer"upqgrkpi"xgtkh{ "oce/cfEtguu"
Tgwvgt*egphki+%"fq"ujqy"kr"fjer"upgqrkpi"~"kpenwfg"jycfft"
Xgtkhkecvkgp"gh"jycfft"hkgnf "ku"fkucdngf

Tgwvgt *egphki+$%

This example shows how to enable DHCP snooping MAC address verification:

Tqwvgt *egphki+% "kr"fjer"upqqgrkpi"xgtkh{"oce/cfftguu"
Tawvgt*egphki+$"fq"ujqy"kr"fjer"upgqrkpi"~"kpenwfg"jycfft"
Xgtkhkecvkgp"gh"jycfft"hkgnf"ku"gpcdngf

Tgwvgt *egphki+$%

Enabling DHCP Snooping on VLANSs

By default, the DHCP snooping feature is inactive on all VLANSs. You may enable the feature on a single
VLAN or a range of VLANSs.

When enabled on a VLAN, the DHCP snooping feature creates four entries in the VACL table in the
MFC3. These entries cause the PFC or DFC to intercept all DHCP messages on this VLAN and send
them to the RP. The DHCP snooping feature is implemented in software on the RP.

To enable DHCP snooping on VLANS, perform this task:

Command Purpose

Step1  Tgwvgt*egphki+%$"kr"fjer"upqqrkpi'xncp"}}vian ID"  |Enables DHCP snooping on a VLAN or VLAN range.
lvlan ID ;"~"}xncpatcpigi"

Step2  Tgwvgt*egphki+%"fq"ujqy"kr"fjer"upqggrkpi" Verifies the configuration.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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You can configure DHCP snooping for a single VLAN or a range of VLANS:
» To configure a single VLAN, enter a single VLAN number.

» To configure a range of VLANS, enter a beginning and an ending VLAN number or a dash-separated
pair of VLAN numbers.

¢ You can enter a comma-separated list of VLAN numbers and dash-separated pairs of VLAN
numbers.

This example shows how to enable DHCP snooping on VLANs 10 through 12:
Tgwvgt%"egphkiwtg"vgtokpen"

Tgwvgt*egphki+%"kr"fjer"upgqrkpi"xncp"32"34"

Tgwvgt *egphki+%"

This example shows another way to enable DHCP snooping on VLANSs 10 through 12:
Tgwvgt$"egphkiwtg"vgtokpen"

Tgwvgt *egphki+%"kr"fjer"upggrkpi"xncp"32/34"

This example shows another way to enable DHCP snooping on VLANSs 10 through 12:
Tgwvgt$"egphkiwtg"vgtokpen"

Tagwvgt *egphki+%"kr"fjer"upggrkpi"xncp"32.33.34"

This example shows how to enable DHCP snooping on VLANs 10 through 12 and VLAN 15:
Tgwvgt$"egphkiwtg"vgtokpcn"

Tgwvgt *egphki+%"kr"fjer"upggrkpi"xncp"32/34.37"

This example shows how to verify the configuration:

Tgwvgt *egphki+%"fq"ujqy"kr"fjer"upggrkpi"
Uykvej"FJER"upggrkpi"ku"gpcdngf
FJER"upgqgrkpi"ku"egphkiwtgf"qgp"hgnngykpi "XNCPu<

32/34.37
FJER"upggrkpi"ku"grgtcvkgpen"gp "hgnngykpi "XNCPu<
paprg

FJER"upqggrkpi"ku"egphkiwtgf"gp"vjg"hgnngykpi"Kpvgthcegu<

Kpugtvkgp"gh"grvkgp":4"ku"gpcdngf
Xgtkhkecvkgp"gh"jycfft"hkgnf"ku"gpcdngf

vagthcegﬂ T nnnnnnn l|vtwuvgfl| nmmnn "TCVg"l’lkOkV"*rru+
LI1T71070 0770770770777 7 7 i r g
Tqwvgts"

Configuring the DHCP Trust State on Layer 2 LAN Interfaces

To configure DHCP trust state on a Layer 2 LAN interface, perform this task:

Command Purpose

Step1  Tqwvgt*egphki+%"kpvgthceg"}type slot/port"~" Selects the interface to configure.
rqtv/ejcppgn" pwodgt " ) .
Note  Select only LAN ports configured with the

switchport command or Layer 2 port-channel

interfaces.
Step2  Tqwvgt*egphki/kh+%"kr"£fjer"upggrkpi"vtwuv" Configures the interface as trusted.
Step3  Tqwvgt*egphki/kh+%"fq"ujqy"kr"fjer"upgqrkpi"~" Verifies the configuration.

dgikp"rru"
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This example shows how to configure Gigabit Ethernet port 5/12 as trusted:

Tgwvgt%"egphkiwtg"vgtokpen"
Tgwvgt*egphki+%"kpvgthceg"ikicdkvgvigtpgv"7134"
Tqwvgt*egphki/kh+%"kr"fjer"upggrkpi"vtwuv"
Tgwvgt*egphki/kh+%"f£q"ujqy"kr"fjer"upqgrkpi"~"dgikp"rru"

KpvgthcegmnnnmuwmmnnnmuwnmnnnnnyeyyygfnnnnrTevg'nkokv" *rru+
N A N N A N NN AN
TkicdkvGvigtpgv7134 ™ mnmmmmmmnmwnn fgymnmmnmnuiypnkokvgf
Tqwvgts"

This example shows how to configure Gigabit Ethernet port 5/12 as untrusted:

Tgwvgt%"egphkiwtg"vgtokpen"
Tgwvgt*egphki+%"kpvgthceg"ikicdkvgvijgtpgv"7134"
Tgwvgt*egphki/kh+%"pg"kr"fjer"upggrkpi "vtwuv"
Tgwvgt*egphki/kh+$"fq"ujqy"kr"fjer"upqqgrkpi"~"dgikp"rru"

vagthceg" W nnnnnnn llvtwuvgf nmmwmnnn chg llnkokvll *rru+
L11777777777777777777777 )/ 77 7177 77777777777
IkicdeGVj gtpgv7l34 mimwmwmwmmwwmmnnn llpqll mmwmwmwmwmwnn llwpnkokvgf
Tgwvgts"

Configuring Spurious DHCP Server Detection

Step 1

Step 2

Step 3

To detect and locate spurious DHCP servers, perform this task:

Command

Purpose

Tqwvgt*egphki+%"kr"fjer"upgqrkpi"fgvgev'urwtkqwu" |Enables detection of spurious DHCP servers on a

xncp"tcpig"

specified VLAN range.

Tqwvgt*egphki+%"kr"fjer"upgqrkpi"fgvgev'urwtkqwu" |Sets the interval time, the default is 30 minutes.

kpvgtxcen" time

Tqwvgt%"ujqy"kr"fjer"upgqrkpi"fgvgev"urwtkgqwu Verifies spurious DHCP server detection.

This example shows how to configure DHCP spurious server detection on VLANs 20 to 25 and set the
interval to 50 minutes:

Tgwvgt$"egphkiwtg"vgtokpen"

Tgwvgt *egphki+%"kr"fjer"upggrkpi"fgvgev"urwtkgwu"xncp"42/47
Tqwvgt*egphki+%"kr"fjer"upqgrkpi"fgvgev"urwtkgqwu"kpvgtxcn" 72
Tawvgt$"fqujqy"kr"fjer"upgqrkpi" fgvgev"urwtkqwu
Urwtkgwu"FJER"ugtxgt"fgvgevkgp"ku"gpcdngf0

Fgvgevkgp"XNCP"nkuv"<"42/47
Fgvgevkgp"kpvgtxcn"<"72"okpwvgu
Tawvgt$
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Configuring DHCP Snooping Rate Limiting on Layer 2 LAN Interfaces

To configure DHCP snooping rate limiting on a Layer 2 LAN interface, perform this task:

Command Purpose
Step1  Tqwvgt*egphki+%"kpvgthceg"}type slot/port"~"rqtv/ejcppgn" |Selects the interface to configure.
pwodgti" ) .
Note  Select only LAN ports configured with
the switchport command or Layer 2
port-channel interfaces.
Step2  Tqwvgt*egphki/kh+%"kr"fjer"upqqrkpi"nkokv"tevg"tcvg" Configures DHCP packet rate limiting.

Step3  Tqwvgt*egphki/kh+%"fq"ujqy"kr"fjer"upqqrkpi”~"dgikp"rru" |Verifies the configuration.

When configuring DHCP snooping rate limiting on a Layer 2 LAN interface, note the following
information:

¢ We recommend an untrusted rate limit of not more than 100 packets per second (pps).

» Ifyouconfigure rate limiting for trusted interfaces, you might need to increase the rate limit on trunk
ports carrying more than one VLAN on which DHCP snooping is enabled.

» DHCP snooping puts ports where the rate limit is exceeded into the error-disabled state.

This example shows how to configure DHCP packet rate limiting to 100 pps on Gigabit Ethernet port
5/12:

Tgwvgt$"egphkiwtg"vgtokpcn"

Tawvgt *egphki+%"kpvgthceg"ikicdkvgvjgtpgv"7134"

Tagwvgt *egphki/kh+%"kr"fjer"upqqgrkpi"nkokv"tcvg"322"
Tgwvgt*egphki/kh+$"fq"ujqy"kr"fjer"upqgqgrkpi"~"dgikp"rru"

vagthceg" RN RN R R RN IRRE] "VtW'Llng" nnn "chg "nkokv"*rru+
LI1070070077 0770770777777 7y 177777777
IkiCdeGVj gtpgv7l34 mimwmmwmmwmmwmmmnmn llpqll nmmwmmwmmwmnn "322 n

Tgwvgts"

The DHCP Snooping Database Agent

e Prerequisites for the DHCP Snooping Database Agent, page 80-14

» Restrictions for the DHCP Snooping Database Agent, page 80-14

» Default Settings for the DHCP Snooping Database Agent, page 80-15
* How to Configure the DHCP Snooping Database Agent, page 80-15

« Configuration Examples for the Database Agent, page 80-15

Prerequisites for the DHCP Snooping Database Agent

None.

Restrictions for the DHCP Snooping Database Agent

» The DHCP snooping database stores at least 8,000 bindings.

« Store the file on a TFTP server to avoid consuming storage space on the switch storage devices.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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»  When a switchover occurs, if the file is stored in a remote location accessible through TFTP, the
newly active supervisor engine can use the binding list.

» Network-based URLs (such as TFTP and FTP) require that you create an empty file at the
configured URL before the switch can write the set of bindings for the first time.

Default Settings for the DHCP Snooping Database Agent

None.

How to Configure the DHCP Snooping Database Agent

To configure the DHCP snooping database agent, perform one or more of the following tasks:

Command Purpose

Tgwvgt*egphki+% kr"fjer"upqggrkpi"fcvedcug"}"awtn"~" Configures a URL for the database agent (or file) and the
ytkvg/fgnc{"ugegpfu"~"vkogqwv" ugegpfu" i " related timeout values.

Tgwvgts ujqy"kr"f£jer"upggrkpi"fevedeug"] £gvekn " Displays the current operating state of the database agent and

statistics associated with the transfers.

Tqwvgt% engct"kr"fjer"upggrkpi"fevedcug"uvevkuvkeu" Clears the statistics associated with the database agent.

Tqwvgt% tgpgy"kr"fjer"upqggrkpi"fcvedcug"]lxcnkfevkgp" |Requests the read entries from a file at the given URL.
pq:pg_n] th—n

Tgwvgt% kr"fjer"upggrkpi"dkpfkpi"oceacfrtguu"xncp" Adds bindings to the snooping database.
vlan ID ip address"kpvgthceg"khpcog"gzrkt{"

ngcugakpaugegpfu"

Configuration Examples for the Database Agent

e Example 1: Enabling the Database Agent, page 80-15
« Example 2: Reading Binding Entries from a TFTP File, page 80-17
« Example 3: Adding Information to the DHCP Snooping Database, page 80-18

Example 1: Enabling the Database Agent

The following example shows how to configure the DHCP snooping database agent to store the bindings
at a given location and to view the configuration and operating state:

Tgwvgt%"egphkiwtg"vgtokpcn"

Tqwvgt*egphki+% "kr"fjer"upqgrkpi"fcvedcug"vhvr<11320303031fktgevgt { Lhkng"
Tgwvgt *egphki+%$"gpf"

Tawvgt$"ujqy"kr"fjer"upgqgrkpi" fecvedecug" fgvekn"
Cigpv"WIN"<"vhvr<11320303031fktgevgt{1lhkng
Ytkvg"fgnc{"Vkogt"<"522"ugegpfu

Cdgtv"Vkogt"<"522"ugegpfu

Cigpv"Twppkpi"<"Pgq
Fgnc{"Vkogt"Gzrkt{"<"9"*22<22<29+
Cdgtv"Vkogt"Gzrkt {"<"Pgv"Twppkpi

Ncuv"Uweeggfgf "Vkog"<"Pqgpg
Ncuv"Hckngf"Vkog"<"39<36<47"WVE"Ucv"Lwn"9"4223
Ncuv"Hckngf"Tgcugp"<"Wpcdng"vg"ceeguu"WINO
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Note

Vgven"Cvvgorvu''nnnnngnnnnnnngnnngyctvwr "Hcknwtgu'< g
Uweeguuhwn"Vtcpuhgtu<""nnnnnn2nnngekngf "Vtcpuhgtu<mnnnnnngs
Uweeguuhwn"Tgcfun mnnngnnnnnnnnpnnngokngf "Tgefulnmnngnnmnnmnnng
Uweeguuhwn"Ytkvgu""" "< mnnnnnnpnnngekngf " Yekvgut T g3
Ogfkc"Hcknwtgummmumnnngmmnnnnmnng

Hktuv'"uweeguuhwn"ceeguu<"Tgcf

Ncuv"kipgtgf"dkpfkpiu"eqwpvgtu"<

Dkpfkpi"Egnnkukgpu" "t <rnnnunnnynnngzrkegf ingougu it mnnnnnny
prcnkf n kpvgthcegu mmwmmn < mmmwmwmwmnmnn 2 mmn wPuwrrqtvgf n chpu" < mmwmwmwmwmnn 2
Rctug n hcknwtgu nnwwwwnn < nmuwwmwmwnn 2

Ncuv"Kipgtgf"Vkog"<"Pgpg

Vgven'"kipgtgf"dkpfkpiu"egwpvgtuc<

kafkpinEqnnkukqpunnnn<nnnnnnnn2nnnGzrktgfnngcugunnnn<nnnnnnnn2
KpXanf n kpvgthcegu nmomnn < nmonwmwmwnn 2 nmmnn wPuwrrqtvgf n chpuﬂ < nmmwmwmwmwwnn 2
Rctug n hcknwtgu nmowmwmwwmwnn < nmowmwmmmwmnn 2

Tawvgt$

The first three lines of output show the configured URL and related timer-configuration values. The next
three lines show the operating state and the amount of time left for expiry of write delay and abort timers.

Among the statistics shown in the output, startup failures indicate the number of attempts to read or
create the file that failed on bootup.

Create a temporary file on the TFTP server with the touch command in the TFTP server daemon
directory. With some UNIX implementations, the file should have full read and write access permissions
(777).

DHCP snooping bindings are keyed on the MAC address and VLAN combination. If an entry in the
remote file has an entry for a given MAC address and VLAN set for which the switch already has a
binding, the entry from the remote file is ignored when the file is read. This condition is referred to as
the binding collision.

An entry in a file may no longer be valid because the lease indicated by the entry may have expired by
the time it is read. The expired leases counter indicates the number of bindings that are ignored because
of this condition. The Invalid interfaces counter refers to the number of bindings that have been ignored
when the interface referred by the entry either does not exist on the system or is a router or DHCP
snooping trusted interface (if it exists) when the read happened. Unsupported VLANSs refers to the
number of entries that have been ignored because the indicated VLAN is not supported on the system.
The Parse failures counter provides the number of entries that have been ignored when the switch is
unable to interpret the meaning of the entries from the file.

The switch maintains two sets of counters for these ignored bindings. One provides the counters for a
read that has at least one binding ignored by at least one of these conditions. These counters are shown
as the “Last ignored bindings counters.” The total ignored bindings counters provides a sum of the
number of bindings that have been ignored because of all the reads since the switch bootup. These two
sets of counters are cleared by the clear command. The total counter set may indicate the number of
bindings that have been ignored since the last clear.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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Example 2: Reading Binding Entries from a TFTP File

Step 1
Step 2
Step 3
Step 4

To manually read the entries from a TFTP file, perform this task:

Command

Purpose

Tawvgt$"ujqy"kr"fjer"upggrkpi"fcvedcug”

Displays the DHCP snooping database agent statistics.

Tawvgt$"tgpgy"kr"fjer"upggr"fcve" wtn"

Directs the switch to read the file from the URL.

Tawvgt$"ujqy"kr"fjer"upgqr"fcve"

Displays the read status.

Tqwvgt$"ujqy"kr"fjer"upggr"dkpf"

Verifies whether the bindings were read successfully.

This is an example of how to manually read entries from the tftp://10.1.1.1/directory/file:

Tawvgt$"ujqy"kr"fjer"upgqrkpi" fcvedcug"

Cigpv"WIN"<"

Ytkvg"fgnc{"Vkogt"<"522"ugegpfu

Cdgtv"Vkogt"<"522"ugegpfu

Cigpv"Twppkpi"<"Pqg

Fgnc{"Vkogt"Gzrkt {"<"Pgv"Twppkpi
Cdgtv"Vkogt"Gzrkt {"<"Pqgv"Twppkpi

Ncuv"Uweeggfgf "Vkog"<"Pgpg
Ncuv"Hckngf"Vkog"<"Pgpg

Ncuv"Hckngf"Tgcugp"<"Pg"hcknwtg"tgeqtfgf0

vgven"Cvvgorvy"ttrrnnncnnnnnnnnnnngyctywr"Heknwtgut<nnnnnnnng
Uweeguuhwn"Vtcpuhgtu<tnmrnnnnpnnnpgekngf"vecpuhgtu<mmnnmmmn
Uweeguuhwn"Tgcfu""mnngnnnnnnnnynnngekngf"Tgeful"nnignnnnnnnny
Uweeguuhwn"Ytkvgu""mennnmnnnnynnngekngf"ytkvgutmrignmmnnnnng
Ogfkc"Hcknwtgu™""mmnmigmmmmmninng

Tqwvgt$"tgpgy"kr"fjer"upqgqgr"feve"vhvr<11320303031fktgevgt { 1hkng"
Ngcfkpi"fktgevgt {1hkng"htgo"32030303"*xkc"IkicdkvGvigtpgv313+<"#

ToM"/n679md{vgu

Fcvedcug" fgypngcfgf "uweeguuhwnn {0

Tawvgt$

22<23<4 ;<" ' FJERAUPQQRKPI/8/CIGPVaQRGTCVKQPaUWEEGGFGF<"FJER"upggrkpi"fcvedcug"Tgef™"

uweeggfgfo

Tqwvgt$"ujqy"kr"fjer"upggr"fcve"

Cigpv"WIN"<"

Ytkvg"fgnc{"Vkogt"<"522"ugegpfu

Cdgtv"Vkogt"<"522"ugegpfu

Cigpv"Twppkpi"<"Pg

Fgnc{"Vkogt"Gzrkt {"<"Pgv"Twppkpi
Cdgtv"Vkogt"Gzrkt {"<"Pgv"Twppkpi

Ncuv"Uweeggfgf"Vkog"<"37<46<56"WVE"Uwp"Lwn":"4223

Ncuv"Hckngf"Vkog"<"Pgpg

Ncuv"Hckngf"Tgcugp"<"Pg"hcknwtg"tgeqtfgf0

Vgven"Cvvgorvu!trnnnngnnnnnnnnnnngyctyvwr "Heknwtgut<tnnrnnnng
Uweeguuhwn"Vtcpuhgtu<""nnnnnn3znnngekngf "Vecpuhgtu<nmrnnnnng
Uweeguuhwn"Tgcfu"""hcmnnmnnnngnnnpgekngf"Tgefyt"mnignnmnmnmnny
Uweeguuhwn"Ytkvgu""nnennnnnnnunpnnnpgokngf"Yekvguh e nnnnmnng
Ogfkc"Hcknwtgu""nmnmngnuwnmmwnmmnny

Tawvgt$

Tagwvgt$"ujqy"kr"fjer"upgqr"dkpf"
Ocecfftguu" mowwmwmwmwnnn Krcfftguu" mmwmwmwnwn "Ngcug*uge+ n "v{ rg" nmoowowmwwmnn XNCP" n vagthceg
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LIT1777770 77770777770 77777777777" 77777777777 777777777777"" 7777 11177777771177771777

22<23<22<23<22<27"" 13030303 NN NG, 3ounnnnnnfer/upgqrkpi " "734" " " TkicdkvGvigtpgv313
22<23<22<23<22<24"""3030303 " N wn g, Iownnnnnnfier/upggrkpi"734" " " IkicdkvGvigtpgv313
22<23<22<23<22<26""13030303 " NN NG, 3ounnnnnnfer/upgqrkpi " "3758" " IkicdkvGvigtpgv3l3
22<23<22<23<22<25"113030303 N NN,  3ounnnnnnfier/upgqrkpi " "3246" " TkicdkvGvigtpgv313
22<23<22<23<22<23""13030303 " NN nN NG, Iounnnnnnfier/upggrkpi "3 IkicdkvGvigtpgv3la

Tqwvgt%"engct"kr"fjer"upgqr"dkpf"

quvgt%"uqu"kr"fjer"upqqr"dkpf“ nn
OceCfftguu""""""""""KrCfftguu""""""""Ngcug*uge+""V{rg"""""""""""XNCP""KpVgthceg
LIT177777077770 7777777777777 77777" 7777777777 777777777777""7777""11177777771177771777
Tgwvgt$

Example 3: Adding Information to the DHCP Snooping Database

Step 1
Step 2

Step 3

To manually add a binding to the DHCP snooping database, perform this task:

Command Purpose
Tgwvgt$"ujqy"kr"fjer"upgqrkpi"dkpfkpi" Views the DHCP snooping database.
Tqwvgt%"kr"fjer"upqqrkpi"dkpfkpi"dkpfkpiakf"xnep" | Adds the binding using the ip dhcp snooping exec
xncpakf"kpvgthceg" kpvgthceg"gzrkt { " ngcugavkog" command.
Tgwvgt$"ujqy"kr"fjer"upqqrkpi"dkpfkpi" Checks the DHCP snooping database.

This example shows how to manually add a binding to the DHCP snooping database:

Tawvgt$"ujqy"kr"fjer"upggrkpi "dkpfkpi"

Ocecfftguu" nmopmwmnmwmnn "Krcfftguu" mmwmwmwnwn I|Ngcug*uge+l| "v{rg" mowwmwmwmwmwmnn "XNCP" "vagthceg
L1170 070 0700770777777 7777 777777 777777777 777777777777 1777""17777777777777777777
Tgwvgt$

Tqwvgt$"kr"fjer"upqqrkpi"dkpfkpi"30303"xncp"3"3030303 "kpvgthceg"ik313"gzrkt{"3222"

Tagwvgt$"ujqy"kr"fjer"upggrkpi"dkpfkpi"

OceCfftguunnnnnnnnnngyrCffeguu" """ """ "Ngcug*uge+""V{rg""nnnnnnnnnyNCP" "Kpvgthceg

L1170 070077 0777777770777 777 777 77777777777 7777777777777 17777777777777777777
22<23<22<23<22<23"""3030303 " gunnnnnnnnfier /ypggrkpi""3" """ IkicdkvGvjgtpgv313
Tgwvgt$

Displaying the DHCP Snooping Binding Table

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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The DHCP snooping binding table for each switch contains binding entries that correspond to untrusted
ports. The table does not contain information about hosts interconnected with a trusted port because each
interconnected switch will have its own DHCP snooping binding table.

This example shows how to display the DHCP snooping binding information for a switch:

Tqwvgt$"ujqy"kr"fjer"upggrkpi"dkpfkpi"

Ocecfftguuﬂ mmwmwmmmnnn Krcfftguuﬂ mmwmwmwnn I|Ngcug*uge+l| "V{I‘g" mmwmwmmmnnnn I|XNCPI| n vagthceg
A A N R N Y N A N A NNy,
22<24<D5<5H<5D<’.’.l| n l|77070704"l|l|l|l|l|l|l|||8’.65||l|l|l|l|l|l|l|fjer/upqqupi"||32||l|I|I|IkicdeGngtpgv8l32

Table 80-1 describes the fields in the show ip dhep snooping binding command output.
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Table 80-1 show ip dhcp snooping binding Command Output
Field Description
MAC Address Client hardware MAC address

IP Address

Client IP address assigned from the DHCP server

Lease (seconds)

IP address lease time

Type

Binding type: dynamic binding learned by DHCP snooping or
statically-configured binding

VLAN

VLAN number of the client interface

Interface

Interface that connects to the DHCP client host

For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products support_series_home.html

Participate in the Technical Documentation Ideas forum

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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IP Source Guard

e Prerequisites for IP Source Guard, page 81-1

» Restrictions for IP Source Guard, page 81-2

» Information About IP Source Guard, page 81-2

e Default Settings for IP Source Guard, page 81-3

e How to Configure IP Source Guard, page 81-3

« Displaying IP Source Guard PACL Information, page 81-5
« Displaying IP Source Binding Information, page 81-6

Note « For complete syntax and usage information for the commands used in this chapter, see these
publications:

http://www.cisco.com/en/US/products/ps11846/prod command reference list.html

* Cisco IOS Release 15.4SY supports only Ethernet interfaces. Cisco IOS Release 15.4SY does not
support any WAN features or commands.

)o

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum

Prerequisites for IP Source Guard

None.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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Restrictions for IP Source Guard

Because the IP source guard feature is supported only in hardware, IP source guard is not applied if there
are insufficient hardware resources available. These hardware resources are shared by various other
ACL features that are configured on the system. The following restrictions apply to IP source guard:

» Supported only on ingress Layer 2 ports.

» Supported only in hardware; not applied to any traffic that is processed in software.
* Does not support filtering of traffic based on MAC address.

e Is not supported on private VLANSs.

Information About IP Source Guard

e Overview of IP Source Guard, page 81-2

e [P Source Guard Interaction with VLAN-Based Features, page 81-2
e Channel Ports, page 81-3

e Layer 2 and Layer 3 Port Conversion, page 81-3

e [P Source Guard and Voice VLAN, page 81-3

e [P Source Guard and Web-Based Authentication, page 81-3

Overview of IP Source Guard

IP source guard provides source IP address filtering on a Layer 2 port to prevent a malicious host from
impersonating a legitimate host by assuming the legitimate host’s IP address. The feature uses dynamic
DHCP snooping and static IP source binding to match IP addresses to hosts on untrusted Layer 2 access
ports.

Initially, all IP traffic on the protected port is blocked except for DHCP packets. After a client receives
an [P address from the DHCP server, or after static IP source binding is configured by the administrator,
all traffic with that IP source address is permitted from that client. Traffic from other hosts is denied.
This filtering limits a host’s ability to attack the network by claiming a neighbor host’s IP address.

IP source guard is a port-based feature that automatically creates an implicit port access control list
(PACL).

IP Source Guard Interaction with VLAN-Based Features

Use the access-group mode command to specify how IP source guard interacts with VLAN-based
features (such as VACL and Cisco IOS ACL and RACL).

In prefer port mode, if IP source guard is configured on an interface, IP source guard overrides other
VLAN-based features. If IP source guard is not configured on the interface, other VLAN-based features
are merged in the ingress direction and applied on the interface.

In merge mode, IP source guard and VLAN-based features are merged in the ingress direction and
applied on the interface. This is the default access-group mode.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
.’d |



| Chapter 81 IP Source Guard

Default Settings for IP Source Guard

Channel Ports

IP source guard is supported on Layer 2 port-channel interfaces but not on the port members. When IP
source guard is applied to a Layer 2 port-channel channel interface, it is applied to all the member ports
in the EtherChannel.

Layer 2 and Layer 3 Port Conversion
When an IP source guard policy is configured on a Layer 2 port, if the port is reconfigured as a Layer 3

port, the IP source guard policy no longer functions but is still present in the configuration. If the port
is reconfigured as a Layer 2 port, the IP source guard policy becomes effective again.

IP Source Guard and Voice VLAN

IP source guard is supported on a Layer 2 port that belongs to a voice VLAN. For IP source guard to be
active on the voice VLAN, DHCP snooping must be enabled on the voice VLAN. In merge mode, the
IP source guard feature is merged with VACL and Cisco IOS ACL configured on the access VLAN.

IP Source Guard and Web-Based Authentication

You can configure IP source guard and web-based authentication (see Chapter 86, “Web-Based
Authentication”) on the same interface. Other VLAN-based features are not supported when IP Source
Guard and web-based authentication are combined.

Default Settings for IP Source Guard

None.

How to Configure IP Source Guard

To enable IP source guard, perform this task:

Command Purpose
Step1  Tqwvgt*egphki+%"kr"fjer"upqgqrkpi" Enables DHCP snooping globally.
Step2  Tgwvgt*egphki+%"kr"fjer"upqqrkpi"xncp"pwodgt" Enables DHCP snooping on your VLAN:S.
1 pwodgt
Step3  Tqwvgt*egphki+%"kpvgthceg"interface-name Selects the interface to be configured.
Step4  Tgwvgt*egphki/kh+%"pg"kr"fjer"upggrkpi"vtwuv Use the no keyword to configure the interface as
untrusted.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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Step 5

Step 6
Step 7

Step 8
Step 9

Command Purpose
Tqwvgt *egphki/kh+%"kr"xgtkh{ "ugwteg"xncp" Enables IP source guard, source IP address filtering on
£jer/upqqrkpi "] rqtv/ugewtkv{_ the port. The following are the command parameters:
< vlan applies the feature to only specific VLANs on
the interface. The dhep-snooping option applies the
feature to all VLANSs on the interface that have
DHCP snooping enabled.
» port-security enables MAC address filtering. This
feature is currently not supported.
Tqwvgt *egphki/kh+%"gzkv Returns to global configuration mode.
Tqwvgt*egphki+%"kr"uqwteg"dkpfkpi" oceacfftguu (Optional) Configures a static IP binding on the port.
xncp"vian-id ip-address"kpvgthceg"interface name
Tqwvgt *eqphki+3"gpf" Exits configuration mode.
Tgwvgt$"ujqy"kr"xgtkh{ "ugwteg"] kpvgthceg" Verifies the configuration.
kpvgthcegapcog

~

Note

The static IP source binding can only be configured on a Layer 2 port. If you enter the
ip source binding vlan interface command on a Layer 3 port, you receive this error message:

Uvcvke"KR"ugwteg"dkpfkpi"ecp"gpn{ "dg"egphkiwtgf "gp"uykvej"rgtvo

The no keyword deletes the corresponding IP source binding entry. This command requires an exact
match of all the required parameters in order for the deletion to be successful.

This example shows how to enable per-Layer 2 port IP source guard on VLANs 10 through 20:

Tgwvgt % "egphkiwtg"vgtokpcn

Gpvgt "egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tgwvgt*egphki+%"kr"fjer"upqgarkpi

Tgwvgt *egphki+%"kr"fjer"upqgqgrkpi"xncp"32"42

Tqwvgt *egphki+%"kpvgthceg"ikicdkvgvijgtpgv"81l3
Tgwvgt*egphki/kh+%"uykvejrqgtv"oqfg"ceeguu

Tgwvgt *egphki /kh+%"uykvejrgtv"ceeguu"xncp"32

Tgwvgt *egphki/kh+%"pq"kr"fjer"upggrkpi"vtwuv

Tqwvgt *egphki/kh+%"kr"xgtkh{ "ugwteg"xncp"fjer/upqgqgrkpi
Tgwvgt *egphki/kh+%"gpf

Tqwvgt$"ujqy"kr"xgtkh{ "ugwteg"kpvgthceg"ikicdkvgvjgtpgv"813

Kpvgthceg" "Hknvgt /v {rg" "Hknvgt /ogfg" "KR/cfftguu"""""""Oce/cfftguu" """ """ "Xncp
A A N A A A s
TRGL3 MMMt iy I Gy kg 3D 02 0203 1IN I3

TRGL3 MMt ey i ut an sttt cayrleeg M I E g { /iy 33 /40 0
Tgwvgt$

The output shows that there is one valid DHCP binding to VLAN 10.

This example shows how to configure an interface to use prefer port mode:

Tgwvgt % "egphkiwtg"vgtokpcn
Tqwvgt*egphki+%"kpvgthceg"ikicdkvgvjgtpgv"81l3
Tgwvgt*egphki/kh+%"ceeguu/itqwr"oqfg"rtghgt "rqtv

This example shows how to configure an interface to use merge mode:

Tgwvgt$"egphkiwtg"vgtokpen
Tgwvgt *egphki+%"kpvgthceg"ikicdkvGvigtpgv"813

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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Displaying IP Source Guard PACL Information

Tqwvgt*egphki/kh+%"ceeguu/itqwr"ogfg"ogtig

Displaying IP Source Guard PACL Information

To display IP source guard PACL information for all interfaces on a switch, perform this task:

Command Purpose
Tgwvgt$"ujqy"kr"xgtkh{"ugwteg"]lkpvgthceg" Displays IP source guard PACL information for all
interface-name_ interfaces on a switch or for a specified interface.

Note

Note

This example shows that DHCP snooping is enabled on VLAN 10 through 20, interface fa6/1 is
configured for IP filtering, and there is an existing IP address binding 10.0.01 on VLAN 10:

Tqwvgt%"ujqy"kr"xgtkh{ "ugwteg"kpvgthceg"hc813

Kpvgthceg""Hknvgt /v{rg" "Hknvgt /ogfg""KR/cfftguu"""""""Oce/cfftguu" """ "Xncp
N A N AR N A Y A VNIV,
hc813l| mmwmmn l|krl| mimwmwmmmnnn "CerXg" mmwmwnmn l|32020203" LI L L L L L L L L L L L L LR LR LI LI LR L] l|32

hc813|| mmwmmn l|krl| mimwmwmwmmnnn l|cevkxgl| mmwmwnmmn l|fgp{/cnnl| LU L L L L L L L L L L LR LR L L LR LR LR LR LI LR L] ||33/42

The second entry shows that a default PACL (deny all IP traffic) is installed on the port for those
snooping-enabled VLANSs that do not have a valid IP source binding.

This example shows the displayed PACL information for a trusted port:

Kpvgthceg" "Hknvgt /v{rg" "Hknvgt /ogfg""KR/cfftguu"""""""Oce/cfftguu" """ "Xncp
LI0707777 7777777777707 777777 7777777777777 7777777717177 777
hceglgnnnnnnkpnnununnnnnnnkpoevkxg/vtwuv/rqtv

This example shows the displayed PACL information for a port in a VLAN not configured for DHCP
snooping:

Kpvgthceg" "Hknvgt /v{rg" "Hknvgt /ogfg""KR/cfftguu"""""""Oce/cfftguu" """ "Xncp
LI770777 7700770777 7777777 7777777777777 7777707777777
hc815""""""kr"""""""""""kpcevkxg/pq/upqqupi/xncp

This example shows the displayed PACL information for a port with multiple bindings configured for
an IP/MAC filtering:

Kpvgthceg""Hknvgt /v{rg" "Hknvgt /ogfg""KR/cfftguu"""""""Oce/cfftguu" """ "Xncp
LI7777777 7777777777777 7 7777 1777777777777 77777777717 177777
hcglgnnnnnngpnnnnnnnnnnnceykxg""Mnnnn3020204" " " nnnnncccc0ddddoeeee 32

hc816" nmmwnn l|krl| nowowmwwmwnn "CerXg" nmmwmwnn ||33020203" nmwnuwmnnn l|ccccodddd0eeef" ||33

hc816" nmnn "kr" nmwowmwmwnn l|cevkxg" nmmwmwnn "fgp{/cnn" nmmwnmmwmnn "fgp{/cnn" nmmwnouwnn ||34/42

This example shows the displayed PACL information for a port configured for IP/MAC filtering but not
for port security:

Kpvgthceg" "Hknvgt /v{rg" "Hknvgt /ogfg""KR/cfftguu"""""""Oce/cfftguu" """ "Xncp

Y A N AR N A Y A YNNI,
hc8l7""""""kr"""""""""""cevkxg"""""""32020205"""""""""rgtokv/cnn""""""32

hc817l| nmmnn l|krl| nmnouwmmwmnn I|Cevkxgl| nmmwmownn l|fgp{/cnnl| nmwnmnmwmnn l|rgtokv/cnnl| nmnn l|33/42

The MAC address filter shows permit-all because port security is not enabled, so the MAC filter cannot
apply to the port/VLAN and is effectively disabled. Always enable port security first.
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This example shows an error message when you enter the show ip verify source command on a port that
does not have an IP source filter mode configured:

Tqwvgt%"ujqy"kr"xgtkh{ "ugwteg"kpvgthceg"hc818
KR"Ugwteg"Iwctf"ku"pgv"egphkiwtgf"gp"vjg"kpvgthceg"hc8180
This example shows how to display all interfaces on the switch that have IP source guard enabled:

Tqwvgt$"ujqy"kr"xgtkh{ "ugwteg

Kpvgthceg" "Hknvgt /v{rg" "Hknvgt /ogfg""KR/cfftguu" """ """Oce/cEftguu" """ "Xncp
JI1T1110770 0111701170700 1111711177701 11 1111110111017 11117111711101%111111]17
hc813 mmwmwnmmn l|krl| mmwmwmwmmnnn l|cevkxgl| mmwmwmmn l|32020203 mmpmwmwwwrnmmnnnnnnnnnnn l|32
hc813 mmwmmn "kr" mmwmwmwmwmwmwnn llcevkxg" mmwmwmwnmn fgp{/cnn" MImwmmmm i mnnnn "33/42
hc8l4""""""kr"""""""""""kpcevkxg/vtwuv/rqtv

hc8l15mmnnnnjpmmmmmnmnnnnn kpcerXg/pq/ququpi/XnCp

hC816 mmwmmn "kr" mmwmwmwmwmwmwnn llcevkxg" mmwmmn "32 02 02 04 mmwmwmwmwmwnn "CCCCoddddOeeee" "32
hc816 mmwmwnn l|krl| mmwmwmwmwmwnwnn "CerXg" mmwmwnn l|33020203 mmwmwmwmwnwnn "CCCCOddddOeeef" l|33
hc816 mmwmwnmmn l|krl| mmwmwmwmmnnn l|cevkxgl| mmwmwmmn l|fgp{/cnnl| mmwmwmwmmn l|fgp{/cnnl| mmwmwmwmn l|34/42
hc817 mmwmmn "kr" mmwmwmwmwmwmwnn llcevkxg" mmwmmn "32 02 02 05 mmwmwmwmwmwnn "rgtokv/cnn" mmwmn "32
hc8l7nnnnnnkrnnnnnnnnnnncevkxgnnnnnnnfgp{/cnnnnnnnnnnnrgtokv/cnnnnnnnn33/42

Displaying IP Source Binding Information

To display all IP source bindings configured on all interfaces on a switch, perform this task:

Command Purpose

Tawvgt$"ujqy"kr"uqwteg"dkpfkpi"] kracfftguu " Displays IP source bindings using the optional specified
loceacfftguu "]fjer/upqgqrkpi"~"uvcvke " display filters.

lxnep"xncpakf "]kpvgthceg"kpvgthcegapcog
The dhep-snooping filter displays all VLANs on the
interface that have DHCP snooping enabled.

This example shows how to display all IP source bindings configured on all interfaces on the switch.

Tagwvgt$"ujqy"kr"ugwteg"dkpfkpi

OceCfftguummnnnnnnnngyCcfftguu """ """ "Ngcug*uge+""V{rg"nrrrnnnnnn¥NCP" "Kpvgthceg
LI1077077777777777 77 7777777777777" 1777777777 1777777777777""/77/"")77177177177177177/7
22<24<D5<5H<5D<; ; """77070704 M nnnnnngyaqunnnnnnnfier/ypggrkpi 32" """ IkicdkvGvigtpgve1l32
22<22<22<2C<22<2D"""33020203 """ nnkphkpkvg" " " tuvevketnrnnnnnnyannnn ki cdkvGvjgtpgv81l32
Tawvgt$

Table 81-1 describes the fields in the show ip source binding command output.

Table 81-1 show ip source binding Command Output

Field Description

MAC Address Client hardware MAC address

IP Address Client IP address assigned from the DHCP server

Lease (seconds) IP address lease time

Type Binding type; static bindings configured from CLI to dynamic binding
learned from DHCP snooping

VLAN VLAN number of the client interface

Interface Interface that connects to the DHCP client host
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Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum
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CHAPTER 82

Dynamic ARP Inspection (DAI)

¢ Prerequisites for DAI, page 82-1

» Restrictions for DAI, page 82-2

e Information About DAI, page 82-3

e Default Settings for DAI, page 82-6

e How to Configure DAI, page 82-7

e Configuration Examples for DAI, page 82-16

Note « For complete syntax and usage information for the commands used in this chapter, see these
publications:

http://www.cisco.com/en/US/products/ps11846/prod _command reference list.html

e Cisco IOS Release 15.4SY supports only Ethernet interfaces. Cisco IOS Release 15.4SY does not
support any WAN features or commands.

e The PFC and any DFCs support DAI in hardware.

)o

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum

Prerequisites for DAI

None.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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Restrictions for DAI

Hardware-accelerated DAL is enabled by default.

When DAL is hardware-accelerated, you can configure CoPP to rate limit ARP traffic that would be
processed by the RP (for example, packets with a broadcast destination MAC address or the MAC
address of the RP; see Chapter 79, “Control Plane Policing (CoPP)”).

DAI logging, including both ACL logging and DHCP logging, is not compatible with DAI hardware
acceleration. When DAL is hardware-accelerated, DAI logging is disabled.

S
Note  Regardless of the enable state of DAI hardware acceleration, DAI configured to use an

ARP ACL with the acl-match matchlog keywords is processed in software and supports
logging.

Because DAL is an ingress security feature, it does not perform any egress checking.

DAI is not effective for hosts connected to switches that do not support DAI or that do not have this
feature enabled. Because man-in-the-middle attacks are limited to a single Layer 2 broadcast
domain, separate the domain with DAI checks from the one with no checking. This action secures
the ARP caches of hosts in the domain enabled for DAI.

DAI depends on the entries in the DHCP snooping binding database to verify IP-to-MAC address
bindings in incoming ARP requests and ARP responses. Make sure to enable DHCP snooping to
permit ARP packets that have dynamically assigned IP addresses. For configuration information,
see Chapter 80, “Dynamic Host Configuration Protocol (DHCP) Snooping.”

When DHCP snooping is disabled or in non-DHCP environments, use ARP ACLs to permit or to
deny packets.

DALI is supported on access ports, trunk ports, EtherChannel ports, and private VLAN ports.

A physical port can join an EtherChannel port channel only when the trust state of the physical port
and the channel port match. When you change the trust state on the port channel, the switch
configures a new trust state on all the physical ports that comprise the channel.

The operating rate for the port channel is cumulative across all the physical ports within the channel.
For example, if you configure the port channel with an ARP rate limit of 400 pps, all the interfaces
combined on the channel receive an aggregate 400 pps. The rate of incoming ARP packets on
EtherChannel ports is equal to the sum of the incoming rate of packets from all the channel
members. Configure the rate limit for EtherChannel ports only after examining the rate of incoming
ARP packets on the channel-port members.

The rate of incoming packets on a physical port is checked against the port-channel configuration
rather than the physical-ports configuration. The rate-limit configuration on a port channel is
independent of the configuration on its physical ports.

If the EtherChannel receives more ARP packets than the configured rate, the channel (including all
physical ports) is placed in the error-disabled state.

Make sure to limit the rate of ARP packets on incoming trunk ports. Configure trunk ports with
higher rates to reflect their aggregation and to handle packets across multiple DAI-enabled VL ANS.
You also can use the ip arp inspection limit none interface configuration command to make the
rate unlimited. A high rate-limit on one VLAN can cause a denial-of-service attack to other VLANSs
when the software places the port in the error-disabled state.
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Information About DAI

¢ Information about ARP, page 82-3

* ARP Spoofing Attacks, page 82-3

» DAI and ARP Spoofing Attacks, page 82-4

» Interface Trust States and Network Security, page 82-4

« Rate Limiting of ARP Packets, page 82-5

¢ Relative Priority of ARP ACLs and DHCP Snooping Entries, page 82-6
¢ Logging of Dropped Packets, page 82-6

Information about ARP

ARP provides IP communication within a Layer 2 broadcast domain by mapping an IP address to a MAC
address. For example, Host B wants to send information to Host A but does not have the MAC address
of Host A in its ARP cache. Host B generates a broadcast message for all hosts within the broadcast
domain to obtain the MAC address associated with the IP address of Host A. All hosts within the
broadcast domain receive the ARP request, and Host A responds with its MAC address.

ARP Spoofing Attacks

ARP spoofing attacks and ARP cache poisoning can occur because ARP allows a gratuitous reply from
a host even if an ARP request was not received. After the attack, all traffic from the device under attack
flows through the attacker’s computer and then to the router, switch, or host.

An ARP spoofing attack can target hosts, switches, and routers connected to your Layer 2 network by
poisoning the ARP caches of systems connected to the subnet and by intercepting traffic intended for
other hosts on the subnet. Figure 82-1 shows an example of ARP cache poisoning.

Figure 82-1 ARP Cache Poisoning
Host A Ang Host B
(1A, MA) (1B, MB)
C

Host C (man-in-the-middle)
(IC, MC)

111750

Hosts A, B, and C are connected to the switch on interfaces A, B and C, all of which are on the same
subnet. Their IP and MAC addresses are shown in parentheses; for example, Host A uses IP address IA
and MAC address MA. When Host A needs to communicate to Host B at the IP layer, it broadcasts an
ARP request for the MAC address associated with IP address IB. When the switch and Host B receive
the ARP request, they populate their ARP caches with an ARP binding for a host with the IP address TA
and a MAC address MA; for example, IP address IA is bound to MAC address MA. When Host B
responds, the switch and Host A populate their ARP caches with a binding for a host with the IP address
IB and the MAC address MB.
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Host C can poison the ARP caches of the switch for Host A, and Host B by broadcasting forged ARP
responses with bindings for a host with an IP address of IA (or IB) and a MAC address of MC. Hosts
with poisoned ARP caches use the MAC address MC as the destination MAC address for traffic intended
for 1A or IB. This means that Host C intercepts that traffic. Because Host C knows the true MAC
addresses associated with A and IB, it can forward the intercepted traffic to those hosts by using the
correct MAC address as the destination. Host C has inserted itself into the traffic stream from Host A to
Host B, which is the topology of the classic man-in-the middle attack.

DAI and ARP Spoofing Attacks

The PFC and any DFCs provide hardware support for DAL DAI is a security feature that validates ARP
packets in a network. DAI intercepts, logs, and discards ARP packets with invalid IP-to-MAC address
bindings. This capability protects the network from some man-in-the-middle attacks.

DAI ensures that only valid ARP requests and responses are relayed. The switch performs these
activities:

e Intercepts all ARP requests and responses on untrusted ports

» Verifies that each of these intercepted packets has a valid IP-to-MAC address binding before
updating the local ARP cache or before forwarding the packet to the appropriate destination

* Drops invalid ARP packets

DALI determines the validity of an ARP packet based on valid IP-to-MAC address bindings stored in a
trusted database, the DHCP snooping binding database. This database is built by DHCP snooping if
DHCP snooping is enabled on the VLANs and on the switch. If the ARP packet is received on a trusted
interface, the switch forwards the packet without any checks. On untrusted interfaces, the switch
forwards the packet only if it is valid.

DAI can validate ARP packets against user-configured ARP access control lists (ACLs) for hosts with
statically configured IP addresses (see “Applying ARP ACLs for DAI Filtering” section on page 82-9).
The switch logs dropped packets (see the “Logging of Dropped Packets” section on page 82-6).

You can configure DAI to drop ARP packets when the IP addresses in the packets are invalid or when
the MAC addresses in the body of the ARP packets do not match the addresses specified in the Ethernet
header (see the “Enabling Additional Validation” section on page 82-11).

Interface Trust States and Network Security

A

DALI associates a trust state with each interface on the switch. Packets arriving on trusted interfaces
bypass all DAI validation checks, and those arriving on untrusted interfaces undergo the DAI validation
process.

In a typical network configuration, you configure all switch ports connected to host ports as untrusted
and configure all switch ports connected to switches as trusted. With this configuration, all ARP packets
entering the network from a given switch bypass the security check. No other validation is needed at any
other place in the VLAN or in the network. You configure the trust setting by using the ip arp inspection
trust interface configuration command.

Caution

Use the trust state configuration carefully. Configuring interfaces as untrusted when they should be
trusted can result in a loss of connectivity.
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Note

Information About DAI

In Figure 82-2, assume that both Switch A and Switch B are running DAI on the VLAN that includes
Host 1 and Host 2. If Host 1 and Host 2 acquire their IP addresses from the DHCP server connected to
Switch A, only Switch A binds the IP-to-MAC address of Host 1. Therefore, if the interface between
Switch A and Switch B is untrusted, the ARP packets from Host 1 are dropped by Switch B.
Connectivity between Host 1 and Host 2 is lost.

Figure 82-2 ARP Packet Validation on a VLAN Enabled for DAI

DHCP server

B
g?Port 6/3 Port 3/3 57
N

Host 1 Host 2

130194

Configuring interfaces to be trusted when they are actually untrusted leaves a security hole in the
network. If Switch A is not running DAI, Host 1 can easily poison the ARP cache of Switch B (and Host
2, if the link between the switches is configured as trusted). This condition can occur even though
Switch B is running DAL

DAI ensures that hosts (on untrusted interfaces) connected to a switch running DAI do not poison the
ARP caches of other hosts in the network. However, DAI does not prevent hosts in other portions of the
network from poisoning the caches of the hosts that are connected to a switch running DAI.

In cases in which some switches in a VLAN run DAI and other switches do not, configure the interfaces
connecting such switches as untrusted. However, to validate the bindings of packets from switches
where DAI is not configured, configure ARP ACLs on the switch running DAI. When you cannot
determine such bindings, isolate switches running DAI at Layer 3 from switches not running DAI For
configuration information, see the “One Switch Supports DAI” section on page 82-21.

Depending on the setup of the DHCP server and the network, it might not be possible to validate a given
ARP packet on all switches in the VLAN.

Rate Limiting of ARP Packets

The switch performs DAI validation checks, which rate limits incoming ARP packets to prevent a
denial-of-service attack. By default, the rate for untrusted interfaces is 15 packets per second (pps).
Trusted interfaces are not rate limited. You can change this setting by using the ip arp inspection limit
interface configuration command.

When the rate of incoming ARP packets exceeds the configured limit, the switch places the port in the
error-disabled state. The port remains in that state until you intervene. You can use the errdisable
recovery global configuration command to enable error disable recovery so that ports automatically
emerge from this state after a specified timeout period.
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For configuration information, see the “Configuring ARP Packet Rate Limiting” section on page 82-10.

Relative Priority of ARP ACLs and DHCP Snooping Entries

DATI uses the DHCP snooping binding database for the list of valid IP-to-MAC address bindings.

ARP ACLs take precedence over entries in the DHCP snooping binding database. The switch uses ACLs
only if you configure them by using the ip arp inspection filter global configuration command. The
switch first compares ARP packets to user-configured ARP ACLs. If the ARP ACL denies the ARP
packet, the switch also denies the packet even if a valid binding exists in the database populated by
DHCP snooping.

Logging of Dropped Packets

When the switch drops a packet, it places an entry in the log buffer and then generates system messages
on arate-controlled basis. After the message is generated, the switch clears the entry from the log buffer.
Each log entry contains flow information, such as the receiving VLAN, the port number, the source and
destination IP addresses, and the source and destination MAC addresses.

You use the ip arp inspection log-buffer global configuration command to configure the number of
entries in the buffer and the number of entries needed in the specified interval to generate system
messages. You specify the type of packets that are logged by using the ip arp inspection vlan logging
global configuration command. For configuration information, see the “Configuring DAI Logging”
section on page 82-13.

Default Settings for DAI

Feature Default Setting

DAI Disabled on all VLANS.

Interface trust state All interfaces are untrusted.

Rate limit of incoming ARP packets The rate is 15 pps on untrusted interfaces, assuming that

the network is a Layer 2-switched network with a host
connecting to as many as 15 new hosts per second.

The rate is unlimited on all trusted interfaces.
The burst interval is 1 second.
ARP ACLs for non-DHCP environments No ARP ACLs are defined.

Validation checks No checks are performed.

Log buffer When DAL is enabled, all denied or dropped ARP
packets are logged.

The number of entries in the log is 32.

The number of system messages is limited to 5 per
second.

The logging-rate interval is 1 second.

Per-VLAN logging All denied or dropped ARP packets are logged.
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How to Configure DAI

¢ Enabling DAI on VLANSs, page 82-7

» Configuring DAI Hardware Acceleration, page 82-8
» Configuring the DAI Interface Trust State, page 82-8
e Applying ARP ACLs for DAI Filtering, page 82-9

e Configuring ARP Packet Rate Limiting, page 82-10
e Enabling DAI Error-Disabled Recovery, page 82-11
« Enabling Additional Validation, page 82-11

» Configuring DAI Logging, page 82-13

» Displaying DAI Information, page 82-15

Enabling DAI on VL ANSs

To enable DAI on VLANS, perform this task:

Command

Purpose

Stepl  Tqwvgts"egphkiwtg"vgtokpen Enters global configuration mode.

Step 2 Tqwvgt*egphki+%"kr"ctr"kpurgevkgp"xncp }vian ID"~" |Enables DAI on VLANS.

xncpatcpigi"

Step3  Tgwvgt*egphki/kh+%"fq"ujqgy"kr"ctr"kpurgevkgp"xncp" |Verifies the configuration.

}vlan ID"~"xncpatcpigi"~"dgikp"Xncp"

You can enable DAI on a single VLAN or a range of VLANSs:
» To enable a single VLAN, enter a single VLAN number.
» To enable a range of VLANS, enter a dash-separated pair of VLAN numbers.

*  You can enter a comma-separated list of VLAN numbers and dash-separated pairs of VLAN
numbers.

This example shows how to enable DAI on VLANSs 10 through 12:

Tgwvgt$"egphkiwtg"vgtokpen"
Tgwvgt *egphki+%"kr"ctr"kpurgevkgp"xncp"32/34"

This example shows another way to enable DAI on VLANSs 10 through 12:

Tgwvgt$"egphkiwtg"vgtokpen"
Tgwvgt*egphki+%"kr"ctr"kpurgevkgp"xncp"32.33.34"

This example shows how to enable DAI on VLANs 10 through 12 and VLAN 15:

Tgwvgt % "egphkiwtg"vgtokpcn"
Tqwvgt *egphki+%"kr"ctr"kpurgevkqgp"xncp"32/34.37"

This example shows how to verify the configuration:

Tqwvgt *egphki+%"fq"ujqy"kr"ctr"kpurgevkqgp"xncp"32/34.37"~"dgikp"Xncp"

Xncp"""" "Eqphkiwtcvkqp nunn Qrgtcvkqp nnn RN "Ocvej nnnnnnnnnnygyevke "CEN
n////nnnnn/////////////nnnn/////////nnn/////////nnnnnnnnnn//////////
nwn3onnnn "Gpcdngf" RIS IR IR "Kpcevkxg"
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RLRC TG Gpcdngf i KpCerXg "
mmn3zgnunnngpedngfrnrrrrnnnikpecevkxg"
mungzgununnGgpedngfrrrrnnnnntkpcevkxg!”
"Xncp""""nCEN"Ngiikpi"" v nFJER"Ngiikpi
N A N N AN VNV VNNV
rtwnzmmnn "ng{ fHim "ng{ "
mmng3mwwnnnpgp {nmnnnnnnnnnpop {
mmnggnunnnnpgp{nnnnnn gy {0

Wz gwnn "ng{ fHim "ng{ "

Configuring DAI Hardware Acceleration

When DALI is enabled, by default DAI hardware acceleration is also enabled. To configure the DAI
hardware acceleration state, perform this task:

Command Purpose
Stepl  Tgwvgt%"egphkiwtg"vgtokpen Enters global configuration mode.
Step2  Tqwvgt*egphki+%"kr'"ctr"kpurgevkqp"ceegngtcvg" Enables DAI hardware acceleration.
Tqwvgt*egphki+%"pg"kr"ctr"kpurgevkgp"ceegngtevg" | Disables DAI hardware acceleration.
Step3  Tgwvgt*egphki+%"fg"ujqy"kr"ctr"kpurgevkgp"~" Verifies the configuration.

kpenwfg"Ceegngtcvkgp"

This example shows how to reenable DAI hardware acceleration:

Tgwvgt$"egphkiwtg"vgtokpen"

Tgwvgt *egphki+%"kr"ctr"kpurgevkgp"ceegngtcvg"
Tqwvgt*egphki+$"fq"ujqy"kr"ctr"kpurgevkgp"~"kpenwfg"Ceegngtcvkgp"
Jctfyctg"Ceegngtcvkgp"Ogfg"<"Gpcdngf

Tgwvgt*egphki+%"

Configuring the DAI Interface Trust State

The switch forwards ARP packets that it receives on a trusted interface, but does not check them.

On untrusted interfaces, the switch intercepts all ARP requests and responses. It verifies that the
intercepted packets have valid IP-to-MAC address bindings before updating the local cache and before
forwarding the packet to the appropriate destination. The switch drops invalid packets and logs them in
the log buffer according to the logging configuration specified with the ip arp inspection vlan logging
global configuration command. For more information, see the “Configuring DAI Logging” section on
page 82-13.

To configure the DAI interface trust state, perform this task:

Command Purpose
Step1  Tgwvgt%"egphkiwtg"vgtokpen Enters global configuration mode.
Step2  Tgwvgt*egphki+%"kpvgthceg"}type slot/port"~" Specifies the interface connected to another switch, and

rqgtv/ejcppgn" pwodgti"

enter interface configuration mode.
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Command Purpose
Step3  Tqwvgt*egphki/kh+%"kr"ctr"kpurgevkgp"vtwuv" Configures the connection between switches as trusted.
Step4  Tawvgt*egphki/kh+%"£q"ujqy"kr"ctr"kpurgevkqgp" Verifies the DAI configuration.

kpvgthcegu"

This example shows how to configure Gigabit Ethernet port 5/12 as trusted:

Tqwvgt$"egphkiwtg"vgtokpen"

Gpvgt"egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0

Tgwvgt *egphki+%"kpvgthceg"ikicdkvgvigtpgv"7134"

Tgwvgt *egphki/kh+%"kr"ctr"kpurgevkgp"vtwuv"
Tgwvgt*egphki/kh+%"fq"ujqy"kr"ctr"kpurgevkgp"kpvgthcegu" ~"kpenwfg"Kpv~//~7134"

vagthceg""""""""Vtwuv"chvg"""""chg"*rru+""""Dwtuv"vagtxcn
R A N N AR N AR VYV
nIk7134nnnnnnnnnnthwqufnnnnnnnnnnnnnnnpqunnnnnnnnnnnnnnnplc

Applying ARP ACLs for DAI Filtering

To apply an ARP ACL, perform this task:

Command Purpose
Step1  Tqwvgt$'egphkiwtg"vgtokpen Enters global configuration mode.
Step2  Tqwvgt%"kr"ctr"kpurgevkqp"hknvgt"ctracenapcog" Applies the ARP ACL to a VLAN.
xncp" }vlan ID"~"xncpatcpigi"]uvevke
Step 3 Tgwvgt*egphki+%"fq"ujqy"kr"ctr"kpurgevkqgp"xncp" Verifies your entries.
}vlan ID"~"xncpatcpigi"

* See the command reference for information about the arp access-list command.
e For vian_range, you can specify a single VLAN or a range of VLANS:
— To specify a single VLAN, enter a single VLAN number.
— To specify a range of VLANSs, enter a dash-separated pair of VLAN numbers.

— You can enter a comma-separated list of VLAN numbers and dash-separated pairs of VLAN
numbers.

» (Optional) Specify static to treat implicit denies in the ARP ACL as explicit denies and to drop
packets that do not match any previous clauses in the ACL. DHCP bindings are not used.

If you do not specify this keyword, it means that there is no explicit deny in the ACL that denies the
packet, and DHCP bindings determine whether a packet is permitted or denied if the packet does not
match any clauses in the ACL.

* ARP packets containing only IP-to-MAC address bindings are compared against the ACL. Packets
are permitted only if the access list permits them.

This example shows how to apply an ARP ACL named example arp acl to VLANs 10 through 12 and
VLAN 15:

Tgwvgt$"egphkiwtg"vgtokpen"

Gpvgt "egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tgwvgt*egphki+%"kr"ctr"kpurgevkqgp"hknvgt "gzcorngactracen"xncp"32/34.37"
Tgwvgt *egphki+%"fq"ujqy"kr"ctr"kpurgevkgp"xncp"32/34.37"~"dgikp"Xncp"

"chp"""""Eqphkiwtcvkqp""""Qrgtcvkqp"""CEN"Ocvej""""""""""chvke"CEN
n////nnnnn/////////////nnnn/////////nnn/////////nnnnnnnnnn//////////
"""32"""""Gpcdngf""""""""""Kpcevkxg""""gzcorngactracen"""Pq"
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Configuring ARP Packet Rate Limiting

Step 1
Step 2

Step 3

Step 4

nrnzznnnnnGpedngfrrrrnnnnnnkpcevkxg" " " "gzcorngactracen" " "pPq"
nmmn 34 nmmwmonn Gpcdngf mmwmwwmmwmwnnn Kpcevkxg nmmn l|gzcorngactracen" nn Pq"
nnngguwnnnnGpedngfrrrrnnnnnngkpcevkxg" " " "gzcorngactracen" ""pPq"
chp nuwnn "CEN"Nqiikpi nuwnnnn FJER"Nqiikpi

A N VARV VYV aIY,

nn l|32 nmmwnn I|ng{ mmwmwwmwmnnnnn I|ng{ nn

nn ll33 mmwmnmn "ng{ nmomnwmwwmwwwnnn "ng{ nn

nn l|34 nmomnn I|ng{ nmowwwmwwmnnnn I|ng{ nn

nn l|3'7l| nmmn I|ng{ nmowowmwwmwmwmwnnn I|ng{ nn

~

Note

When DALI is hardware-accelerated, you can configure CoPP to rate limit ARP traffic that would be

processed by the RP (for example, packets with a broadcast destination MAC address or the MAC
address of the RP; see Chapter 79, “Control Plane Policing (CoPP)”).

When nonaccelerated DAI is enabled, the switch performs ARP packet validation checks, which makes
the switch vulnerable to an ARP-packet denial-of-service attack. ARP packet rate limiting can prevent

an ARP-packet denial-of-service attack.

To configure ARP packet rate limiting on a port, perform this task:

Command

Purpose

Tgwvgt % "egphkiwtg"vgtokpcn

Enters global configuration mode.

Tqwvgt*eqgphki+%"kpvgthceg"} type slot/port"~"
rgtv/ejcppgn"pwodgti"

Selects the interface to be configured.

Tqwvgt *egphki/kh+%"kr"ctr"kpurgevkgp"nkokv" } tcvg"
rru"]dwtuv"kpvgtxen"ugegpfu "~"pgpgi

(Optional) Configures ARP packet rate limiting.

Tqwvgt*egphki/kh+$"fq"ujqy"kr"ctr"kpurgevkgp"
kpvgthcegu"

Verifies the configuration.

e The default rate is 15 pps on untrusted interfaces and unlimited on trusted interfaces.

« For rate pps, specify an upper limit for the number of incoming packets processed per second. The

range is 0 to 2048 pps.

* The rate none keywords specify that there is no upper limit for the rate of incoming ARP packets

that can be processed.

* (Optional) For burst interval seconds (default is 1), specify the consecutive interval, in seconds,
over which the interface is monitored for a high rate of ARP packets.The range is 1 to 15.

*  When the rate of incoming ARP packets exceeds the configured limit, the switch places the port in
the error-disabled state. The port remains in the error-disabled state until you enable error-disabled
recovery, which allows the port to emerge from the error-disabled state after a specified timeout

period.

* Unless you configure a rate-limiting value on an interface, changing the trust state of the interface
also changes its rate-limiting value to the default value for the configured trust state. After you
configure the rate-limiting value, the interface retains the rate-limiting value even when you change
its trust state. If you enter the no ip arp inspection limit interface configuration command, the
interface reverts to its default rate-limiting value.
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» For configuration guidelines about limiting the rate of incoming ARP packets on trunk ports and
EtherChannel ports, see the “Restrictions for DAI” section on page 82-2.

This example shows how to configure ARP packet rate limiting on Gigabit Ethernet port 5/14:

Tgwvgt$"egphkiwtg"vgtokpen"

Gpvgt"egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0

Tgwvgt *egphki+%"kpvgthceg"ikicdkvgvjgtpgv"7136"

Tgwvgt *egphki /kh+%"kr"ctr"kpurgevkgp"nkokv"tcvg"42"dwtuv"kpvgtxcn"4"

Tgwvgt *egphki/kh+%"fq"ujqy"kr"ctr"kpurgevkgp"kpvgthcegu" ~"kpenwfg"Kpv~//~7136"

"Kpvgthceg"mnnnnnnyeyuy i Uvevg! "t M Tevgt *rru+ " " " Dwtuv" Kpvgtxen
N A N AR Y A VNNV
"Ik7136 mmmwmwwwwnn llevtwuvgf" mmwmwmmwmwmmmnmnnnn "42 LU LRI LI LR LI L R U U L LR LI I "4

Enabling DAI Error-Disabled Recovery

To enable DAI error-disabled recovery, perform this task:

Command Purpose

Step1  Tqwvgts"egphkiwtg"vgtokpcn Enters global configuration mode.

Step2  Tgwvgt*egphki+%'"gttfkucdng"tgegxgt {"ecwug" (Optional) Enables DAI error-disabled recovery.
ctr/kpurgevkgp"

Step3  Tqwvgtregphki+%"fq ujqy"gttfkucdng"tgegxgt{"~" Verifies the configuration.
kpenwfg"Tgcugp~///~ctr/"

This example shows how to enable DAI error disabled recovery:

Tgwvgt$"egphkiwtg"vgtokpen"

Gpvgt "egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0

Tqwvgt *egphki+% "gttfkucdng"tgegxgt { "ecwug"ctr/kpurgevkap"
Tgwvgt*egphki+$"fq"ujqy"gttfkucdng"tgegxgt { " ~"kpenwfg"Tgcuqgp~///~ctxr/"

GttFkucdng"Tgcugp""" "Vkogt "Uvcvwu
L17707777777777777 1 7717771777177
ctr/kpurgevkqp" nuwnnn "Gpcdngf

Enabling Additional Validation

DALI intercepts, logs, and discards ARP packets with invalid IP-to-MAC address bindings. You can
enable additional validation on the destination MAC address, the sender and target IP addresses, and the
source MAC address.

To enable additional validation, perform this task:

Command Purpose
Stepl  Tqwvgt3"egphkiwtg"vgtokpen" Enters global configuration mode.
Step2  Tqwvgt*egphki+%"kr"ctr"kpurgevkgp"xcnkfcvg" (Optional) Enables additional validation.

}1fuv/oce_"lkr "lute/oce i

Step3  Tgwvgt*egphki+%"fq"ujqy"kr"ctr"kpurgevkgp"~" Verifies the configuration.
kpenwfg"cdngfé&
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The additional validations do the following:

e dst-mac—Checks the destination MAC address in the Ethernet header against the target MAC
address in ARP body. This check is performed for ARP responses. When enabled, packets with
different MAC addresses are classified as invalid and are dropped.

e ip—Checks the ARP body for invalid and unexpected IP addresses. Addresses include 0.0.0.0,
255.255.255.255, and all IP multicast addresses. Sender IP addresses are checked in all ARP
requests and responses, and target IP addresses are checked only in ARP responses.

e src-mac—Checks the source MAC address in the Ethernet header against the sender MAC address
in the ARP body. This check is performed on both ARP requests and responses. When enabled,
packets with different MAC addresses are classified as invalid and are dropped.

When enabling additional validation, note the following information:
* You must specify at least one of the keywords.

» Each ip arp inspection validate command overrides the configuration from any previous
commands. If an ip arp inspection validate command enables src-mac and dst-mac validations,
and a second ip arp inspection validate command enables IP validation only, the src-mac and
dst-mac validations are disabled as a result of the second command.

This example shows how to enable sre-mac additional validation:

Tgwvgt$"egphkiwtg"vgtokpen"
Gpvgt"egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tqwvgt *egphki+%"kr"ctr"kpurgevkgp"xcnkfcvg'ute/oce"
Tgwvgt*egphki+%"fq"ujqy"kr"ctr"kpurgevkgp"~"kpenwfg"cdngf&

Ugwteg"Oce"Xcnkfcvkgp""""""<"Gpcdngf
Fguvkpcvkgp"Oce"Xcnkfcvkgp"<"Fkucdngf
KR"Cfftguu"Xcnkfcvkgp""""""<"Fkucdngf

This example shows how to enable dst-mac additional validation:

Tgwvgt%"egphkiwtg"vgtokpen"
Gpvgt"egphkiwtcvkgp"eqgoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tqwvgt*egphki+%"kr"ctr"kpurgevkgp"xcnkfcvg"fuv/oce"
Tgwvgt*egphki+%"fq"ujqy"kr"ctr"kpurgevkgp"~"kpenwfg"cdngf&

Ugwteg"Oce"Xcnkfcecvkgp""""""<"Fkucdngf
Fguvkpcvkgp"Oce"Xcnkfcvkgp"<"Gpcdngf
KR"Cfftguu"Xcnkfcvkgp""""""<"Fkucdngf

This example shows how to enable ip additional validation:

Tawvgt % "egphkiwtg"vgtokpen"
Gpvgt"egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tgwvgt *egphki+%"kr"ctr"kpurgevkgp"xcnkfcvg"kr"

Tgwvgt *egphki+$"fq"ujqy"kr"ctr"kpurgevkgp"~"kpenwfg"cdngfs&

Ugwteg"Oce"Xcnkfcvkgp""""""<"Fkucdngf
Fguvkpcvkgp"Oce"Xcnkfevkgp"<"Fkucdngf
KR"Cfftguu"Xcnkfcvkgp""""""<"Gpcdngf

This example shows how to enable src-mac and dst-mac additional validation:

Tgwvgt%"egphkiwtg"vgtokpcn"

Gpvgt "egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tgwvgt*egphki+%"kr"ctr"kpurgevkgp"xcnkfcvg"ute/oce" fuv/oce"
Tagwvgt*egphki+%"fq"ujqy"kr"ctr"kpurgevkgp"~"kpenwfg"cdngf&

Ugwteg"Oce"Xcnkfecvkgp""""""<"Gpcdngf
Fguvkpcvkgp"Oce"Xcnkfevkgp"<"Gpecdngf
KR"Cfftguu"Xcnkfcvkgp""""""<"Fkucdngf
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This example shows how to enable src-mac, dst-mac, and ip additional validation:

Tgwvgt%"egphkiwtg"vgtokpen"
Gpvgt"egphkiwtcvkgp"eqgoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tgwvgt *egphki+%"kr"ctr"kpurgevkgp"xcnkfcvg"ute/oce" fuv/oce"kr"
Tgwvgt*egphki+%"fq"ujqy"kr"ctr"kpurgevkgp"~"kpenwfg"cdngf&

Ugwteg"Oce"Xcnkfcvkgp""""""<"Gpcdngf
Fguvkpcvkgp"Oce"Xcnkfcvkgp"<"Gpcdngf
KR"Cfftguu"Xcnkfcvkgp""""""<"Gpcdngf

Configuring DAI Logging

» DAI Logging Overview, page 82-13

* DAI Logging Restrictions, page 82-13

« Configuring the DAI Logging Buffer Size, page 82-13

e Configuring the DAI Logging System Messages, page 82-14
e Configuring DAI Log Filtering, page 82-15

DAI Logging Overview

When DALI drops a packet, it places an entry in the log buffer and then generates system messages on a
rate-controlled basis. After the message is generated, DAI clears the entry from the log buffer. Each log
entry contains flow information, such as the receiving VLAN, the port number, the source and
destination IP addresses, and the source and destination MAC addresses.

A log-buffer entry can represent more than one packet. For example, if an interface receives many
packets on the same VLAN with the same ARP parameters, DAI combines the packets as one entry in
the log buffer and generates a single system message for the entry.

If the log buffer overflows, it means that a log event does not fit into the log buffer, and the display for
the show ip arp inspection log privileged EXEC command is affected. Two dashes (“--") appear instead
of data except for the packet count and the time. No other statistics are provided for the entry. If you see
this entry in the display, increase the number of entries in the log buffer or increase the logging rate.

DAI Logging Restrictions

DAI logging, including both ACL logging and DHCP logging, is not compatible with DAI hardware
acceleration. When DA is hardware-accelerated, DAI logging is disabled. Regardless of the enable state
of DAI hardware acceleration, DAI configured to use an ARP ACL with the acl-match matchlog
keywords is processed in software and supports logging.

Configuring the DAI Logging Buffer Size

Step 1

To configure the DAI logging buffer size, perform this task:

Command

Purpose

Tqwvgt$ "eqphkiwtg"vgtokpen Enters global configuration mode.
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Command Purpose

Step2  Tqwvgt*egphki+%"kr"ctr"kpurgevkqp"ngi/dwhhgt" Configures the DAI logging buffer size (range is
gpvtkgu"pwodgt" 0 to 1024).

Step3  Tgwvgt*egphki+%"fq"ujqy"kr"ctr'kpurgevkgp"ngi"~" |Verifies the configuration.
kpenwfg"Uk |g"

This example shows how to configure the DAI logging buffer for 64 messages:

Tawvgt % "egphkiwtg"vgtokpcn"

Gpvgt"egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj "EPVN1\0
Tgwvgt*egphki+%"kr"ctr"kpurgevkgp"ngi/dwhhgt "gpvtkgu"86"
Tqwvgt *egphki+%"fq"ujqy"kr"ctr"kpurgevkgp"ngi"~"kpenwfg"Uk |g"
Vgven"Ngi "Dwhhgt "Uk |g"<"86

Configuring the DAI Logging System Messages

To configure the DAI logging system messages, perform this task:

Command Purpose

Step1  Tqwvgts"egphkiwtg"vgtokpcn Enters global configuration mode.

Step2  Tqwvgt*eqgphki+%'kr'ctr"kpurgevkqgp'ngi/dwhhgt"ngiu" |Configures the DAI logging buffer.
pwodgtaghaoguucigu"kpvgtxen"ngpivjakpaugegpfu"

Step3  Tgwvgt*egphki+%"fg"ujqy"kr"ctr"kpurgevkgp"ngi" Verifies the configuration.

* For logs number of messages (default is 5), the range is 0 to 1024. A 0 value means that the entry
is placed in the log buffer, but a system message is not generated.

» For interval length_in_seconds (default is 1), the range is 0 to 86400 seconds (1 day). A 0 value
means that a system message is immediately generated (and the log buffer is always empty). An
interval setting of 0 overrides a log setting of 0.

» System messages are sent at the rate of number_of messages per length_in_seconds.

This example shows how to configure DAI logging to send 12 messages every 2 seconds:

Tgwvgt$"egphkiwtg"vgtokpen"

Gpvgt"egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tgwvgt *egphki+%"kr"ctr"kpurgevkgp"ngi/dwhhgt "ngiu"34"kpvgtxcn"4"
Tqwvgt *egphki+%"fq"ujqy"kr"ctr"kpurgevkqgp"ngi"~"kpenwfg"U{ungi"
U{ungi"tcvg"<"34"gpvtkgu"rgt"4"ugegpful

This example shows how to configure DAI logging to send 20 messages every 60 seconds.

Tgwvgt$"egphkiwtg"vgtokpen"

Gpvgt "egphkiwtcvkgp"eqgoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tgwvgt *egphki+%"kr"ctr"kpurgevkgp"ngi/dwhhgt "ngiu"42"kpvgtxcn"82"
Tqwvgt *egphki+%"fq"ujqy"kr"ctr"kpurgevkgp"ngi"~"kpenwfg"U{ungi"
U{ungi"tcvg"<"42"gpvtkgu"rgt"82"ugegpfud
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Configuring DAI Log Filtering

To configure DAI log filtering, perform this task:

Command

Purpose

Step1  Tqwvgt%"egphkiwtg"vgtokpecn" Enters global configuration mode.

Step2  Tqwvgt*egphki+%'"kr'"ctr"kpurgevkgp"xncp"xncpatcpig" |Configures log filtering for each VLAN.

ngiikpi"}cen/ocvej"}ocvejngi"~"pgpgi " ~"
fjer/dkpfkpiu" }cnn"~"pgpg" ~"rgtokvi i

Step3  Tqwvgt*egphki+%"fq"ujqy"twppkpi/egphki"~"kpenwfg" |Verifies the configuration.

kr"ctr"kpurgevkgp"xncp"xncpatcpig"

By default, all denied packets are logged.
For vlan_range, you can specify a single VLAN or a range of VLANSs:
— To specify a single VLAN, enter a single VLAN number.
— To specify a range of VLANSs, enter a dash-separated pair of VLAN numbers.

— You can enter a comma-separated list of VLAN numbers and dash-separated pairs of VLAN
numbers.

acl-match matchlog—Logs packets based on the DAI ACL configuration. If you specify the
matchlog keyword in this command and the log keyword in the permit or deny ARP access-list
configuration command, ARP packets permitted or denied by the ACL are logged.

acl-match none—Does not log packets that match ACLs.
dhcp-bindings all—Logs all packets that match DHCP bindings.
dhep-bindings none—Does not log packets that match DHCP bindings.
dhep-bindings permit—Logs DHCP-binding permitted packets.

This example shows how to configure the DAI log filtering for VLAN 100 not to log packets that match
ACLs:

Tawvgt % "egphkiwtg"vgtokpen"

Gpvgt"egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj "EPVN1\0

Tgwvgt *egphki+%"kr"ctr"kpurgevkgp"xncp"322"ngiikpi"cen/ocvej "papg"
Tgwvgt*egphki+%"fq"ujqy"twppkpi/egphki"~"kpenwfg"kr"ctr"kpurgevkgp"xncp"322"
kr"ctr"kpurgevkgp"xncp"322"ngiikpi"cen/ocve] "pgpg

Displaying DAI Information

Command Description

show arp access-list [ac/ name] Displays detailed information about ARP ACLs.

show ip arp inspection interfaces [interface id] Displays the trust state and the rate limit of ARP packets for
the specified interface or all interfaces.

show ip arp inspection vlan vian _range Displays the configuration and the operating state of DAI for
the specified VLAN. If no VLANSs are specified or if a range
is specified, displays information only for VLANs with DAI
enabled (active).
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Command Description

show ip arp inspection statistics [vlan vian _range] Displays statistics for forwarded, dropped, MAC validation
failure, IP validation failure, ACL permitted and denied, and
DHCP permitted and denied packets for the specified VLAN.
If no VLANS are specified or if a range is specified, displays
information only for VLANs with DAI enabled (active).

The switch increments the number of forwarded packets for
each ARP request and response packet on a trusted DAI port.
The switch increments the number of ACL-permitted or
DHCP-permitted packets for each packet that is denied by
source MAC, destination MAC, or IP validation checks, and
the switch increments the appropriate failure count.

show ip arp inspection log Displays the configuration and contents of the DAI log buffer.

Configuration Examples for DAI

*  Two Switches Support DAI, page 82-16
e One Switch Supports DAI, page 82-21

Two Switches Support DAI

* Overview, page 82-16
* Configuring Switch A, page 82-17
« Configuring Switch B, page 82-18

Overview

This procedure shows how to configure DAI when two switches support this feature. Host 1 is connected
to Switch A, and Host 2 is connected to Switch B as shown in Figure 82-2 on page 82-5. Both switches
are running DAI on VLAN 1 where the hosts are located. A DHCP server is connected to Switch A. Both
hosts acquire their IP addresses from the same DHCP server. Switch A has the bindings for Host 1 and
Host 2, and Switch B has the binding for Host 2. Switch A Gigabit Ethernet port 6/3 is connected to the
Switch B Gigabit Ethernet port 3/3.

Note « DAI depends on the entries in the DHCP snooping binding database to verify IP-to-MAC address
bindings in incoming ARP requests and ARP responses. Make sure to enable DHCP snooping to
permit ARP packets that have dynamically assigned IP addresses. For configuration information,
see Chapter 80, “Dynamic Host Configuration Protocol (DHCP) Snooping.”

e This configuration does not work if the DHCP server is moved from Switch A to a different location.

» To ensure that this configuration does not compromise security, configure Gigabit Ethernet port 6/3
on Switch A and Gigabit Ethernet port 3/3 on Switch B as trusted.
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Configuring Switch A

Step 1

Step 2

Step 3

Step 4

Step 5

To enable DAI and configure Gigabit Ethernet port 6/3 on Switch A as trusted, follow these steps:

Verify the connection between switches Switch A and Switch B:

UykvejC%"ujqy"efr"pgkijdgtu
Ecrcdknkv{"Eqfgu<"T"/"Tgwvgt."V"/"Vtcpu"Dtkfig."D"/"Ugwteg"Tqwvg"Dtkfig
mmwmwmmmnmmmmmmmmmnnn "Ull/ llUykvej . "Jll/ IIJqHV. "Kll/ IIKIOR . llt ll/ lngrgcvgt . "R"/ "Rj qu

ngkeg" KF nmmwnmmwmwmwnn qucn" vatheg" nmnn anfvog" nmmnn Ecrcdknkv{ nn Rchhqto n I|thvl| KF
UykvejD" nmomnnmwmwmnn "ch"815 mmwmwmwmwmwmwmwmnnn "399 nmmnnmwmownn "T"U"K" nmnmn "YU/E8728 n "ch"SlS
UykvejC%

Enable DAI on VLAN 1 and verify the configuration:

UykvejC%"egphkiwtg"vgtokpcn
Gpvgt"egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj "EPVN1\0
UykvejC*egphki+%"kr"ctr"kpurgevkgp"xncp"3
UykvejC*egphki+%"gpf

UykvejC$"ujqy"kr"ctr"kpurgevkgp"xncp"3"

Ugwteg"Oce"Xcnkfcvkgp""""""<"Fkucdngf
Fguvkpcvkgp"Oce"Xcnkfevkgp"<"Fkucdngf
KR"Cfftguu"Xcnkfcvkgp""""""<"Fkucdngf
"Xncp"""""Egphkiwtcvkgp""""Qrgtcvkgp" " "CEN"Ocvej "ttt ngycvke " CEN
R N R AR N ARV Y
g Gpedng £ Caykgg I I I
"Xncp"""""CEN"Ngiikpi" """ "r"FJER"Ngiikpi

A N N AN N Vi

mmng e Egp {nw o gpgp f

UykvejC%

Configure Gigabit Ethernet port 6/3 as trusted:

UykvejC%"egphkiwtg"vgtokpcn

Gpvgt "egphkiwtcvkgp"eqgoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
UykvejC*egphki+%"kpvgthceg"ikicdkvgvijgtpgv"81l5
UykvejC*egphki/kh+%"kr"ctr"kpurgevkgp"vtwuv"
UykvejC*egphki/kh+%"gpf
UykvejC%"ujqy"kr"ctr"kpurgevkgp"kpvgthcegu"ikicdkvgvjgtpgv"81l5

vagthceg" mmwmwmwnwn l|vtwuvl|chvgl| nmnn ||chg" *rru+
N NN AR VIV
n Ik815 nopnnowmwwwnnn "VtWUng nopuwmowwwrwnnnn Pqu
Uykve]jC%

Verify the bindings:

UykvejCs"ujqy"kr"fjer"upggrkpi"dkpfkpi"

OceCfftguu""""""""""KrCfftguu""""""""Ngcug*uge+""v{rg"""""""""""XNCP""vagthceg

LIT117770 777777777777 777 7777777777777 7777777777777 7717777 77777777777777
22<24<22<24<22<24"""3030304""""""""""6; ;5""""""""fjer/upqqupi""3"""""IkicdeGngtng816
UykvejC%

Check the statistics before and after DAI processes any packets:
UykvejCs"ujqy"kr"ctr"kpurgevkgp"uvevkuvkeu"xnecp"3

chp nnuwnn "Hqtyctfgf" nnnunnn nthrrgfn nnn "FJER"thIU" nnn "CEN"thru"
n////nnnnnn/////////nnnnnnnn///////nnnnn//////////nnnnn//////////

L e ST T TR TR T U T R U T TR TR U TR TR IR T TR TR TR TR IR R TR R U TR TR TR TR IR TR TR R TR
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"Xnep" " "FJER"Rgtokvu" " " "CEN"Rgtokvu" " "Ugqwteg"OCE"Hcknwtgu
"SI L T
nnn "3" nwnwwwwwnnn "2" nwnrwrowrwnn l|2l| nwnwrwrwErLrLELEnnn l|2

"Xncp"""Fguv"OCE"Hcknwtgu"""KR"Xcnkfcvkgp"Hcknwtgu
N A N Y NN

LR TR R TR  TRTR R TI TRI R RN TR R RTRTR RT  TRTRUTR TR U R

UykvejC%

If Host 1 then sends out two ARP requests with an IP address of 1.1.1.2 and a MAC address of
0002.0002.0002, both requests are permitted, as reflected in the following statistics:

UykvejC%"ujqy"kr"ctr"kpurgevkgp"uvcvkuvkeu"xncp"3

"chp""""""Hqtyctfgf""""""""thrrgf"""""FJER"thru"""""CEN"thru"
n////nnnnnn/////////nnnnnnnn///////nnnnn//////////nnnnn//////////
LRI IR RN IR U TRIW R R R R IR R RTRIR R R R RN R R R TR IR R R IRRTRIR R )
"Xncp"""FJER"Rgtokvu" " " "CEN"Rgtokvu" ""Uqwteg"OCE"Hcknwtgu

R R N R Y Y A Ny

LT e T TN TN TN 7 L L T T, ST T T T T U U TR Y

"Xncp"""Fguv"OCE"Hcknwtgu" ""KR"Xcnkfcvkgp"Hcknwtgu
R Y Y N R NN NNy YNy

URERI R RN RN RN RIS RN R R TR IR R RIR ]

UykvejC%

If Host 1 then tries to send an ARP request with an IP address of 1.1.1.3, the packet is dropped and an
error message is logged:

22<34<2:<"'UYaFCK/6/FJERAUPQQRKPIAFGP [« "4 "Kpxcnkf"CTRuU"*Tgs+"gp"Ik816. "xncp"
30*%]222402224022241303030512222022220222212020202124<64<57"WVE"Vwg"Lwn"32"4223 +
UykvejC%"ujqy"kr"ctr"kpurgevkgp"uvcvkuvkeu"xncp"3

UykvejC%

The statistics will display as follows:

chp nwunn "Hqtyctfgf" nnwunn nthrrgfn nmnn "FJER"thru" nmnn "CEN"thru"
n////nnnnnn/////////nnnnnnnn///////nnnnn//////////nnnnn//////////

L e T TN T T TN R LT U T T T U T T T U TN T L T R U TR TR TR R T I TR TR T  TR T)

"Xncp"""FJER"Rgtokvu""""CEN"Rgtokvu" ""Ugwteg"OCE"Hcknwtgu
R Y N R Y N A NNy,

URRIR IR RN R R AR RN R R R R R RN IR TR IR R TR R ]

"Xncp"""Fguv"OCE"Hcknwtgu" ""KR"Xcnkfcvkgp"Hcknwtgu
R R R N NNy

LRI R NIRRT IR R RTR N RN R IR IR IR IR IR IR IR URIR IR IR IR IR RN ]

UykvejC%

Configuring Switch B

To enable DAI and configure Gigabit Ethernet port 3/3 on Switch B as trusted, follow these steps:

Step1  Verify the connectivity:

UykvejC%"ujqgy"efr"pgkijdgtu"
Ecrcdknkv{"qugu<"T"/"quvgt."V"/"Vtcpu"Dtkfig."D"/"Uqwteg"quvg"Dtkfig
W nnnnnn I|Ul|/l|Uy-kvej . I|Jl|/l|Jquv. I|Kl|/l|KIOR. l|tl|/l|Tgrgcvgt . I|Rl|/l|Rj qu
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Step 2

Step 3

Step 4

Step 5

Configuration Examples for DAI W

ngkeg n KF nmwnmmwmwmwnn qucn n vatheg nmmwmwnn anfvog nmnn Ecrcdknkv{ nn RnCthto nn thvﬂ KF
UykvejD" nmmnmnowmownn "chll515 mmwmwmwmwmwwmwnnn "342 nmowmwmwmwmnn "T"U"K" mmnn "YU/E8728 n "chll815
UykvejD%

Enable DAI on VLAN 1, and verify the configuration:

Uykve]jD%"egphkiwtg"vgtokpcn
Gpvgt"egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
UykvejD*egphki+%"kr"ctr"kpurgevkgp"xncp"3
UykvejD*egphki+%"gpf

UykvejD%$"ujqy"kr"ctr"kpurgevkgp"xncp"3

Ugwteg"Oce"Xcnkfcvkgp""""""<"Fkucdngf
Fguvkpcvkgp"Oce"Xcnkfcvkgp"<"Fkucdngf
KR"Cfftguu"Xcnkfcvkgp""""""<"Fkucdngf
"Xncp"""""Egphkiwtcvkgp""""Qrgtcvkgp" " "CEN"Ocvej "ttt ngycvke " CEN
R A N ALY VYN,
renng N Gpedng £ Gy I n
"Xncp"""""CEN"Ngiikpi""""""FJER"Ngiikpi

LI 1111y 17771111117

R e =) R =) T

UykvejD%

Configure Gigabit Ethernet port 3/3 as trusted:

UykvejD%"egphkiwtg"vgtokpcn
Gpvgt"egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
UykvejD*egphki+%"kpvgthceg"ikicdkvgvjgtpgv"515
UykvejD*egphki/kh+%"kr"ctr"kpurgevkgp"vtwuv
UykvejD*egphki/kh+%"gpf
UykvejD%$"ujqy"kr"ctr"kpurgevkgp"kpvgthcegu

Kpvgthceg""mmnnnnytwuv"Uvevg" """ "Tevg" *rru+

A AR R VY
WIK3L3 My gy g 37
WIK3L4M NN NNy gy g w37
"Ik513""""""""""""WthWquf"""""""""""""""37
WIKSL14 My gy g 37
WTRSLE ! gy g N Pypg
"Ik516""""""""""""WthWquf"""""""""""""""37
WIKSL7 My gy g N 37
IS8 NNy gy g N w37
"Ik519""""""""""""WthWquf"""""""""""""""37

>gwvrwv'"vtwpecvgfe@
UykvejD%

Verify the list of DHCP snooping bindings:
UykvejD%"ujqy"kr"fjer"upqqrkpi"dkpfkpi

ocecfftguunnnnnnnnnnKrcfftguunnnnnnnnNgcug*uge+nnv{rgnnnnnnnnnnnXNCPnnvagthceg
A N R N Y N A N A NNy,
22<23<22<23<22<23" n "3030303""""""""""6’.’.'7""""""""fjer/upqqupi""3"""""Ikicdkangtpgv516
UykvejD%

Check the statistics before and after DAI processes any packets:

UykvejD%$"ujqy"kr"ctr"kpurgevkgp"uvevkuvkeu"xncp"3

chp""""""Hqtyctfgf""""""""thrrgf"""""FJER"thru"""""CEN"thru"
n////nnnnnn/////////nnnnnnnn///////nnnnn//////////nnnnn//////////
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LR e S TR TR TR TR TR TR U TR, R TR TR R TR TR N TR TR IR R I R TR TR IR TR R R TR IR TR R T IR TR TR TRTRT

"Xncp"""FJER"Rgtokvu""""CEN"Rgtokvu" ""Ugwteg"OCE"Hcknwtgu
N R R N N A NNV

LR e SR TR TR IR T R R TR IR U TR R TR IR TR R TR IR IR R TR TR U TR IR IR TR IR  E)

"Xncp"""Fguv"OCE"Hcknwtgu"""KR"Xcnkfcvkgp"Hcknwtgu
R Y N A NNy

LIRS R IR I, R R R IRRIR IRIR U RIR IR IR RN ]

UykvejD%

If Host 2 then sends out an ARP request with the IP address 1.1.1.1 and the MAC address
0001.0001.0001, the packet is forwarded and the statistics are updated appropriately:

Uykve]jD$"ujqy"kr"ctr"kpurgevkgp"uvevkuvkeu"xncp"3

chp nnunn "Hqtyctfgf" nnnunnn nthrrgfn nmnn "FJER"thIU" nmnn "CEN"thIU"
n////nnnnnn/////////nnnnnnnn///////nnnnn//////////nnnnn//////////

L e S T T T T T T S U T T U T TR T B B T U T T T TR TR TR R U TR TR TR TR IR TR TR TR T

"Xncp"""FJER"Rgtokvu""""CEN"Rgtokvu" ""Ugwteg"OCE"Hcknwtgu
R Y N R N A NNy,

LRI R RN RN R R R SRR RN R IR R R R RN IR U R TRIRR R IRIR E]

"Xncp"""Fguv"OCE"Hcknwtgu" ""KR"Xcnkfcvkgp"Hcknwtgu
R R A NNy

LRI R SRR R IR TR TR TR SRR R LRI IR R R IR URIR URIR URIR NIRRT RN ]

UykvejD%

If Host 2 attempts to send an ARP request with the IP address 1.1.1.2, DAI drops the request and logs a
system message:

22<3:<2:<"’'UYaFCK/6/FJERaUPQQRKPIaFGP [<"3"Kpxcnkf"CTRu"*Tgs+"gqp"Ik516. "xncp"
30%]1222302223022231303030412222022220222212020202123<75<43"WVE"Htk"Oc{"45"4225 +
UykvejD%

The statistics display as follows:

UykvejD$"ujqy"kr"ctr"kpurgevkgp"uvcvkuvkeu"xncp"3

Xncp"nnnn "Hqtyctfgf" URTRTRTRTRT] "thrrgf" nnnnEJER"Ftgru" """ "CEN"Ftgru"
n////nnnnnn/////////nnnnnnnn///////nnnnn//////////nnnnn//////////

LRI R NIRRT R TR IR e R NIRRT RTINS IR IR IR IR RN IR IR RS IR IR NIRRT IR RN URIR 5]

"Xnep" " "FJER"Rgtokvu" """ "CEN"Rgtokvu" " "Uqwteg"OCE"Hcknwtgu
/LIS I T

T e S TN T T T T T e S T T T T U T TR U TR R TR T T T TR TR TR U TR TR TR TR T )

"Xncp"""Fguv"OCE"Hcknwtgu" ""KR"Xcnkfcvkgp"Hcknwtgu
N Y Y A NNy

LRI R RN RN RN RIS RN SRR R IRRRIRRRIRI E]

UykvejD%
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One Switch Supports DAI

Step 1

Step 2

Step 3

This procedure shows how to configure DAI when Switch B shown in Figure 82-2 on page 82-5 does
not support DAI or DHCP snooping.

If switch Switch B does not support DAI or DHCP snooping, configuring Gigabit Ethernet port 6/3 on
Switch A as trusted creates a security hole because both Switch A and Host 1 could be attacked by either
Switch B or Host 2.

To prevent this possibility, you must configure Gigabit Ethernet port 6/3 on Switch A as untrusted. To
permit ARP packets from Host 2, you must set up an ARP ACL and apply it to VLAN 1. If the IP address
of Host 2 is not static, which would make it impossible to apply the ACL configuration on Switch A,

you must separate Switch A from Switch B at Layer 3 and use a router to route packets between them.

To set up an ARP ACL on switch Switch A, follow these steps:

Configure the access list to permit the IP address 1.1.1.1 and the MAC address 0001.0001.0001, and
verify the configuration:

UykvejC%"egphkiwtg"vgtokpen
Gpvgt"egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
UykvejC*egphki+%"ctr"ceeguu/nkuv"J4
UykvejC*egphki/ctr/pcen+$"rgtokv"kr"jquv"3030303"oce"jquv"30303
UykvejC*egphki/ctr/pcen+%"gpf

UykvejC%"ujqy"ctr"ceeguu/nkuv

CTR"ceeguu"nkuv"J4
nwnnyrgtokv"kr"jquv"3030303"oce"jquv"22230222302223"

Apply the ACL to VLAN 1, and verify the configuration:

UykvejC%"egphkiwtg"vgtokpcn
Gpvgt"egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
UykvejC*egphki+%"kr"ctr"kpurgevkgp"hknvgt"J4"xncp"3
UykvejC*egphki+%"gpf

UykvejC%

UykvejC%"ujqy"kr"ctr"kpurgevkgp"xncp"3

Ugwteg"Oce"Xcnkfcvkgp""""""<"Fkucdngf
Fguvkpcvkgp"Oce"Xcnkfcvkgp"<"Fkucdngf
KR"Cfftguu"Xcnkfcvkgp""""""<"Fkucdngf
"Xncp"""""Egphkiwtcvkgp""""Qrgtcvkgp" " "CEN"Ocvej "t nngycvke " CEN
N A A Y ALV,
mmmnzmmnnnGpedngfrrrr i nnCeykxght g4 nnnnnnnnnnnnnnpgn
"Xncp"""""CEN"Ngiikpi"" """ "FJER"Ngiikpi

A O N AN N VN

R e =1 e T

UykvejC%

Configure Gigabit Ethernet port 6/3 as untrusted, and verify the configuration:

UykvejC%"egphkiwtg"vgtokpcn

Gpvgt "egphkiwtcvkgp"eqgoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
UykvejC*egphki+%"kpvgthceg"ikicdkvgvijgtpgv"815s
UykvejC*egphki/kh+%"pgq"kr"ctr"kpurgevkgp"vtwuv"
UykvejC*egphki/kh+%"gpf
Uykvej$"ujqy"kr"ctr"kpurgevkgp"kpvgthcegu"ikicdkvgvjgtpgv"81l5s

" vagthceg" mwnnn ey " UVCVg nunn nchg "k rru+

N A N N AR YV VYV
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n Ik815 nmowuwmwwwwwnnn llevtwuvng nmmpmwwwwwwwLLnnnn 37
Uykvej$%

When Host 2 sends 5 ARP requests through Gigabit Ethernet port 6/3 on Switch A and a “get” is
permitted by Switch A, the statistics are updated appropriately:

Uykvej%$"ujqy"kr"ctr"kpurgevkgp"uvcevkuvkeu"xncp"3

chp mmwmwnn llHqtyctfgf nwuwwnwnn llthrrgf nmwnn IIFJER"thru nmwnn IICEN"thru n
n////nnnnnn/////////nnnnnnnn///////nnnnn//////////nnnnn//////////
LI e S U U T T TN TN TN AN U U U SRR TR T T R T R TR TR TR TR TR
Xncp"""FJER"Rgtokvu""""CEN"Rgtokvu"""Ugwteg"OCE"Hcknwtgu

R R A NI

LRI e S U U T T T T s R T U T T T T AT T T T U T U TR TR TR T Y

Xncp"""Fguv"OCE"Hcknwtgu" " "KR"Xcnkfcvkgp"Hcknwtgu
R Y Y R N NNy

URER R RN RN RN RN RIS RN R R R IR R IRURRRI ]

Uykve]j%

)o

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support series _home.html

Participate in the Technical Documentation Ideas forum
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CHAPTER 83

Traftic Storm Control

e Prerequisites for Traffic Storm Control, page 83-1

» Restrictions for Traffic Storm Control, page 83-2

» Information About Traffic Storm Control, page 83-2
e Default Setting for Traffic Storm Control, page 83-4
¢ How to Enable Traffic Storm Control, page 83-4

« Displaying Traffic Storm Control Settings, page 83-5

Note « For complete syntax and usage information for the commands used in this chapter, see these
publications:

http://www.cisco.com/en/US/products/ps11846/prod _command reference list.html

e Cisco IOS Release 15.4SY supports only Ethernet interfaces. Cisco IOS Release 15.4SY does not
support any WAN features or commands.

)o

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series _home.html

Participate in the Technical Documentation Ideas forum

Prerequisites for Traffic Storm Control

None.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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Restrictions for Traffic Storm Control

e The following LAN switching modules do not support traffic storm control:
— WS-X6148A-GE-45AF
- WS-X6148A-GE-TX

» The switch supports multicast and unicast traffic storm control on WS-X6148A-RJ-45, Gigabit
Ethernet, and 10-Gigabit Ethernet LAN ports.

e The switch supports broadcast traffic storm control on all LAN ports except on those modules
previously noted.

* Except for BPDUs, traffic storm control does not differentiate between control traffic and data
traffic.

*  When multicast suppression is enabled, traffic storm control suppresses BPDUs when the multicast
suppression threshold is exceeded on these modules:

WS-X6848-SFP-2T, WS-X6748-SFP
WS-X6824-SFP-2T, WS-X6724-SFP
WS-X6848-TX-2T, WS-X6748-GE-TX
- WS-X6704-10GE

When multicast suppression is enabled on the listed modules, do not configure traffic storm control
on STP-protected ports that need to receive BPDUs.

Except on the listed modules, traffic storm control does not suppress BPDUs.

Information About Traffic Storm Control

A traffic storm occurs when packets flood the LAN, creating excessive traffic and degrading network
performance. The traffic storm control feature prevents LAN ports from being disrupted by a broadcast,
multicast, or unicast traffic storm on physical interfaces.

Traffic storm control (also called traffic suppression) monitors incoming traffic levels over a 1-second
traffic storm control interval and, during the interval, compares the traffic level with the traffic storm
control level that you configure. The traffic storm control level is a percentage of the total available
bandwidth of the port. Each port has a single traffic storm control level that is used for all types of traffic
(broadcast, multicast, and unicast).

Traffic storm control monitors the level of each traffic type for which you enable traffic storm control

in 1-second traffic storm control intervals. Within an interval, when the ingress traffic for which traffic
storm control is enabled reaches the traffic storm control level that is configured on the port, traffic storm
control drops the traffic until the traffic storm control interval ends.

By default, within an interval, when the ingress traffic for which traffic storm control is enabled reaches
the traffic storm control level that is configured on the port, traffic storm control drops the traffic until
the traffic storm control interval ends. These are the configurable traffic storm control optional actions:

e Shutdown—When a traffic storm occurs, traffic storm control puts the port into the error-disabled
state. To reenable ports, use the error-disable detection and recovery feature or the shutdown and
no shutdown commands.

e Trap—When a traffic storm occurs, traffic storm control generates an SNMP trap.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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Information About Traffic Storm Control

Figure 83-1 shows the broadcast traffic patterns on a LAN interface over a given interval. In this
example, traffic storm control occurs between times T1 and T2 and between T4 and T5. During those
intervals, the amount of broadcast traffic exceeded the configured threshold.

Figure 83-1 Broadcast Suppression

A

Total —
number of
broadcast
packets
orbytes —

S5706

The traffic storm control threshold numbers and the time interval combination make the traffic storm
control algorithm work with different levels of granularity. A higher threshold allows more packets to
pass through.

Traffic storm control is implemented in hardware. The traffic storm control circuitry monitors packets
passing from a LAN interface to the switching bus. Using the Individual/Group bit in the packet
destination address, the traffic storm control circuitry determines if the packet is unicast or broadcast,
keeps track of the current count of packets within the 1-second interval, and when a threshold is reached,
filters out subsequent packets.

Because hardware traffic storm control uses a bandwidth-based method to measure traffic, the most
significant implementation factor is setting the percentage of total available bandwidth that can be used
by controlled traffic. Because packets do not arrive at uniform intervals, the 1-second interval during
which controlled traffic activity is measured can affect the behavior of traffic storm control.

The following are examples of traffic storm control behavior:

« If you enable broadcast traffic storm control, and broadcast traffic exceeds the level within a
1-second traffic storm control interval, traffic storm control drops all broadcast traffic until the end
of the traffic storm control interval.

» If you enable broadcast and multicast traffic storm control, and the combined broadcast and
multicast traffic exceeds the level within a 1-second traffic storm control interval, traffic storm
control drops all broadcast and multicast traffic until the end of the traffic storm control interval.

» If you enable broadcast and multicast traffic storm control, and broadcast traffic exceeds the level
within a 1-second traffic storm control interval, traffic storm control drops all broadcast and
multicast traffic until the end of the traffic storm control interval.

« If you enable broadcast and multicast traffic storm control, and multicast traffic exceeds the level
within a 1-second traffic storm control interval, traffic storm control drops all broadcast and
multicast traffic until the end of the traffic storm control interval.

Supervisor Engine 2T Software Configuration Guide, Release 15.4S5Y g
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Default Setting for Traffic Storm Control

None.

How to Enable Traffic Storm Control

To enable traffic storm control, perform this task:

Step 1

Step 2

Step 3

Step 4

Step 5

Command

Purpose

Tqwvgt*egphki+%"kpvgthceg"}} type slot/porti"~"
}rqtv/ejcppgn" pwodgt i i

Selects an interface to configure.

Tgwvgt *egphki/kh+%"uvqto/egpvtan"dtqefecuv'"ngxgn"
ngxgn] Ongxgn "

Enables broadcast traffic storm control on the interface,
configures the traffic storm control level, and applies the
traffic storm control level to all traffic storm control
modes enabled on the interface.

Tgwvgt*egphki/kh+%"uvgto/egpvtqgn"ownvkecuv"ngxgn"
ngxgn] Ongxgn_ "

The storm-control multicast command is
supported only on Gigabit Ethernet interfaces.

Note

Enables multicast traffic storm control on the interface,
configures the traffic storm control level, and applies the
traffic storm control level to all traffic storm control
modes enabled on the interface.

Tgwvgt *egphki/kh+%"uvgto/egpvtgn"wpkecuv"ngxgn"
ngxgn] Ongxgn_ "

Note The storm-control unicast command is

supported only on Gigabit Ethernet interfaces.

Enables unicast traffic storm control on the interface,
configures the traffic storm control level, and applies the
traffic storm control level to all traffic storm control
modes enabled on the interface.

Tqgwvgt *egphki/kh+%"gpf"

Exits configuration mode.

*  You can configure traffic storm control on port channel interfaces.

* Do not configure traffic storm control on ports that are members of an EtherChannel. Configuring
traffic storm control on ports that are configured as members of an EtherChannel puts the ports into

a suspended state.

» Specify the level as a percentage of the total interface bandwidth:

— The level can be from 0 to 100.

— The optional fraction of a level can be from 0 to 99.

— 100 percent means no traffic storm control.

— 0.0 percent suppresses all traffic.

e On these modules, these levels suppress all traffic:
— WS-X6704-10GE: 0.33 percent or less
— WS-X6824-SFP-2T, WS-X6724-SFP 10Mbps ports: 0.33 percent or less
— WS-X6848-SFP-2T, WS-X6748-SFP 100Mbps ports: 0.03 percent or less
— WS-X6848-TX-2T, WS-X6748-GE-TX 100Mbps ports: 0.03 percent or less

— WS-X6816-10G-2T, WS-X6716-10G
Oversubscription Mode: 0.29 percent or less

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
.Ei |



| Chapter 83  Traffic Storm Control

Displaying Traffic Storm Control Settings

Because of hardware limitations and the method by which packets of different sizes are counted, the
level percentage is an approximation. Depending on the sizes of the frames making up the incoming
traffic, the actual enforced level might differ from the configured level by several percentage points.

This example shows how to enable multicast traffic storm control on Gigabit Ethernet interface 3/16 and
how to configure the traffic storm control level at 70.5 percent:

Tgwvgt$"egphkiwtg"vgtokpen

Tgwvgt *egphki+%"kpvgthceg"ikicdkvgvjgtpgv"5138
Tqwvgt*egphki/kh+%"uvgto/egpvtgn"ownvkecuv'"ngxgn"9207
Tqwvgt *egphki/kh+%"gpf

This example shows how the traffic storm control level configured for one mode affects all other modes
that are already configured on the Gigabit Ethernet interface 4/10:

Tqwvgt3"ujqy"twp"kpvgt"iki6132
Dwknfkpi"egphkiwtcvkgp000

Ewttgpv"egphkiwtcvkgp"<"398"d{vgu

#

Tawvgt$ "kpvgthceg"ITkicdkvGvijgtpgvée132
Tgwvgt%"uykvejrgtv
Tgwvgt$"uykvejrgtv"ogfg"ceeguu
Tgwvgt%"uvgto/egpvtgn"dtgcfecuv'ngxgn" 92022
Tgwvgt%"uvgto/eqpvtgn"ownvkecuv"ngxgn"92022
Tqwvgt % "urcppkpi/vtgg"rqgqtvhecuv'gfig
Taqwvgt$"gpf

Tgwvgt$"egphkiwtg"vgtokpen
Tgwvgt*egphki+%"kpvgthceg"ikicdkvgvigtpgv"6132
Tgwvgt *egphki/kh+%"uvqto/egpvtan"wpkecuv'"ngxgn"42
Tqwvgt*egphki/kh+%"gpf

Tagwvgt%"ujqy"kpvgthcegu"ikicdkvgvjgtpgv"6132"eqwpvgtu"uvgto/eqpvtan

Rgtv"""rrrWecuvUwrr" '/ """ OecuvUwrr "/ """ ""DecuvUwrr" '’ ""VgvcnUwrrFkuectfu
Ik6132l| mmwmmn l|42022l| mimwmwmmmnnn l|42022l| mimwmwmmmnnn l|42022l| nmmmwwwwwwwrnnnn l|2
Tawvgt$

Displaying Traffic Storm Control Settings

Command Purpose

Tgwvgt%"ujqy"kpvgthcegu"] } type slot/porti"~" Displays the administrative and operational status of all
jrqtv/ejeppgn pwodgti_"uykvejrqtv Layer 2 LAN ports or the specified Layer 2 LAN port.
Tqwvgt$"ujqgy"kpvgthcegu"] } type slot/porti"~" Displays the total number of packets discarded for all
}rqtv/ejcppgn pwodgti_'"eqwpvgtu"uvqto/eqpvtqn" three traffic storm control modes, on all interfaces or on
Tqwvgt % "ujqgy"kpvgthcegu"eqwpvgtu"uvgto/eqpvtgn" ] ogfwng" the specified interface.

ungvapwodgt

Note

The show interfaces [ {interface type slot/port} | {port-channel number}] counters command does not
display the discard count. You must enter the storm-control keyword to display the discard count.
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Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum
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CHAPTER M

Unknown Unicast Flood Control

¢ Prerequisites for Unknown Traffic Flood Control, page 84-1

» Restrictions for Unknown Traffic Flood Control, page 84-1

» Information About Unknown Traffic Flood Control, page 84-2

e Default Settings for Unknown Traffic Flood Control, page 84-2

¢ How to Configure Unknown Traffic Flood Control, page 84-2

¢ Configuration Examples for Unknown Traffic Flood Control, page 84-3

Note « For complete syntax and usage information for the commands used in this chapter, see these
publications:

http://www.cisco.com/en/US/products/ps11846/prod _command reference list.html

e Cisco IOS Release 15.4SY supports only Ethernet interfaces. Cisco IOS Release 15.4SY does not
support any WAN features or commands.

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series _home.html

Participate in the Technical Documentation Ideas forum

Prerequisites for Unknown Traffic Flood Control

None.

Restrictions for Unknown Traffic Flood Control

When unknown unicast flood rate-limiting (UUFRL) is enabled, per-VLAN learning must be enabled on
all the Layer 3 routed ports, otherwise, any unicast flooded packet coming into a routed port will also be
rate-limited by UUFRL.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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Information About Unknown Traffic Flood Control

By default, unknown unicast traffic is flooded to all Layer 2 ports in a VLAN. You can use the unknown
unicast flood blocking (UUFB) and unknown unicast flood rate-limiting (UUFRL) features to prevent

or limit this traffic.

The UUFB features block unknown unicast traffic flooding at a specific port, only permitting egress
traffic with MAC addresses that are known to exist on the port. The UUFB features are supported on all
ports that are configured with the switchport command, including private VLAN (PVLAN) ports.

The UUFRL feature globally rate limits unknown unicast traffic on all VLANS.

Default Settings for Unknown Traffic Flood Control

None.

How to Configure Unknown Traffic Flood Control

¢ How to Configure UUFB, page 84-2
¢ How to Configure UUFRL, page 84-2

How to Configure UUFB

Step 1
Step 2

Step 3
Step 4

To configure UUFB, perform this task:

Command

Purpose

Tawvgt % "egphkiwtg"vgtokpen"

Enters global configuration mode.

Tqwvgt*egphki+%"kpvgthceg"}}type slot/porti"~"
}rqtv/ejcppgn"pwodgti i "

Selects the interface to configure.

Tqwvgt*egphki/kh+%"uykvejrqtv"

Configures the port for Layer 2 switching.

Tqwvgt*egphki/kh+%"uykvejrqtv"dngem" }wpkecuv; "

Enables unknown unicast flood blocking on the port.

How to Configure UUFRL

Step 1
Step 2

Step 3

r Supervisor Engine 2T Software Configuration Guide, Release 15.4SY

To configure UUFRL, perform this task:

Command

Purpose

Tgwvgt%"egphkiwtg"vgtokpcn"

Enters global configuration mode.

Tqwvgt *egphki+%"rncvhqgto"tevg/nkokv'ne{gt4 "wpmpqyp"
rate-in-pps lburst-size "

Enables UUFRL and sets the maximum packet rate.
(Optional) Specify a burst size limit.

Tgwvgt *egphki+%"gzkv"

Exits configuration mode.
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Configuration Examples for Unknown Traffic Flood Control

When you configure UUFRL, note the following information:
e For the rate-in-pps value:
— The range is 10 through 1,000,000 (entered as 1000000).
— There is no default value.
— Values lower than 1,000 (entered as 1000) should offer sufficient protection.
» For the burst-size value:
— The range is 1 through 255.
— The default is 10.

— The default value should provide sufficient protection.

Configuration Examples for Unknown Traffic Flood Control

)o

This example shows how to configure UUFB on Gigabit Ethernet port 5/12 and how to verify the
configuration:

Tgwvgt%"egphkiwtg"vgtokpen"

Tgwvgt *egphki+%"kpvgthceg"ikicdkvgvigtpgv"7134"

Tgwvgt *egphki/kh+%"uykvejrgtv"

Tgwvgt *egphki/kh+%"uykvejrqtv"dngem"wpkecuv"
Tgwvgt*egphki/kh+$"fq"ujqy"kpvgthceg"ikicdkvgvigtpgv" 7134 "uykvejrqtv"~"kpenwfg"Wpmpgyp"
Wpmpgyp "wpkecuv"dngemgf<"gpcdngf

This example shows how to configure UUFRL with a rate limit of 1000 pps with a burst of 20 packets:
Tgwvgt$"egphkiwtg"vgtokpen"

Tqwvgt *egphki+%"rncvhqgto"tcvg/nkokv'"nc{gt4 "wpmpqgyp"3222"42"
Tgwvgt *egphki+%"gzkv"

For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum
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CHAPTER 85

IEEE 802.1X Port-Based Authentication

e Prerequisites for 802.1X Authentication, page 85-1

» Restrictions for 802.1X Authentication, page 85-2

» Information About 802.1X Port-Based Authentication, page 85-6

e Default Settings for 802.1X Port-Based Authentication, page 85-31
* How to Configure 802.1X Port-Based Authentication, page 85-32
« Displaying Authentication Status and Information, page 85-57

Note « For complete syntax and usage information for the commands used in this chapter, see these
publications:

http://www.cisco.com/en/US/products/ps11846/prod _command reference list.html

e Cisco IOS Release 15.4SY supports only Ethernet interfaces. Cisco IOS Release 15.4SY does not
support any WAN features or commands.

)o

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series _home.html

Participate in the Technical Documentation Ideas forum

Prerequisites for 802.1X Authentication

None.
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Restrictions for 802.1X Authentication

e 802.1X Authentication, page 85-2

*  VLAN Assignment, Guest VLAN, Restricted VLAN, and Inaccessible Authentication Bypass,
page 85-3

* MAC Authentication Bypass, page 85-5
* Web-Based Authentication, page 85-5
* Network Edge Access Topology (NEAT) and Client Information Signalling Protocol (CISP), page 85-5

802.1X Authentication

e When 802.1X authentication is enabled, ports are authenticated before any other Layer 2 or Layer 3
features are enabled.

e Ifyou try to change the mode of an 802.1X-enabled port (for example, from access to trunk), an
error message appears, and the port mode is not changed.

e Although not recommended, you can configure port security and 802.1X port-based authentication
on the same port.

>

Note  802.1X authentication is not compatible with port security with sticky MAC addresses or
static secure MAC addresses. With Release 15.1(1)SY 1 and later, you cannot configure
802.1X authentication with port security with sticky MAC addresses or static secure MAC
addresses.

e Ifthe VLAN to which an 802.1X-enabled port is assigned changes, this change is transparent and
does not affect the switch. For example, this change occurs if a port is assigned to a RADIUS
server-assigned VLAN and is then assigned to a different VLAN after reauthentication.

If the VLAN to which an 802.1X port is assigned to shut down, disabled, or removed, the port
becomes unauthorized. For example, the port is unauthorized after the access VLAN to which a port
is assigned shuts down or is removed.

» The 802.1X protocol is supported on Layer 2 static-access ports, voice VLAN ports, and Layer 3
routed ports, but it is not supported on these port types:

— Trunk port—If you try to enable 802.1X authentication on a trunk port, an error message
appears, and 802.1X authentication is not enabled. If you try to change the mode of an
802.1X-enabled port to trunk, an error message appears, and the port mode is not changed.

— Dynamic ports—A port in dynamic mode can negotiate with its neighbor to become a trunk
port. If you try to enable 802.1X authentication on a dynamic port, an error message appears,
and 802.1X authentication is not enabled. If you try to change the mode of an 802.1X-enabled
port to dynamic, an error message appears, and the port mode is not changed.

— Dynamic-access ports—If you try to enable 802.1X authentication on a dynamic-access (VLAN
Query Protocol [VQP]) port, an error message appears, and 802.1X authentication is not
enabled. If you try to change an 802.1X-enabled port to dynamic VLAN assignment, an error
message appears, and the VLAN configuration is not changed.

— EtherChannel port—Do not configure a port that is an active or a not-yet-active member of an
EtherChannel as an 802.1X port. If you try to enable 802.1X authentication on an EtherChannel
port, an error message appears, and 802.1X authentication is not enabled.

r Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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Restrictions for 802.1X Authentication

— Switched Port Analyzer (SPAN) and Remote SPAN (RSPAN) destination ports—You can
enable 802.1X authentication on a port that is a SPAN or RSPAN destination port. However,
802.1X authentication is disabled until the port is removed as a SPAN or RSPAN destination
port. You can enable 802.1X authentication on a SPAN or RSPAN source port.

Before globally enabling 802.1X authentication on a switch by entering the dotlx
system-auth-control global configuration command, remove the EtherChannel configuration from
the interfaces on which 802.1X authentication and EtherChannel are configured.

Because all traffic from unauthenticated hosts is forwarded to the switch processor, we recommend
that you apply rate limiting to this traffic.

802.1X Host Mode

In most cases when the host mode is changed on a port, any existing 802.1X authentications on that
port are deleted. Exceptions are when changing from the single-host mode to any other mode, and
when changing from multidomain mode to multiauth mode. In these two cases, existing 802.1X
authentications are retained.

If you enter the authentication open interface configuration command, any new MAC address
detected on the port will be allowed unrestricted Layer 2 access to the network even before any
authentication has succeeded. If you use this command, you should use static default ACLs to
restrict Layer 3 traffic. For additional details, see the “Pre-Authentication Open Access” section on
page 85-15.

When configuring multiple-hosts mode, if the multiple-hosts port becomes unauthorized
(reauthentication fails or an EAPOL-logoff message is received), all attached clients are denied
access to the network.

When configuring MDA host mode, A third-party IP phone’s MAC address will initially be assigned
to the data VLAN. When tagged voice packets are observed, the device will be removed from the
data VLAN and placed on the voice VLAN.

When configuring multiauth host mode, note the following guidelines:

— If one client on a multiauth port becomes unauthorized (reauthentication fails or an
EAPOL-logoff message is received from that client), the authorization status of the other
attached clients is not changed.

— RADIUS-assigned VLANS are not supported on multiauth ports, which can have only one data
VLAN. If the authentication server sends VLAN-related attributes, the authentication will
succeed but the VLAN assignment will be ignored.

— Although multiple hosts are allowed on the data VLAN, only one host is allowed on the voice
VLAN. When one IP phone has been authenticated, further IP phones on the same port will be
denied authentication.

— A multiauth port does not support a guest VLAN, authentication-fail VLAN, or a critical
VLAN.

VLAN Assignment, Guest VLAN, Restricted VLAN, and Inaccessible
Authentication Bypass

When 802.1X authentication is enabled on a port, you cannot configure a port VLAN that is equal
to a voice VLAN.
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Chapter 85 1EEE 802.1X Port-Based Authentication |

B Restrictions for 802.1X Authentication

e The 802.1X authentication with VLAN assignment feature is not supported on trunk ports, dynamic
ports, or with dynamic-access port assignment through a VMPS.

*  You can configure any VLAN except an RSPAN VLAN, a private primary PVLAN, or a voice
VLAN as an 802.1X guest VLAN. The guest VLAN feature is not supported on internal VLANs
(routed ports) or trunk ports; it is supported only on access ports.

e After you configure a guest VLAN for an 802.1X port to which a DHCP client is connected, you
might need to get a host IP address from a DHCP server. You can change the settings for restarting
the 802.1X authentication process on the switch before the DHCP process on the client times out
and tries to get a host IP address from the DHCP server. Decrease the settings for the 802.1X
authentication process (dotlx timeout quiet-period and dotlx timeout tx-period interface
configuration commands). The amount to decrease the settings depends on the connected 802.1X
client type.

¢ When configuring the 802.1X VLAN user distribution feature, follow these guidelines:

— A maximum of 100 VLAN groups can be configured, and a maximum of 4094 VLANs can be
mapped to a VLAN group.

— A VLAN can be mapped to more than one VLAN group.
— A guest VLAN, a critical VLAN, or a restricted VLAN can be mapped to a VLAN group.

— A VLAN group name cannot be specified as a guest VLAN, a critical VLAN, or a restricted
VLAN.

— You can modify a VLAN group by adding or removing a VLAN, but at least one VLAN must
be mapped to the VLAN group. If you remove the last VLAN from the VLAN group, the VLAN
group is deleted.

— Removing an existing VLAN from the VLAN group name does not revoke the authentication
status of the ports in the VLAN, but the mappings are removed from the existing VLAN group.

— Deleting an existing VLAN group name does not revoke the authentication status of the ports
in any VLAN within the group, but the VLAN mappings to the VLAN group are removed.

*  When configuring the inaccessible authentication bypass feature, follow these guidelines:

— The inaccessible authentication bypass feature is supported on 802.1X ports in single-host
mode, multiple-hosts mode, and MDA mode.

— If the client is running Windows XP and the port to which the client is connected is in the
critical-authentication state, Windows XP might report that the interface is not authenticated.

— If the Windows XP client is configured for DHCP and has an IP address from the DHCP server,
receiving an EAP-Success message on a critical port might not reinitiate the DHCP
configuration process.

— You can configure the inaccessible authentication bypass feature and the critical VLAN on an
802.1X port. If the switch tries to reauthenticate a critical port in a critical VLAN and all the
RADIUS servers are unavailable, the switch changes the port state to the critical authentication
state and the port remains in the critical VLAN.

— You can configure the inaccessible bypass feature and port security on the same port.

*  You can configure any VLAN except an RSPAN VLAN or a voice VLAN as an 802.1X restricted
VLAN. The restricted VLAN feature is not supported on internal VLANSs (routed ports) or trunk
ports; it is supported only on access ports.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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MAC Authentication Bypass

Unless otherwise stated, the MAC authentication bypass guidelines are the same as the 802.1X
authentication guidelines. For more information, see the “802.1X Authentication” section on
page 85-2.

If you disable MAC authentication bypass from a port after the port has been authorized with its
MAC address, the session will be removed.

When MAC authentication bypass with EAP has been enabled on an interface, it is not disabled by
a subsequent default interface command on the interface.

If the port is in the unauthorized state and the client MAC address is not the authentication-server
database, the port remains in the unauthorized state. However, if the client MAC address is added
to the database, the switch can use MAC authentication bypass to reauthorize the port.

If the port is in the authorized state, the port remains in this state until reauthorization occurs.

To use MAC authentication bypass on a routed port, make sure that MAC address learning is
enabled on the port.

You can optionally configure a timeout period for hosts that are connected by MAC authentication
bypass but are inactive. The range is 1 to 65535 seconds, but should be set to a value less than the
reauthentication timeout. You must enable port security before configuring a timeout value. For
more information, see the “How to Configure Port Security” section on page 87-4.

Web-Based Authentication

Fallback to web-based authentication is configured on switch ports in access mode. Ports in trunk
mode are not supported.

Fallback to web-based authentication is not supported on EtherChannels or EtherChannel members.

Although fallback to web-based authentication is an interface-specific configuration, the web-based
authentication fallback behavior is defined in a global fallback profile. If the global fallback
configuration changes, the new profile will not be used until the next instance of authentication
fallback.

For detailed information on configuring web-based authentication, see Chapter 86, “Web-Based
Authentication.”

Network Edge Access Topology (NEAT) and Client Information Signalling
Protocol (CISP)

You can configure NEAT ports with the same configurations as the other authentication ports. When
the supplicant switch authenticates, the port mode is changed from access to trunk based on the
switch vendor-specific attributes (VSAs). (device-traffic-class=switch).

The VSA changes the authenticator switch port mode from access to trunk and enables 802.1x trunk
encapsulation and the access VLAN if any would be converted to a native trunk VLAN. VSA does
not change any of the port configurations on the supplicant

Starting Release 15.2(1)SY 1 NEAT support is available on FEX ports.
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S

Note  The Instant Access/FEX ports will have switchport trunk allowed vian I configuration enabled by
default. Upon successful authorization asw port would be converted to trunk and allowed VLAN
command can cause problems.

Information About 802.1X Port-Based Authentication

e 802.1X Overview, page 85-6

e 802.1X Device Roles, page 85-7

» Port-based Authentication Process, page 85-8

» Authentication Initiation and Message Exchange, page 85-10

e Ports in Authorized and Unauthorized States, page 85-12

e 802.1X Host Modes, page 85-13

e 802.1X Authentication with DHCP Snooping, page 85-15

e 802.1X Accounting, page 85-16

e 802.1X Authentication with VLAN Assignment, page 85-17

e Multiple VLANs and VLAN User Distribution with VLAN Assignment, page 85-18
e 802.1X Authentication with Guest VLAN, page 85-19

e 802.1X Authentication with Restricted VLAN, page 85-20

e 802.1X Authentication with Inaccessible Authentication Bypass, page 85-21

e 802.1X Authentication with Voice VLAN Ports, page 85-22

e 802.1X Authentication with Port Security, page 85-23

e 802.1X Authentication with ACL Assignments and Redirect URLs, page 85-23
e 802.1X Authentication with Port Descriptors, page 85-26

e 802.1X Authentication with MAC Authentication Bypass, page 85-26

e Network Admission Control Layer 2 IEEE 802.1X Validation, page 85-27

e 802.1X Authentication with Wake-on-LAN, page 85-28

802.1X Overview

This section describe the role of 802.1X port-based authentication as a part of a system of authentication,
authorization, and accounting (AAA) The IEEE 802.1X standard defines a client and server-based
access control and authentication protocol that restricts unauthorized clients from connecting to a LAN
through publicly accessible ports. The authentication server authenticates each client connected to a
switch port and assigns the port to a VLAN before making available any services offered by the switch
or the LAN.

Until the client is authenticated, 802.1X access control allows only Extensible Authentication Protocol
over LAN (EAPOL) traffic through the port to which the client is connected. After authentication is
successful, normal traffic can pass through the port.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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802.1X Device Roles

With 802.1X port-based authentication, the devices in the network have specific roles as shown in
Figure 85-1.

Figure 85-1 802.1X Device Roles

The specific roles shown in Figure 85-1 are as follows:

Client—The device (workstation) that requests access to the LAN and switch services and responds
to requests from the switch.The workstation must be running 802.1X-compliant client software such
as that offered in the Microsoft Windows XP operating system. (The client is the supplicant in the
IEEE 802.1X specification.)

~

Note  To resolve Windows XP network connectivity and 802.1X port-based authentication issues,
read the Microsoft Knowledge Base article at this URL:
http://support.microsoft.com/kb/q303597/

Authentication server—Performs the actual authentication of the client. The authentication server
validates the identity of the client and notifies the switch whether or not the client is authorized to
access the LAN and switch services. Because the switch acts as the proxy, the authentication service
is transparent to the client. The Remote Authentication Dial-In User Service (RADIUS) security
system with Extensible Authentication Protocol (EAP) extensions is the only supported
authentication server; it is available in Cisco Secure Access Control Server (ACS), version 3.0.
RADIUS uses a client-server model in which secure authentication information is exchanged
between the RADIUS server and one or more RADIUS clients.

Switch (also called the authenticator and back-end authenticator)— Controls the physical access to
the network based on the authentication status of the client. The switch acts as an intermediary
(proxy) between the client and the authentication server, requesting identity information from the
client, verifying that information with the authentication server, and relaying a response to the
client. The switch includes the RADIUS client, which is responsible for encapsulating and
decapsulating the EAP frames and interacting with the authentication server.

When the switch receives EAPOL frames and relays them to the authentication server, the Ethernet
header is stripped and the remaining EAP frame is reencapsulated in the RADIUS format. The EAP
frames are not modified or examined during encapsulation, and the authentication server must
support EAP within the native frame format. When the switch receives frames from the
authentication server, the server’s frame header is removed, leaving the EAP frame, which is then
encapsulated for Ethernet and sent to the client.
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Port-based Authentication Process

When 802.1X port-based authentication is enabled, these events occur:

o If the client supports 802.1X-compliant client software and the client’s identity is valid, the 802.1X
authentication succeeds and the switch grants the client access to the network.

e If 802.1X authentication times out while waiting for an EAPOL message exchange, the switch can
use a fallback authentication method, such as MAC authentication bypass (MAB) or web-based
authentication (webauth), if either or both are enabled:

— If MAC authentication bypass is enabled, the switch relays the client’s MAC address to the
AAA server for authorization. If the client’s MAC address is valid, the authorization succeeds
and the switch grants the client access to the network.

— If web-based authentication is enabled, the switch sends an HTTP login page to the client. The
switch relays the client’s username and password to the AAA server for authorization. If the
login succeeds, the switch grants the client access to the network.

~

Kte The default order for authentication methods is 802.1X, and then MAB, then web-based
authentication. You can change the order, and you can disable any of these methods.

» If fallback authentication methods are not enabled or are not successful, and if a guest VLAN is
configured, the switch assigns the client to a guest VLAN that provides limited services.

o If the switch receives an invalid identity from an 802.1X-capable client and a restricted VLAN is
specified, the switch can assign the client to a restricted VLAN that provides limited services.

« If the RADIUS authentication server is unavailable (down) and inaccessible authentication bypass
is enabled, the switch grants the client access to the network by putting the port in the
critical-authentication state in the user-specified critical VLAN.

~

Note  Inaccessible authentication bypass is also referred to as critical authentication or the AAA fail
policy.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY




| Chapter 85

IEEE 802.1X Port-Based Authentication

Figure 85-2
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1 = This occurs if the switch does not detect EAPOL packets from the client.

The switch reauthenticates a client when one of these situations occurs:

« Periodic reauthentication is enabled, and the reauthentication timer expires.

You can configure the reauthentication timer to use a switch-specific value or to be based on values

from the RADIUS server.

After 802.1X authentication using a RADIUS server is configured, the switch uses timers based on
the Session-Timeout RADIUS attribute (Attribute[27]) and the Termination-Action RADIUS

attribute (Attribute [29]).

The Session-Timeout RADIUS attribute (Attribute[27]) specifies the time after which

reauthentication occurs.
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The Termination-Action RADIUS attribute (Attribute [29]) specifies the action to take during
reauthentication. The actions are Initialize and ReAuthenticate. When the Initialize action is set (the
attribute value is DEFAULT), the 802.1X session ends, and connectivity is lost during
reauthentication. When the ReAuthenticate action is set (the attribute value is RADIUS-Request),
the session is not affected during reauthentication.

*  You manually reauthenticate the client by entering the dotlx re-authenticate interface type
slot/port privileged EXEC command.

Authentication Initiation and Message Exchange

Note

The switch or the client can initiate authentication. If you enable authentication on a port by using the
dotlx pae authenticator and authentication port-control auto interface configuration commands, the
switch must initiate authentication when it determines that the port link state transitions from down to
up. The switch then sends an EAP-request/identity frame to the client to request its identity (typically,
the switch sends an initial identity/request frame followed by one or more requests for authentication
information). When the client receives the frame, it responds with an EAP-response/identity frame.

If the client does not receive an EAP-request/identity frame from the switch during bootup, the client
can initiate authentication by sending an EAPOL-start frame, which prompts the switch to request the
client’s identity.

If 802.1X is not enabled or supported on the network access device, any EAPOL frames from the client
are dropped. If the client does not receive an EAP-request/identity frame after three attempts to start
authentication, the client transmits frames as if the port is in the authorized state. A port in the authorized
state effectively means that the client has been successfully authenticated. For more information, see the
“Ports in Authorized and Unauthorized States” section on page 85-12.

When the client supplies its identity, the switch begins its role as the intermediary, passing EAP frames
between the client and the authentication server until authentication succeeds or fails. If the
authentication succeeds, the port becomes authorized. If the authentication fails, authentication can be
retried, the port might be assigned to a VLAN that provides limited services, or network access is not
granted. For more information, see the “Ports in Authorized and Unauthorized States” section on

page 85-12.

r Supervisor Engine 2T Software Configuration Guide, Release 15.4SY



| Chapter 85

IEEE 802.1X Port-Based Authentication

Information About 802.1X Port-Based Authentication

The specific exchange of EAP frames depends on the authentication method being used. Figure 85-3
shows a message exchange initiated by the client using the One-Time-Password (OTP) authentication
method with a RADIUS server.

Figure 85-3 Message Exchange
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If 802.1X authentication times out while waiting for an EAPOL message exchange, and MAC
authentication bypass is enabled, the switch can authorize the client when the switch detects an Ethernet
packet from the client. The switch uses the MAC address of the client as its identity and includes this
information in the RADIUS-access/request frame that is sent to the RADIUS server. After the server
sends the switch the RADIUS-access/accept frame (authorization is successful), the port becomes
authorized. If MAB authorization fails and a guest VLAN is specified, the switch assigns the port to the
guest VLAN. If the switch detects an EAPOL packet while waiting for an Ethernet packet, the switch
stops the MAC authentication bypass process and starts 802.1X authentication.
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Figure 85-4 Message Exchange During MAC Authentication Bypass
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Ports in Authorized and Unauthorized States

The switch port state determines whether or not the client is granted access to the network. The port
starts in the unauthorized state. While in this state, the port disallows all ingress and egress traffic except
for 802.1X protocol packets. When a client is successfully authenticated, the port transitions to the
authorized state, allowing all traffic for the client to flow normally.

If a client that does not support 802.1X authentication connects to an unauthorized 802.1X port, the
switch requests the client’s identity. In this situation, the client does not respond to the request, the port
remains in the unauthorized state, and the client is not granted access to the network.

In contrast, when an 802.1X-enabled client connects to a port that is not running the 802.1X protocol,
the client initiates the authentication process by sending the EAPOL-start frame. When no response is
received, the client sends the request for a fixed number of times. Because no response is received, the
client begins sending frames as if the port is in the authorized state.

You control the port authorization state by using the authentication port-control interface
configuration command and these keywords:

e force-authorized—Disables 802.1X port-based authentication and causes the port to transition to
the authorized state without any authentication exchange required. The port transmits and receives
normal traffic without 802.1X-based authentication of the client. This is the default setting.

» force-unauthorized—Causes the port to remain in the unauthorized state, ignoring all attempts by
the client to authenticate. The switch cannot provide authentication services to the client through the
interface.

» auto—Enables 802.1X port-based authentication and causes the port to begin in the unauthorized
state, allowing only EAPOL frames to be sent and received through the port. The authentication
process begins when the link state of the port transitions from down to up or when an EAPOL-start
frame is received. The switch requests the identity of the client and begins relaying authentication
messages between the client and the authentication server. Each client attempting to access the
network is uniquely identified by the switch by using the client’s MAC address.
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If the client is successfully authenticated (receives an Accept frame from the authentication server), the
port state changes to authorized, and all frames from the authenticated client are allowed through the
port. If the authentication fails, the port remains in the unauthorized state, but authentication can be
retried. If the authentication server cannot be reached, the switch can retransmit the request. If no
response is received from the server after the specified number of attempts, authentication fails, and
network access is not granted.

When a client logs off, it sends an EAPOL-logoff message, causing the switch port to transition to the
unauthorized state.

If the link state of a port transitions from up to down, or if an EAPOL-logoff frame is received, the port
returns to the unauthorized state.

802.1X Host Modes

¢ Host Mode Overview, page 85-13

» Single-Host Mode, page 85-13

e Multiple-Hosts Mode, page 85-13

e Multidomain Authentication Mode, page 85-14
e Multi-Auth VLAN Assignment, page 85-14

e Multiauthentication Mode, page 85-15

¢ Pre-Authentication Open Access, page 85-15

Host Mode Overview

The 802.1X port’s host mode determines whether more than one client can be authenticated on the port
and how authentication will be enforced. You can configure an 802.1X port to use any of the four host
modes described in the following sections. In addition, each mode may be modified to allow
pre-authentication open access.

Single-Host Mode

In single-host mode (see Figure 85-1 on page 85-7), only one client can be connected to the
802.1X-enabled port. The switch detects the client by sending an EAPOL frame when the port link state
changes to the up state. If a client leaves or is replaced with another client, the switch changes the port
link state to down, and the port returns to the unauthorized state.

Multiple-Hosts Mode

In multiple-hosts mode, you can attach multiple hosts to a single 802.1X-enabled port. Figure 85-5 shows
802.1X port-based authentication in a wireless LAN. In this mode, only one of the attached clients must
be authorized for all clients to be granted network access. If the port becomes unauthorized
(reauthentication fails or an EAPOL-logoff message is received), the switch denies network access to all
of the attached clients. In this topology, the wireless access point is responsible for authenticating the
clients attached to it, and it also acts as a client to the switch.

With the multiple-hosts mode enabled, you can use 802.1X authentication to authenticate the port and
you can use port security to manage network access for all MAC addresses, including the client’s MAC
address.
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Figure 85-5 Multiple Host Mode Example
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Multidomain Authentication Mode

Multidomain authentication (MDA) mode allows an IP phone (Cisco or third-party) and a single host
behind the IP phone to authenticate independently, using 802.1X, MAC authentication bypass (MAB),
or (for the host only) web-based authentication. In this application, multidomain refers to two domains
— data and voice — and only two MAC addresses are allowed per port. The switch can place the host
in the data VLAN and the IP phone in the voice VLAN, though they appear on the same switch port. The
data VLAN assignment can be obtained from the vendor-specific attributes (VSAs) received from the
authentication, authorization, and accounting (AAA) server during authentication.

Figure 85-6 shows a typical MDA application with a single host behind an IP phone connected to the
802.1X-enabled port. Because the client is not directly connected to the switch, the switch cannot detect
a loss of port link if the client is disconnected. To prevent the possibility of another device using the
established authentication of the disconnected client, later Cisco IP phones send a Cisco Discovery
Protocol (CDP) host presence type length value (TLV) to notify the switch of changes in the attached
client’s port link state.

Figure 85-6 Multidomain Authentication Mode Example
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Multi-Auth VLAN Assignment

Multi-auth VLAN assignment uses existing commands to support the assignment of a RADIUS
server-supplied VLAN in multiauth mode when these conditions occur:

e The host is the first host authorized on the port, and the RADIUS server supplies VLAN
information.

e Subsequent hosts are authorized with a VLAN that matches the operational VLAN.

* A host is authorized on the port with no VLAN assignment, and subsequent hosts either have no
VLAN assignment, or their VLAN information matches the operational VLAN.
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» The first host authorized on the port has a group VLAN assignment, and subsequent hosts either
have no VLAN assignment, or their group VLAN matches the group VLAN on the port. Subsequent
hosts must use the same VLAN from the VLAN group as the first host. If a VLAN list is used, all
hosts are subject to the conditions specified in the VLAN list.

e After a VLAN is assigned to a host on the port, subsequent hosts must have matching VLAN
information or be denied access to the port.

e The behavior of the critical-auth VLAN is not changed for multiauth mode. When a host tries to
authenticate and the server is not reachable, all authorized hosts are reinitialized in the configured
VLAN.

e Only one voice VLAN is supported on a multiauth port.

*  You cannot configure a guest VLAN or an auth-fail VLAN in multiauth mode.

Multiauthentication Mode

Multiauthentication (multiauth) mode allows one 802.1X/MAB client on the voice VLAN and multiple
authenticated 802.1X/MAB/webauth clients on the data VLAN. When a hub or access point is connected
to an 802.1X port, as in Figure 85-5, multiauth mode provides enhanced security over multiple-hosts
mode by requiring authentication of each connected client. For non-802.1X devices, MAB or web-based
authentication can be used as the fallback method for individual host authentications, allowing different
hosts to be authenticated through different methods on a single port.

Multiauth also supports MDA functionality on the voice VLAN by assigning authenticated devices to
either a data or voice VLAN depending on the VSAs received from the authentication server.

Pre-Authentication Open Access

Any of the four host modes may be additionally configured to allow a device to gain network access
before authentication. This pre-authentication open access is useful in an application such as the
Pre-boot eXecution Environment (PXE), where a device must access the network to download a bootable
image containing an authentication client.

Pre-authentication open access is enabled by entering the authentication open command after host
mode configuration, and acts as an extension to the configured host mode. For example, if
pre-authentication open access is enabled with single-host mode, then the port will allow only one MAC
address. When pre-authentication open access is enabled, initial traffic on the port is restricted only by
whatever other access restriction, independent of 802.1X, is configured on the port. If no access
restriction other than 802.1X is configured on the port, then a client device will have full access on the
configured VLAN.

802.1X Authentication with DHCP Snooping

When the Dynamic Host Configuration Protocol (DHCP) snooping option-82 with data insertion feature
is enabled, the switch can insert a client’s 802.1X authenticated user identity information into the DHCP
discovery process, allowing the DHCP server to assign IP addresses from different IP address pools to
different classes of end users. This feature allows you to secure the IP addresses given to the end users
for accounting purposes and to allow services based on Layer 3 criteria.
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After a successful 802.1X authentication between a supplicant and the RADIUS server, the switch puts
the port in the forwarding state and stores the attributes that it receives from the RADIUS server. While
performing DHCP snooping, the switch acts as a DHCP relay agent, receiving DHCP messages and
regenerating those messages for transmission on another interface. When a client, after 802.1X
authentication, sends a DHCP discovery message, the switch receives the packet. The switch adds to the
packet a RADIUS attributes suboption section containing the stored RADIUS attributes of the client.
The switch then submits the discovery broadcast again. The DHCP server receives the modified DHCP
discovery packet and can, if configured to do so, use the authenticated user identity information when
creating the IP address lease. The mapping of user-to-IP address can be on a one-to-one, one-to-many,
or many-to-many basis. The one-to-many mapping allows the same user to authenticate through the
802.1X hosts on multiple ports.

The switch will automatically insert the authenticated user identity information when 802.1X
authentication and DHCP snooping option-82 with data insertion features are enabled. To configure
DHCP snooping option-82 with data insertion, see the “DHCP Snooping Option-82 Data Insertion” section
on page 80-5.

For information about the data inserted in the RADIUS attributes suboption, see RFC 4014, “Remote
Authentication Dial-In User Service (RADIUS) Attributes Suboption for the Dynamic Host Configuration
Protocol (DHCP) Relay Agent Information Option.”

802.1X Accounting

The IEEE 802.1X standard defines how users are authorized and authenticated for network access but
does not keep track of network usage. IEEE 802.1X accounting is disabled by default. You can enable
802.1X accounting to monitor the following activities on 802.1X-enabled ports:

» User successfully authenticates.

» User logs off.

e Link-down occurs.

« Reauthentication successfully occurs.
« Reauthentication fails.

The switch does not log IEEE 802.1X accounting information. Instead, it sends this information to the
RADIUS server, which must be configured to log accounting messages.

The information sent to the RADIUS server is represented in the form of Attribute-Value (AV) pairs.
These AV pairs provide data for different applications. (For example, a billing application might require
information that is in the Acct-Input-Octets or the Acct-Output-Octets attributes of a RADIUS packet.)

AV pairs are automatically sent by a switch that is configured for 802.1X accounting. Three types of
RADIUS accounting packets are sent by a switch:

* START-Sent when a new user session starts.
e INTERIM-Sent during an existing session for updates.

«  STOP-Sent when a session terminates.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
Ed |



| Chapter 85

IEEE 802.1X Port-Based Authentication

Information About 802.1X Port-Based Authentication

Table 85-1 lists the AV pairs and indicates when they are sent are sent by the switch.

Table 85-1 Accounting AV Pairs
Attribute
Number AV Pair Name START INTERIM STOP
Attribute[1] User-Name Always Always Always
Attribute[4] NAS-IP-Address Always Always Always
Attribute[5] NAS-Port Always Always Always
Attribute[8] Framed-IP-Address Never Sometimes Sometimes
Note  The Framed-IP-Address AV pair is sent only if a valid
DHCP binding exists for the host in the DHCP
snooping bindings table.
Attribute[25] Class Always Always Always
Attribute[26] Vendor-Specific — — —
Note  Vendor-specific attributes (VSAs) are used by other 802.1X features.
Attribute[30] Called-Station-ID Always Always Always
Attribute[31] Calling-Station-ID Always Always Always
Attribute[40] Acct-Status-Type Always Always Always
Attribute[41] Acct-Delay-Time Always Always Always
Attribute[42] Acct-Input-Octets Never Never Always
Attribute[43] Acct-Output-Octets Never Never Always
Attribute[44] Acct-Session-ID Always Always Always
Attribute[45] Acct-Authentic Always Always Always
Attribute[46] Acct-Session-Time Never Never Always
Attribute[49] Acct-Terminate-Cause |Never Never Always
Attribute[61] NAS-Port-Type Always Always Always

802.1X Authentication with VLAN Assignment

You can view the AV pairs that are being sent by the switch by entering the debug radius accounting
privileged EXEC command. For more information about AV pairs, see RFC 3580, “IEEE 802.1X Remote

Authentication Dial In User Service (RADIUS) Usage Guidelines.”

After successful 802.1X authentication of a port, the RADIUS server sends the VLAN assignment to
configure the port. The RADIUS server database maintains the username-to-VLAN mappings, assigning
the VLAN based on the username of the client connected to the port. You can use this feature to limit

network access for certain users.

When configured on the switch and the RADIUS server, 802.1X authentication with VLAN assignment
has these characteristics:

e If 802.1X authentication is enabled on a port, and if all information from the RADIUS server is
valid, the port is placed in the RADIUS server-assigned VLAN after authentication.
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» If the multiple-hosts mode is enabled on an 802.1X port, all hosts on the port are placed in the same
RADIUS server-assigned VLAN as the first authenticated host.

e If the multiauth mode is enabled on an 802.1X port, the VLAN assignment will be ignored.

e Ifno VLAN number is supplied by the RADIUS server, the port is configured in its access VLAN
after successful authentication. An access VLAN is a VLAN assigned to an access port. All packets
sent from or received on this port belong to this VLAN.

« If802.1X authentication is enabled but the VLAN information from the RADIUS server is not valid,
the port returns to the unauthorized state and remains in the configured access VLAN. This prevents
ports from appearing unexpectedly in an inappropriate VLAN because of a configuration error.

Configuration errors could include specifying a VLAN for a routed port, a malformed VLAN ID, a
nonexistent or internal (routed port) VLAN ID, or an attempted assignment to a voice VLAN ID.

» [f802.1X authentication is disabled on the port, the port is returned to the configured access VLAN.
* The Radius VLAN assignment is supported for both DATA clients and VOICE clients.

When the port is in the force-authorized, force-unauthorized, unauthorized, or shutdown state, the port
is put into the configured access VLAN.

If an 802.1X port is authenticated and put in the RADIUS server-assigned VLAN, any change to the port
access VLAN configuration does not take effect.

The 802.1X authentication with VLAN assignment feature is not supported on trunk ports, dynamic
ports, or with dynamic-access port assignment through a VLAN Membership Policy Server (VMPS).

To configure VLAN assignment, perform this task:

Enable AAA authorization by using the network keyword to allow interface configuration from the
RADIUS server.

Enable 802.1X authentication.

The VLAN assignment feature is automatically enabled when you configure 802.1X authentication on
an access port.

Assign vendor-specific tunnel attributes in the RADIUS server. The RADIUS server must return these
attributes to the switch:

e [64] Tunnel-Type = VLAN
e [65] Tunnel-Medium-Type = 802
e [81] Tunnel-Private-Group-ID = VLAN name or VLAN ID

Attribute [64] must contain the value VLAN (type 13). Attribute [65] must contain the value 802 (type
6). Attribute [81] specifies the VLAN name or VLAN ID assigned to the 802.1X-authenticated user.

Multiple VLANs and VLAN User Distribution with VLAN Assignment

The RADIUS-supplied VLAN assignment can provide load balancing by distributing
802.1X-authenticated users among multiple VLANS.

In earlier releases, the RADIUS server can supply a single VLAN name or ID for the assignment of an
authenticating user. The RADIUS server can supply multiple VLAN names and IDs or the name of a
VLAN group that contains multiple VLANSs. Use either of the following two methods to load balance
the users between the different VLANSs:
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» Configure the RADIUS server to send more than one VLAN ID or VLAN name as part of the
response to the authenticating user. The 802.1X VLAN user group feature tracks the users in a
particular VLAN and achieves load balancing by placing newly authenticated users in the least
populated VLAN of the RADIUS-supplied VLAN IDs.

Perform the steps shown in the “802.1X Authentication with VLAN Assignment” section on
page 85-17 with the following exception:

Attribute [81] Tunnel-Private-Group-ID specifies multiple VLAN names or VLAN IDs

e Define a VLAN group that contains multiple VLANs. Configure the RADIUS server to supply the
VLAN group name instead of a VLAN ID as part of the response to the authenticating user. If the
supplied VLAN group name is found among the VLAN group names that you have defined, the
newly authenticated user is placed in the least populated VLAN within the VLAN group.

Perform the steps shown in the “802.1X Authentication with VLAN Assignment” section on
page 85-17 with the following exception:

Attribute [81] Tunnel-Private-Group-ID specifies a defined VLAN group name

For more information, see the “Configuring VLAN User Distribution” section on page 85-44.

802.1X Authentication with Guest VLAN

Note

You can configure a guest VLAN for each 802.1X port on the switch to provide limited services to
non-802.1X-compliant clients, such as for downloading the 802.1X client software. These clients might
be upgrading their system for 802.1X authentication, and some hosts, such as Windows 98 systems,
might not be 802.1X-capable.

When you enable a guest VLAN on an 802.1X port, the switch assigns clients to a guest VLAN when
the switch does not receive a response to its EAP request/identity frame or when EAPOL packets are not
sent by the client and no fallback authentication methods are enabled.

In addition, the switch maintains the EAPOL packet history. If an EAPOL packet is detected on the
interface during the lifetime of the link, the switch determines that the device connected to that interface
is an 802.1X-capable supplicant, and the interface will not change to the guest VLAN state. The EAPOL
packet history is cleared if the interface link status goes down.

Use the dotlx guest-vlan supplicant global configuration command to allow an interface to change to
the guest VLAN state regardless of the EAPOL packet history. That is, a host that is not 802.1X-capable
will be assigned to the guest VLAN even if a previous host on that interface was 802.1X-capable.

If an EAPOL packet is detected after the interface has changed to the guest VLAN, the interface reverts
to an unauthorized state, and 802.1X authentication restarts.

Any number of 802.1X-incapable clients are allowed access when the port is moved to the guest VLAN.
If an 802.1X-capable client joins the same port on which the guest VLAN is configured, the port is put
into the unauthorized state in the user-configured access VLAN, and authentication is restarted.

When operating as an 802.1X guest VLAN, a port functions in multiple-hosts mode regardless of the
configured host mode of the port.

You can configure any active VLAN except an RSPAN VLAN, a private primary PVLAN, or a voice
VLAN as an 802.1X guest VLAN. The guest VLAN feature is not supported on internal VLANSs (routed
ports) or trunk ports; it is supported only on access ports.
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The switch supports MAC authentication bypass. When MAC authentication bypass is enabled on an
802.1X port, the switch can authorize clients based on the client MAC address when 802.1X
authentication times out while waiting for an EAPOL message exchange. After detecting a client on an
802.1X port, the switch waits for an Ethernet packet from the client. The switch sends the authentication
server a RADIUS-access/request frame with a username and password based on the MAC address. If
authorization succeeds, the switch grants the client access to the network. If authorization fails, the
switch assigns the port to the guest VLAN if one is specified.

For more information, see the “802.1X Authentication with MAC Authentication Bypass” section on
page 85-26 and the “Configuring a Guest VLAN” section on page 85-45.

802.1X Authentication with Restricted VLAN

You can configure a restricted VLAN (also referred to as an authentication failed VLAN) for each
802.1X port on a switch to provide limited services to clients that failed authentication and cannot access
the guest VLAN. These clients are 802.1X-compliant and cannot access another VLAN because they fail
the authentication process. A restricted VLAN allows users without valid credentials in an
authentication server (typically, visitors to an enterprise) to access a limited set of services. The
administrator can control the services available to the restricted VLAN.

Note  You can configure a VLAN to be both the guest VLAN and the restricted VLAN if you want to provide
the same services to both types of users.

Without this feature, the client attempts and fails authentication indefinitely, and the port remains in the
spanning-tree blocking state. With this feature, you can configure the port to be in the restricted VLAN
after a specified number of authentication attempts.

The authenticator counts the failed authentication attempts for the client. The failed attempt count
increments when the RADIUS server replies with either an Access-Reject EAP failure or an empty
response without an EAP packet. When this count exceeds the configured maximum number of
authentication attempts, the port moves to the restricted VLAN, the failed attempt counter resets, and
subsequent EAPOL-start messages from the failed client are ignored.

Users who fail authentication remain in the restricted VLAN until the next switch-initiated
reauthentication attempt. A port in the restricted VLAN tries to reauthenticate at configured intervals
(the default is 60 seconds). If reauthentication fails, the port remains in the restricted VLAN. If
reauthentication is successful, the port moves either to the configured VLAN or to a VLAN sent by the
RADIUS server. You can disable reauthentication. If you do this, the only way to restart the
authentication process is for the port to receive a link down or EAP logoff event. We recommend that
you keep reauthentication enabled if a client might connect through a hub. When a client disconnects
from the hub, the port might not receive the link down or EAP logoff event.

When operating as an 802.1X restricted VLAN, a port functions in single-host mode regardless of the
configured host mode of the port. Only the client that failed authentication is allowed access on the port.
An exception is that a port configured in MDA mode can still authenticate a voice supplicant from the
restricted VLAN.

You can configure any active VLAN except an RSPAN VLAN or a voice VLAN as an 802.1X restricted
VLAN. The restricted VLAN feature is not supported on routed or trunk ports; it is supported only on
access ports.

This feature works with port security. As soon as the port is authorized, a MAC address is provided to
port security. If port security does not permit the MAC address or if the maximum secure address count
is reached, the port becomes unauthorized and error disabled.
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Other port security features such as dynamic ARP Inspection, DHCP snooping, and IP source guard can
be configured independently on a restricted VLAN.

For more information, see the “Configuring a Restricted VLAN” section on page 85-46.

802.1X Authentication with Inaccessible Authentication Bypass

When the switch cannot reach the configured RADIUS servers and hosts cannot be authenticated, you
can configure the switch to allow network access to the hosts connected to critical ports. A critical port
is enabled for the inaccessible authentication bypass feature, also referred to as critical authentication or
the AAA fail policy.

When this feature is enabled, the switch checks the status of the configured RADIUS servers whenever
the switch tries to authenticate a host connected to a critical port. If a server is available, the switch can
authenticate the host. However, if all the RADIUS servers are unavailable, the switch grants network
access to the host and puts the port in the critical-authentication state, which is a special case of the
authentication state.

The behavior of the inaccessible authentication bypass feature depends on the authorization state of the
port:

« Ifthe portis unauthorized when a host connected to a critical port tries to authenticate and all servers
are unavailable, the switch puts the port in the critical-authentication state in the user-specified
critical VLAN.

o If the port is already authorized and reauthentication occurs, the switch puts the critical port in the
critical-authentication state in the current VLAN, which might be the one previously assigned by
the RADIUS server.

o If the RADIUS server becomes unavailable during an authentication exchange, the current
exchanges times out, and the switch puts the critical port in the critical-authentication state during
the next authentication attempt.

When a RADIUS server that can authenticate the host is available, all critical ports in the
critical-authentication state are automatically reauthenticated.

Inaccessible authentication bypass interacts with these features:

* Guest VLAN—Inaccessible authentication bypass is compatible with guest VLAN. When a guest
VLAN is enabled on 8021.x port, the features interact as follows:

— If at least one RADIUS server is available, the switch assigns a client to a guest VLAN when
the switch does not receive a response to its EAP request/identity frame or when EAPOL
packets are not sent by the client.

— If all the RADIUS servers are not available and the client is connected to a critical port, the
switch authenticates the client and puts the critical port in the critical-authentication state in the
user-specified critical VLAN.

— Ifall the RADIUS servers are not available and the client is not connected to a critical port, the
switch might not assign clients to the guest VLAN if one is configured.

— Ifall the RADIUS servers are not available and if a client is connected to a critical port and was
previously assigned to a guest VLAN, the switch keeps the port in the guest VLAN.
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» Restricted VLAN—If the port is already authorized in a restricted VLAN and the RADIUS servers
are unavailable, the switch puts the critical port in the critical-authentication state in the restricted
VLAN.

e 802.1X accounting—Accounting is not affected if the RADIUS servers are unavailable.

e Private VLAN—You can configure inaccessible authentication bypass on a private VLAN host port.
The access VLAN must be a secondary private VLAN.

* Voice VLAN—Inaccessible authentication bypass is compatible with voice VLAN, but the
RADIUS-configured or user-specified access VLAN and the voice VLAN must be different.

« Remote Switched Port Analyzer (RSPAN)—Do not configure an RSPAN VLAN as the
RADIUS-configured or user-specified access VLAN for inaccessible authentication bypass.

802.1X Authentication with Voice VLAN Ports

A Multi-VLAN Access Port (MVAP) is a port that belong to two VLANSs. A voice VLAN port is an
MVAP that allows separating a port’s voice traffic and data traffic on different VLANs. A voice VLAN
port is associated with two VLAN identifiers:

* Voice VLAN identifier (VVID) to carry voice traffic to and from the IP phone. The VVID is used
to configure the IP phone connected to the port.

e Port VLAN identifier (PVID) to carry the data traffic to and from the workstation connected to the
switch through the IP phone. The PVID is the native VLAN of the port.

The IP phone uses the VVID for its voice traffic, regardless of the authorization state of the port. This
allows the phone to work independently of 802.1X authentication.

In single-host mode, only the IP phone is allowed on the voice VLAN. In multiple-hosts mode,
additional clients can send traffic on the voice VLAN after a supplicant is authenticated on the PVID.
When multiple-hosts mode is enabled, the supplicant authentication affects both the PVID and the
VVID.

In order to recognize an IP phone, the switch will allow CDP traffic on a port regardless of the
authorization state of the port. A voice VLAN port becomes active when there is a link, and the device
MAC address appears after the first CDP message from the IP phone. Cisco IP phones do not relay CDP
messages from other devices. As a result, if several IP phones are connected in series, the switch
recognizes only the one directly connected to it. When 802.1X authentication is enabled on a voice
VLAN port, the switch drops packets from unrecognized IP phones more than one hop away.

When 802.1X authentication is enabled on a port, you cannot configure a port VLAN that is equal to a
voice VLAN.

Note If you enable 802.1X authentication on an access port on which a voice VLAN is configured and to
which a Cisco IP phone is connected, the Cisco IP phone loses connectivity to the switch for up to 30
seconds.

For voice VLAN configuration information, see Chapter 20, “Cisco IP Phone Support.”
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802.1X Authentication with Port Security

You can configure an 802.1X port with port security in either single-host or multiple-hosts mode. (You
also must configure port security on the port by using the switchport port-security interface
configuration command.) When you enable port security and 802.1X authentication on a port, 802.1X
authentication authenticates the port, and port security manages network access for all MAC addresses,
including that of the client. You can then limit the number or group of clients that can access the network
through an 802.1X port.

These are some examples of the interaction between 802.1X authentication and port security on the
switch:

*  When aclient is authenticated, and the port security table is not full, the client MAC address is added
to the port security list of secure hosts. The port then proceeds to come up normally.

When a client is authenticated and manually configured for port security, it is guaranteed an entry
in the secure host table.

A security violation occurs if the client is authenticated, but the port security table is full. This can
happen if the maximum number of secure hosts has been statically configured or if the client ages
out of the secure host table. If the client address is aged, its place in the secure host table can be
taken by another host.

If a security violation is caused by any host, the port becomes error-disabled and immediately shuts
down.

The port security violation modes determine the action for security violations. For more
information, see the “Configuring the Port Security Violation Mode on a Port” section on page 87-6.

e When you manually remove an 802.1X client address from the port security table by using the no
switchport port-security mac-address mac_address interface configuration command, you should
reauthenticate the 802.1X client by using the dotlx re-authenticate interface type slot/port
privileged EXEC command.

¢ Whenan 802.1X client logs off, the port changes to an unauthenticated state, and all dynamic entries
in the secure host table are cleared, including the entry for the client. Normal authentication then
takes place.

o If the port is administratively shut down, the port becomes unauthenticated, and all dynamic entries
are removed from the secure host table.

» Port security and a voice VLAN can be configured simultaneously on an 802.1X port that is in either
single-host or multiple-hosts mode. Port security applies to both the voice VLAN identifier (VVID)
and the port VLAN identifier (PVID).

For more information about enabling port security on your switch, see the “How to Configure Port
Security” section on page 87-4.

802.1X Authentication with ACL Assignments and Redirect URLSs

e Overview, page 85-24

* Downloadable ACLs Using the Cisco Secure ACS, page 85-24
¢ Filter-ID ACLs, page 85-25

* Redirect URLSs, page 85-25

 Static Sharing of ACLs, page 85-25
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Overview

Per-host policies such as ACLs and redirect URLs can be downloaded to the switch from the
authentication server (AS) in a RADIUS Access-Accept packet at the end of an 802.1X, MAB, or
web-based authentication exchange.

Per-host policies are activated during authentication as follows:

* Downloadable ACLs (DACLs) are defined in the Cisco Secure ACS and downloaded from the ACS
to the switch using VSAs.

e Filter-ID ACLs are defined on the switch, and only the ACL name is downloaded from the AS to
the switch using the RADIUS Filter-ID attribute.

e Aredirection URL and an ACL name are downloaded from the ACS to the switch using VSAs. The
redirection ACL is defined on the switch.

For information about configuring per-host policies, see the “Configuring the Switch for DACLs or
Redirect URLs” section on page 85-51.

Downloadable ACLs Using the Cisco Secure ACS

Following a successful host authentication, the Cisco Secure ACS can use a VSA to download an ACL
to the switch. The switch combines the DACL with the default ACL on the port to which the host has
connected. Because the DACL definition resides on the authentication server, this feature allows for
centralized policy management.

Two methods are provided in the Cisco Secure ACS for configuring DACLs:
* Downloadable IP ACL

Downloading of the DACL is enabled by selecting Assign IP ACL in the ACS configuration, and
the DACL is defined in the Downloadable IP ACL Content menu of the ACS. There is no restriction
on the size of the DACL.

¢ Per-user ACL

The ACS can use the CiscoSecure-Defined-ACL [009\001 cisco-av-pair] VSAs to deliver the
DACL. Because the entire DACL is delivered in a single RADIUS packet, the maximum size is
limited by the 4096-byte maximum size for a RADIUS packet. The DACL must be defined on the
ACS using the following format:

protocol:inacl#sequence _number=ace
as shown in this example:

kr<kpcen%32?rgtokv"kr"cp{"89040402"202020477"

These guidelines apply when using DACLs:
e The source address for all ACEs must be defined as ANY.

*  When the 802.1X host mode of the port is MDA or multiauth, the DACL will be modified to use the
authenticated host’s IP address as the source address. When the host mode is either single-host or
multiple-host, the source address will be configured as ANY, and the downloaded ACLs or redirects
will apply to all devices on the port.

e Ifno DACLs are provided during the authentication of a host, the static default ACL configured on
the port will be applied to the host. On a voice VLAN port, only the static default ACL of the port
will be applied to the phone.
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Following a successful host authentication, the authentication server can use the RADIUS Filter-ID
attribute (Attribute[11]) rather than a VSA to deliver only the name of an extended ACL to the switch
in the following format:

acl_name.in
The suffix “.in” indicates that the ACL should be applied in the inbound direction.

In this method, the ACL must be already defined on the switch. The switch matches the Filter-ID
attribute value to a locally configured ACL that has the same name or number as the Filter-ID (for
example, Filter-ID=101.in will match the extended numbered ACL 101, and Filter-ID= guest.in will
match the extended named ACL “guest”). The specified ACL is then applied to the port. Because the
ACL definition resides on the switch, this feature allows for local variation in a policy.

These guidelines apply when using Filter-ID ACLs:
e The guidelines for using DACLs also apply to Filter-ID ACLs.
e The Filter-1D attribute may be a number (100 to 199, or 2000 to 2699) or a name.

Following a successful host authentication, the Cisco Secure ACS can use a VSA to download
information to the switch for intercepting and redirecting HTTP or HTTPS requests from the
authenticated host. The ACS downloads a redirection ACL and URL. When an HTTP or HTTPS request
from the host matches the downloaded ACL, the host’s web browser is redirected to the downloaded
redirection URL.

The ACS uses these cisco-av-pair VSAs to configure the redirection:
e url-redirect-acl

This AV pair contains the name or number of an ACL that specifies the HTTP or HTTPS traffic to
be redirected. The ACL must be defined on the switch, and the source address must be defined as
ANY. Traffic that matches a permit entry in the redirect ACL will be redirected.

e url-redirect

This AV pair contains the HTTP or HTTPS URL to which the web browser will be redirected.

Static Sharing of ACLs

When a number of interfaces have the same PACL and VLAN-based features, the static sharing feature
stores one copy of the PACL and inherited VLAN-based feature ACLs in the TCAM for all ports that
use the same ACL set, freeing TCAM space for more ACLs. The switch automatically evaluates all
configured or enabled interfaces for static sharing when any of these events occur:

¢ When an interface is configured.
*  When a state change occurs on an interface.
Consider the following guidelines and restrictions:
» Static sharing is not supported for interfaces configured to support IPv6.

« Static sharing is supported only on switch ports in access mode with NAC or 802.1X DACL features
configured.

« Static sharing is not supported on switch ports enabled with QoS, with the exception of
VLAN-based QoS.
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* When 802.1X is used with DACL, we recommend entering the platform hardware acl dynamic
setup static command to avoid triggering a static sharing evaluation when the port is dynamically
configured by the authentication server response. The static sharing evaluation may adversely affect
the port/host linkup time.

» 802.1X interfaces with fallback authentication as active cannot form a static sharing group with
interfaces on which fallback is not enabled or is not active.

802.1X Authentication with Port Descriptors

You can associate descriptive text with an 802.1X client’s authentication information by configuring the
Cisco vendor-specific attribute (VSA) aaa:supplicant-name on the RADIUS server. During a
successful 802.1X authentication of the client on the port, the switch will receive the descriptive
information from the RADIUS server as part of the Access-Accept packet and will display the
information when the show interface users command is entered for the port. If the port is in a mode
supporting multiple authenticated hosts, identity information for all the authenticated hosts will be
displayed with the port description.

802.1X Authentication with MAC Authentication Bypass

You can configure the switch to authorize clients based on the client MAC address (see Figure 85-4 on
page 85-12) by using the MAC authentication bypass feature. For example, you can enable this feature
on 802.1X ports connected to devices such as printers.

If 802.1X authentication times out while waiting for an EAPOL response from the client, the switch tries
to authorize the client by using MAC authentication bypass.

When the MAC authentication bypass feature is enabled on an 802.1X port, the switch uses the MAC
address as the client identity. The authentication server has a database of client MAC addresses that are
allowed network access. After detecting a client on an 802.1X port, the switch waits for an Ethernet
packet from the client. The switch sends the authentication server a RADIUS-access/request frame with
a username and password based on the MAC address. If authorization succeeds, the switch grants the
client access to the network. If authorization fails, the switch assigns the port to the guest VLAN if one
is configured.

If an EAPOL packet is detected on the interface during the lifetime of the link, the switch determines
that the device connected to that interface is an 802.1X-capable supplicant and uses 8§02.1X
authentication (not MAC authentication bypass) to authorize the interface. EAPOL history is cleared if
the interface link status goes down.

If the switch already authorized a port by using MAC authentication bypass and detects an 802.1X
supplicant, the switch does not unauthorize the client connected to the port. When reauthentication
occurs, the switch uses 802.1X authentication as the preferred reauthentication process if the previous
session ended because the Termination-Action RADIUS attribute value is DEFAULT.

Clients that were authorized with MAC authentication bypass can be reauthenticated. The
reauthentication process is the same as that for clients that were authenticated with 802.1X. During
reauthentication, the port remains in the previously assigned VLAN. If reauthentication is successful,
the switch keeps the port in the same VLAN. If reauthentication fails, the switch assigns the port to the
guest VLAN, if one is configured.

If reauthentication is based on the Session-Timeout RADIUS attribute (Attribute[27]) and the

Termination-Action RADIUS attribute (Attribute [29]) and if the Termination-Action RADIUS attribute
(Attribute [29]) action is Initialize, (the attribute value is DEFAULT), the MAC authentication bypass
session ends, and connectivity is lost during reauthentication. If MAC authentication bypass is enabled
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and the 802.1X authentication times out, the switch uses the MAC authentication bypass feature to
initiate reauthorization. For more information about these AV pairs, see RFC 3580, “IEEE 802.1X
Remote Authentication Dial In User Service (RADIUS) Usage Guidelines.”

MAC authentication bypass interacts with the features:

e 802.1X authentication—You can enable MAC authentication bypass only if 802.1X authentication
is enabled on the port.

¢ Guest VLAN—If a client has an invalid MAC address identity, the switch assigns the client to a
guest VLAN if one is configured.

* Restricted VLAN—This feature is not supported when the client connected to an 802.Ix port is
authenticated with MAC authentication bypass.

» Port security—See the “802.1X Authentication with Port Security” section on page 85-23.

» Voice VLAN—See the “802.1X Authentication with Voice VLAN Ports” section on page 85-22.
¢ VLAN Membership Policy Server (VMPS)— 802.1X and VMPS are mutually exclusive.

e Private VLAN—You can assign a client to a private VLAN.

* Network admission control (NAC) Layer 2 IP validation—This feature takes effect after an 802.1X
port is authenticated with MAC authentication bypass, including hosts in the exception list.

Network Admission Control Layer 2 IEEE 802.1X Validation

Network Admission Control (NAC) Layer 2 IEEE 802.1X validation checks the antivirus condition or
posture of endpoint systems or clients before granting the devices network access. NAC Layer 2
IEEE 802.1X validation performs policy enforcement by assigning the authenticated port into a
specified VLAN, which provides segmentation and quarantine of poorly postured hosts at Layer 2.

Configuring NAC Layer 2 IEEE 802.1X validation is similar to configuring 802.1X port-based
authentication except that you must configure a posture token on the RADIUS server. You can view the
NAC posture token, which shows the posture of the client, by using the show dotlx privileged EXEC
command. For information about configuring NAC Layer 2 IEEE 802.1X validation, see the
“Configuring NAC Layer 2 IEEE 802.1X Validation” section on page 85-50.

For more information about NAC, see the Network Admission Control Software Configuration Guide.

NAC Agentless Audit Support

MAB support is added for the Cisco NAC Audit Architecture, which uses an external audit server to
check the antivirus posture of clients that do not run a Cisco Trust Agent (CTA) and cannot respond to
NAC queries. To audit and report an agentless client’s antivirus posture, the NAC audit server must
possess the client’s IP address and a unique session identifier for the client’s connection to the switch.
To support the NAC audit architecture for agentless clients, the switch must snoop the client’s IP
address, create and assign a unique session identifier for the agentless client, and pass this information
to the RADIUS server for sharing with the NAC audit server.

Because MAB operates at Layer 2, the MAB authenticator does not normally know the IP address of the
supplicant, and the supplicant might not have an IP address when it first contacts the authenticator. A
supplicant that requires a DHCP-assigned IP address must be allowed access to a DHCP server before
authentication. You must enable ARP and DHCP snooping on the switch to allow the MAB authenticator
to learn the IP address of the supplicant. To allow the IP address and unique session identifier
information to be shared with the NAC audit server, you must enable the sending of certain RADIUS
attributes. See the “Configuring NAC Agentless Audit Support” section on page 85-51.

Supervisor Engine 2T Software Configuration Guide, Release 15.4S5Y g



Chapter 85 1EEE 802.1X Port-Based Authentication |

M Information About 802.1X Port-Based Authentication

The client IP address and unique session identifier are shared in RADIUS Access-Requests and
Access-Accepts using the following RADIUS cisco-av-pair vendor-specific attributes (VSAs):
» Cisco-AVPair="identity-request=ip-address”
ip-address is the client IP address obtained by the switch through ARP or DHCP snooping.
e Cisco-AVPair="audit-session-id=audit session id string”

audit session id string is a UTF-8 encoding of a unique 96-bit identifier derived by the switch from
the network access server (NAS) IP address, a session count, and the session start timestamp.

802.1X Authentication with Wake-on-LAN

The 802.1X authentication with wake-on-LAN (WoL) feature allows dormant PCs to be powered up
when the switch receives a specific Ethernet frame, known as the magic packet. You can use this feature
in environments where administrators need to connect to systems that have been powered down.

When a host that uses WoL is attached through an 802.1X port and the host powers off, the 802.1X port
becomes unauthorized. The port can only receive and send EAPOL packets, and WoL magic packets
cannot reach the host. When the PC is powered off, it is not authorized, and the switch port is not opened.

When the switch uses 802.1X authentication with WoL, the switch forwards traffic to unauthorized
802.1X ports, including magic packets. While the port is unauthorized, the switch continues to block
ingress traffic other than EAPOL packets. The host can receive packets but cannot send packets to other
devices in the network.

Note  If PortFast is not enabled on the port, the port is forced to the bidirectional state.

When you configure a port as unidirectional by using the authentication control-direction in interface
configuration command, the port changes to the spanning-tree forwarding state. The port can send
packets to the host but cannot receive packets from the host.

When you configure a port as bidirectional by using the authentication control-direction both
interface configuration command, the port is access-controlled in both directions. The port does not
receive packets from or send packets to the host.

MAC Move

When a MAC address is authenticated on one switch port, that address is not allowed on another
authentication manager-enabled port of the switch. If the switch detects that same MAC address on
another authentication manager-enabled port, the address is not allowed.

There are situations where a MAC address might need to move from one port to another on the same
switch. For example, when there is another device (for example a hub or an IP phone) between an
authenticated host and a switch port, you might want to disconnect the host from the device and connect
it directly to another port on the same switch.

You can globally enable MAC move so the device is reauthenticated on the new port. When a host moves
to a second port, the session on the first port is deleted, and the host is reauthenticated on the new port.

When a MAC address moves from one port to another, the switch terminates the authenticated session
on the original port and initiates a new authentication sequence on the new port. Port security behavior
remains the same when you configure MAC move.
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Note  MAC move is supported in all host modes. (The authenticated host can move to any port on the
switch, no matter which host mode is enabled on the port.)

« MAC move is supported with port security.
* The MAC move feature applies to both voice and data hosts.

» In open authentication mode, a MAC address is immediately moved from the original port to the
new port, with no requirement for authorization on the new port.

For more information see the “Enabling MAC Move” section on page 85-53.

MAC Replace

The MAC replace feature can be configured to address the violation that occurs when a host attempts to
connect to a port where another host was previously authenticated.

S

Note « The Mac replace feature is not supported on ports in multiauth mode, because violations are not
triggered in that mode.

» The Mac replace feature is not supported on ports in multiple host mode, because in that mode, only
the first host requires authentication.

If you configure the authentication violation interface configuration command with the replace
keyword, the authentication process on a port in multi-domain mode is:

* A new MAC address is received on a port with an existing authenticated MAC address.

e The authentication manager replaces the MAC address of the current data host on the port with the
new MAC address.

» The authentication manager initiates the authentication process for the new MAC address.

e If the authentication manager determines that the new host is a voice host, the original voice host is
removed.

If a port is in open authentication mode, any new MAC address is immediately added to the MAC
address table.

For more information see the “Enabling MAC Replace” section on page 85-53.
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802.1x Supplicant and Authenticator Switches with
Network Edge Access Topology (NEAT)

NEAT extends identity to areas outside the wiring closet (such as conference rooms). This allows any
type of device to authenticate on the port.

802.1x switch supplicant: You can configure a switch to act as a supplicant to another switch by
using the 802.1x supplicant feature. This configuration is helpful in a scenario, where, for example,
a switch is outside a wiring closet and is connected to an upstream switch through a trunk port. A
switch configured with the 802.1x switch supplicant feature authenticates with the upstream switch
for secure connectivity.

Once the supplicant switch authenticates successfully the port mode changes from access to trunk.

If the access VLAN is configured on the authenticator switch, it becomes the native VLAN for the
trunk port after successful authentication.

You can enable MDA or multiauth mode on the authenticator switch interface that connects to one more
supplicant switches. On the authenticator switch interface, multihost mode is not supported and in MDA
mode voice client is not supported.

Use the dotlx supplicant force-multicast global configuration command on the supplicant switch for
Network Edge Access Topology (NEAT) to work in all host modes.

Host Authorization: Ensures that only traffic from authorized hosts (connecting to the switch with
supplicant) is allowed on the network. The switches use Client Information Signalling Protocol
(CISP) to send the MAC addresses connecting to the supplicant switch to the authenticator switch,
as shown in Figure 85-7.

Auto enablement: Automatically enables trunk configuration on the authenticator switch, allowing
user traffic from multiple VLANs coming from supplicant switches. Configure the cisco-av-pair as
device-traffic-class=switch at the ACS. (You can configure this under the group or the user
settings.)

Figure 85-7 Authenticator and Supplicant Switch using CISP
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1 |Workstations (clients) 2 |Supplicant switch (outside wiring closet)
3 |Authenticator switch 4 |Access control server (ACS)
5 |Trunk port

For more information, see the “Configuring NEAT Authenticator and Supplicant Switches” section on
page 85-54.
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Feature

Default Setting

Switch 802.1X enable state

Disabled.

Per-port 802.1X enable state

Disabled (force-authorized).

The port sends and receives normal traffic without
802.1X-based authentication of the client.

AAA

Disabled.

RADIUS server
o [P address
« UDP authentication port
+ Key

« None specified.
o 1812.

» None specified.

Host mode

Single-host mode.

Control direction

Bidirectional control.

Periodic reauthentication

Disabled.

Number of seconds between
reauthentication attempts

3600 seconds.

Reauthentication number

2 times (number of times that the switch restarts the
authentication process before the port changes to the
unauthorized state).

Quiet period

60 seconds (number of seconds that the switch remains in
the quiet state following a failed authentication exchange
with the client).

Retransmission time

30 seconds (number of seconds that the switch should
wait for a response to an EAP request/identity frame
from the client before retransmitting the request).

Maximum retransmission number

2 times (number of times that the switch will send an
EAP-request/identity frame before restarting the
authentication process).

Client timeout period

30 seconds (when relaying a request from the
authentication server to the client, the amount of time the
switch waits for a response before retransmitting the
request to the client).

Authentication server timeout period

30 seconds (when relaying a response from the client to
the authentication server, the amount of time the switch
waits for a reply before retransmitting the response to the
server).

Inactivity timeout Disabled.
Guest VLAN None specified.
Inaccessible authentication bypass Disabled.
Restricted VLAN None specified.
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Feature Default Setting
Authenticator (switch) mode None specified.
MAC authentication bypass Disabled.

Note  When MAC authentication bypass with EAP has
been enabled on an interface, it is not disabled by
a subsequent default interface command on the
interface.

How to Configure 802.1X Port-Based Authentication

« Enabling 802.1X Authentication, page 85-33

e Configuring Switch-to-RADIUS-Server Communication, page 85-34

» Configuring 802.1X Authenticator Host Mode, page 85-35

» Enabling Fallback Authentication, page 85-36

» Enabling Periodic Reauthentication, page 85-38

e Manually Reauthenticating the Client Connected to a Port, page 85-39

« Initializing Authentication for the Client Connected to a Port, page 85-39
¢ Removing 802.1X Client Information Globally, page 85-40

* Removing 802.1X Client Information from an Interface, page 85-40

e Clearing Authentication Sessions, page 85-40

» Changing 802.1X Timeouts, page 85-40

o Setting the Switch-to-Client Frame Retransmission Number, page 85-42
« Setting the Reauthentication Number, page 85-43

e Configuring IEEE 802.1X Accounting, page 85-43

» Configuring VLAN User Distribution, page 85-44

* Configuring a Guest VLAN, page 85-45

» Configuring a Restricted VLAN, page 85-46

» Configuring the Inaccessible Authentication Bypass Feature, page 85-47
e Configuring MAC Authentication Bypass, page 85-49

¢ Configuring NAC Layer 2 IEEE 802.1X Validation, page 85-50

» Configuring NAC Agentless Audit Support, page 85-51

» Configuring the Switch for DACLs or Redirect URLs, page 85-51

» Configuring 802.1X Authentication with WoL, page 85-52

« Enabling MAC Move, page 85-53

« Enabling MAC Replace, page 85-53

¢ Configuring NEAT Authenticator and Supplicant Switches, page 85-54
» Disabling 802.1X Authentication on the Port, page 85-56

» Resetting the 802.1X Configuration to the Default Values, page 85-57
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Enabling 802.1X Authentication

To enable 802.1X port-based authentication, you must enable AAA and specify the authentication
method list.

A method list describes the sequence and authentication methods to be queried to authenticate a user.
The software uses the first method listed to authenticate users; if that method fails to respond, the
software selects the next authentication method in the method list. This process continues until there is
successful communication with a listed authentication method or until all defined methods are
exhausted. If authentication fails at any point in this cycle, the authentication process stops, and no other
authentication methods are attempted.

To allow VLAN assignment, you must enable AAA authorization to configure the switch for all
network-related service requests.

The 802.1X AAA process is as follows:
1. A user connects to a port on the switch.
Authentication is performed.
VLAN assignment is enabled, as appropriate, based on the RADIUS server configuration.

2
3
4. The switch sends a start message to an accounting server.
5. Reauthentication is performed, as necessary.

6

The switch sends an interim accounting update to the accounting server that is based on the result
of reauthentication.

7. The user disconnects from the port.
8. The switch sends a stop message to the accounting server.

To configure 802.1X port-based authentication, perform this task:

Command Purpose
Step1 Tqgwvgt*egphki+%"ccc"pgy/oqgfgn" Enables AAA.
Step 2 Tqwvgt*egphki+%'"cce"cwvjgpvkecvkgp"fqgv3z" Creates an 802.1X port-based authentication method list.

}£ghewnv i "methodl ] method?2..._

To create a default list that is used when a named list is
not specified in the aaa authentication command, use the
default keyword followed by the method that is to be
used in default situations. The default method list is
automatically applied to all ports.

For methodl, enter the group radius keywords to use the
list of all RADIUS servers for authentication.

Though other keywords are visible in the command-line
help string, only the group radius keywords are

supported.
Step3 Tgwvgt*egphki+3"fqv3z"u{uvgo/cwvi/egpvtqn" Globally enables 802.1X port-based authentication.
Step4 Tqwvgt*egphki+%"ccc"ewviqgtk|cvkap"pgvyqgtm” (Optional) Configures the switch to use user-RADIUS
}fghewnv "itqwr"tcfkwu authorization for all network-related service requests

such as VLAN assignment.

Step 5 Tawvgt*egphki+%"tcfkwu/ugtxgt"jquv"ip-address Specifies the IP address of the RADIUS server.
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Command

Purpose

Step 6 Tqwvgt*egphki+%"tcfkwu/ugtxgt"mg{"string

Specifies the authentication and encryption key used
between the switch and the RADIUS daemon running on
the RADIUS server.

Step 7 Tqwvgt*egphki+%"kpvgthceg"type slot/port"

Enters interface configuration mode and specifies the
interface to be enabled for 802.1X authentication.

Step 8 Tqwvgt*egphki/kh+%"uykvejrqgtv"ogqfg"ceeguu

Sets the port to access mode only if you configured the
RADIUS server in previous steps.

Step9 Tawvgt*egphki/kh+%"cwvjgpvkecvkgp"rgtv/egpvtgn"
cwvq"

Enables port-based authentication on the interface.

The no form of the command disables port-based
authentication on the interface.

Step 10 Tqwvgt*egphki/kh+%"fqv3z"reg"cwvjgpvkecvgt"”

Enables 802.1X authentication on the interface.

Step 11 Tgwvgt*egphki+%"gpf"

Returns to privileged EXEC mode.

This example shows how to enable AAA and 802.1X on Gigabit Ethernet port 5/1:

Tgwvgt *egphki+%"ccc"pgy/ogfgn

Tgwvgt*egphki+%"cce"cwvjgpvkecvkap"fqv3z"fghcwnv"itqwr"tcfkwu
Tqwvgt *egphki+%"fqv3z"u{uvgo/cwvj/eqpvtgn"
Tgwvgt*egphki+%"kpvgthceg"ikicdkvgvigtpgv"713
Tgwvgt*egphki/kh+%"ewvjgpvkecvkap"rgtv/eqpvtan"cwvg
Tqgwvgt*egphki/kh+%"fqv3z"rcg"cwvjgpvkecvgt"

Tqwvgt*egphki/kh+%"gpf

This example shows how to verify the configuration:

Tgwvgt$"ujqy"fqv3z"cnn

U{UCWVj eqpvtqn RN TR IR RN TR TR IR TR NN GpCdngf
qu3z "Rtgvgeqgn" thukqp LRI IR RN RIR LY

Fqv3z"Kphg"hgt "IkicdkvGvijgtpgv319
[171707777717777777777777777777777777

RCG! 11111102 0 CW Y JGPVKECVQT
RQEVEQpyVEQR™ " 3 n CyQ
EgpvtgnFktgevkgp"""nnnnnnuanpgyyn
TquvOgfg" "1 2 N UKPTNGaJQUV
SwkgvRgtkgf " nnmmmmnnnnmnongy
UgtxgtVkoggwy " "mnmmnmmnmmnngpngy
UwrrVkoggwy!"mnnnnnnnnnnnnngy
TgCwvjOczhnnnnnnnnnnnnnnnnyng
OczTgs""nunnnumununnununuwnang
VzRgtkgfmmmmmmmmmmmnnnnnnnpng

Configuring Switch-to-RADIUS-Server Communication

RADIUS security servers are identified by any of the following:

« Host name

e Host IP address

¢ Host name and specific UDP port numbers

e [P address and specific UDP port numbers
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The combination of the IP address and UDP port number creates a unique identifier, which enables
RADIUS requests to be sent to multiple UDP ports on a server at the same IP address. If two different
host entries on the same RADIUS server are configured for the same service (for example,
authentication) the second host entry configured acts as the failover backup to the first one. The
RADIUS host entries are tried in the order that they were configured.

To configure the RADIUS server parameters, perform this task:

Command

Purpose

Step1 Tawvgt*egphki+%"kr"tcfkwuugwteg/kpvgthceg"
kpvgthcegapcog"

Specifies that the RADIUS packets have the IP address of
the indicated interface.

Step 2 Tgwvgt*egphki+$"tcfkwu/ugtxgt"jquv"}jquvpcog" ~"

kracfftguui

Configures the RADIUS server host name or IP address
on the switch.

If you want to use multiple RADIUS servers, reenter this
command.

Step3 Tqwvgt*egphki+%"tcfkwu/ugtxgt"mg{"string

Configures the authorization and encryption key used
between the switch and the RADIUS daemon running on
the RADIUS server.

» For hostname or ip_address, specify the host name or IP address of the remote RADIUS server.

* Specify the key string on a separate command line.

* For key string, specify the authentication and encryption key used between the switch and the
RADIUS daemon running on the RADIUS server. The key is a text string that must match the
encryption key used on the RADIUS server.

*  When you specify the key string, spaces within and at the end of the key are used. If you use spaces
in the key, do not enclose the key in quotation marks unless the quotation marks are part of the key.
This key must match the encryption used on the RADIUS daemon.

* You can globally configure the timeout, retransmission, and encryption key values for all RADIUS
servers by using the radius-server host global configuration command. If you want to configure
these options on a per-server basis, use the radius-server timeout, radius-server retransmit, and
the radius-server key global configuration commands.

Note  You also need to configure some settings on the RADIUS server. These settings include the IP address
of the switch and the key string to be shared by both the server and the switch. For more information,

see the RADIUS server documentation.

This example shows how to configure the RADIUS server parameters on the switch:

Tqwvgt *egphki+%"kr"tcfkwu"ugqwteg/kpvgthceg"Xncp:2
Tgwvgt*egphki+%"tcfkwu/ugtxgt"jquv"3940n4205; 068
Tqwvgt *egphki+%"tcfkwu/ugtxgt"mg{"tcf345

Configuring 802.1X Authenticator Host Mode

An 802.1X-enabled port can grant access to a single client or multiple clients as described in the “802.1X

Host Modes” section on page 85-13.
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Step 1

Step 2
Step 3
Step 4

Step 5
Step 6

To configure the host mode of an 802.1X-authorized port, perform this task:

Command

Purpose

Tawvgt*egphki+%"kpvgthceg type slot/port"

Specifies the port to be configured, and enters
interface configuration mode.

Tgwvgt *egphki/kh+%"cwvjgpvkecvkgp"rgtv/egpvtgn"cwvg"

Enables port-based authentication on the interface.

Tgwvgt*egphki/kh+%"fqv3z"reg"cwvjgpvkecvgt"

Enables 802.1X authentication on the interface.

Tgwvgt*egphki/kh+%"cwvjgpvkecvkgp"jquv/ogfg" jquvaogfg"

Configures the host mode. The values for host_mode
are:

single-host—Allows a single authenticated host
(client) on an authorized port.

multi-host—Allows multiple clients on an
authorized port when one client is authenticated.

multi-domain—Allows a single IP phone and a
single data client to independently authenticate
on an authorized port.

multi-auth—Allows a single IP phone and
multiple data clients to independently
authenticate on an authorized port.

Tawvgt*egphki /kh+%"cwvjgpvkecvkgp"qrgp

(Optional) Enables pre-authentication open access.

Tgwvgt*egphki/kh+%"gpf

Returns to privileged EXEC mode.

This example shows how to enable 802.1X on Gigabit Ethernet interface 5/1 and to allow multiple hosts:

Tgwvgt *egphki+%"kpvgthceg"ikicdkvgvijgtpgv"713

Tgwvgt*egphki /kh+%"cwvjgpvkecvkgp"rgtv/eqpvtan" cwvg

Tqwvgt*egphki/kh+%"fqv3z"rcg"cwvjgpvkecvgt"

Tqwvgt*egphki/kh+%"cwvjgpvkecvkagp"jquv/ogfg"ownvk/jquv

Enabling Fallback Authentication

Step 1

Step 2

On a port in multiauth mode, either or both of MAB and web-based authentication can be configured as
fallback authentication methods for non-802.1X hosts (those that do not respond to EAPOL). You can
configure the order and priority of the authentication methods.

For detailed configuration information for MAB, see the “Configuring MAC Authentication Bypass”

section on page 85-49.

For detailed configuration information for web-based authentication, see Chapter 86, “Web-Based

Authentication.”

To enable fallback authentication, perform this task:

Command

Purpose

Tqwvgt*egphki+% "kr"cfokuukgp"pcog" rule-name"rtqz{"

jvvr“

Configures an authentication rule for web-based
authentication.

Tgwvgt *egphki+%"hcnndcem"rtghkng"profile-name

Creates a fallback profile for web-based authentication.
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Step 7

Step 8

Step 9

Step 10

Step 11

Step 12

Step 13

Step 14

Step 15

Step 16
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Command

Purpose

Tgwvgt *egphki/hcnndcem/rtghkng+%"kr"ceeguu/itgwr"
rule-name kp

Specifies the default ACL to apply to network traffic
before web-based authentication.

Tgwvgt *egphki/hcnndcem/rtghkng+% "kr"cfokuukgp™
pcog"rule-name

Associates an IP admission rule with the profile, and
specifies that a client connecting by web-based
authentication uses this rule.

Tqwvgt*egphki/hcnndcem/rtghkng+%"gzkv

Returns to global configuration mode.

Tgwvgt*egphki+%"kpvgthceg type slot/port"

Specifies the port to be configured, and enters interface
configuration mode.

Tgwvgt*egphki/kh+%"cwvjgpvkecvkgp"rgtv/egpvtgn”
cwvq

Enables authentication on the port.

Tgwvgt*egphki/kh+%"cwvjgpvkecvkgp"qtfgt "methodi"
]l method2 "] method3_

(Optional) Specifies the fallback order of authentication
methods to be used. The three values of method, in the
default order, are dotlx, mab, and webauth. The
specified order also determines the relative priority of the
methods for reathentication, from highest to lowest.

Tqwvgt*egphki/kh+%"cwvjgpvkecvkgp"rtkqtkv{"
methodl"] method2 "] method3

(Optional) Overrides the relative priority of
authentication methods to be used. The three values of
method, in the default order of priority, are dotlx, mab,
and webauth.

Tqwvgt *egphki/kh+%"cwvjgpvkecvkgp"gxgpv"hckn"
cevkqp"pgzv/ogvigE"

Specifies that the next configured authentication method
will be used if authentication fails.

Tgwvgt *egphki/kh+%"ocd"]gcr

Enables MAC authentication bypass. The optional eap
keyword specifies that the EAP extension is used during
RADIUS authentication.

Tgwvgt*egphki /kh+%"cwvjgpvkecvkgp"hcnndcem”
profile-name

Enables web-based authentication using the specified
profile.

Tqwvgt*egphki/kh+%"cwvjgpvkecvkgp"xkgnevkgp"
Jujwviqyp"~"tguvtkev

(Optional) Configures the disposition of the port if a
security violation occurs. The default action is to shut
down the port. If the restrict keyword is configured, the
port will not be shutdown, but trap entries will be
installed for the violating MAC address, and traffic from
that MAC address will be dropped.

Tgwvgt *egphki/kh+%"cwvjgpvkecvkgp"vkogt "
kpcevkxkv{" } ugegpfu"~"ugtxgt i

(Optional) Configures the inactivity timeout value for
MAB and 802.1X. By default, inactivity aging is disabled
for a port.

» seconds—Specifies inactivity timeout period. The
range is from 1 to 65535 seconds.

« server—Specifies that the inactivity timeout period
value will be obtained from the authentication server.

Tgwvgt*egphki/kh+%"cwvjgpvkecvkgp"vkogt "tguvetv"
seconds

(Optional) Specifies a period after which the
authentication process will restart in an attempt to
authenticate an unauthorized port.

» seconds—Specifies the restart period. The range is
from 1 to 65535 seconds.

Tgwvgt*egphki/kh+%"gzkv

Returns to global configuration mode.
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Command Purpose

Step 17 Tqwvgt*egphki+%"fgxkeg/vtcemkpi"vtcemkpi Enables the IP device tracking table, which is required for
web-based authentication.

Step 18 Tqwvgt*egphki+%"gzkv Returns to privileged EXEC mode.

This example shows how to enable 802.1X fallback to MAB, and then to enable web-based
authentication, on an 802.1X-enabled port:

Tgwvgt *egphki+%"kr"cfokuukgp"pcog"twng3"rtqgz{ "jvvr
Tgwvgt *egphki+%"hecnndcem" rtghkng"hcecnndcem3

Tqwvgt *egphki/hcnndcem/rtghkng+% "kr"ceeguu/itqwr " £ghcwnv/rgnke{ "kp"
Tgwvgt *egphki /hcnndcem/rtghkng+%"kr"cfokuukgp"twng3"
Tqwvgt*egphki/hcnndcem/rtghkng+%"gzkv

Tgwvgt *egphki+%"kpvgthceg"ikicdkv313
Tgwvgt*egphki/kh+%"uykvejrgtv"oqfg"ceeguu"
Tgwvgt*egphki/kh+%"cwvigpvkecvkgp"rqtv/eqpvtgn"cwvqg"
Tgwvgt*egphki/kh+%"fqv3z"rcg"cwvjgpvkecvgt"
Tqgwvgt*egphki/kh+%"cwvijgpvkecvkap"gt£gt "f£qv3z"ocd"ygdewv]
Tgwvgt*egphki/kh+%"ocd"ger
Tgwvgt*egphki/kh+%"cwvjgpvkecvkgp"hcnndcem"hecnndcem3 "
Tgwvgt*egphki/kh+%"gzkv
Tgwvgt*egphki+%"fgxkeg/vtcemkpi "vtcemkpi
Tgwvgt*egphki+%"gzkv

Enabling Periodic Reauthentication

You can enable periodic 802.1X client reauthentication and specify how often it occurs. You can specify
the reauthentication period manually or you can use the session-timeout period specified by the RADIUS
server. If you enable reauthentication without specifying a time period, the number of seconds between
reauthentication attempts is 3600.

To enable periodic reauthentication of the client and to configure the number of seconds between
reauthentication attempts, perform this task:

Command Purpose
Step1 Tqwvgt*egphki+%"kpvgthceg"type slot/port" Specifies the port to be configured, and enters interface
configuration mode.
Step 2 Tqwvgt*egphki/kh+%"cwvjgpvkecvkgp"rgtkqfke Enables periodic reauthentication of the client, which is
disabled by default.
Step3 Tqwvgt*egphki/kh+%"ewvjgpvkecvkgp"vkogt" Specifies the number of seconds between

tgewvigpvkecvg"] seconds ~"ugtxgt_" reauthentication attempts using these keywords:

e seconds—Sets the number of seconds from 1 to
65535; the default is 3600 seconds.

* server—Sets the number of seconds based on the
value of the Session-Timeout RADIUS attribute
(Attribute[27]) and the Termination-Action RADIUS
attribute (Attribute [29]).

This command affects the operation of the switch only if
periodic reauthentication is enabled.

Step4 Tqwvgt*egphki/kh+%"gpf Returns to privileged EXEC mode.
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This example shows how to enable periodic reauthentication and set the number of seconds between
reauthentication attempts to 4000:

Tgwvgt *egphki+%"kpvgthceg"ikicdkvgvijgtpgv"713
Tgwvgt *egphki /kh+%"cwvjgpvkecvkgp"rgtkgfke
Tawvgt *egphki /kh+%"cwvigpvkecvkgp"vkogt "tgcwvigpvkecvg"6222

Verifies your entries.

Tqwvgt$"ujqy"fqv3z"kpvgthceg" type slot/port

Manually Reauthenticating the Client Connected to a Port

To manually reauthenticate the client connected to a port, perform this task:

Command Purpose

Tqwvgt%"fqv3z"tg/cwvjgpvkecvg"kpvgthceg"type slot/port" |Manually reauthenticates the client connected to a port.

Note Reauthentication does not disturb the status of an
already authorized port.

This example shows how to manually reauthenticate the client connected to Gigabit Ethernet port 5/1:

Tagwvgt$"£qv3z"tg/cwvjgpvkecvg"kpvgtheceg"ikicdkvgvjgtpgv"713

Verifies your entries.

Tqwvgt%$"ujqy"fqv3z"cnn

Initializing Authentication for the Client Connected to a Port

To initialize the authentication for the client connected to a port, perform this task:

Command Purpose

Tqwvgt’"fqv3z"kpkvkenk |g"kpvgthceg type slot/port" |Initializes the authentication for the client connected to a port.

Note Initializing authentication disables any existing
authentication before authenticating the client connected
to the port.

This example shows how to initialize the authentication for the client connected to Gigabit Ethernet
port 5/1:

Tqwvgt%"fqv3z"kpkvkenk | g"kpvgthceg"ikicdkvgvigtpgv" 713

Verifies your entries.

Tqwvgt%$"ujqy"fqv3z"cnn
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Removing 802.1X Client Information Globally

To completely delete all existing supplicants from all the interfaces on the switch, perform this task:

Command Purpose

Tqgwvgt%"engct"fqgv3z"cnn

Removes 802.1X client information for all clients connected to all ports.

This example shows how to remove 802.1X client information for all clients connected to all ports:

Tgwvgt$"engct"fqv3z"cnn

Removing 802.1X Client Information from an Interface

To completely delete all existing supplicants from an interface or from all the interfaces on the switch,
perform this task:

Command Purpose

Tqwvgt¥"engct"fqv3dz"kpvgthceg type slot/port" |Removes 802.1X client information for the client connected to the

specified port.

This example shows how to remove 802.1X client information for the client connected to Gigabit
Ethernet port 5/1:

Tagwvgt$"engct"fqgv3z"kpvgthceg"ikicdkvgvigtpgv"713

Clearing Authentication Sessions

To clear all or selected authentication sessions, perform this task:

Command Purpose

Tqwvgt % "engct "cwvjgpvkecvkgp"uguukgpu"l jepfng jocpfng "

Clears current authentication sessions. With no options
lkpvgthceg"kpvgthceg "loce oce "logvigf ogvjgf

specified, all current active sessions will be cleared. The
keywords can be added and combined to clear specific
sessions or subset of sessions.

This example shows how to clear all MAB authentication sessions connected to Gigabit Ethernet
port 5/1:

Tgwvgt$"engct "cwvjgpvkecvkgp "uguukgpu"kpvgthceg"ikicdkvgvigtpgv"713 "ogvjqgf"ocd

Changing 802.1X Timeouts

You can change several 802.1X timeout attributes using the dotlx timeout {attribute} seconds
command form in the interface configuration mode. This section shows in detail how to change the quiet

period timeout, followed by descriptions of how to change other 802.1X timeouts using the same
command form.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
85-40 |



| Chapter 85 IEEE 802.1X Port-Based Authentication

How to Configure 802.1X Port-Based Authentication ||

Setting the Quiet Period

When the switch cannot authenticate the client, the switch remains idle for a set period of time and then
tries again. The dotlx timeout quiet-period interface configuration command controls the idle period.
A failed authentication of the client might occur because the client provided an invalid password. You
can provide a faster response time to the user by entering a number smaller than the default.

To change the quiet period, perform this task:

Command Purpose
Step 1 Tqwvgt*egphki+%'"kpvgthceg type slot/port" Specifies the port to be configured, and enters interface
configuration mode.
Step2 Tqwvgt*egphki/kh+%"fqv3z"vkogqwv"swkgv/rgtkqf" Sets the number of seconds that the switch remains in the
seconds quiet state following a failed authentication exchange
with the client.
The range is 0 to 65535 seconds; the default is 60.
Step3 Tqwvgt*egphki/kh+%"gpf Returns to privileged EXEC mode.

This example shows how to set the quiet period on the switch to 30 seconds:

Tqwvgt *egphki+%"kpvgthceg"ikicdkvgvigtpgv"713
Tawvgt *egphki /kh+%"fqv3z"vkogqwv"swkgv/rgtkgf"52

Setting the Switch-to-Client Retransmission Time

Note

The client responds to the EAP-request/identity frame from the switch with an EAP-response/identity
frame. If the switch does not receive this response, it waits a set period of time (known as the
retransmission time), and then retransmits the frame.

You should change the default value of this command only to adjust for unusual circumstances such as
unreliable links or specific operational problems with certain clients and authentication servers.

To change the amount of time that the switch switch waits for a response to an EAP-request/identity
frame from the client before retransmitting the request, use the dotlx timeout tx-period seconds
command in the interface configuration mode. The range is 1 to 65535 seconds; the default is 30. To
return to the default retransmission time, use the no dotlx timeout tx-period command.

This example shows how to set 60 as the number of seconds that the switch waits for a response to an
EAP-request/identity frame from the client before retransmitting the request:

Tgwvgt*egphki+%"kpvgthceg"ikicdkvgvjgtpgv"713
Tqwvgt*egphki/kh+%"fqv3z"vkoggqwv"vz/rgtkgf"82

Setting the Switch-to-Client Retransmission Time for EAP-Request Frames

The client notifies the switch that it received the EAP-request frame. If the switch does not receive this
notification, the switch waits a set period of time, and then retransmits the frame.

To set the amount of time that the switch waits for notification, use the dotlx timeout supp-timeout
seconds command in the interface configuration mode. The range is 1 to 65535 seconds; the default is
30. To return to the default retransmission time, use the no dotlx supp-timeout command.
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This example shows how to set the switch-to-client retransmission time for the EAP-request frame to
25 seconds:

Tgwvgt*egphki+%"kpvgthceg"ikicdkvgvjgtpgv"713
Tgwvgt*egphki /kh+%"£qv3z"vkoggqwv"uwrr/vkoggwv"47

Setting the Switch-to-Authentication-Server Retransmission Time for Layer 4 Packets

The authentication server notifies the switch each time it receives a Layer 4 packet. If the switch does
not receive a notification after sending a packet, the switch waits a set period of time and then retransmits
the packet.

To set the value for the retransmission of Layer 4 packets from the switch to the authentication server,
perform this task:

Command Purpose
Step1 Tqwvgt*egphki+%"kpvgthceg type slot/port" Specifies the port to be configured, and enters interface
configuration mode.
Step 2 Tqwvgt*egphki/kh+%"fqv3z"vkoggwv"ugtxgt/vkogawv" |Sets the value for the retransmission of Layer 4 packets
ugegpfu" from the switch to the authentication server. The range for

seconds is 1 to 65535 seconds; the default is 30.

Step3 Tqwvgt*egphki/kh+%"gpf Returns to privileged EXEC mode.

This example shows how to set the switch-to-authentication-server retransmission time for Layer 4
packets to 25 seconds:

Tgwvgt*egphki+%"kpvgthceg"ikicdkvgvigtpgv"713
Tqwvgt*egphki /kh+%"£qv3z"vkoggwv"ugtxgt /vkoggqwv"47

Setting the Switch-to-Client Frame Retransmission Number

In addition to changing the switch-to-client retransmission time, you can change the number of times
that the switch sends an EAP-request/identity frame (assuming no response is received) to the client
before restarting the authentication process.

Note  You should change the default value of this command only to adjust for unusual circumstances such as
unreliable links or specific operational problems with certain clients and authentication servers.

To set the switch-to-client frame retransmission number, perform this task:

Command Purpose

Step1 Tawvgt*egphki+%"kpvgthceg type slot/port" Specifies the port to be configured, and enters interface
configuration mode.

Step 2 Tawvgt*egphki/kh+%"fqv3z"ocz/tgs" count Sets the number of times that the switch sends an
EAP-request/identity frame to the client before restarting
the authentication process. The range is 1 to 10; the
default is 2.

Step3 Tqwvgt*egphki/kh+%"gpf Returns to privileged EXEC mode.
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This example shows how to set 5 as the number of times that the switch sends an EAP-request/identity
request before restarting the authentication process:

Tgwvgt *egphki+%"kpvgthceg"ikicdkvgvijgtpgv"713
Tgwvgt*egphki/kh+%"fqv3z"ocz/tgs"7

Setting the Reauthentication Number

Step 1

Step 2

Step 3

S

You can also change the number of times that the switch restarts the authentication process before the
port changes to the unauthorized state.

Note  You should change the default value of this command only to adjust for unusual circumstances such as
unreliable links or specific operational problems with certain clients and authentication servers.
To set the reauthentication number, perform this task:
Command Purpose
Tgwvgt*egphki+%"kpvgthceg type slot/port" Specifies the port to be configured, and enters interface
configuration mode.
Tqwvgt*egphki/kh+%"fqv3z"ocz/tgcwv]/tgs" count Sets the number of times that the switch restarts the
authentication process before the port changes to the
unauthorized state. The range is 0 to 10; the default is 2.
Tqwvgt *egphki/kh+%"gpf Returns to privileged EXEC mode.

This example shows how to set 4 as the number of times that the switch restarts the authentication
process before the port changes to the unauthorized state:

Tgwvgt *egphki+%"kpvgthceg"ikicdkvgvigtpgv"713
Tgwvgt*egphki/kh+%$"fqv3z"ocz/tgcwvy/tgs"é

Configuring IEEE 802.1X Accounting

Enabling AAA system accounting with 802.1X accounting allows system reload events to be sent to the
accounting RADIUS server for logging. The server then can determine that all active 802.1X sessions
are closed.

Because RADIUS uses the unreliable UDP transport protocol, accounting messages might be lost due to
poor network conditions. If the switch does not receive the accounting response message from the
RADIUS server after a configurable number of retransmissions of an accounting request, this system
message appears:

Ceegwpvkpi"oguucig"’u"hgt "uguukgp"’'u"hckngf "vg"tgegkxg"Ceegwpvkpi"Tgurgpug0

When the stop message is not sent successfully, this message appears:

22<2;<77<" ' TCFKWU/5/PQCEEQWPVKPITGURQPUG< "Ceegwpvkpi"oguucig"Uvctv"hgt "uguukgp"
3940420720367"uco"33128125"29<23<38"33222224"hckngf "vg"tgegkxg"Ceegwpvkpi"Tgurgpug0

Supervisor Engine 2T Software Configuration Guide, Release 15.4S5Y g



Chapter 85 1EEE 802.1X Port-Based Authentication |

W Howto Configure 802.1X Port-Based Authentication

S

Note  You must configure the RADIUS server to perform accounting tasks, such as logging start, stop, and
interim-update messages and time stamps. To turn on these functions, enable logging of
“Update/Watchdog packets from this AAA client” in your RADIUS server Network Configuration tab.
Next, enable “CVS RADIUS Accounting” in your RADIUS server System Configuration tab.
To configure 802.1X accounting after AAA is enabled on your switch, perform this task:
Command Purpose
Step1  Tqwvgt*egphki+%"ccc"ceeqwpvkpi"fqv3z"fghcwnv" Enables 802.1X accounting using the list of all RADIUS
uvetv/uvgr"itqwr"tcfkwu servers.
Step2  Tqwvgt*egphki+%"ccc"ceeqwpvkpi"u{uvgo"fghcwnv" (Optional) Enables system accounting (using the list of

uvetv/uvgr"itgwr"tefkwu"

all RADIUS servers) and generates system accounting
reload event messages when the switch reloads.

Step3  Tqwvgt*egphki+3"gpf Returns to privileged EXEc mode.

Step4  Tawvgt$"ujqy"twppkpi/egphki Verifies your entries.

Use the show radius statistics privileged EXEC command to display the number of RADIUS messages
that do not receive the accounting response message.

This example shows how to configure 802.1X accounting. The first command configures the RADIUS
server, specifying 1813 as the UDP port for accounting:

Tgwvgt *eqgphki+%"tcfkwu/ugtxgt"jquv"394034205;068"cwvj/rgtv"3:34"ceev/rqtv"3:35"mg{"tcf345
Tgwvgt *egphki+%"ccc"ceeqwpvkpi"£qv3z"fghcwnv"uvetv/uvgr"itgqwr"tcfkwu

Tqwvgt *egphki+%"ccc"ceeqwpvkpi"u{uvgo" fghcwnv"uvctv/uvgr"itqwr"tcfkwu

Configuring VLAN User Distribution

You can define a VLAN group that contains multiple VLANs. For VLAN load balancing, you can then
configure the RADIUS server to supply a VLAN group name as part of the response to a user during
802.1X authentication. If the supplied VLAN group name is found among the VLAN group names that
you have defined, the newly authenticated user is placed in the least populated VLAN within the VLAN
group.

To configure a VLAN group, perform this task:

Command

Purpose

Tqwvgt *egphki+%"xncp"itqwr" group-name"xncp/nkuv" vian-1ist" |Creates a VLAN group or adds VLANS to an existing

VLAN group.

e group-name—The name of the VLAN group. The
name may contain up to 32 characters and must
begin with a letter.

e vlan-list v/an-list—The VLANS that belong to the
VLAN group. Group members can be specified as a
single VLAN ID, a list of VLAN IDs, or a VLAN
ID range. Multiple entries are separated by a
hyphen (-) or a comma (,).
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This example shows how to map VLANSs 7 through 9 and 11 to a VLAN group:

Tqwvgt*egphki+%"xnep"itqwr"icp{ogfg"xncp/nkuv"9/; .33"

Configuring a Guest VLAN

When you configure a guest VLAN, clients that are not 802.1X-capable are put into the guest VLAN
when the server does not receive a response to its EAP request/identity frame. Clients that are
802.1X-capable but that fail authentication are not granted network access. When operating as a guest
VLAN, a port functions in multiple-hosts mode regardless of the configured host mode of the port.

To configure a guest VLAN, perform this task:

Command Purpose
Step1  Tqwvgt*egphki+%"kpvgthceg type slot/port" Specifies the port to be configured, and enters interface
configuration mode.
Step2  Tawvgt*egphki/kh+%"uykvejrqtv"oqgfg"}ceeguu"~" Sets the port to access mode or as a private VLAN host
rtkxevg/xnep"jquvi " port. Routed and trunk ports do not support a guest
VLAN.
Step3  Tqgwvgt*egphki/kh+%"cwvjgpvkecvkqgp"rqtv/eqgpvtgn” Enables authentication on the port.
cwvq
Step4  Tqwvgt*egphki/kh+%"cwvjgpvkecvkqp"gxgpv" Specifies an active VLAN as a guest VLAN. The range
pq/tgurgpug" cevkgp"cwviqtk|g"xncp" vian-id is 1 to 4094.

You can configure any active VLAN except an internal
VLAN (routed port), an RSPAN VLAN, a private
primary PVLAN, or a voice VLAN as a guest VLAN.

Step5  Tawvgt*egphki/kh+%"}fqu3z"rcg"cwvigpvkecvgt'~"ocdi |Specifies whether the port authentication method is
802.1X or MAC address bypass.

Step 6  Tawvgt+*egphki/kh+%"gpf Returns to privileged EXEC mode.

This example shows how to enable VLAN 2 as an 802.1X guest VLAN:

Tgwvgt *egphki+%"kpvgthceg"ikicdkvgvigtpgv"713

Tgwvgt *egphki/kh+%"cwvjgpvkecvkgp"rgtv/egpvtgn"cwvg

Tqwvgt *egphki/kh+%"cwvjgpvkecvkqp"gxgpv"pq/tgurgpug" cevkgp"cwvigtk|g"xncp"4

Tgwvgt *egphki/kh+%"fqv3z"rcg"cwvijgpvkecvgt

This example shows how to set 3 seconds as the client notification timeout on the switch, to set 15 as
the number of seconds that the switch waits for a response to an EAP-request/identity frame from the
client before resending the request, and to enable VLAN 2 as an 802.1X guest VLAN when an 802.1X
port is connected to a DHCP client:

Tgwvgt *egphki/kh+%"fqv3z"vkoggwv"uwrr/vkoggwv"5

Tgwvgt *egphki /kh+%"f£qv3z"vkogqwv"vz/rgtkgf"37

Tqwvgt *egphki/kh+%"cwvjgpvkecvkgp"gxgpv"pd/tgurgpug" cevkgp"cwvjgtk|g"xncp"4
Tgwvgt *egphki/kh+%"fqv3z"rcg"cwvigpvkecvgt
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Configuring a Restricted VLAN

When you configure a restricted VLAN on a switch, clients that are 802.1X-compliant are moved into
the restricted VLAN when the authentication server does not receive a valid username and password.
When operating as a restricted VLAN, a port functions in single-host mode regardless of the configured
host mode of the port.

To configure a restricted VLAN, perform this task:

Command Purpose
Step1  Tqwvgt*egphki+%"kpvgthceg type slot/port" Specifies the port to be configured, and enters interface
configuration mode.
Step2  Tqwvgt*egphki/kh+%"uykvejrqtv"ogfg" }ceeguu"~" Sets the port to access mode or as a private VLAN host
rtkxcvg/xncp"jquvi " port. Routed and trunk ports do not support a guest
VLAN.
Step3  Tqwvgt*egphki/kh+%"cwvjgpvkecvkqp"rgtv/eqgpvtgn" Enables port-based authentication on the port.
cwvq
Step4  Tqwvgt*egphki/kh+%"cwvjgpvkecvkqp"gxgpv"hckn" Specifies an active VLAN as a restricted VLAN. The
ltgvt{"tgvtkgu "cevkqp"cwviqgtk|g"xncp"vian-id range for vian-id is 1 to 4094.
(Optional) The retry keyword specifies a number of
authentication attempts to allow before a port moves to
the restricted VLAN.
Step5  Tawvgt+*egphki/kh+%"gpf Returns to privileged EXEC mode.

To disable and remove the restricted VLAN, use the no form of the authentication event fail command
or the dotlx auth-fail command. The port returns to the unauthorized state.

You can configure the maximum number of authentication attempts allowed before a user is assigned to
the restricted VLAN. You can set the number of attempts by using the retry keyword in the
authentication event fail [retry retries] action authorize vlan command. The range of retries
(allowable authentication attempts) is 1 to 5. The default is 2 attempts.

This example shows how to enable VLAN 2 as a restricted VLAN, with assignment of a host after 3
failed attempts:

Tgwvgt *egphki+%"kpvgthceg"ikicdkvgvigtpgv"713

Tgwvgt *egphki/kh+%"cwvjgpvkecvkgp"rgtv/egpvtgn"cwvg

Tgwvgt *egphki/kh+%"cwvjgpvkecvkgp"gxgpv"hckn"tgvt { "5"cevkgp"cwviqgtk|g"xncp"4
Tqwvgt*egphki/kh+%"fqv3z"rcg"cwvjgpvkecvgt
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Configuring the Inaccessible Authentication Bypass Feature

You can configure the inaccessible bypass feature, also referred to as critical authentication or the AAA

fail policy.
To configure the port as a critical port and enable the inaccessible authentication bypass feature, perform
this task:
Command Purpose
Step1  Tgwvgt*egphki+%"tefkwu/ugtxgt"fgef/etkvgtke'vkog" |(Optional) Sets the conditions that are used to decide
vkog'vtkgu'tries when a RADIUS server is considered unavailable or
dead.

The range for time is from 1 to 120 seconds. The switch
dynamically determines the default seconds value that is
10 to 60 seconds.

The range for tries is from 1 to 100. The switch
dynamically determines the default ¢ries parameter that is
10 to 100.

Step2  Tqwvgt*egphki+%"tcfkwu/ugtxgt"fgcfvkog"minutes (Optional) Sets the number of minutes that a RADIUS
server is not sent requests. The range is from 0 to 1440
minutes (24 hours). The default is 0 minutes.
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Step 3

Step 4

Step 5

Step 6

Command

Purpose

Tgwvgt*egphki+%"tcfkwu/ugtxgt"jquv" ip-address"
lceev/rgtv"udp-port "]cwvj/rqtv"udp-port "lmg{"
uvtkpi "]vguv'"wugtpcog"pcog"]kfng/vkog"vkog "
lkipgtg/ceev/rgtv_"lkipgtg/cwvj/rqtv__

(Optional) Configures the RADIUS server parameters by
using these keywords:

« acct-port udp-port—Specifies the UDP port for the
RADIUS accounting server. The range for the UDP
port number is from 0 to 65536. The default is 1646.

e auth-port udp-port—Specifies the UDP port for the
RADIUS authentication server. The range for the
UDP port number is from 0 to 65536. The default is
1645.

You should configure the UDP port for the
RADIUS accounting server and the UDP port for
the RADIUS authentication server to nondefault
values.

Note

» Kkey string—Specifies the authentication and
encryption key for all RADIUS communication
between the switch and the RADIUS daemon.

Note  You can also configure the authentication and
encryption key by using the radius-server key {0
string | 7 string | string} global configuration

command.

+ test username name—Enables automated testing of
the RADIUS server status, and specify the username
to be used.

o idle-time time—Sets the interval of time in minutes
after which the switch sends test packets to the
server. The range is from 1 to 35791 minutes. The
default is 60 minutes (1 hour).

» ignore-acct-port—Disables testing on the RADIUS
server accounting port.

+ ignore-auth-port—Disables testing on the RADIUS
server authentication port.

Tqwvgt*egphki+%"fqv3z"etkvkecn"gcrgn

(Optional) Specifies that the switch sends an
EAPOL-Success message when the switch successfully
authenticates the critical port.

Tqwvgt*egphki/kh+%"cwvjgpvkecvkgp"etkvkecn"
tgegxgt {"fgnc{ milliseconds

(Optional) Sets the recovery delay period during which
the switch waits to reinitialize a critical port when a
RADIUS server that was unavailable becomes available.
The range is from 1 to 10000 milliseconds. The default is
1000 milliseconds (a port can be reinitialized every
second).

Tqgwvgt*egphki+%"kpvgthceg type slot/port"

Specifies the port to be configured, and enters interface
configuration mode.
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Command

Purpose

Tqwvgt*egphki/kh+%"cwvjgpvkecvkgp"gxgpv'ugtxgt"
fgcf'cevkgp"cwvigtk|g"lxncp" vian-id "

Enables the inaccessible authentication bypass feature,
authorizing ports on the specified VLAN when the AAA
server is unreachable. If no VLAN is specified, the access
VLAN will be used.

Note The vlan keyword is only available on a switch

port.

Tgwvgt*egphki/kh+%"cwvjgpvkecvkgp"gxgpv"ugtxgt"
cnkxg" cevkap"tgkpkvkenk |g"

Configures the inaccessible authentication bypass
recovery feature, specifying that the recovery action is to
authenticate the port when an authentication server
becomes available.

Tqwvgt*egphki/kh+%"gpf

Returns to privileged EXEC mode.

To return to the RADIUS server default settings, use the no radius-server dead-criteria, the no
radius-server deadtime, and the no radius-server host global configuration commands. To return to
the default settings of inaccessible authentication bypass, use the no dotlx critical eapol global
configuration command. To disable inaccessible authentication bypass, use the no authentication event
server dead action authorize (or no dotlx critical) interface configuration command.

This example shows how to configure the inaccessible authentication bypass feature:

Tqwvgt *egphki+%"tcfkwu/ugtxgt"fgcf/etkvgtke"vkog"52"vtkgu"42
Tgwvgt *egphki+%"tcfkwu/ugtxgt"fgcfvkog"82
Tqwvgt *egphki+%"tcfkwu/ugtxgt"jquv"3030304"ceev/rqtv"3772"cwv]/rqtv"3782"mg{ "cde3456"vguv"

wugtpcog"wugt3"kfng/vkog"52

Tgwvgt *egphki+%$"fqv3z"etkvkecn"gcrgn

Tqwvgt *egphki+3%"cwvjgpvkecvkgp"etkvkecn"tgegxgt { "fgnc{"4222

Tgwvgt *egphki+%"kpvgthceg"ikicdkvgvijgtpgv"213

Tqwvgt *egphki/kh+%"cwvjgpvkecvkap"gxgpv'"ugtxgt "fgcf"cevkgp"cwviqgtk|g"xnep"345
Tqwvgt *egphki/kh+%"cwvjgpvkecvkap"gxgpv"ugtxgt "cnkxg" cevkgp"tgkpkvkenk | g

Configuring MAC Authentication Bypass

Step 1

Step 2

To configure MAC authentication bypass on an interface, perform this task:

Command

Purpose

Tqwvgt*egphki+%"kpvgthceg type slot/port"

Specifies the port to be configured, and enters interface
configuration mode.

Tgwvgt*egphki/kh+%"cwvjgpvkecvkgp"rqtv/eqpvtgn”
}cwvq"~"hqteg/cwvigtk|gf"~"hqteg/wpcwvigtk|gf"

Enables 802.1X authentication on the port.
The keywords have these meanings:

« auto—Allows only EAPOL traffic until successful
authentication.

» force-authorized—Allows all traffic, requires no
authentication.

o force-unauthorized—Allows no traffic.
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Step 3

Step 4

Command

Purpose

Tgwvgt *egphki/kh+%"ocd"]gcr "

Enables MAC authentication bypass on the interface.

¢ (Optional) Use the eap keyword to configure the
switch to use EAP for authorization.

*  When MAC authentication bypass with EAP has
been enabled on an interface, it is not disabled by a
subsequent default interface command on the
interface.

» To use MAC authentication bypass on a routed port,
make sure that MAC address learning is enabled on
the port.

Tqwvgt*egphki/kh+%"gpf

Returns to privileged EXEC mode.

This example shows how to enable MAC authentication bypass on a port:

Tgwvgt *egphki+%"kpvgthceg"ikicdkvgvigtpgv"713
Tqwvgt *egphki/kh+%"cwvjgpvkecvkgp"rqtv/eqpvtgn"cwvg

Tgwvgt*egphki/kh+%"ocd

Configuring NAC Layer 2 IEEE 802.1X Validation

You can configure NAC Layer 2 IEEE 802.1X validation, which is also referred to as 802.1X
authentication with a RADIUS server. NAC Layer 2 IEEE 802.1X configuration is the same as 8§02.1X
configuration with the additional step of configuring the RADIUS server with a posture token and

Step 1

Step 2
Step 3

Step 4

Step 5

r Supervisor Engine 2T Software Configuration Guide, Release 15.4SY

VLAN assignment.

To configure NAC Layer 2 IEEE 802.1X validation, perform this task:

Command

Purpose

Tgwvgt *egphki+%"kpvgthceg type slot/port"

Specifies the port to be configured, and enters
interface configuration mode.

Tqwvgt *egphki/kh+%"cwvjgpvkecvkgp"rqtv/egpvtan"cwvg" |Enables port-based authentication on the interface.

Tqwvgt*egphki/kh+%"cwvjgpvkecvkgp"rgtkgfke"

Enables periodic reauthentication of the client, which
is disabled by default.

Tgwvgt *egphki/kh+%"cwvjgpvkecvkgp"vkogt"
tgewvijgpvkecvg"] seconds ~"ugtxgt

Specifies the number of seconds between
reauthentication attempts using these keywords:

e seconds—Sets the number of seconds from 1 to
65535; the default is 3600 seconds.

+ server—Sets the number of seconds based on the
value of the Session-Timeout RADIUS attribute
(Attribute[27]) and the Termination-Action
RADIUS attribute (Attribute [29]).

This command affects the operation of the switch only
if periodic reauthentication is enabled.

Tgwvgt *egphki/kh+%"gpf

Returns to privileged EXEC mode.
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This example shows how to configure NAC Layer 2 IEEE 802.1X validation:
Tgwvgt *egphki+%"kpvgthceg"ikicdkvgvjgtpgv"713

Tgwvgt *egphki+%"cwvigpvkecvkgp"rqtv/eqpvtgn"cwvg
Tqwvgt*egphki/kh+%"cwvjgpvkecvkgp"rgtkgfke

Tgwvgt *egphki/kh+%"cwvjgpvkecvkgp"vkogt "tgewvijgpvkecvg'ugtxgt

Configuring NAC Agentless Audit Support

To support the NAC audit architecture for agentless clients, the switch must snoop an authenticating
802.1X client’s IP address, create and assign a unique session identifier for the agentless client, and pass
this information to the RADIUS server for sharing with the NAC audit server. To allow the switch to
obtain and share this information, you must enable ARP and DHCP snooping on the switch and you must
enable the sending of certain RADIUS attributes.

To configure the RADIUS and tracking settings to support NAC agentless audit, perform this task:

Command Purpose
Step1  Tqwvgt*egphki+%"tcfkwu/ugtxgt"cvvtkdwvg":" Configures the switch to send the Framed-IP-Address
kpenwfg/kp/ceeguu/tgs RADIUS attribute (Attribute[8]) in access-request or
accounting-request packets.
Step2  Tqwvgt*egphki+%"tcfkwu/ugtxgt"xuc"ugpf" Configures the network access server to recognize and
cwvjgpvkecvkqp use vendor-specific attributes (VSAs) (specifically

audit-session-id) in RADIUS Access-Requests generated
by the switch during the authentication phase.

Step3  Tqwvgt*egphki+%"tcfkwu/ugtxgt "xuc"ugpf"ceeqwpvkpi |Allows VSAs to be included in subsequent RADIUS
Accounting-Requests.

Step4  Tqwvgt*egphki+%"fgxkeg/vtcemkpi"vtcemkpi Enables the IP device tracking table.

Configuring the Switch for DACLs or Redirect URLSs

To configure switch ports to accept DACLSs or redirect URLs from the RADIUS server during
authentication of an attached host, perform this task:

Command Purpose

Step1  Tawvgt$"egphki"vgtokpen" Enters global configuration mode.

Step2  Tqwvgt*egphki+%"tcfkwu/ugtxgt"xuc"ugpf" Configures the network access server to recognize and
cwvjgpvkecvkgp" use vendor-specific attributes (VSAs) in RADIUS

Access-Requests generated by the switch during the
authentication phase.

Note  This step is necessary only with redirect URLs or
when DACLs are downloaded using VSAs rather
than the Filter-ID attribute.

Step3  Tqwvgt*egphki+3"fgxkeg/vtcemkpi"vtcemkpi" Enables the IP device tracking table.
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Step 4

Step 5

Step 6
Step 7
Step 8
Step 9
Step 10

Step 11

Command

Purpose

Tgwvgt*egphki+%"kr"ceeguu/nkuv"gzvgpfgf"dacl-name

Configures an ACL that will be referenced by the VSA or
Filter-ID attribute.

Note  This step is not necessary for DACLs defined on

the RADIUS server and downloaded using VSAs.

Tqwvgt*egphki/uvf/pcen+%" }rgtokv"~"£gp{i"000

Defines the ACL.

Note  The source address must be ANY.

Tqwvgt*egphki/uvf/pcen+%"gzkv"

Returns to global configuration mode.

Tgwvgt *egphki+%"kr"ceeguu/nkuv"gzvgpfgf"acl-name

Configures a default ACL for the ports.

Tqwvgt *egphki/uvf/pcen+%" }rgtokv"~"£gp{i"000

Defines the ACL.

Tgwvgt *egphki/uvf/pcen+%"gzkv"

Returns to global configuration mode.

Tgwvgt*egphki+%"kpvgthceg type slot/port"

Specifies the port to be configured, and enters interface
configuration mode.

Tgwvgt *egphki/kh+%"gzkv"

Returns to global configuration mode.

This example shows how to configure a switch for a downloadable policy:

Tgwvgt % "egphki"vgtokpcn"

Gpvgt"egphkiwtcvkgp"eqoocpfu. "gpg"rgt "nkpg0"Gpf"ykvj"EPVN1\0
Tgwvgt *egphki+%"tcfkwu/ugtxgt "xuc"ugpf "cwvjgpvkecvkgp"
Tqwvgt *egphki+$%"fgxkeg/vtcemkpi "vtcemkpi®

Tqwvgt *egphki+3% "kr"ceeguu/nkuv"gzvgpfgf"o{afcen"

Tqwvgt *egphki/gzv/pcen+%"rgtokv"ver"cp{"jquv"32040506"

o

Tqwvgt *egphki/gzv/pcen+%"gzkv"

Tgwvgt*egphki+%"kr"ceeguu/nkuv"gzvgpfgf"fghcwnvacen"
Tqwvgt *egphki/gzv/pcen+%"rgtokv"kr"cp{"cp{"

Tqwvgt *egphki/gzv/pcen+%"gzkv"

Tgwvgt*egphki+%"kpvgthceg"hcuvGvjgtpgv"4135"
Tgwvgt *egphki/kh+%"kr"ceeguu/itqwr" fghcwnvacen"kp"

Tqwvgt *egphki/kh+%"gzkv"

Configuring 802.1X Authentication with WoL

To enable 802.1X authentication with wake-on-LAN (WoL), perform this task:

Step 1

Command

Purpose

Tqgwvgt *egphki+%"kpvgthceg type slot/port"

Specifies the port to be configured, and enters interface
configuration mode.
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Command

Purpose

Step 2 Tgwvgt *egphki/kh+%"cwvigpvkecvkgp"
eqpvtqn/fktgevkgp" }dqvi"~"kp;"

Enables 802.1X authentication with WoL on the port, and
uses these keywords to configure the port as bidirectional
or unidirectional.

* both—Sets the port as bidirectional. The port cannot
receive packets from or send packets to the host. By
default, the port is bidirectional.

» in—Sets the port as unidirectional. The port can send
packets to the host but cannot receive packets from
the host.

Step3  Tgwvgt*egphki/kh+%"gpf

Returns to privileged EXEC mode.

To disable 802.1X authentication with WoL, use the no authentication control-direction (or the no
dotlx control-direction) interface configuration command.

This example shows how to enable 802.1X authentication with WoL and set the port as bidirectional:

Tgwvgt *egphki+%"kpvgthceg"ikicdkvgvigtpgv"713
Tqwvgt *egphki/kh+%"cwvjgpvkecvkgp"eqpvtgn/fktgevkgp"dqvj

Enabling MAC Move

To globally enable MAC move on the switch, perform this task:

Command

Purpose

Step1  Tqwvgt%'"egphkiwtg"vgtokpen"

Enters global configuration mode.

Step 2 Tgwvgt *egphki+%"cwvjgpvkecvkgp"oce/ogxg"rgtokv"

Enables MAC move on the switch.

Step 3 Tgwvgt*egphki+%$"gpf"

Returns to privileged EXEC mode.

Step4  Tgwvgt$"ujqy"twppkpi/eqgphki"

(Optional) Verifies your entries.

Step5  Tawvgt$'"eqr{"twppkpi/egphki"uvetvwr/egphki"

(Optional) Saves your entries in the configuration file.

This example shows how to globally enable MAC move on a switch:

Tqwvgt *egphki+$%"cwvjgpvkecvkgp"oce/ogxg"rgtokv"

Enabling MAC Replace

To enable MAC replace on an interface, perform this task:

Command

Purpose

Step1  Tqwvgt$'"egphkiwtg"vgtokpen"

Enters global configuration mode.

Step 2 Tagwvgt *egphki+%"kpvgthceg" interface-id"

Specifies the port to be configured, and enter interface
configuration mode.
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Command

Purpose

Step 3 Tgwvgt *egphki/kh+%"cwvjgpvkecvkgp"xkgncvkgp"
}rtqvgev"~"tgrnceg" ~"tguvtkev"~"ujwviqypi

Uses the replace keyword to enable MAC replace on the
interface. The port removes the current session and
initiates authentication with the new host.

The other keywords have these effects:

» protect: the port drops packets with unexpected
MAC addresses without generating a system
message.

« restrict: violating packets are dropped by the CPU
and a system message is generated.

o shutdown: the port is error disabled when it receives
an unexpected MAC address.

Step 4 quvgt*eqphki+%||gpf||

Returns to privileged EXEc mode.

Step5  Tqwvgt%"ujqy"twppkpi/egphki"

Verifies your entries.

Step 6  Tawvgt$'"eqr{"twppkpi/egphki"uvctvwr/egphki"

(Optional) Saves your entries in the configuration file.

This example shows how to enable MAC replace on an interface:

Tgwvgt *egphki+%"kpvgthceg"ikicdkvgvigtpgv414"
Tqwvgt*egphki/kh+%"cwvjgpvkecvkap"xkgnevkgp"tgrnceg"

Configuring NEAT Authenticator and Supplicant Switches

* NEAT Authenticator Configuration, page 85-54

¢ NEAT Supplicant Configuration, page 85-55

Note » NEAT requires one switch to be configured as a supplicant and to be connected to an authenticator

switch.

¢ For overview information, see the “802.1x Supplicant and Authenticator Switches with
Network Edge Access Topology (NEAT)” section on page 85-30.

» The cisco-av-pairs value must be configured as “device-traffic-class=switch” on the ACS, which
sets the interface as a trunk after the supplicant is successfully authenticated.

NEAT Authenticator Configuration

To configure a switch as an authenticator, perform this task:

Command

Purpose

Step 1 Tqwvgt%"eqphkiwtg"vgtokpecn"

Enters global configuration mode.

Step2  Tqwvgt*egphki+%"ekur"gpcdng"

Enables CISP.

Step 3 Tgwvgt*egphki+%"kpvgthceg" interface-id"

Specifies the port to be configured, and enters
interface configuration mode.
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Command

Purpose

Tqgwvgt*egphki/kh+% "uykvejrgtv"oqgqfg"ceeguu"

Sets the port mode to access.

Tgwvgt*egphki/kh+%"cwvjgpvkecvkagp"rgtv/egpvtgn” cwvg"

Sets the port-authentication mode to auto.

Tgwvgt*egphki/kh+%"£qv3z"rcg"cwvjgpvkecvgt"

Configures the interface as a port access entity (PAE)
authenticator.

Tgwvgt*egphki/kh+%"urcppkpi/vtgg" rqtvhcuv"

Enables PortFast on an access port connected to a
single workstation or server.

Tqwvgt*egphki/kh+%"gpf"

Returns to privileged EXEC mode.

Tgwvgt%"ujqy" twppkpi/egphki"kpvgthceg"interface-id"

Verifies your configuration.

Tqwvgt%"eqr{"twppkpi/egphki"uvctvwr/eqphki”

(Optional) Saves your entries in the configuration file.

This example shows how to configure a switch as an 802.1x authenticator:

Tgwvgt$"egphkiwtg"vgtokpen
Tgwvgt*egphki+%"ekur"gpcdng

Tgwvgt*egphki+%"kpvgthceg"ikicdkvgvijgtpgv313

Tgwvgt *egphki /kh+%"uykvejrgtv"oqfg"ceeguu

Tgwvgt *egphki/kh+%"cwvjgpvkecvkgp"rgtv/egpvtgn"cwvg
Tgwvgt *egphki/kh+%"fqv3z"reg"cwvijgpvkecvgt

Tgwvgt *egphki /kh+%"urcppkpi/vtgg" rqtvheuv"vtwpm

NEAT Supplicant Configuration

Step 1
Step 2
Step 3

Step 4
Step 5
Step 6

Step 7

Step 8

Step 9
Step 10

Step 11
Step 12

To configure a switch as a supplicant, perform this task:

Command

Purpose

Tgwvgt % "egphkiwtg"vgtokpcn"

Enters global configuration mode.

Tgwvgt *egphki+%"ekur"gpcdng"

Enables CISP.

Tgwvgt*egphki+%"fqv3z"etgfgpvkenu" rtghkng"

Creates 802.1x credentials profile. This must be attached
to the port that is configured as supplicant.

Tgwvgt*egphki+%"wugtpcog" uwrruykvej"

Creates a username.

Tqwvgt*egphki+%"rcuuyqgtf " rcuuygt "

Creates a password for the new username.

Tgwvgt*egphki+%"fqv3z"uwrrnkecpv'hqgteg/ownvkecuv"

Forces the switch to send only multicast EAPOL packets
when it receives either unicast or multicast packets,
which allows NEAT to work on the supplicant switch in
all host modes.

Tgwvgt*egphki+%"kpvgthceg interface-id"

Specifies the port to be configured, and enters interface
configuration mode.

Tgwvgt*egphki/kh+% "uykvejrgtv"vtwpm"gpecruwncvkagp"
fqv3s"

Sets the port to trunk mode.

Tgwvgt*egphki/kh+%"uykvejrqgtv"oqgqfg"vtwpm"

Configures the interface as a VLAN trunk port.

Tqwvgt*egphki/kh+$"fqv3z"rcg"uwrrnkecpv"

Configures the interface as a port access entity (PAE)
supplicant.

Tqwvgt*egphki/kh+%"fqv3z"etgfgpvkcnu"profile-name"

Attaches the 802.1x credentials profile to the interface.

Tqwvgt*egphki/kh+%"gpf"

Returns to privileged EXEC mode.
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Command Purpose

Step 13 Tqwvgt%"ujqy"twppkpi/eqphki“kpvgthceg" Verifies your configuration.
interface-id"

Step 14 Tqwvgts"eqr{"twppkpi/eqphki"uvetvwr/eqphki® (Optional) Saves your entries in the configuration file.

This example shows how to configure a switch as a supplicant:

Tqwvgt % "egphkiwtg"vgtokpen"

Tgwvgt *egphki+%"ekur"gpcdng"

Tgwvgt *egphki+$"fqv3z"etgfgpvkcnu"vguv"
Tqwvgt*egphki+$% "wugtpcog"uwrruykvej"

Tqwvgt *egphki+%"recuuygtf"o{uykvej"
Tgwvgt*egphki+%"fqv3z"uwrrnkecpv"hgteg/ownvkecuv"
Tqwvgt*egphki+%"kpvgthceg"ikicdkvgvjgtpgv3i3"
Tgwvgt*egphki/kh+%"uykvejrqtv"vtwpm"gpecruwncvkgp"fqv3is"
Tqwvgt*egphki/kh+%"uykvejrgtv"ogfg"vtwpm"
Tqwvgt*egphki/kh+%$"fqv3z"rcg"uwrrnkecpv"
Tqgwvgt*egphki/kh+%"fqv3z"etgfgpvkenu"vguv"
Tqwvgt*egphki/kh+%"gpf"

Disabling 802.1X Authentication on the Port

You can disable 802.1X authentication on the port by using the no dotlx pae interface configuration
command.

To disable 802.1X authentication on the port, perform this task:

Command Purpose
Step1  Tgwvgt*egphki+%"kpvgthceg type slot/port" Specifies the port to be configured, and enters interface
configuration mode.
Step2  Tqwvgt*egphki/kh+%"pq"fqgv3z"rcg"cwvjgpvkecvgt Disables 802.1X authentication on the port.
Step3  Tawvgt+*egphki/kh+%"gpf Returns to privileged EXEC mode.

To configure the port as an 802.1X port access entity (PAE) authenticator, which enables 802.1X on the
port but does not allow clients connected to the port to be authorized, use the dotlx pae authenticator
interface configuration command.

This example shows how to disable 802.1X authentication on the port:

Tgwvgt *egphki+%"kpvgthceg"ikicdkvgvigtpgv"713
Tgwvgt *egphki/kh+%"pg"fqv3z"rcg"cwvjgpvkecvgt
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Resetting the 802.1X Configuration to the Default Values

To reset the 802.1X configuration to the default values, perform this task:

Command Purpose
Step1 Tawvgt*egphki+%"kpvgthceg type slot/port" Specifies the port to be configured, and enters interface
configuration mode.
Step2 Tqwvgt*egphki/kh+%"fqv3z"fghcwnv" Resets the configurable 802.1X parameters to the default
values.
Step3 Tqwvgt*egphki/kh+3%"gpf Returns to privileged EXEC mode.

This example shows how to reset a port’s 802.1X authentication settings to the default values:

Tgwvgt *egphki+%"kpvgthceg"ikicdkvgvigtpgv"5149
Tgwvgt *egphki/kh+%"fqv3z"fghcwnv"

Displaying Authentication Status and Information

» Displaying 802.1X Status, page 85-57
« Displaying Authentication Methods and Status, page 85-58
« Displaying MAC Authentication Bypass Status, page 85-61

Displaying 802.1X Status

To display the global 802.1X administrative and operational status for the switch or the 802.1X settings
for individual ports, perform this task:

Command Purpose

Tqwvgt%¥"ujqy"fqv3z"]lcnn"~"kpvgthceg type slot/port_" |Displays the global 802.1X administrative and operational
status for the switch.

(Optional) Use the all keyword to display the global 802.1X
status and the 802.1X settings for all interfaces using 802.1X
authentication.

(Optional) Use the interface keyword to display the 802.1X
settings for a specific interface.

This example shows how to view only the global 802.1X status:

Tgwvgt$"ujqy"fqv3z"

U{ucwvjeqpvtqn"""""""""""""Fkucdngf
quBZ I|thvqeqn n thukqp mmwmwmwmmmmmmnn 4
Etkvkecn" Tgeqxgt{ n anc{ mmwmwmwmwmwmwnmn 322
Etkvkecn"GCRQN""nnnnwnuwnnnnpkycdngf
Tgwvgt$
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This example shows how to view the global 802.1X status and the 802.1X settings for all interfaces using
802.1X authentication:

Tgwvgt$"ujqy"fqv3z"cnn"

U{ucwvjeqpvtqn"""""""""""""Fkucdngf
quBZ I|thvqeqn n XQtukqp mmwmwmwmwmmmmmnn 4
Etkvkecn" Tgeqxgt{ n anc{ mmwmwmwmmmmn 322
Etkvkecn"GCRQN""nnnnwnwnnnnpkycdngf

Fgv3z"Kphg"hgt"IkicdkvGvjgtpgv5149
[1717177777777777177777777777777777

RCG! 111D 0 O JGPVKECVQT
RQtvEgpvtgn" "ty " HOTEGaCWVIQTK\GF
EgpvtgnFktgevkgp" """ nnnnnna Doy

JquvOgfg" "2 N GKPINGaJQUV
TgCwvjgpvkecvkgp" " nnnnnnn2nEkycdngf
SwkgvRgtkgf"mnnmmmmnnwnnnnongy
UgtxgtVkoggwymmmnmnmnnnnupngy
UwrrVkoggwy"mmmmnnmmmnnnnong
TgCwvjRgtkgf"mnmnmnnnnnnuwnzn5g2n+Ngecnn{ "egphkiwtgf+
TgCwvjOczhnnnnnnnnnnnnnnnngng

OCZTgg " M 1111 I 0004
VzRgtkgfmmmmmmnmmmuwuwnunnnnons
TcvgNkokvRgtkgf!mmnmmnnmnnsny

Tqwvgt%

Displaying Authentication Methods and Status

To display the authentication methods and status, perform any of these tasks:

Command Purpose

Tqwvgt%"ujqy"cwvjgpvkecvkgp"tgikuvtecvkgpu Displays details of all registered methods.

Tqwvgts"ujqy"cwvjgpvkecvkap'kpvgthceg interface Displays authentication information for a specific interface

Tqwvgt%"ujqy" cwvjgpvkecvkap"ogvjqf " method Lists current authentication sessions that were authorized using
the specified method.

Tqwvgt%"ujqy"cwvjgpvkecvkgp"uguukgpu" Displays information about current authentication sessions. With

1jeping" jopfng_"lkpvgthoeg" kpvgthceg " no options specified, all current active sessions will be listed. The

Jocetoce "logvigEogvigt "luguukqp/kE" session-id ! keywords can be added and combined to display detailed

information about specific sessions or subset of sessions.

Table 85-2 Authentication Session States

State Description

Idle The session has been initialized and no methods have run
yet.

Running A method is running for this session.

No methods No method has provided a result for this session.

Authc Success A method has provided a successful authentication result
for the session.
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Table 85-2

Displaying Authentication Status and Information

Authentication Session States (continued)

State

Description

Authc Failed

A method has provided a failed authentication result for
the session.

Authz Success

All features have been successfully applied for this
session.

Authz Failed A feature has failed to be applied for this session.
Table 85-3 Authentication Method States

State Description

Not run The method has not run for this session

Running The method is running for this session.

Failed over

The method has failed and the next method is expected to
provide a result.

Success

The method has provided a successful authentication
result for the session.

Authc Failed

The method has provided a failed authentication result
for the session.

This example shows how to display the registered authentication methods:

Tgwvgt$"ujqy"cwvjgpvkecvkgp"tgikuvtevkgpu”
Cwvj"Oogvjgfu"tgikuvgtgf"ykvj"vjg"Cwvj"Ocpcigt<

"nJepfng" "Rtkgtkv{" "Pcog

LRI TR TR RTINS NIRRT IR "quBZ
LRIV R RN RN SRR RN FoYeTe |
nmnmInnnnERnNgunnnnnn ygdCWV]

This example shows how to display the authentication details for a given interface:

Tgwvgt$"ujqy"cwvjgpvkecvkgp"kpvgthceg"ikicdkvgvjgtpgv"3145

Enkgpv"nkuv<

n I|OCEI|Cfftguu nmnn I|quckp nn "chku nmpnnwmwwrwnnnn Jcpfng mmwmwmwmmwmnnn vagthceg
"12345067890cdef " "FCVC! """ 1Cwv] | "Uweeguu" "22G2222222" "IkicdkvGvigtpgv3145

Cxckncdng"ogvjgfu"nkuv<
""Jepfng" "Rtkgtkv{ " "Pcog
nmnn l|5l| nmuwnmmwnn l|2l| mmwnn l|fqv3z
nmnn l|4l| mmwmwmwnn l|3l| mmwnn "OCd
Twppcdng"ogvjgfu"nkuv<
"nJepfng" "Rtkgtkv{" "Pcog
nmnn l|4l| mmwmwmwnn l|2l| mmwnn "OCd
mnn IISII mwmmnan ll3ll mmwnmn llfquz

This example shows how to display all authentication sessions on the switch:

Tagwvgt$"ujqy"cwvjgpvkecvkgp"uguukgpu"

vagthcegﬂ I|OCE n Cfftguu mmwmwnmn Ogvj qf mmnn quckp mmnn chku mmwmwmwmmnnn Uguukqp n KF

Ik316:"""""2237085d20h898" "fqv3z" " " "FCVC" """ "Cwvj | "Uweeguu""2C5684D3222222324; : SE27E
Ik317""nnnn222h045e60c623" "ocd" """ MFCVC! """ "Cwv] | "Uweeguu" "2C5684D32222222F46H: 2D7 :
Ik317"nnnnn22360dh7£0£48E" "Eqv3z" " " "FCVC" """ "Cwv] | "Uweeguu""2C5684D32222222G4; :33D;6
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This example shows how to display sessions authorized using a specified authentication method:

Tgwvgt%$"ujqy"cwvjgpvkecvkagp"ogvjqgf"fqv3z

vagthceg""OCE"Cfftguu"""""Ogvjqf"""quckp"""chku"""""""""Uguukqp"KF
Ik316:"""""2237085d20h898" "fqv3z""""FCVC"""""Cwvj | "Uweeguu""2C5684D3222222324; : 5E27E
Ik317""""""22360dh7f0f48f""quBZ""""FCVC"""""CWVj|"Uweeguu""2C5684D32222222G4;:33D;6

This example shows how to display all authentication sessions on an interface:

Tawvgt % "ujqy"cwvjgpvkecvkgp"uguukgpu"kpvgthceg"ikicdkvgvjgtpgv"3169"

Kpvgthceg<""IkicdkvGvigtpgv3169
mwmmnnnnnnoCE"CEftguu<" "Wpmpgyp
KR CEftguu< " "Wpmpgyp
gy cvwu< " "Cwvj | "Uweeguu
st pgockp< " "FCVC
mnnwnnrorgt"jquvogfg<""ownvk/jquv
nnwnngrgt"egpvtgn" fkt<" "dgv]j

mwmwn o Cywyvigtk |gf"D{ <" " Iwguv"Xncp
mwwwwnnnnn¥nep'Ronke {<""42
mwmnnngguukgp"vkoggwv<""P1C
mwmmmnnnngfng'vkoggwv<""P1C

" Eqoogp "Uguukgp "KF< " "2C5684E: 222222222224 985E
nnnnnnCceev'Uguukgp"KF< " "2222222224
e Jepfng< 2247222222

Twppcdng"ogvjgfu"nkuv<
nmmwmwnwnwnn Ogvj qf nn "UVCVg
mmwmwmwmmn Ocd" mmwmmn I|Hckngf n qxgt
nomwwnonn fqv3 Z nmnn Hckngf n qxgt

LI71077770777777777777777777777777777777

""""""""""""vagthceg<""Ikicdkangtpgv3169
""""""""""OCE"Cfftguu<""222707g9eOfc27
"""""""""""KR"Cfftguu<""mepqyp
""""""""""""Wugt/Pcog<""22277g9efc27
"""""""""""""""chku<""vaj|"Uweeguu
"""""""""""""""FqOCkp<""XQKEG
"""""""Qrgt"jquv"oqu<""ownvk/fqockp
"""""Qrgt"eqpvtqn"fkt<""dqvj

LRI vaj qtk | gf "D{ <nn vaj gpvkecvkqp "Ugtxgt
nnnnnnguukgp "vkoggwv< " "P1C
"""""""""Kfng"vkongv<""PlC

" Egoogp "Uguukgp "KF< " " 2C5684E: 222222232224C45 ;
mwnnnn CeevnUguukgp"KF< " 12222222225
nnnnnnnnnnnnnnnJcpfng<nn2z;3222223

Twppcdng"ogvjgfu"nkuvs<
nmwnmnmwmnn Ogvj qf nmmn chvg

mmwmwmnnon "OCd" mmwmwnn vaj e"Uweeguu
nmwnwuwmnnn fqv3z nmmwnn qulltwp

This example shows how to display the authentication session for a specified session ID:

Tgwvgt$"ujqy" cwvjgpvkecvkgp"uguukgpu"uguukgp/kf"2D2323E92222226H4GF 7743 :

Kpvgthceg<""IkicdkvGvigtpgv;14
miwnwnnnnnOCE"CEftguu< "22220222202233
KR CEfEguu< "42020209
nwnmmnnnnnnnryygtpcog< " "1lgjpfag
ey evwu< ' " Cwvj | "Uweeguu
matwn e pgockpe< " "FCVC
mnnnnnnorgt"jgquv"ogfg< " "ownvk/jquv
nennrorgt"egpvtgn" fkt<""dgvj
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mwnwnnnnCyvigtk |gE"D{<" "Etkvkecn" Cwv]
Xncp"rgnke{<""P1C
Uguukgp"vkoggwv<""P1C
mnwmnwnnngfngvkoggwv<""P1C
nnnnEgoogp "Uguukgp"KF< " "2D2323E92222226HAGF7743 :
Ceev"Uguukgp"KF<""2z22222225
mrmmnwmnnnnnnnngoepfng<"'2z;3222223

Twppcdng"ogvjgfu"nkuv<
mmwmwmwmwnn Ogvj qf mmnn chvg
mmwmwmwmn "OCd" mmwmwmmn vaj e" Uweeguu

URIRIRIRIRT] "fquz nwnn "PqV"th

This example shows how to display all clients authorized by the specified authentication method:

Tagwvgt$"ujqy"cwvijgpvkecvkgp"uguukgpu"ogvjgf "ocd
Pg"Cwvj"Ocpcigt"egpvgzvu"ocvej"uwrrnkgf "etkvgtke
Tawvgt % "ujqy"cwvjgpvkecvkgp"uguukgpu"ogvjqgf"fqv3z

vagthceg" "OCE" Cfftguu nunn nquckp nnngyoywgttrr e Uguukqp "KE
Ik;14mnnnnn22220222202233""FCVC" """ "Cwv] | "Uweeguu" "2D2323E92222226H4GF7743 :

Displaying MAC Authentication Bypass Status

To display the MAB status, perform this task:

Command Purpose

Tqwvgt¥"ujgy"ocd" Jenn" ~"kpvgthceg type slot/porti"lfgvckn_ |Displays MAB authentication details for all interfaces
or for a specific interface.

Table 85-4 MAB Authentication States

State Description

INITIALIZE The authorization session is initialized.
ACQUIRING The session is obtaining the client MAC address.
AUTHORIZING The session is waiting for MAC-based authorization.
TERMINATE The authorization session result has been obtained.

This example shows how to display the brief MAB status for a single interface:

Tagwvgt$"ujqy"ocd"kpvgthceg"hc313

OCD"fgvcknu"hgt"IkicdkvGvigtpgv313

[1077777777777777777777777717777777777
Oce/vaj /D{ICUU" LRIIRTR IR TR INTR] "?"Gpcdngf
KpCerXkV{ "VkquWV" LRI IRTRIR] n?npqu

This example shows how to display the detailed MAB status for a single interface:

Tgwvgt$"ujqgy"ocd"kpvgthceg"hc313"fgveckn

OCD"fgvcknu"hgt "ITkicdkvGvjgtpgv313
[1777777777777777777771777777777777777
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OCG/CWVj /D{I‘CUU" e "Gpcdngf
Kpcevkxkv{ n Vkongv mmwmwmwmwmwnn ? n Pqu

OCD"Enkgpv"Nkuv

[1771771717111777

El’lkng"OCE nnunnnnnnnnnnnnnan2255KH045e60c623
ocD"uo" uvevghnttnrunnnnnnnn ?2"VGTOKPCVG

vaj nUvovwutnrnnnnnnnnnnnan CWVJQTK\GF

)o

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products support series _home.html

Participate in the Technical Documentation Ideas forum

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
m |


http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html
http://www.cisco.com/go/techdocideas

Note
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CHAPTER %

Web-Based Authentication

Prerequisites for Web-based Authentication, page 86-1
Restrictions for Web-based Authentication, page 86-1
Information About Web-Based Authentication, page 86-2
Default Web-Based Authentication Configuration, page 86-7
How to Configure Web-Based Authentication, page 86-7
Displaying Web-Based Authentication Status, page 86-15

For complete syntax and usage information for the commands used in this chapter, see these
publications:

http://www.cisco.com/en/US/products/ps11846/prod _command reference list.html

Cisco IOS Release 15.4SY supports only Ethernet interfaces. Cisco IOS Release 15.4SY does not
support any WAN features or commands.

For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series _home.html

Participate in the Technical Documentation Ideas forum

Prerequisites for Web-based Authentication

None.

Restrictions for Web-based Authentication

Web-based authentication is an ingress-only feature.

You can configure web-based authentication only on access ports. Web-based authentication is not
supported on trunk ports, EtherChannel member ports, or dynamic trunk ports.
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* You must configure the default ACL on the interface before configuring web-based authentication.
Configure a port ACL for a Layer 2 interface, or a Cisco IOS ACL for a Layer 3 interface.

* On Layer 2 interfaces, you cannot authenticate hosts with static ARP cache assignment. These hosts
are not detected by the web-based authentication feature, because they do not send ARP messages.

e By default, the IP device tracking feature is disabled on a switch. You must enable the IP device
tracking feature to use web-based authentication.

¢ You must configure at least one IP address to run the HTTP server on the switch. You must also
configure routes to reach each host IP address. The HTTP server sends the HTTP login page to the
host.

* Hosts that are more than one hop away may experience traffic disruption if an STP topology change
results in the host traffic arriving on a different port. This is because ARP and DHCP updates may
not be sent after a Layer 2 (STP) topology change.

*  Web-based authentication does not support VLAN assignment as a downloadable host policy.
* Cisco IOS Release 15.4SY support downloadable ACLs (DACLSs) from the RADIUS server.
*  Web-based authentication is not supported for IPv6 traffic.

Information About Web-Based Authentication

* Web-Based Authentication Overview, page 86-2

» Device Roles, page 86-3

e Host Detection, page 86-3

» Session Creation, page 86-4

« Authentication Process, page 86-4

* AAAFail Policy, page 86-5

» Customization of the Authentication Proxy Web Pages, page 86-5

*  Web-based Authentication Interactions with Other Features, page 86-5

Web-Based Authentication Overview

The web-based authentication feature implements web-based authentication (also known as Web
Authentication Proxy), which can function as part of the authentication, authorization, and accounting
(AAA) system.

You can use the web-based authentication feature to authenticate end users on host systems that do not
run the IEEE 802.1X supplicant. You can configure the web-based authentication feature on Layer 2 and
Layer 3 interfaces.

When a user initiates an HTTP session, the web-based authentication feature intercepts ingress HTTP
packets from the host and sends an HTML login page to the user. The user keys in their credentials,
which the web-based authentication feature sends to the AAA server for authentication. If the
authentication succeeds, web-based authentication sends a Login-Successful HTML page to the host and
applies the access policies returned by the AAA server.
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If the authentication fails, web-based authentication feature sends a Login-Fail HTML page to the user,
which prompts the user to retry the login attempt. If the user exceeds the maximum number of failed
login attempts, web-based authentication sends a Login-Expired HTML page to the host and the user is
placed on a watch list for a waiting period.

Device Roles

With web-based authentication, the devices in the network have specific roles as shown in Figure 86-1.

Figure 86-1 Web-based Authentication Device Roles

The specific roles shown in Figure 86-1 are as follows:

e Client—The device (workstation) that requests access to the LAN and switch services and responds
to requests from the switch. The workstation must be running an HTML browser with Java Script
enabled.

* Authentication server—Performs the actual authentication of the client. The authentication server
validates the identity of the client and notifies the switch whether or not the client is authorized to
access the LAN and switch services.

*  Switch—Controls the physical access to the network based on the authentication status of the client.
The switch acts as an intermediary (proxy) between the client and the authentication server,
requesting identity information from the client, verifying that information with the authentication
server, and relaying a response to the client.

Host Detection
The switch maintains an IP device tracking table to store information about detected hosts.

>
Note By default, the IP device tracking feature is disabled on a switch. You must enable the IP device tracking
feature to use web-based authentication.

For Layer 3 interfaces, web-based authentication sets an HTTP intercept ACL when the feature is
configured on the interface (or when the interface is put in service).

For Layer 2 interfaces, web-based authentication detects IP hosts using the following mechanisms:

e ARP based trigger—ARP redirect ACL allows web-based authentication to detect hosts with static
IP address or dynamically acquired IP address.
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Dynamic ARP Inspection

DHCP snooping—Web-based authentication is notified when the switch creates a DHCP binding
entry for the host.

Session Creation

When web-based authentication detects a new host, it creates a session as follows:

Checks the exception list

If the host IP is included in the exception list, the policy from the exception list entry is applied, and
the session is considered to be established.

Checks for Auth bypass

If the host IP is not on the exception list, web-based authentication sends a nonresponsive host
(NRH) request to the server.

If the server response is Access Accepted, authorization is bypassed for this host. The session is
considered to be established.

Sets up the HTTP Intercept ACL

If the server response to the NRH request is Access Rejected, the HTTP intercept ACL is activated
and the session waits for HTTP traffic from the host.

Authentication Process

86-4

When web-based authentication is enabled, the following events occur:

The user initiates an HTTP session.

The HTTP traffic is intercepted, and authorization is initiated. The switch sends the login page to
the user. The user enters a username and password on the login page, and the switch sends the entries
to the authentication server.

If the client identity is valid and the authentication succeeds, the switch downloads and activates the
user’s access policy from the authentication server. The login success page is sent to the user.

If the authentication fails, the switch sends the login fail page. The user retries the login, but if the
maximum number of attempts fail, the switch sends the login expired page and the host is placed in
a watch list. After a watch list timeout, the user can retry the authentication process.

If the authentication server does not respond to the switch, and if an AAA fail policy is configured,
the switch will apply the failure access policy to the host. The login success page is sent to the user.

The switch reauthenticates a client when the host does not respond to an ARP probe on a Layer 2
interface, or the host does not send any traffic within the idle timeout on a Layer 3 interface.

The feature applies the downloaded timeout or the locally configured session timeout.

If the terminate action is RADIUS, the feature sends a nonresponsive host (NRH) request to the
server. The terminate action is included in the response from the server.

If the terminate action is default, the session is dismantled and the applied policy is removed.
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AAA Fail Policy

Note

The AAA fail policy is a method for allowing a user to connect or to remain connected to the network
if the AAA server is not available. If the AAA server cannot be reached when web-based authentication
of a client is needed, instead of rejecting the user (that is, not providing the access to the network), an
administrator can configure a default AAA fail policy that can be applied to the user.

This policy is advantageous for the following reasons:

«  While AAA is unavailable, the user will still have connectivity to the network, although access may
be restricted.

* When the AAA server is again available, a user can be revalidated, and the user’s normal access
policies can be downloaded from the AAA server.

When the AAA server is down, the AAA fail policy is applied only if there is no existing policy
associated with the user. Typically, if the AAA server is unavailable when a user session requires
reauthentication, the policies currently in effect for the user are retained.

While the AAA fail policy is in effect, the session state is maintained as AAA Down.

Customization of the Authentication Proxy Web Pages

The switch’s internal HTTP server hosts four HTML pages for delivery to an authenticating client during
the web-based authentication process. The four pages allow the server to notify the user of the following
four states of the authentication process:

e Login—The user’s credentials are requested

* Success—The login was successful

e Fail—The login has failed

» Expire—The login session has expired due to excessive login failures

You can substitute your custom HTML pages for the four default internal HTML pages, or you can
specify a URL to which the user will be redirected upon successful authentication, effectively replacing
the internal Success page.

Web-based Authentication Interactions with Other Features

¢ Port Security, page 86-6

* Gateway IP, page 86-6

* ACLs, page 86-6

e [P Source Guard, page 86-6
¢ EtherChannel, page 86-6

e Switchover, page 86-6
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Port Security

You can configure web-based authentication and port security on the same port. (You configure port
security on the port by using the switchport port-security interface configuration command.) When you
enable port security and web-based authentication on a port, web-based authentication authenticates the
port, and port security manages network access for all MAC addresses, including that of the client. You
can then limit the number or group of clients that can access the network through the port.

For more information about enabling port security, see the “How to Configure Port Security” section on
page 87-4.

Gateway IP

You cannot configure Gateway IP on a Layer 3 VLAN interface if web-based authentication is
configured on any of the switch ports in the VLAN.

You can configure web-based authentication on the same Layer 3 interface as Gateway IP. The host
policies for both features are applied in software. The GWIP policy overrides the web-based
authentication host policy.

ACLs

If you configure a VLAN ACL or Cisco IOS ACL on an interface, the ACL is applied to the host traffic
only after the web-based authentication host policy is applied.

For Layer 2 web-based authentication, you must configure a port ACL (PACL) as the default access
policy for ingress traffic from hosts connected to the port. After authentication, the web-based
authentication host policy overrides the PACL.

You cannot configure a MAC ACL and web-based authentication on the same interface.

You cannot configure web-based authentication on a port whose access VLAN has VACL capture
configured.

IP Source Guard

Configuring IP Source Guard and web-based authentication on the same interface is not supported.

You can configure IP Source Guard and web-based authentication on the same interface. If DHCP
snooping is also enabled on the access VLAN, you must enter the platform acl tcam override dynamic
dhep-snooping command in global configuration mode to avoid conflict between the two features.
Other VLAN-based features are not supported when IP Source Guard and web-based authentication are
combined.

EtherChannel
You can configure web-based authentication on a Layer 2 EtherChannel interface. The web-based
authentication configuration applies to all member channels.

Switchover

In RPR redundancy mode, information about currently authenticated hosts is maintained during a
switchover. Users will not need to reauthenticate.
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Default Web-Based Authentication Configuration

Feature Default Setting
AAA Disabled
RADIUS server
o [P address » None specified
« UDP authentication port « 1812
+ Key » None specified
Default value of inactivity timeout 3600 seconds
Inactivity timeout Enabled

How to Configure Web-Based Authentication

e Default Web-Based Authentication Configuration, page 86-7

* Web-based Authentication Configuration Task List, page 86-8

¢ Configuring the Authentication Rule and Interfaces, page 86-8

e Configuring AAA Authentication, page 86-9

¢ Configuring Switch-to-RADIUS-Server Communication, page 86-9
» Configuring the HTTP Server, page 86-11

» Configuring the Web-based Authentication Parameters, page 86-14
* Removing Web-based Authentication Cache Entries, page 86-14
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Web-based Authentication Configuration Task List

» Configuring the Authentication Rule and Interfaces, page 86-8

» Configuring AAA Authentication, page 86-9

e Configuring Switch-to-RADIUS-Server Communication, page 86-9

e Configuring the HTTP Server, page 86-11

e Configuring an AAA Fail Policy, page 86-13

» Configuring the Web-based Authentication Parameters, page 86-14

* Removing Web-based Authentication Cache Entries, page 86-14

Configuring the Authentication Rule and Interfaces

Step 1

Step 2

Step 3

Step 4

Step 5

Step 6
Step 7
Step 8

86-8

To configure web-based authentication, perform this task:

Command

Purpose

Tgwvgt *egphki+3%"kr"cfokuukgp"pcog"name rtqz{"jvvr"

Configures an authentication rule for web-based
authorization.

Tqwvgt*egphki+%"kpvgthceg" type slot/port"

Enters interface configuration mode and specifies the
ingress Layer 2 or Layer 3 interface to be enabled for
web-based authentication.

Tgwvgt*egphki/kh+%"kr"ceeguu/itqwr"pcog"

Applies the default ACL.

Tgwvgt*egphki /kh+%"kr"cfokuukgp"name

Configures web-based authentication on the specified
interface.

Tgwvgt*egphki/kh+%"cwvjgpvkecvkgp"qtfgt "methodi"
]l method2 "] method3_

(Optional) Specifies the fallback order of authentication
methods to be used. The three values of method, in the
default order, are dotlx, mab, and webauth.

Omitting a method disables that method on the interface.

Tgwvgt *egphki/kh+%"gzkv"

Returns to configuration mode.

Tqwvgt*egphki+%"fgxkeg/vtcemkpi "vtcemkpi

Enables the IP device tracking table.

Tgwvgt*egphki+%"gpf"

Returns to privileged EXEC mode.

This example shows how to enable web-based authentication, while disabling 8§02.1X or MAB

authentication, on port 5/1:

Tqwvgt *egphki+% "kr"cfokuukqp"pcog"ygdewvi3"reqz{"jvvr
Tawvgt *egphki+$%"kpvgthceg"gigabitethernet"713

Tgwvgt *egphki /kh+%"kr"cfokuukgp"ygdcwvi3

Tgwvgt *egphki /kh+%"cwvigpvkecvkgp"qgt fgt "ygdcwvj

Tqwvgt*egphki/kh+%"gzkv
Tgwvgt*egphki+%"kr" fgxkeg"vtcemkpi

This example shows how to verify the configuration:

Tagwvgt$"ujqy"kr"cfokuukgp"egphkiwtcvkqap

Cwvjgpvkecvkgp"Rtgz{ "Dcppgt "pgv"egphkiwtgf
Cwvjgpvkecvkgp"ingdcn"ecejg"vkog"ku"82"okpwvgu
Cwvjgpvkecvkgp"ingden"cdugnwvg"vkog"ku"2"okpwvgu
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Cwvjgpvkecvkgp"ingdcen"kpkv"uvcvg"vkog"ku"4 "okpwvgu
Cwvjigpvkecvkgp"Rtgz{ "Ycvej/nkuv"ku" fkucdngf

Cwvjgpvkecvkgp"Rtgz{ "Twng"Egphkiwtcvkgp

"Cwvi/rtgz{"pcog"ygdcwvi3

mnnngyvrtnkuv'pgv'urgekhkgf "kpcevkxkv{/vkog"82"okpwvgu

Cwvjigpvkecvkgp"Rtgz { "Cwfkvkpi"ku"fkucdngf

Ocz"Ngikp"cvvgorvu"rgt"wugt"ku"7

Configuring AAA Authentication

Step 1
Step 2

Step 3

Step 4

Step 5

To enable web-based authentication, you must enable AAA and specify the authentication method.

perform this task:

Command

Purpose

Tgwvgt*egphki+%"cce"pgy/oqfgn"

Enables AAA functionality.

Tgwvgt*egphki+%"ccc"cwvigpvkecvkgp"ngikp"fghcwnv"
itqwr"}tacacs+"~"tcfkwuj

Defines the list of authentication methods at login.

Tgwvgt *egphki+%"ccc"cwvigtk|cvkgp"cwvj/rtqz{"
fghcwnv"itqwr" } tacacs+"~"tcfkwuj

Creates an authorization method list for web-based
authorization.

Tqwvgt*egphki+%"vceceu/ugtxgt"jquv" } jquvpcog" ~"
kracfftguui"

Specifies an AAA server. For Radius servers, see the
section “Configuring Switch-to-RADIUS-Server
Communication” section on page 86-9.

Tqwvgt*egphki+% "vceceu/ugtxgt"mg{" } key-datai

Configures the authorization and encryption key used
between the switch and the TACACS server.

This example shows how to enable AAA:

Tgwvgt*egphki+%"cce"pgy/oqfgn

Tgwvgt *egphki+%"ccc"cwvjgpvkecvkgp"ngikp" fghcwnv"itqwr"vceceu-
Tqwvgt *egphki+%"cec"ewvigtk| cvkgp"cwvj/rtqz{"fghcwnv"itqwr"vceceu-

Configuring Switch-to-RADIUS-Server Communication

RADIUS security servers are identified by any of the following:

¢ Host name

e Host IP address

* Host name and specific UDP port numbers

« [P address and specific UDP port numbers

The combination of the IP address and UDP port number creates a unique identifier, which enables
RADIUS requests to be sent to multiple UDP ports on a server at the same IP address. If two different
host entries on the same RADIUS server are configured for the same service (for example,
authentication) the second host entry that is configured functions as the failover backup to the first one.
The RADIUS host entries are chosen in the order that they were configured.
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To configure the RADIUS server parameters, perform this task:

Command Purpose
Step1 Tgwvgt*egphki+%"kr"tcfkwumugwteg/kpvgthceg" Specifies that the RADIUS packets have the IP address of
kpvgthcegapcog" the indicated interface.
Step 2 Tqwvgt*egphki+%"tcfkwu/ugtxgt"jquv"}jquvpcog"~" Specifies the host name or IP address of the remote
ip-addressi"vguv"wugtpcog" username RADIUS server.
The test username username option enables automated
testing of the RADIUS server connection. The specified
username does not need to be a valid user name.
The key option specifies an authentication and encryption
key to be used between the switch and the RADIUS
server.
To use multiple RADIUS servers, reenter this command.
Step3 Tqwvgt*egphki+3"tcfkwu/ugtxgt"mg{"string Configures the authorization and encryption key used
between the switch and the RADIUS daemon running on
the RADIUS server.
Step 4 Tawvgt*egphki+%"tcfkwu/ugtxgt"xuc"ugpf" Enables downloading of an ACL from the RADIUS
cwvjgpvkecvkap server.
Step 5 Tqwvgt*egphki+%"tcfkwu/ugtxgt"fgef/etkvgtke"vtkgu" |Specifies the number of unanswered transmits to a
num-tries RADIUS server before considering the server to be dead.
The range of num-tries is 1 to 100.

Specify the key string on a separate command line.

For key string, specify the authentication and encryption key used between the switch and the
RADIUS daemon running on the RADIUS server. The key is a text string that must match the
encryption key used on the RADIUS server.

When you specify the key string, spaces within and at the end of the key are used. If you use spaces
in the key, do not enclose the key in quotation marks unless the quotation marks are part of the key.
This key must match the encryption used on the RADIUS daemon.

You can globally configure the timeout, retransmission, and encryption key values for all RADIUS
servers by using the radius-server host global configuration command. If you want to configure
these options on a per-server basis, use the radius-server timeout, radius-server retransmit, and
the radius-server key global configuration commands.

Note  You also need to configure some settings on the RADIUS server. These settings include the IP address
of the switch, the key string to be shared by both the server and the switch, and the downloadable ACL.
For more information, see the RADIUS server documentation.

This example shows how to configure the RADIUS server parameters on the switch:

Tgwvgt*egphki+%"kr"tcfkwu"ugqwteg/kpvgthceg"Xncp:2
Tqwvgt*egphki+%"tcfkwu/ugtxgt"jquv"3940n4205; 068 "vguv"wugtpcog"wugt3
Tqwvgt *egphki+%"tcfkwu/ugtxgt"mg{"tc£345
Tgwvgt*egphki+%"tcfkwu/ugtxgt"fgcf/etkvgtke"vtkgu"4
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Configuring the HTTP Server

Customizing the Authentication Proxy Web Pages

Step 1

Step 2

Step 3

Step 4

How to Configure Web-Based Authentication

To use web-based authentication, you must enable the HTTP server within the switch. You can enable
the server for either HTTP or HTTPS. To enable the server, perform one of these tasks in global

configuration mode:

Command

Purpose

Tgwvgt *egphki+%"kr"jvvr"ugtxgt

Enables the HTTP server. The web-based authentication
feature uses the HTTP server to communicate with the
hosts for user authentication.

Tgwvgt *egphki+%"kr"jvvr"ugewtg/ugtxgt

Enables HTTPS.

You can optionally configure custom authentication proxy web pages or specify a redirection URL for
successful login, as described in the following sections:

e Customizing the Authentication Proxy Web Pages

e Specifying a Redirection URL for Successful Login

You have the option to provide four substitute HTML pages to be displayed to the user in place of the
switch’s internal default HTML pages during web-based authentication.

To specify the use of your custom authentication proxy web pages, first store your custom HTML files
on the switch’s internal disk or flash memory, then perform this task in global configuration mode:

Command

Purpose

Tgwvgt *egphki+%"kr"cfokuukgp"rtqgz{"jvvr"ngikp"
rcig"hkng"device:login-filename

Specifies the location in the switch memory file system
of the custom HTML file to be used in place of the default
login page. The device: is either disk or flash memory,
such as diskO:.

Tqwvgt *egphki+% "kr"cfokuukqp"rtqz{"jvvr"uweeguu"
rcig"hkng"device:success-filename

Specifies the location of the custom HTML file to be used
in place of the default login success page.

Tqwvgt*egphki+%"kr"cfokuukgp"rtqgz{"jvvr"hcknwtg"
rcig"hkng"device:fail-filename

Specifies the location of the custom HTML file to be used
in place of the default login failure page.

Tgwvgt *egphki+%"kr"cfokuukgp"rtgz{"jvvr"ngikp"
gzrktgf"rcig"hkng"device:expired-filename

Specifies the location of the custom HTML file to be used
in place of the default login expired page.

« To enable the custom web pages feature, you must specify all four custom HTML files. If fewer than
four files are specified, the internal default HTML pages will be used.

* The four custom HTML files must be present on the disk or flash of the switch.

e An image file has a size limit of 256 KB.

» All image files must have a filename that begins with “web_auth ” (like “web_auth_logo.jpg”

instead of “logo.jpg”).

« All image file names must be less than 33 characters.
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* Any images on the custom pages must be located on an accessible HTTP server. An intercept ACL
must be configured within the admission rule to allow access to the HTTP server.

e Any external link from a custom page will require configuration of an intercept ACL within the
admission rule.

* Any name resolution required for external links or images will require configuration of an intercept
ACL within the admission rule to access a valid DNS server.

« If the custom web pages feature is enabled, a configured auth-proxy-banner will not be used.

« Ifthe custom web pages feature is enabled, the redirection URL for successful login feature will not
be available.

» To remove the specification of a custom file, use the no form of the command.
Because the custom login page is a public web form, consider the following guidelines for this page:

* The login form must accept user input for the username and password and must POST the data as
uname and pwd.

e The custom login page should follow best practices for a web form, such as page timeout, hidden
password, and prevention of redundant submissions.
The following example shows how to configure custom authentication proxy web pages:

Tqwvgt *egphki+% "kr"cfokuukgp"rtqz{"jvvr"ngikp"rcig"hkng" fkum3<ngikp0jvo

Tqwvgt *egphki+% "kr"cfokuukqp"rtqz{"jvvr"uweeguu"rcig"hkng" fkum3<uweeguuljvo
Tqwvgt *egphki+3%"kr"cfokuukqgp"rtqz{"jvvr"hckn"rcig"hkng" fkum3<hcknojvo

Tqwvgt *egphki+% "kr"cfokuukgp"rtqz{"jvvr'"ngikp"gzrktgf "rcig"hkng" fkum3<gzrktgf0jvo

The following example shows how to verify the configuration of custom authentication proxy web
pages:
Tagwvgt$"ujqy"kr"cfokuukgp"egphkiwtcvkgp

Cwvigpvkecvkgp"rtgz{"ygdrcig

anikp " rcig" URIRIRIRINIRIRIRIR S]] fkum3<nqikpojvo
"Uweeguu"rcignmnnmnnmnnonflym3<uweeguuljvo
"Hckn"Rcig"mmmmmnnnnnnonfrym3<hckn0jvo

"Ngikp"gzrktgf"Rcig"""<"fkum3<gzrktgf0jvo

Cwvjgpvkecvkgp"ingdcn"ecejg"vkog"ku"82"okpwvgu
Cwvjgpvkecvkgp"ingden"cdugnwvg"vkog"ku"2"okpwvgu
Cwvjgpvkecvkgp"ingdcn"kpkv"uvcvg"vkog"ku"4 "okpwvgu
Cwvjgpvkecvkgp"Rtgz { "Uguukgp"tcvgnkokv"ku"322
Ccwvjigpvkecvkgp"Rtgz{"Ycvej/nkuv"ku" fkucdngf
Cwvigpvkecvkgp"Rtgz{ "Cwfkvkpi"ku"fkucdngf
Ocz"Ngikp"cvvgorvu"rgt"wugt"ku"7

Specifying a Redirection URL for Successful Login

You have the option to specify a URL to which the user will be redirected upon successful
authentication, effectively replacing the internal Success HTML page.

To specify a redirection URL for successful login, perform this task in global configuration mode:

Command

Purpose

Tquwvgt *egphki+$"kr"cfokuukgp"rtqz{"jvvr'uweeguu" |Specifies a URL for redirection of the user in place of the
tgfktgev'url-string default login success page.
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When configuring a redirection URL for successful login, consider the following guidelines:

« If the custom authentication proxy web pages feature is enabled, the redirection URL feature is
disabled and will not be available in the CLI. You can perform redirection in the custom login
success page.

o If the redirection URL feature is enabled, a configured auth-proxy-banner will not be used.
« To remove the specification of a redirection URL, use the no form of the command.
The following example shows how to configure a redirection URL for successful login:

Tqwvgt *egphki+% "kr"cfokuukgp"rtqz{"jvvr"uweeguu"tgfktgev"yyyOekuegodeqgo

The following example shows how to verify the redirection URL for successful login:

Tawvgt$ "ujqy"kr"cfokuukgp"egphkiwtcvkgp

Cwvjgpvkecvkgp"Rtgz { "Dcppgt "pgv"egphkiwtgf

Ewuvgok | cdng"Cwvjgpvkecvkgp"Rtgz { "ygdrcig"pgv"egphkiwtgf
JVVR"Cwvjgpvkecvkgp"uweeguu"tgfktgev"vg"WIN<"jvvr<llyyyOekueqgOego
Cwvjgpvkecvkgp"ingdcn"ecejg"vkog"ku"82"okpwvgu
Cwvjgpvkecvkgp"ingden"cdugnwvg"vkog"ku"2"okpwvgu
Cwvjgpvkecvkgp"ingdcen"kpkv"uvevg"vkog"ku"4 "okpwvgu
Cwvjgpvkecvkgp"Rtgz{"Ycvej/nkuv"ku" fkucdngf
Cwvjgpvkecvkgp"Rtgz{"Ocz"JVVR"rtgeguu"ku"9

Cwvigpvkecvkgp"Rtgz{ "Cwikvkpi"ku"fkucdngf
Ocz"Ngikp"cvvgorvu"rgt"wugt"ku"7

Configuring an AAA Fail Policy

Step 1

Step 2

To configure an AAA fail policy, perform this task in global configuration mode:

Command

Purpose

Tqwvgt*egphki+%"kr"cfokuukgp"pcog" |Creates an AAA fail rule and associates an identity policy to be applied to
rule-name rtqz{"jvvr"gxgpv"vkogawv" |sessions when the AAA server is unreachable.

ccc"rgnke{ "kEgpvkv{"

identity policy name To remove the rule on the switch, use the no ip admission name

rule-name proxy http event timeout aaa policy identity global
configuration command.

Tqwvgt*egphki+%"kr"cfokuukgp" (Optional) To avoid flooding the AAA server when it returns to service,

tcvgnkokv"ccc/fqyp"
pwodgtaghauguukgpu"

you can rate limit the authentication attempts from hosts in the
AAA Down state.

The following example shows how to apply an AAA fail policy:

Tqwvgt *egphki+% "kr"cfokuukqgp"pcog" CCCaHCKNaRQNKE ["rtqz{ "jvvr"gxgpv"vkoggwv"cce"rqnke { "
kfgpvkv{"INQDCNaRQNKE [3

The following example shows how to determine whether any hosts are connected in the AAA Down
state:

Tawvgt$"ujqy"kr"cfokuukgp"ecejg

Cwvjigpvkecvkgp"Rtgz { "Ecejg

"Enkgpv"KR"42; 03870423033 "Rqtv"2. "vkogqwv"82 . "uvcvg"GUVCD" *CCC"Fqyp-+
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The following example shows how to view detailed information about a particular session based on the
host IP address:

Tqwvgts"ujqy"kr"cfokuukgp"ecejg"42;03870423033

Cfftguu" nmmmwmwwwwmwnnn l|<l|42;03870423033
OCE"CEftguun"mmmnnun n22220222202222
vagthc eg mmwmwmwwwwwnnn < n xncp 5 5 5

thvﬂ mmwmwmmmmmmmmmmnn < n 5 ; ; ;

Vkongv nmmwwwmwwmwwmwnnn < n 82

Cig" Wi mmmmmmnn < n 3

chvg mmwmwmmmmmmmmmmnn < n CCC " qup
CCC"Fqyp"rgnke{ """ " " <"CCCaHCKNaRQNKE [

Configuring the Web-based Authentication Parameters

You can configure the maximum number of failed login attempts before the client is placed in a watch
list for a waiting period.

To configure the web-based authentication parameters, perform this task:

Command Purpose
Step 1 Tgwvgt*egphki+%"kr"cfokuukgp"ocz/ngikp/cvvgorvu" |Sets the maximum number of failed login attempts. The
number range is 1 to 2147483647 attempts; the default is 5.
Step2 Tqwvgt*egphki+%"gpE" Returns to privileged EXEC mode.

This example shows how to set the maximum number of failed login attempts to 10:

Tgwvgt *egphki+%"kr"cfokuukgp"ocz/ngikp/cvvgorvu"32

Removing Web-based Authentication Cache Entries

To delete existing session entries, perform either of these tasks:

Command Purpose
Tqwvgt%"engct"kr"cwvj/rtqz{"ecejg"}* ~"host ip Deletes authentication proxy entries. Use an asterisk to
cfftguui

delete all cache entries. Enter a specific IP address to
delete the entry for a single host.

Tqwvgts"engct "kr"cfokuukgp"ecejg"} * ~"host ip Deletes authentication proxy entries. Use an asterisk to
ctftguui delete all cache entries. Enter a specific IP address to
delete the entry for a single host.

This example shows how to remove the web-based authentication session for the client at a specific
IP address:

Tqwvgt%"engct"kr"cwvj/rtqz{"ecejg"42;0387042303

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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Displaying Web-Based Authentication Status

To display the web-based authentication settings for all interfaces or for specific ports, perform this task:

Command Purpose
Tqwvgt%"ujqy"ho"kr/cfokuukgp"néjvvr"]cnn"~"kpvgthceg type slot/port_" |Displays the web-based authentication
settings.

(Optional) Use the all keyword to display
the settings for all interfaces using
web-based authentication.

(Optional) Use the interface keyword to
display the web-based authentication
settings for a specific interface.

This example shows how to view only the global web-based authentication status:

Tgwvgt%"ujqy"ho"kr/cfokuukgp"n4jvvr"cnn

This example shows how to view the web-based authentication settings for interface GigabitEthernet
3/27:

Tagwvgt%"ujqy"ho"kr/cfokuukgp"n4jvvr"kpvgthceg"ikicdkvgvijgtpgv"5149

)o

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum
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¢ Prerequisites for Port Security, page 87-1

» Restrictions for Port Security, page 87-1

» Information About Port Security, page 87-2

e Default Port Security Configuration, page 87-4

* How to Configure Port Security, page 87-4

e Verifying the Port Security Configuration, page 87-11

Note « For complete syntax and usage information for the commands used in this chapter, see these
publications:

http://www.cisco.com/en/US/products/ps11846/prod _command reference list.html

e Cisco IOS Release 15.4SY supports only Ethernet interfaces. Cisco IOS Release 15.4SY does not
support any WAN features or commands.

)o

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series _home.html

Participate in the Technical Documentation Ideas forum

Prerequisites for Port Security

None.

Restrictions for Port Security

«  With the default port security configuration, to bring all secure ports out of the error-disabled state,
enter the errdisable recovery cause psecure-violation global configuration command, or manually
reenable the port by entering the shutdown and no shut down interface configuration commands.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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* Enter the clear port-security dynamic global configuration command to clear all dynamically
learned secure addresses.

e Port security learns unauthorized MAC addresses with a bit set that causes traffic to them or from
them to be dropped. The show mac address-table command displays the unauthorized MAC
addresses, but does not display the state of the bit. (CSCeb76844)

» To preserve dynamically learned sticky MAC addresses and configure them on a port following a
bootup or a reload and after the dynamically learned sticky MAC addresses have been learned, you
must enter a write memory or copy running-config startup-config command to save them in the
startup-config file.

« Port security supports private VLAN (PVLAN) ports.
» Port security supports IEEE 802.1Q tunnel ports.
» Port security does not support Switch Port Analyzer (SPAN) destination ports.
» Port security supports access and trunking EtherChannel port-channel interfaces.
* You can configure port security and 802.1X port-based authentication on the same port.
« Port security supports nonnegotiating trunks.
— Port security only supports trunks configured with these commands:

switchport

switchport trunk encapsulation
switchport mode trunk
switchport nonegotiate

— Ifyou reconfigure a secure access port as a trunk, port security converts all the sticky and static
secure addresses on that port that were dynamically learned in the access VLAN to sticky or
static secure addresses on the native VLAN of the trunk. Port security removes all secure
addresses on the voice VLAN of the access port.

— If you reconfigure a secure trunk as an access port, port security converts all sticky and static
addresses learned on the native VLAN to addresses learned on the access VLAN of the access
port. Port security removes all addresses learned on VLANSs other than the native VLAN.

S

Note  Port security uses the VLAN ID configured with the switchport trunk native vlan
command.

» Take care when you enable port security on the ports connected to the adjacent switches when there
are redundant links running between the switches because port security might error-disable the ports
due to port security violations.

e In Cisco IOS Release 15.1(1)SY2 and later releases, the options starting with the number 6 for the
radius-server attribute command changed from 6, 61, 69 to 6, 61, 66, 67, and 69.

Information About Port Security

e Port Security with Dynamically Learned and Static MAC Addresses, page 87-3
e Port Security with Sticky MAC Addresses, page 87-3
e Port Security with IP Phones, page 87-4
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Port Security with Dynamically Learned and Static MAC Addresses

You can use port security with dynamically learned and static MAC addresses to restrict a port’s ingress
traffic by limiting the MAC addresses that are allowed to send traffic into the port. When you assign
secure MAC addresses to a secure port, the port does not forward ingress traffic that has source addresses
outside the group of defined addresses. If you limit the number of secure MAC addresses to one and
assign a single secure MAC address, the device attached to that port has the full bandwidth of the port.

A security violation occurs in these situations:

¢ When the maximum number of secure MAC addresses is reached on a secure port and the source
MAC address of the ingress traffic is different from any of the identified secure MAC addresses,
port security applies the configured violation mode.

o If traffic with a secure MAC address that is configured or learned on one secure port attempts to
access another secure port in the same VLAN, applies the configured violation mode.

~

Note  After a secure MAC address is configured or learned on one secure port, the sequence of
events that occurs when port security detects that secure MAC address on a different port in
the same VLAN is known as a MAC move violation.

* Running diagnostic tests with port security enabled.

See the “Configuring the Port Security Violation Mode on a Port” section on page 87-6 for more
information about the violation modes.

After you have set the maximum number of secure MAC addresses on a port, port security includes the
secure addresses in the address table in one of these ways:

¢ You can statically configure all secure MAC addresses by using the switchport port-security
mac-address mac_address interface configuration command.

¢ You can allow the port to dynamically configure secure MAC addresses with the MAC addresses of
connected devices.

* You can statically configure a number of addresses and allow the rest to be dynamically configured.
If the port has a link-down condition, all dynamically learned addresses are removed.

Following bootup, a reload, or a link-down condition, port security does not populate the address table
with dynamically learned MAC addresses until the port receives ingress traffic.

A security violation occurs if the maximum number of secure MAC addresses have been added to the
address table and the port receives traffic from a MAC address that is not in the address table.

You can configure the port for one of three violation modes: protect, restrict, or shutdown. See the “How
to Configure Port Security” section on page 87-4.

To ensure that an attached device has the full bandwidth of the port, set the maximum number of
addresses to one and configure the MAC address of the attached device.

Port Security with Sticky MAC Addresses

Port security with sticky MAC addresses provides many of the same benefits as port security with static
MAC addresses, but sticky MAC addresses can be learned dynamically. Port security with sticky MAC
addresses retains dynamically learned MAC addresses during a link-down condition.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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If you enter a write memory or copy running-config startup-config command, then port security with
sticky MAC addresses saves dynamically learned MAC addresses in the startup-config file and the port
does not have to learn addresses from ingress traffic after bootup or a restart.

Port Security with IP Phones

Figure 87-1 Device Connected Through IP Phone
Client IP phone Switch
OJ = =
—F P / ’ E
— E/ e s

Because the device is not directly connected to the switch, the switch cannot physically detect a loss of
port link if the device is disconnected. Later Cisco IP phones send a Cisco Discovery Protocol (CDP)
host presence type length value (TLV) to notify the switch of changes in the attached device’s port link
state. The switch recognizes the host presence TLV. Upon receiving a host presence TLV notification of
a link down on the IP phone’s data port, port security removes from the address table all static, sticky,
and dynamically learned MAC addresses. The removed addresses are added again only when the
addresses are learned dynamically or configured.

Default Port Security Configuration

Feature Default Setting

Port security Disabled.

Maximum number of secure MAC addresses |1.

Violation mode Shutdown. The port shuts down when the maximum
number of secure MAC addresses is exceeded, and an
SNMP trap notification is sent.

How to Configure Port Security

* Enabling Port Security, page 87-5

* Configuring the Port Security Violation Mode on a Port, page 87-6

e Configuring the Maximum Number of Secure MAC Addresses on a Port, page 87-7
¢ Enabling Port Security with Sticky MAC Addresses on a Port, page 87-8

» Configuring a Static Secure MAC Address on a Port, page 87-9

* Configuring Secure MAC Address Aging on a Port, page 87-10

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
.zi |



| Chapter 87

Port Security

Enabling Port Security

How to Configure Port Security

* Enabling Port Security on a Trunk, page 87-5

* Enabling Port Security on an Access Port, page 87-6

Enabling Port Security on a Trunk

Step 1

Step 2
Step 3

Step 4
Step 5
Step 6
Step 7

Port security supports nonnegotiating trunks.

A

Caution  Because the default number of secure addresses is one and the default violation action is to shut down
the port, configure the maximum number of secure MAC addresses on the port before you enable port
security on a trunk (see “Configuring the Maximum Number of Secure MAC Addresses on a Port”
section on page 87-7).

To enable port security on a trunk, perform this task:
Command Purpose

Tgwvgt *egphki+%"kpvgthceg"
}type slot/port ~ rqtv/ejcppgn'ejcppgnapwodgti"

Selects the interface to configure.

Tgwvgt*egphki/kh+%"uykvejrgtv"

Configures the port as a Layer 2 port.

Tqwvgt*egphki/kh+% "uykvejrgtv"vtwpm"gpecruwncvkgp"
}kun“~“fqv3s pn

Configures the encapsulation as 8§02.1Q.

Tqgwvgt *egphki/kh+% "uykvejrgtv"oqgqfg"vtwpm"

Configures the port to trunk unconditionally.

Tgwvgt *egphki /kh+%"uykvejrqgtv"pgpgigvkevg"

Configures the trunk not to use DTP.

Tgwvgt*egphki/kh+% "uykvejrqtv"rqtv/ugewtkv{"

Enables port security on the trunk.

Tgwvgt *egphki/kh+%"fq"ujqy"rqtv/ugewtkv{"
kpvgthceg"type slot/port"~"kpenwfg"Rqtv"Ugewtkv{"

Verifies the configuration.

This example shows how to configure Gigabit Ethernet port 5/36 as a nonnegotiating trunk and enable

port security:

Tgwvgt%"egphkiwtg"vgtokpen"

Gpvgt "egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tgwvgt *egphki+%"kpvgthceg"ikicdkvgvigtpgv"7158"

Tgwvgt *egphki/kh+%"uykvejrgtv"

Tgwvgt*egphki/kh+% "uykvejrqtv"ogfg"vtwpm"

Tgwvgt*egphki/kh+%"uykvejrqtv"pgprgiqvkevg"

Tgwvgt*egphki/kh+% "uykvejrqtv"rqtv/ugewtkv{"

Tgwvgt*egphki/kh+%"fq"ujqy"rqtv/ugewtkv{ "kpvgthceg"ikicdkvgvigtpgv"7158" ~"kpenwfg"Rqtv"

Ugewtkv{"
thv" Ugewtkv{ WA mmnmnmn "< n Gpcdngf
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Enabling Port Security on an Access Port

To enable port security on an access port, perform this task:

Command Purpose

Step1 Tqwvgt*egphki+%"kpvgthceg" Selects the interface to configure.
}type slot/port ~ rqtv/ejcppgn'ejcppgnapwodgt:
Note  The port can be a tunnel port or a PVLAN port.

Step 2 Tqwvgt*egphki/kh+%"uykvejrgtv" Configures the port as a Layer 2 port.

Step3 Tqwvgt*egphki/kh+%"uykvejrgtv"ogfg"ceeguu" Configures the port as a Layer 2 access port.

Note A port in the default mode (dynamic desirable)
cannot be configured as a secure port.

Step 4 Tgwvgt*egphki/kh+3%"uykvejrqtv"rqgtv/ugewtkv{" Enables port security on the port.
Step5 Tqwvgt*egphki/kh+%"£q"ujqy"rqtv/ugewtkv{" Verifies the configuration.

kpvgthceg"type slot/port"~"kpenwfg"Rgtv"Ugewtkv{"

This example shows how to enable port security on Gigabit Ethernet port 5/12:

Tawvgt % "egphkiwtg"vgtokpcn

Gpvgt"egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0

Tgwvgt *egphki+%"kpvgthceg"ikicdkvgvjgtpgv" 7134

Tqwvgt *egphki/kh+%"uykvejrqtv"

Tgwvgt *egphki/kh+%"uykvejrgtv"oqfg"ceeguu

Tqwvgt *egphki/kh+% "uykvejrgqtv"rqtv/ugewtkv{

Tqwvgt *egphki/kh+%"£q"ujqy"rqtv/ugewtkv{ "kpvgthceg"ikicdkvgvigtpgv" 7134 "~"kpenwfg"Rqtv"Ugewtkv {
Rgtv"Ugewtkv{"nmunmmunwnnnnvGpedngf

Configuring the Port Security Violation Mode on a Port

To configure the port security violation mode on a port, perform this task:

Command Purpose

Step 1 Tgwvgt+*egphki+%"kpvgthceg" Selects the LAN port to configure.
}type slot/port ~ rqtv/ejcppgn'ejcppgnapwodgti"

Step2 Tgwvgt*egphki/kh+%"uykvejrqtv"rqtv/ugewtkv{" (Optional) Sets the violation mode and the action to be
xkanevkgp" jrtqvgev' ~"tguvtkev" ~"ujwviqyp; " taken when a security violation is detected.

Step3 Tqwvgt*egphki/kh+%"fq"ujqy"rqtv/ugewtkv{" Verifies the configuration. The values for violation _mode
kpvgthceg"type slot/port"~"kpenwfg"xkgncvkgpaogfg" are protect, restrict, or shutdown.

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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e protect—The PFC drops packets with unknown source addresses until you remove a sufficient
number of secure MAC addresses to drop below the maximum value.

» restrict—The PFC drops packets with unknown source addresses until you remove a sufficient
number of secure MAC addresses to drop below the maximum value and causes the security
violation counter to increment.

* shutdown—Puts the interface into the error-disabled state immediately and sends an SNMP trap
notification.

To bring a secure port out of the error-disabled state, enter the errdisable recovery cause
violation_mode global configuration command, or you can manually reenable it by entering the
shutdown and no shut down interface configuration commands.

This example shows how to configure the protect security violation mode on Gigabit Ethernet port 5/12:

Tgwvgt % "egphkiwtg"vgtokpecn

Gpvgt "egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tgwvgt*egphki+%"kpvgthceg"ikicdkvgvigtpgv"7134

Tqwvgt *egphki/kh+% "uykvejrqtv"rqtv/ugewtkv{ "xkqncvkqgp "rtqvgev"
Tqwvgt*egphki/kh+%"£q"ujqy"rqtv/ugewtkv{ "kpvgthceg"ikicdkvgvigtpgv" 7134 " ~"kpenwfg"Rtgvgev
Xkgncvkgp"Ogfgrnmrnnnnnnnnn Rt gvgev

This example shows how to configure the restrict security violation mode on Gigabit Ethernet port 5/12:

Tgwvgt$"egphkiwtg"vgtokpen

Gpvgt"egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0

Tqwvgt *egphki+%"kpvgthceg"ikicdkvgvigtpgv"7134

Tqgwvgt *egphki/kh+% "uykvejrqtv"rqtv/ugewtkv{ "xkqncvkqgp"tguvtkev"
Tgwvgt*egphki/kh+%"fq"ujqy"rgtv/ugewtkv{ "kpvgthceg"ikicdkvgvigtpgv"7134" ~"kpenwfg" Tguvtkev
Xkagnevkgp"Ogfgntmrnnnnnwnnnncnpguvtkev

Configuring the Maximum Number of Secure MAC Addresses on a Port

Step 1

Step 2

To configure the maximum number of secure MAC addresses on a port, perform this task:

Command Purpose
Tqwvgt*egphki+%"kpvgthceg" Selects the interface to configure.
}type slot/port ~ rqtv/ejcppgn'ejcppgnapwodgti"
Tgwvgt *egphki/kh+% "uykvejrgtv"rgtv/ugewtkv{" Sets the maximum number of secure MAC addresses for
oczkowo" pwodgtaghacfftguugu"xncp }vlan_I " the port(defaultis 1)
xncpatcpigi"
Note  Per-VLAN configuration is supported only on
trunks.

e The range for number _of addresses is 1 to 4,097.
» Port security supports trunks.

— On a trunk, you can configure the maximum number of secure MAC addresses both on the trunk
and for all the VLANSs on the trunk.

— You can configure the maximum number of secure MAC addresses on a single VLAN or a range
of VLAN:S.

— For arange of VLANS, enter a dash-separated pair of VLAN numbers.
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— You can enter a comma-separated list of VLAN numbers and dash-separated pairs of VLAN
numbers.

This example shows how to configure a maximum of 64 secure MAC addresses on Gigabit Ethernet
port 5/12:

Tgwvgt$"egphkiwtg"vgtokpen

Gpvgt"egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0

Tqwvgt *egphki+%"kpvgthceg"ikicdkvgvigtpgv"7134

Tqwvgt *egphki/kh+% "uykvejrqtv"rqtv/ugewtkv{ "oczkowo"86"

Tqwvgt *egphki/kh+%"fq"ujqy"rqtv/ugewtkv{ "kpvgthceg"ikicdkvgvigtpgv" 7134 " ~"kpenwfg"Oczkowo
Oczkowo"OCE"Cfftguugu""""""<"86

Enabling Port Security with Sticky MAC Addresses on a Port

To enable port security with sticky MAC addresses on a port, perform this task:

Command Purpose

Step1 Tqwvgt*egphki+%"kpvgthceg" Selects the interface to configure.
}type slot/port ~ rqtv/ejcppgn'ejcppgnapwodgti"

Step 2 Tqwvgt*egphki/kh+%"uykvejrgtv"rgtv/ugewtkv{" Enables port security with sticky MAC addresses on a
oce/cfftguu"uvkem{" port.

*  When you enter the switchport port-security mac-address sticky command:

— All dynamically learned secure MAC addresses on the port are converted to sticky secure MAC
addresses.

— Static secure MAC addresses are not converted to sticky MAC addresses.

— Secure MAC addresses dynamically learned in a voice VLAN are not converted to sticky MAC
addresses.

— New dynamically learned secure MAC addresses are sticky.

¢ When you enter the no switchport port-security mac-address sticky command, all sticky secure
MAC addresses on the port are converted to dynamic secure MAC addresses.

¢ To preserve dynamically learned sticky MAC addresses and configure them on a port following a
bootup or areload, after the dynamically learned sticky MAC addresses have been learned, you must
enter a write memory or copy running-config startup-config command to save them in the
startup-config file.

This example shows how to enable port security with sticky MAC addresses on Gigabit Ethernet port
5/12:

Tgwvgt % "egphkiwtg"vgtokpen"
Gpvgt"egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tgwvgt *egphki+%"kpvgthceg"ikicdkvgvigtpgv"7134"

Tqwvgt *egphki/kh+%"uykvejrqtv"rqtv/ugewtkv{"oce/cfftguu"uvkem{"
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Configuring a Static Secure MAC Address on a Port

To configure a static secure MAC address on a port, perform this task:

Command Purpose
Step1 Tqwvgt*egphki+%"kpvgthceg" Selects the LAN port to configure.
}type slot/port ~ rqtv/ejcppgn'ejcppgnapwodgti"
Step 2 Tqwvgt*egphki/kh+%"uykvejrqtv"rqtv/ugewtkv{" Configures a static MAC address as secure on the port.

oce/cfftguu"uvkem{"oceacfftguu"lxncp vlian ID " ) . .
Note  Per-VLAN configuration is supported only on

trunks.

Step3 Tqwvgt*egphki/kh+%"gpf" Exits configuration mode.

¢ You can configure sticky secure MAC addresses if port security with sticky MAC addresses is
enabled (see the “Enabling Port Security with Sticky MAC Addresses on a Port” section on
page 87-8).

e The maximum number of secure MAC addresses on the port, configured with the switchport
port-security maximum command, defines how many secure MAC addresses you can configure.

» Ifyouconfigure fewer secure MAC addresses than the maximum, the remaining MAC addresses are
learned dynamically.

» Port security is supported on trunks.
— On a trunk, you can configure a static secure MAC address in a VLAN.

— On a trunk, if you do not configure a VLAN for a static secure MAC address, it is secure in the
VLAN configured with the switchport trunk native vlan command.

This example shows how to configure a MAC address 1000.2000.3000 as secure on Gigabit Ethernet
port 5/12 and verify the configuration:

Tgwvgt % "egphkiwtg"vgtokpcn
Gpvgt"egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tgwvgt*egphki+%"kpvgthceg"ikicdkvgvigtpgv"7134

Tqwvgt *egphki/kh+%"uykvejrqtv"rqtv/ugewtkv{"oce/cfftguu"32220422205222
Tqwvgt *egphki/kh+%"gpf"

Tqwvgt$"ujqy"rqtv/ugewtkv{ "cfftguu

nrmmmnnnnnggewtg"Oce"CEftguu"vVedng
L17777077777777777777777777777777777777777777777777717717777

chp URIRIRTeYeT=Y "Cfftguu nmwwnnn nv{ rg nmuwnnEEEnnwwnnn "thvu
////nnnn///////////nnnnnnn////nnnnnnnnnnnnnnnn/////
nnn3nnnn3n295042220522200n "Ugewthqphkiwtgf" nnnnTk7134
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Configuring Secure MAC Address Aging on a Port

» Configuring the Secure MAC Address Aging Type on a Port, page 87-10
e Configuring Secure MAC Address Aging Time on a Port, page 87-10

a~

Note » Static secure MAC addresses and sticky secure MAC addresses do not age out.

*  When the aging type is configured with the absolute keyword, all the dynamically learned secure
addresses age out when the aging time expires. When the aging type is configured with the
inactivity keyword, the aging time defines the period of inactivity after which all the dynamically
learned secure addresses age out.

Configuring the Secure MAC Address Aging Type on a Port

You can configure the secure MAC address aging type on a port. To configure the secure MAC address
aging type on a port, perform this task:

Command Purpose

Step1 Tqwvgt*egphki+%"kpvgthceg" Selects the LAN port to configure.
}type slot/port ~ rqtv/ejcppgn'ejcppgnapwodgti"

Step2 Tgwvgt*egphki/kh+%"uykvejrqgtv"rgtv/ugewtkv{"cikpi" |Configures the secure MAC address aging type on the
v{rg"}cdugnwvg" ~"kpcevkxkv{ port (default is absolute).

This example shows how to set the aging type to inactivity on Gigabit Ethernet port 5/12:

Tgwvgt % "egphkiwtg"vgtokpecn
Gpvgt"egphkiwtcvkgp"egoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tgwvgt*egphki+%"kpvgthceg"ikicdkvgvigtpgv"7134"

Tqwvgt *egphki/kh+% "uykvejrqtv"rqtv/ugewtkv{"cikpi"v{rg"kpcevkxkv{"

Tqwvgt *egphki/kh+%"fq"ujqy"rqtv/ugewtkv{ "kpvgthceg"ikicdkvgvjgtpgv"7134"~"kpenwfg"V{rg
Cikpi"v{xgmnnmmmmmnnwmwnnwnnnngpcevkxky{

Configuring Secure MAC Address Aging Time on a Port

To configure the secure MAC address aging time on a port, perform this task:

Command Purpose

Step 1 Tgwvgt+*egphki+%"kpvgthceg" Selects the interface to configure.
}type slot/port ~ rqtv/ejcppgn'ejcppgnapwodgti"

Step2 Tgwvgt*egphki/kh+%"uykvejrgtv'rgtv/ugewtkv{"cikpi" |Configures the secure MAC address aging time on the
vkog"cikpiavkog" port. The aging time range is 1 to 1440 minutes (default
is 0).

This example shows how to configure 2 hours (120 minutes) as the secure MAC address aging time on
Gigabit Ethernet port 5/1:

Tgwvgt$"egphkiwtg"vgtokpen

Gpvgt "egphkiwtcvkgp"eqgoocpfu. "gpg"rgt "nkpg0" "Gpf "ykvj"EPVN1\0
Tqwvgt *egphki+%"kpvgthceg"ikicdkvgvijgtpgv"713"

Tqwvgt *egphki/kh+% "uykvejrqtv"rqtv/ugewtkv{"cikpi"vkog"342"
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Tqwvgt *egphki/kh+%"£q"ujqy"rqtv/ugewtkv{ "kpvgthceg"ikicdkvgvjgtpgv"7134"~"kpenwfg"Vkog
Cikpi l|vkogl| T n l|< n 342 n Okpu

Verifying the Port Security Configuration

To display port security settings, enter this command:

Command Purpose

Tqwvgt%"ujqy"rqtv/ugewtkv{"lkpvgthceg"}}xncp"vian IDi" |Displays port security settings for the switch or for the
~"}type slot/portii_"lefftguu " specified interface.

» Port security supports the vlan keyword only on trunks.

« Enter the address keyword to display secure MAC addresses, with aging information for each
address, globally for the switch or per interface.

e The display includes these values:
— The maximum allowed number of secure MAC addresses for each interface
— The number of secure MAC addresses on the interface
— The number of security violations that have occurred
— The violation mode

This example displays output from the show port-security command when you do not enter an

interface:

Tqwvgt$"ujqy"rqtv/ugewtkv{
Ugewtg"Rgtv""""""OczUgewtgCEft " "Ewt tgpvCEft " "Ugewtkv{Xkgncvkgp" "Ugewtkv{ "Cevkap
nmpomwmwwwwnnnnnnnnnn *Equv+ nmmwnmmwmwmwnn *Equv+ nmnownn *Equv+

LIT1TT770 7770770077770 77777 7777777777 777777777777777777777777777177777777

nnnnnIk713nnnnnnnnnnn33nnnnnnnnnnnn33nnnnnnnnnnnn2nnnnnnnnnnnntwquyp
nnnnnIk717nnnnnnnnnnn37nnnnnnnnnnnn7nnnnnnnnnnnnn2nnnnnnnnnnnnTgthkeV
nnnnnIk7l33nnnnnnnnnn7nnnnnnnnnnnnn6nnnnnnnnnnnnn2nnnnnnnnnnnnthvgev

LI71717770 777777777 777777777777777777777777777777777777777777777771777777777

Vgven"CEftguugu"kp"U{uvgo<"43
Ocz"CEftguugu"nkokv"kp"U{uvgo<"34:

This example displays output from the show port-security command for a specified interface:

Tqwvgt%"ujqy"rqgtv/ugewtkv{ "kpvgthceg"ikicdkvgvjgtpgv"713
Rgtv"Ugewtkv{<"Gpcdngf
Ragtv'"uvcvwu<"UgewtgWr
Xkgncvkgp"ogfg<"Ujwviqgyp
Oczkowo"OCE"Cfftguugu<"33
Vgven"OCE"Cfftguugu<"33
Egphkiwtgf"OCE"Cfftguugu<"5
Cikpi"vkog<"42"okpu
Cikpi"v{rg<"Kpcevkxkv{
UgewtgUvcvke"cfftguu"cikpi<"Gpcdngf
Ugewtkv{"Xkgncvkgp"egwpv<"2

This example displays the output from the show port-security address privileged EXEC command:

Tqwvgt$"ujqy"rqtv/ugewtkv{ "cfftguu
mmwmwmwmwmwnwnn llUgewtglloce "Cfftguu "VCdng

LI7177777777777 777777777 7777777777777777777777777777777777777777777
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chp""""Oce"Cfftguu"""""""V{rg""""""""""""""""thvu"""Tgockpkpi"Cig
nnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnn*okpu+
////nnnn///////////nnnnnnn////nnnnnnnnnnnnnnnn/////nnn/////////////
"""3""""22230222302223""""UgewtgF{pcoke"""""""Ik713""""""37"*K+
"""3""""22230222302224""""UgewtgF{pcoke"""""""Ik713""""""37"*K+
"""3""""22230222303333""""Ugewthqphkiwtgf""""Ik713""""""38"*K+
"""3""""22230222303334""""Ugewthqphkiwtgf""""Ik713""""""/
"""3""""22230222303335""""Ugewthqphkiwtgf""""Ik7l3""""""/
"""3""""22270222702223""""Ugewthqphkiwtgf""""Ik7l7""""""45
mEn3nnnN22270222702224" " " "UgewtgEgphkiwtgEn Ik 717N nnngs
"""3""""22270222702225""""Ugewthqphkiwtgf""""Ik717""""""45
"""3""""22330223302223""""Ugewthqphkiwtgf""""Ik7133"""""47"*K+
"""3""""22330223302224""""Ugewthqphkiwtgf""""Ik7l33"""""47"*K+

[1171777777777777777777777777777777777777777777777777777777777777777
Vgven"CEftguugu"kp"U{uvgo<"32
Ocz"Cfftguugu"nkokv"kp"U{uvgo<"34:

)o

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum
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Lawful Intercept

)o

Prerequisites for Lawful Intercept, page 88-1
Restrictions for Lawful Intercept, page 88-1
Information About Lawful Intercept, page 88-3

How to Configure Lawful Intercept Support, page 88-9

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum

Prerequisites for Lawful Intercept

You must be running images that support secure shell (SSH), for example,
$72033-adventerprisek9-mz. Lawful intercept is not supported on images that do not support SSH.

You must be logged in to the switch with the highest access level (level 15). To log in with level-15
access, enter the enable command and specify the highest-level password defined for the switch.

You must issue commands in global configuration mode at the command-line interface (CLI). You
can configure lawful intercept globally on all interfaces or on a specific interface.

The time of day on the switches and the mediation device must be synchronized; use Network Time
Protocol (NTP) on both the switches and the mediation device.

(Optional) It might be helpful to use a loopback interface for the interface through which the switch
communicates with the mediation device. If you do not use a loopback interface, you must configure
the mediation device with multiple physical interfaces on the switch to handle network failures.

Restrictions for Lawful Intercept

General Configuration Restrictions, page 88-2

MIB Guidelines, page 88-3
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General Configuration Restrictions

88-2

VSS mode does not support lawful intercept.

If the network administrator expects lawful intercept to be deployed at a node, do not configure
optimized ACL logging (OAL), VLAN access control list (VACL) capture, or Intrusion Detection
System (IDS) at the node. Deploying lawful intercept at the node causes unpredictable behavior in
OAL, VACL capture, and IDS.

To maintain switch performance, lawful intercept is limited to no more than 0.2% of active calls.
For example, if the switch is handling 4000 calls, 8 of those calls can be intercepted.

The CISCO-IP-TAP-MIB does not support the virtual routing and forwarding (VRF) OID
citapStreamVRF.

Captured traffic is rate limited to protect the CPU usage at the route processor. The rate limit is
8500 pps.

The interface index is used during provisioning to select the index to enable lawful intercept on only;
when set to 0, lawful intercept is applied to all interfaces.

(Optional) The domain name for both the switch and the mediation device may be registered in the
Domain Name System (DNS).

The mediation device must have an access function (AF).

You must add the mediation device to the SNMP user group that has access to the
CISCO-TAP2-MIB view. Specify the username of the mediation device as the user to add to the
group.

When you add the mediation device as a CISCO-TAP2-MIB user, you must include the mediation
device’s authorization password. The password must be at least eight characters in length.

Dedicate an interface for lawful intercept processing. For example, you should not configure the
interface to perform processor-intensive tasks such as QoS or routing.

Supported for IPv4 unicast traffic only. In addition, for traffic to be intercepted, the traffic must be
IPv4 on both the ingress and egress interfaces. For example, lawful intercept cannot intercept traffic
if the egress side is MPLS and the ingress side is IPv4.

IPv4 multicast, IPv6 unicast, and IPv6 multicast flows are not supported.

Not supported on Layer 2 interfaces. However, lawful intercept can intercept traffic on VLANS that
run over the Layer 2 interface.

Not supported for packets that are encapsulated within other packets (for example, tunneled packets
or Q-in-Q packets).

Not supported for Q-in-Q packets. There is no support for Layer 2 taps for lawful intercept.

Not supported for packets that are subject to Layer 3 or Layer 4 rewrite (for example, Network
Address Translation [NAT] or TCP reflexive).

In the ingress direction, the switch intercepts and replicates packets even if the packets are later
dropped (for example, due to rate limiting or an access control list [ACL] deny statement). In the
egress direction, packets are not replicated if they are dropped (for example, by ACL).

Lawful intercept ACLs are applied internally to both the ingress and the egress directions of an
interface.

To intercept traffic from a specific user, a typical configuration consists of two flows, one for each
direction.

Packets that are subject to hardware rate limiting are processed by lawful intercept as follows:
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— Packets that are dropped by the rate limiter are not intercepted or processed.
— Packets that are passed by the rate limiter are intercepted and processed.

If multiple LEAs are using a single mediation device and each is executing a wiretap on the same
target, the switch sends a single packet to the mediation device. It is up to the mediation device to
duplicate the packet for each LEA.

Lawful intercept can intercept IPv4 packets with values that match a combination of one or more of
the following fields:

e Destination IP address and mask
* Destination port range

* Source IP address and mask

e Source port range

e Protocol ID

MIB Guidelines

The following Cisco MIBs are used for lawful intercept processing. Include these MIBs in the SNMP
view of lawful intercept MIBs to enable the mediation device to configure and execute wiretaps on
traffic that flows through the switch.

CISCO-TAP2-MIB—Required for both types of lawful intercepts: regular and broadband.

CISCO-IP-TAP-MIB—Required for wiretaps on Layer 3 (IPv4) streams. Supported for regular and
broadband lawful intercept.

The CISCO-IP-TAB-MIB imposes limitations on the following features:

— If one or all of the following features are configured and functioning and lawful intercept is
enabled, lawful intercept takes precedence, and the feature behaves as follows:

* Optimized ACL logging (OAL)—Does not function.

* VLAN access control list (VACL) capturing—Does not function properly.

* Intrusion detection system (IDS)—Does not function properly.

The feature starts to function after you disable or unconfigure lawful intercept.

— IDS cannot capture traffic on its own, but captures traffic that has been intercepted by lawful
intercept only.

Information About Lawful Intercept

Lawful Intercept Overview, page 88-4

Benefits of Lawful Intercept, page 88-4

CALEA for Voice, page 88-5

Network Components Used for Lawful Intercept, page 88-5
Lawful Intercept Processing, page 88-7

Lawful Intercept MIBs, page 88-7
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A

Caution

This guide does not address legal obligations for the implementation of lawful intercept. As a service
provider, you are responsible to ensure that your network complies with applicable lawful intercept
statutes and regulations. We recommend that you seek legal advice to determine your obligations.

Lawful Intercept Overview

Note

Lawful intercept is a process that enables a Law Enforcement Agency (LEA) to perform electronic
surveillance on an individual (a target) as authorized by a judicial or administrative order. To facilitate
the lawful intercept process, certain legislation and regulations require service providers (SPs) and
Internet service providers (ISPs) to implement their networks to explicitly support authorized electronic
surveillance.

The surveillance is performed through the use of wiretaps on traditional telecommunications and
Internet services in voice, data, and multiservice networks. The LEA delivers a request for a wiretap to
the target’s service provider, who is responsible for intercepting data communication to and from the
individual. The service provider uses the target’s IP address to determine which of its edge switches
handles the target’s traffic (data communication). The service provider then intercepts the target’s traffic
as it passes through the switch, and sends a copy of the intercepted traffic to the LEA without the target’s
knowledge.

The Lawful Intercept feature supports the Communications Assistance for Law Enforcement
Act (CALEA), which describes how service providers in the United States must support lawful intercept.
Currently, lawful intercept is defined by the following standards:

» Telephone Industry Association (TTA) specification J-STD-025
e Packet Cable Electronic Surveillance Specification (PKT-SP-ESP-101-991229)

For information about the Cisco lawful intercept solution, contact your Cisco account representative.

The Lawful Intercept feature supports the interception of IPv4 protocol as defined by the object
citapStreamprotocol in the CISCO-IP-TAB-MIB that includes voice and date interception.

Benefits of Lawful Intercept

88-4

* Allows multiple LEAs to run a lawful intercept on the same target without each other’s knowledge.
« Does not affect subscriber services on the switch.
* Supports wiretaps in both the input and output direction.

» Supports wiretaps of Layer 1 and Layer 3 traffic. Layer 2 traffic is supported as IP traffic over
VLANS.

» Supports wiretaps of individual subscribers that share a single physical interface.

» Cannot be detected by the target. Neither the network administrator nor the calling parties is aware
that packets are being copied or that the call is being tapped.

« Uses Simple Network Management Protocol Version 3 (SNMPv3) and security features such as
the View-based Access Control Model (SNMP-VACM-MIB) and User-based Security Model
(SNMP-USM-MIB) to restrict access to lawful intercept information and components.
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* Hides information about lawful intercepts from all but the most privileged users. An administrator
must set up access rights to enable privileged users to access lawful intercept information.

» Provides two secure interfaces for performing an intercept: one for setting up the wiretap and one
for sending the intercepted traffic to the LEA.

CALEA for Voice

The Communications Assistance for Law Enforcement Act (CALEA) for Voice feature allows the lawful
interception of voice conversations that are running on Voice over IP (VoIP). Although the switches are

not voice gateway devices, VoIP packets traverse the switches at the edge of the service provider

network.

When an approved government agency determines that a telephone conversation is interesting, CALEA

for Voice copies the IP packets comprising the conversation and sends the duplicate packets to the

appropriate monitoring device for further analysis.

Network Components Used for Lawful Intercept

e Mediation Device

e Lawful Intercept Administration
e Intercept Access Point

¢ Content Intercept Access Point

For information about lawful intercept processing, see the “Lawful Intercept Processing” section on

page 88-7.

Figure 88-1

Lawful Intercept Overview
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Mediation Device

A mediation device (supplied by a third-party vendor) handles most of the processing for the lawful
intercept. The mediation device:
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» Provides the interface used to set up and provision the lawful intercept.
» Generates requests to other network devices to set up and run the lawful intercept.

» Converts the intercepted traffic into the format required by the LEA (which can vary from country
to country) and sends a copy of the intercepted traffic to the LEA without the target’s knowledge.

>
Note If multiple LEAs are performing intercepts on the same target, the mediation device must

make a copy of the intercepted traffic for each LEA. The mediation device is also
responsible for restarting any lawful intercepts that are disrupted due to a failure.

Lawful Intercept Administration

Lawful intercept administration (LIA) provides the authentication interface for lawful intercept or
wiretap requests and administration.

Intercept Access Point

An intercept access point (IAP) is a device that provides information for the lawful intercept. There are
two types of IAPs:

» Identification (ID) IAP—A device, such as an authentication, authorization, and accounting (AAA)
server, that provides intercept-related information (IRI) for the intercept (for example, the target’s
username and system IP address) or call agents for voice over IP. The IRI helps the service provider
determine which content IAP (switch) the target’s traffic passes through.

* Content IAP—A device, such as the switch, that the target’s traffic passes through. The content IAP:

« Intercepts traffic to and from the target for the length of time specified in the court order. The
switch continues to forward traffic to its destination to ensure that the wiretap is undetected.

» Creates a copy of the intercepted traffic, encapsulates it in User Datagram Protocol (UDP)
packets, and forwards the packets to the mediation device without the target’s knowledge. IP
option header is not supported.

>
Note The content IAP sends a single copy of intercepted traffic to the mediation device. If

multiple LEAs are performing intercepts on the same target, the mediation device must make
a copy of the intercepted traffic for each LEA.

Content Intercept Access Point

Content IAP intercepts the interested data stream, duplicates the content, and sends the duplicated
content to the mediation device. The mediation device receives the data from the ID TAP and Content
IAP, converts the information to the required format depending on country specific requirement and
forwards it to law enforcement agency (LEA).

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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Lawful Intercept Processing

After acquiring a court order or warrant to perform surveillance, the LEA delivers a surveillance request
to the target’s service provider. Service provider personnel use an administration function that runs on
the mediation device to configure a lawful intercept to monitor the target’s electronic traffic for a
specific period of time (as defined in the court order).

After the intercept is configured, user intervention is no longer required. The administration function
communicates with other network devices to set up and execute the lawful intercept. The following
sequence of events occurs during a lawful intercept:

1.

The administration function contacts the ID IAP for intercept-related information (IRI), such as the
target’s username and the IP address of the system, to determine which content [AP (switch) the target’s
traffic passes through.

After identifying the switch that handles the target’s traffic, the administration function sends
SNMPv3 get and set requests to the switch’s Management Information Base (MIB) to set up and
activate the lawful intercept. The CISCO-TAP2-MIB is the supported lawful intercept MIB to
provide per-subscriber intercepts.

During the lawful intercept, the switch:

a. Examines incoming and outgoing traffic and intercepts any traffic that matches the
specifications of the lawful intercept request.

b. Creates a copy of the intercepted traffic and forwards the original traffic to its destination so the
target does not suspect anything.

c. Encapsulates the intercepted traffic in UDP packets and forwards the packets to the mediation
device without the target’s knowledge.

S

Note  The process of intercepting and duplicating the target’s traffic adds no detectable latency in
the traffic stream.

The mediation device converts the intercepted traffic into the required format and sends it to a
collection function running at the LEA. Here, the intercepted traffic is stored and processed.

~

Note If the switch intercepts traffic that is not allowed by the judicial order, the mediation device
filters out the excess traffic and sends the LEA only the traffic allowed by the judicial order.

When the lawful intercept expires, the switch stops intercepting the target’s traffic.

Lawful Intercept MIBs

CISCO-TAP2-MIB

CISCO-TAP2-MIB—Used for lawful intercept processing.
CISCO-IP-TAP-MIB—Used for intercepting Layer 3 (IPv4) traffic.

The CISCO-TAP2-MIB contains SNMP management objects that control lawful intercepts. The
mediation device uses the MIB to configure and run lawful intercepts on targets whose traffic passes
through the switch.
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I Information About Lawful Intercept

The CISCO-TAP2-MIB contains several tables that provide information for lawful intercepts that are
running on the switch:

e cTap2MediationTable—Contains information about each mediation device that is currently running
a lawful intercept on the switch. Each table entry provides information that the switch uses to
communicate with the mediation device (for example, the device’s address, the interfaces to send
intercepted traffic over, and the protocol to use to transmit the intercepted traffic).

e cTap2StreamTable—Contains information used to identify the traffic to intercept. Each table entry
contains a pointer to a filter that is used to identify the traffic stream associated with the target of a
lawful intercept. Traffic that matches the filter is intercepted, copied, and sent to the corresponding
mediation device application (cTap2MediationContentld).

The cTap2StreamTable table also contains counts of the number of packets that were intercepted,
and counts of dropped packets that should have been intercepted, but were not.

e cTap2DebugTable—Contains debug information for troubleshooting lawful intercept errors.

The CISCO-TAP2-MIB also contains several SNMP notifications for lawful intercept events. For
detailed descriptions of MIB objects, see the MIB itself.

CISCO-TAP2-MIB Processing

The administration function (running on the mediation device) issues SNMPv3 set and get requests to
the switch’s CISCO-TAP2-MIB to set up and initiate a lawful intercept. To do this, the administration
function performs the following actions:

1. Creates a cTap2MediationTable entry to define how the switch is to communicate with the mediation
device executing the intercept.

S

Note The cTap2MediationNewIndex object provides a unique index for the mediation table entry.

2. Creates an entry in the cTap2StreamTable to identify the traffic stream to intercept.

3. Sets cTap2StreamlInterceptEnable to true(1) to start the intercept. The switch intercepts traffic in the
stream until the intercept expires (cTap2MediationTimeout).

CISCO-IP-TAP-MIB

The CISCO-IP-TAP-MIB contains the SNMP management objects to configure and execute lawful
intercepts on IPv4 traffic streams that flow through the switch. This MIB is an extension to the
CISCO-TAP2-MIB.

You can use the CISCO-IP-TAP-MIB to configure lawful intercept on the switch to intercept IPv4
packets with values that match a combination of one or more of the following fields:

e Destination IP address and mask
* Destination port range

* Source IP address and mask

e Source port range

e Protocol ID

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
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CISCO-IP-TAP-MIB Processing

When data is intercepted, two streams are created. One stream is for packets that originate from the target
IP address to any other IP address using any port. The second stream is created for packets that are routed
to the target IP address from any other address using any port. For VoIP, two streams are created, one for
RTP packets from target and the second stream is for the RTP packets to target using the specific source
and destination IP addresses and ports specified in SDP information used to setup RTP stream.

How to Configure Lawful Intercept Support

e Security Considerations, page 88-9

¢ Accessing the Lawful Intercept MIBs, page 88-9

* Configuring SNMPv3, page 88-10

e Creating a Restricted SNMP View of Lawful Intercept MIBs, page 88-10
* Enabling SNMP Notifications for Lawful Intercept, page 88-12

Security Considerations

*  SNMP notifications for lawful intercept must be sent to UDP port 161 on the mediation device, not
port 162 (which is the SNMP default). See the “Enabling SNMP Notifications for Lawful Intercept”
section on page 88-12 for instructions.

* The only users who should be allowed to access the lawful intercept MIBs are the mediation device
and system administrators who need to know about lawful intercepts on the switch. In addition,
these users must have authPriv or authNoPriv access rights to access the lawful intercept MIBs.
Users with NoAuthNoPriv access cannot access the lawful intercept MIBs.

*  You cannot use the SNMP-VACM-MIB to create a view that includes the lawful intercept MIBs.
e The default SNMP view excludes the following MIBs:

CISCO-TAP2-MIB
CISCO-IP-TAP-MIB
SNMP-COMMUNITY-MIB
SNMP-USM-MIB
SNMP-VACM-MIB

Also see the “Restrictions for Lawful Intercept” section on page 88-1 and the “Prerequisites for Lawful
Intercept” section on page 88-1.

Accessing the Lawful Intercept MIBs

Due to its sensitive nature, the Cisco lawful intercept MIBs are only available in software images that
support the lawful intercept feature. These MIBs are not accessible through the Network Management
Software MIBs Support page (http://www.cisco.com/public/sw-center/netmgmt/cmtk/mibs.shtml).
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Restricting Access to the Lawful Intercept MIBs

Only the mediation device and users who need to know about lawful intercepts should be allowed to
access the lawful intercept MIBs. To restrict access to these MIBs, you must:

1. Create a view that includes the Cisco lawful intercept MIBs.

2. Create an SNMP user group that has read-and-write access to the view. Only users assigned to this
user group can access information in the MIBs.

3. Add users to the Cisco lawful intercept user groups to define who can access the MIBs and any
information related to lawful intercepts. Be sure to add the mediation device as a user in this group;
otherwise, the switch cannot perform lawful intercepts.

~

Note  Access to the Cisco lawful intercept MIB view should be restricted to the mediation device
and to system administrators who need to be aware of lawful intercepts on the switch. To
access the MIB, users must have level-15 access rights on the switch.

Configuring SNMPv3

To perform the following procedures, SNMPv3 must be configured on the switch. See this publication:

http://www.cisco.com/en/US/docs/ios-xml/ios/snmp/configuration/15-sy/snmp- 1 5-sy-book.html

Creating a Restricted SNMP View of Lawful Intercept MIBs

Step 1

Step 2

Step 3

Step 4

To create and assign users to an SNMP view that includes the Cisco lawful intercept MIBs, perform the
following procedure at the CLI, in global configuration mode with level-15 access rights. For command
examples, see the “Configuration Example” section on page 88-11.

~

Note  The command syntax in the following steps includes only those keywords required to perform
each task. For details on command syntax, see the documents listed in the previous section
(“Configuring SNMPv3”).

Make sure that SNMPv3 is configured on the switch. For instructions, see the documents listed in the
“Configuring SNMPv3” section on page 88-10.

Create an SNMP view that includes the CISCO-TAP2-MIB (where view_name is the name of the view
to create for the MIB). This MIB is required for both regular and broadband lawful intercept.

Tgwvgt*egphki+% "upor/ugtxgt "xkgy" xkgyapcog"ekueqVcr40KD"kpenwfgf"
Add one or both of the following MIBs to the SNMP view to configure support for wiretaps on [Pv4
streams (where view name 1is the name of the view you created in Step 2).

Tgwvgt*egphki+% "upor/ugtxgt "xkgy" xkgyapcog"ekuegKrVcrOKD"kpenwfgf"
Create an SNMP user group (groupname) that has access to the lawful intercept MIB view and define
the group’s access rights to the view.

Tgwvgt *egphki+%"upor/ugtxgt"itqwr" itgwrpcog"x5"pgewv] "tgef view name ytkvg view name
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Step 5  Add users to the user group you just created (where username is the user, groupname is the user group,
and auth_password is the authentication password):

Tgwvgt *egphki+%"upor/ugtxgt "wugt "wugtpcog" i tgwrpcog"x5"cwvi"of7" cwvjarcuuyqt "

~

Note  Be sure to add the mediation device to the SNMP user group; otherwise, the switch cannot
perform lawful intercepts. Access to the lawful intercept MIB view should be restricted to
the mediation device and to system administrators who need to know about lawful intercepts
on the switch.

The mediation device is now able to access the lawful intercept MIBs, and issue SNMP set and get
requests to configure and run lawful intercepts on the switch.

For instructions on how to configure the switch to send SNMP notifications to the mediation device, see
the “Enabling SNMP Notifications for Lawful Intercept” section on page 88-12.

Configuration Example

The following commands show an example of how to enable the mediation device to access the lawful
intercept MIBs.

Tgwvgt *egphki+%"upor/ugtxgt"xkgy"vcrX"ekueqVcr4OKD"kpenwfgf"
Tgwvgt *egphki+%"upor/ugtxgt "xkgy"verX"ekueqKrVerOKD"kpenwfgf"

1. Create a view (tapV) that includes the appropriate lawful intercept MIBs (CISCO-TAP2-MIB and
the CISCO-IP-TAP-MIB).

2. Create a user group (tapGrp) that has read, write, and notify access to MIBs in the tapV view.

3. Add the mediation device (ss8user) to the user group, and specify MDS5 authentication with a
password (ss8passwd).

4. (Optional) Assign a 24-character SNMP engine ID (for example, 123400000000000000000000)
to the switch for administration purposes. If you do not specify an engine ID, one is automatically
generated. Note that you can omit the trailing zeros from the engine ID, as shown in the last line of
the example above.

S

Note  Changing an engine ID has consequences for SNMP user passwords and community strings.
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Enabling SNMP Notifications for Lawful Intercept

SNMP automatically generates notifications for lawful intercept events (see Table 88-1). This is because
the default value of the cTap2MediationNotificationEnable object is true(1).

To configure the switch to send lawful intercept notifications to the mediation device, issue the following
CLI commands in global-configuration mode with level-15 access rights (where MD-ip-address is the
IP address of the mediation device and community-string is the password-like community string to send
with the notification request):

Tgwvgt*egphki+%"upor/ugtxgt"jquv"MD-ip-address" community-string"wfr/rqtv"383"upor"

Tgwvgt *egphki+% "upor/ugtxgt "gpcdng"vtcru"upor"cwvjgpvkecvkgp "nkpmwr "nkpmfgyp "egqnfuvetv"
yctouvetv"

e For lawful intercept, udp-port must be 161 and not 162 (the SNMP default).

» The second command configures the switch to send RFC 1157 notifications to the mediation device.
These notifications indicate authentication failures, link status (up or down), and system restarts.

Table 88-1 SNMP Notifications for Lawful Intercept Events
Notification Meaning
cTap2MIBActive The switch is ready to intercept packets for a

traffic stream configured in the
CISCO-TAP2-MIB.

cTap2MediationTimedOut A lawful intercept was terminated (for example,
because cTap2MediationTimeout expired).

cTap2MediationDebug Intervention is required for events related to
cTap2MediationTable entries.

cTap2StreamDebug Intervention is required for events related to
cTap2StreamTable entries.

Disabling SNMP Notifications

You can disable SNMP notifications by entering the no snmp-server enable traps command.

To disable lawful intercept notifications, use SNMPv3 to set the CISCO-TAP2-MIB object
cTap2MediationNotificationEnable to false(2). To reenable lawful intercept notifications through
SNMPv3, reset the object to true(1).

)o

Tip For additional information about Cisco Catalyst 6500 Series Switches (including configuration
examples and troubleshooting information), see the documents listed on this page:

http://www.cisco.com/en/US/products/hw/switches/ps708/tsd_products_support_series_home.html

Participate in the Technical Documentation Ideas forum
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EXP mutation 69-4
extended range VLANs 27-2
See VLANSs
extended system ID
MSTP  32-39

Extensible Authentication Protocol over LAN. See

EAPOL.

F

fall-back bridging 36-1
fast link notification
on VSL failure 5-15
fiber-optic, detecting unidirectional links
FIB TCAM 38-3
figure
lawful intercept overview  88-5
Flex Links 23-1
configuration guidelines 23-2
configuring 23-4
default configuration 23-4
description 23-2
monitoring  23-6
flex links
interface preemption 23-3
flow control  11-9

forward-delay time
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forward-delay time, STP  32-35
frame distribution

See EtherChannel load balancing

G

get requests  88-7, 88-8, 88-11
global configuration mode 3-5
guest VLAN and 802.1x  85-19

H

hardware Layer 3 switching
guidelines  34-2
hello time
MSTP 32-44
hello time, STP  32-35
High Capacity Power Supply Support 15-4
history
CLI 34
host mode
see port-based authentication
host ports
kinds of 28-7
host presence CDP message 20-4, 85-14
host presence TLV message 87-4
http

/Iwww-tac.cisco.com/Teams/ks/c3/xmlkwery.php?srl

d=612293409 24-3

IAP
content AP 88-6
definition 88-6
content IAP  88-6
identification IAP  88-6
types of

ICMP unreachable messages 71-2
ID IAP 88-6
IDs
serial IDs  55-14
IEEE 802.1Q Ethertype
specifying custom 22-15
IEEE 802.1Q Tagging on a Per-Port Basis  30-7
IEEE 802.1w
See RSTP
IEEE 802.1x
accounting 85-16, 85-43
authentication failed VLAN  85-20
critical ports  85-21
DHCP snooping 85-15
guest VLAN  85-19
MAC authentication bypass 85-26
network admission control Layer 2 validation
port security interoperability  85-23
RADIUS-supplied session timeout  85-38
voice VLAN  85-22
wake-on-LAN support  85-28
IEEE 802.3ad
See LACP
IEEE 802.3af 21-2
IEEE 802.3at  21-2
IEEE 802.3x Flow Control 11-9
IEEE bridging protocol  36-1
IGMP  46-1
configuration guidelines 53-9
enabling 46-9
join messages 46-3
leave processing
enabling 46-13
queries 46-4
query interval
configuring 46-12
snooping
fast leave 46-6
joining multicast group 46-3, 49-4
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leaving multicast group 46-5, 49-4 IP CEF
understanding  46-3, 49-3
snooping querier

enabling 46-9

understanding  46-3, 49-3
IGMPv3  45-26 IP MMLS
IGMP v3lite 45-26
ignore port trust  65-11

topology (figure) 34-4
ip flow-export source command  60-3, 60-4, 60-5
ip http server 2-7

ip local policy route-map command  35-5

cache, overview 45-4

configuration guideline  45-1
inaccessible authentication bypass  85-21 debug commands 45-31
ingress SPAN  58-10

intercept access point enabling

default configuration 45-15

See IAP on router interfaces 45-16
Layer 3 MLS cache 45-4

overview 45-2

intercept-related information (IRI)  88-6, 88-7
intercepts, multiple  88-6
interface packet rewrite  45-5
configuration mode 3-5 router
Layer 2 modes 22-4 enabling globally 45-16
enabling on interfaces 45-16

PIM, enabling 45-16

number 11-2
interface port-channel
IP multicast

IGMP snooping and  46-8

command example 24-8

interface port-channel (command) 13-7, 13-8, 24-8

interfaces
configuring, duplex mode 11-3
configuring, speed 11-3
configururing, overview  11-2
counters, clearing 11-12, 11-13
displaying information about 11-12
maintaining 11-12
monitoring  11-12
range of 11-2
restarting  11-13
shutting down

task 11-13
interfaces command  11-2

interfaces range command 57-3

MLDvV2 snooping and  53-9
overview 46-2,49-2, 50-2
IP multicast MLS
See IP MMLS
ip multicast-routing command
enabling IP multicast 45-16
IP phone
configuring 20-5
ip pim command
enabling IP PIM  45-16
ip policy route-map command  35-5
IP Source Guard 81-1
configuring 81-3
configuring on private VLANs  81-5

interfaces range macro command  11-2 displaying 81-5, 81-6
internal VLANs  27-3
Internet Group Management Protocol  46-1, 49-1 IP unnumbered 36-1

IP accounting, IP MMLS and 45-2 IPv4 Multicast over Point-to-Point GRE Tunnels 2-8
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[Pv4 Multicast VPN  51-1

[Pv6 Multicast Layer 3 Switching 52-1
IPv6 QoS 63-4

ISL trunks 22-4

isolated port  28-7

isolated VLANs 28-6, 28-7

J

join messages, IGMP  46-3

jumbo frames 11-6

K

keyboard shortcuts  3-3

L

label edge router  38-2
label switched path  40-1
label switch router 38-2, 38-4
LACP
system ID  24-6
Law Enforcement Agency (LEA) 88-4
lawful intercept
admin function 88-7, 88-8
collection function 88-6
configuring 88-10, 88-11, 88-12
enabling  88-8
IRI 88-6
mediation device 88-5
overview 88-4, 88-5
prerequisites  88-1
processing  88-7
security considerations  88-9
SNMP notifications 88-12
lawful intercept processing  88-7

Layer 2

configuring interfaces 22-5
access port 22-13
trunk  22-8
defaults 22-5
interface modes 22-4
show interfaces 11-8, 11-9, 22-6, 22-12
switching
understanding  22-2
trunks
understanding  22-4
VLAN
interface assignment 27-6
Layer 2 Interfaces
configuring 22-1
Layer 2 protocol tunneling
configuring Layer 2 tunnels 31-3
overview 31-2
Layer 2 Traceroute 61-1
Layer 2 traceroute
and ARP 61-2
and CDP 61-1
described 61-2
IP addresses and subnets 61-2
MAC addresses and VLANs  61-2
multicast traffic 61-2
multiple devices on a port 61-2
unicast traffic  61-2
usage guidelines 61-1
Layer 3
IP MMLS and MLS cache 45-4

Layer 3 switched packet rewrite

CEF 34-2
Layer 3 switching
CEF 34-2

Layer 4 port operations (ACLs) 71-2
leave processing, IGMP

enabling 46-13
leave processing, MLDv2

enabling 53-12
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detecting unidirectional  32-25
link negotiation  11-5
link redundancy

See Flex Links
LLDP-MED

configuring

TLVs 21-8

load deferral

MEC traffic recovery 5-6
Local Egress Replication  45-19
logical operation unit

See LOU
loop guard

See STP loop guard
LOU

description  71-3

determining maximum number of  71-3

LSRs 69-2,69-6

M

mab command 85-45, 85-50
MAC address-based blocking 74-1
MAC address table notification 22-7

MAC authentication bypass. See also port-based
authentication. 85-26

MAC move (port security) 87-3
macros  4-1
See Smartports macros
MACSec 72-2
magic packet 85-28
main-cpu command 10-4
mapping 802.1Q VLANs to ISL VLANs 27-7
markdown
see QoS markdown
match ip address command 35-4

match length command 35-4

maximum aging time
MSTP 32-45
maximum aging time, STP  32-36
maximum hop count, MSTP  32-46
MEC
configuration 5-47
described  5-15
failure 5-16
port load share deferral 5-17
mediation device
admin function 88-7, 88-8
definition  88-5
description  88-5
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CISCO-IP-TAP-MIB  88-2, 88-8, 88-10
CISCO-TAP2-MIB  88-8, 88-9, 88-10
SNMP-COMMUNITY-MIB  88-9
SNMP-USM-MIB  88-4, 88-9
SNMP-VACM-MIB 88-4, 88-9
microflow policing 65-4
Mini Protocol Analyzer 62-1
Min-Links 24-13
MLD
report  53-5
MLD snooping
query interval
configuring 53-10
MLDv1l 53-2
MLDv2 53-1
enabling 53-11
leave processing
enabling 53-12
queries  53-6
snooping
fast leave 53-8
joining multicast group  53-5
leaving multicast group 53-7
understanding  53-3
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enabling 53-10
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MLDvV2 Snooping  53-1
monitoring

Flex Links 23-6

MVR  48-8

private VLANs  28-16
monitoring electronic traffic  88-7
MPLS  38-1, 38-2

aggregate label 38-2

any transport over MPLS ~ 40-3

basic configuration 38-9

core 38-4

DiffServ Tunneling Modes  69-26

egress 38-4

experimental field 69-3

hardware features 38-5

ingress 38-4

IP to MPLS path  38-4

labels 38-2

MPLS to IP path  38-4

MPLS to MPLS path 38-4

nonaggregate lable  38-2

QoS default configuration 69-13

restrictions  38-1

VPN  69-11

VPN guidelines and restrictions  39-2
MPLS QoS

Classification = 69-2

Class of Service  69-2

commands 69-15

configuring a class map  69-17

configuring a policy map  69-20

configuring egress EXP mutation = 69-24

configuring EXP Value Maps  69-25

Differentiated Services Code Point 69-2

displaying a policy map 69-24
E-LSP  69-2
EXP bits  69-2

features 69-2

IP Precedence 69-2

QoS Tags 69-2

queueing-only mode 69-17
MPLS QoS configuration

class map to classify MPLS packets
MPLS supported commands 38-2
MPLS VPN

limitations and restrictions  39-2
MQC 64-1
MST

69-17

interoperation with Rapid PVST+  33-20

root bridge 33-20
MSTP

boundary ports
configuration guidelines = 32-2
described 32-22

CIST, described 32-19

CIST regional root  32-20

CIST root 32-21

configuration guidelines 32-2

configuring
forward-delay time 32-45
hello time  32-44
link type for rapid convergence
maximum aging time 32-45
maximum hop count 32-46
MST region 32-38
neighbor type 32-46
path cost 32-42
port priority 32-41
root switch  32-39
secondary root switch  32-40
switch priority  32-43

CST
defined 32-19

32-46

operations between regions 32-20

default configuration 32-26
displaying status  32-47
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unexpected behavior 32-39
IEEE 802.1s
implementation  32-23
port role naming change 32-23
terminology 32-21
interoperability with IEEE 802.1D
described 32-24
restarting migration process  32-47
IST
defined 32-19
master 32-20
operations within a region  32-20
mapping VLANs to MST instance  32-38
MST region
CIST 32-19
configuring 32-38
described 32-19
hop-count mechanism  32-22
IST 32-19
supported spanning-tree instances  32-19
overview 32-18
root switch
configuring 32-39
effects of extended system ID  32-39
unexpected behavior 32-39
status, displaying 32-47
MTU size (default) 27-3

multiauthentication (multiauth). See also port-based
authentication. 85-15

multicast
IGMP snooping and  46-8
MLDvV2 snooping and  53-9
non-RPF  45-7
overview 46-2,49-2, 50-2
PIM snooping 47-4
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multicast flood blocking  84-1
multicast groups
joining  46-3, 49-4
leaving  46-5, 53-7
multicast groups, [Pv6
joining  53-5
Multicast Listener Discovery version 2 53-1

Multicast Replication Mode Detection
enhancement 45-18

multicast storms

see traffic-storm control
multicast television application 48-3
multicast VLAN  48-2
Multicast VLAN Registration  48-1
multichassis EtherChannel

see MEC  5-15

Multidomain Authentication (MDA). See also port-based
authentication. 85-14

Multilayer MAC ACL QoS Filtering 71-9
multiple path RPF check  78-7
Multiple Spanning Tree
See MST
MUX-UNI Support 38-7
MUX-UNI support 38-7

MVAP (Multi-VLAN Access Port). See also port-based
authentication. 85-22

MVR
and IGMPv3 48-2
configuring interfaces 48-6
default configuration 48-5
example application 48-3
in the switch stack  48-5
monitoring  48-8
multicast television application 48-3
restrictions  48-1

setting global parameters 48-6
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NAC
agentless audit support  85-27
85-21, 85-47

IEEE 802.1x authentication using a RADIUS
server 85-50

IEEE 802.1x validation using RADIUS server
inaccessible authentication bypass  85-47
Layer 2 IEEE 802.1x validation =~ 85-50
Layer 2 IEEE802.1x validation = 85-27
native VLAN  22-10
NDAC 72-2
NEAT
configuring 85-54

critical authentication

overview  85-30
NetFlow
table, displaying entries  34-5

Network Device Admission Control (NDAC) 72-2

Network Edge Access Topology
See NEAT
network ports
Bridge Assurance 33-5
description  33-2
nonaggregate label 38-2, 38-5
non-RPF multicast 45-7
normal-range VLANSs
See VLANSs
notifications, See SNMP notifications

NSF with SSO does not support IPv6 multicast

85-50

traffic. 8-1,9-1
(0]
OIR 11-11

online diagnostics
configuring 17-2
diagnostic sanity check 17-24

memory tests 17-24

overview 17-2
running tests  17-6
understanding  17-2
online insertion and removal
See OIR
out-f-band MAC address table synchronization
configuring 22-6
inaVSS 5-2
out of profile

see QoS out of profile

P

packet capture  62-2

packet rewrite

CEF 34-2
IP MMLS and 45-5
packets

multicast  75-6
PAgP
understanding  24-5

path cost

MSTP 32-42
PBACLs 71-5
PBF 76-4
PBR 2-8

PBR (policy-based routing)
configuration (example) 35-7
enabling 35-4

peer inconsistent state
in PVST simulation 33-20

per-port VTP enable and disable 26-16

PFC
recirculation  38-5

PIM, IP MMLS and 45-16

PIM snooping
designated router flooding 47-6
enabling globally 47-5
enabling in a VLAN  47-5
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enabling [P MMLS  45-17 to 45-27
PoE 21-2
Cisco prestandard 21-3
IEEE 802.3af 21-2
IEEE 802.3at 21-2
PoE management 21-3
power policing 21-4
power use measurement 21-4
police command  65-13, 65-14
policy-based ACLs (PBACLs) 71-5
policy-based forwarding (PBF) 77-2
policy-based routing
See PBR
policy-based routing (PBR)
configuring 35-1
policy map  65-9, 66-11
attaching to an interface  65-17, 66-17, 78-6
policy-map command  65-9
port ACLs
defined 75-2
port ACLs (PACLs) 75-1
Port Aggregation Protocol
see PAgP
port-based authentication
AAA authorization 85-33
accounting 85-16
configuring 85-43
authentication server
defined 85-7, 86-3
RADIUS server 85-7
client, defined 85-7,86-3
configuration guidelines  85-2, 86-1
configuring
guest VLAN  85-45

inaccessible authentication bypass  85-47
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initializing authentication of a client 85-39
manual reauthentication of a client 85-39
RADIUS server 85-35, 86-10

RADIUS server parameters on the switch ~ 85-34,
86-9

restricted VLAN  85-46

switch-to-authentication-server retransmission
time 85-42

switch-to-client EAP-request frame
retransmission time  85-41

switch-to-client frame-retransmission
number 85-42, 85-43

switch-to-client retransmission time  85-41
user distribution 85-44
VLAN group assignment  85-44
default configuration 85-31, 86-7
described 85-6
device roles 85-7, 86-3
DHCP snooping  85-15
DHCP snooping and insertion  80-6
displaying statistics 85-57, 86-15
EAPOL-start frame 85-10
EAP-request/identity frame 85-10
EAP-response/identity frame 85-10
enabling
802.1X authentication 85-33, 85-34, 86-9
periodic reauthentication = 85-38
encapsulation 85-7
guest VLAN
configuration guidelines  85-19, 85-20
described 85-19
host mode  85-13
inaccessible authentication bypass
configuring 85-47
described 85-21
guidelines 85-4
initiation and message exchange 85-10
MAC authentication bypass 85-26
magic packet 85-28
method lists ~ 85-33
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modes 85-13
multiauth mode, described 85-15

multidomain authentication mode, described 85-14

multiple-hosts mode, described  85-13
ports

authorization state and dotlx port-control
command 85-12

authorized and unauthorized 85-12
critical  85-21
voice VLAN  85-22
port security
and voice VLAN  85-23
described  85-23
interactions  85-23
multiple-hosts mode  85-13
pre-authentication open access 85-15, 85-36
resetting to default values  85-57
supplicant, defined 85-7
switch
as proxy 85-7, 86-3
RADIUS client 85-7
switch supplicant
configuring 85-54
overview  85-30
user distribution
configuring 85-44
described  85-18
guidelines 85-4
VLAN assignment
AAA authorization 85-33
characteristics  85-17
configuration tasks  85-18
described  85-17

VLAN group
guidelines 85-4

voice VLAN
described  85-22
PVID 85-22
VVID 85-22

wake-on-LAN, described 85-28
port-based QoS features

see QoS
port-channel

see EtherChannel
port-channel load-balance

command 24-11

command example 24-11,24-12
port-channel load-defer command  5-48
port-channel port load-defer command  5-48
port cost, STP  32-32
port debounce timer

disabling 11-10

displaying 11-10

enabling 11-10
PortFast

edge ports  33-2

network ports  33-2

See STP PortFast
PortFast Edge BPDU filtering

See STP PortFast Edge BPDU filtering
PortFast port types

description  33-2,33-2to ??

edge 33-2

network 33-2
port mode  40-3
port negotiation  11-5
port priority

MSTP 32-41
port priority, STP  32-31
ports

setting the debounce timer 11-10
port security

aging 87-9, 87-10

configuring 87-4

described 87-3

displaying 87-10

enable sticky secure MAC address 87-8

sticky MAC address  87-3
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violations  87-3 community VLANs  28-6, 28-7

Port Security is supported on trunks ~ 87-2, 87-5, 87-7,87-9 configuration guidelines 28-2, 28-4, 28-10

port security MAC move 87-3 configuring 28-10

port security on PVLAN ports  87-2 host ports  28-14

Port Security with Sticky Secure MAC Addresses 87-3 pomiscuous ports  28-15

power management routing secondary VLAN ingress traffic 28-13
enabling/disabling redundancy 15-2 secondary VLANs with primary VLANs = 28-12
overview 15-1 VLANS as private  28-11
powering modules up or down 15-3 end station access to  28-8
power policing  21-8 IP addressing 28-8

power negotiation isolated VLANs  28-6, 28-7
through LLDP  21-8 monitoring  28-16

Power over Ethernet 21-2 ports

power over ethernet 21-2 community 28-7

pre-authentication open access. See port-based configuration guidelines 28-4

authentication. isolated  28-7

preemption, default configuration 23-4 .
promiscuous  28-7
preemption delay, default configuration 23-4 primary VLANs 286
prerequisites for lawful intercept  88-1 secondary VLANs  28-6
primary links 23-2

primary VLANs  28-6

subdomains 28-5
trafficin  28-10

priority privileged EXEC mode 3-5
overriding CoS  20-6, 21-5

private hosts  29-1

promiscuous ports  28-7

protocol tunneling

private hosts feature See Layer 2 protocol tunneling 31-2

configuration guidelines 29-1 PVRST
configuring (detailed steps) 29-9 See Rapid-PVST 323
configuring (summary) 29-8 PVST

multicast operation 29-4 description  32-3

overview  29-4 PVST simulation

port ACLs (PACLs) 29-7

port types  29-5,29-6
protocol-independent MAC ACLs  29-4
restricting traffic flow with PACLs  29-5

description 33-20
peer inconsistent state  33-20
root bridge 33-20

spoofing protection 29-3
private VLANs  28-1 Q

across multiple switches  28-9

and SVIs  28-10

benefits of 28-5

QoS
auto-QoS
enabling for VoIP  68-4
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IPv6  63-4
See also automatic QoS  68-1
QoS CoS

port value, configuring 67-2
QoS default configuration 70-2
QoS DSCP
maps, configuring  67-7
QoS mapping
CoS values to DSCP values 67-4, 67-7
DSCP markdown values 67-8, 69-14
DSCP mutation  67-3, 69-25
DSCP values to CoS values 67-9
IP precedence values to DSCP values 67-7
QoS markdown 65-4
QoS out of profile 65-4
QoS policing rule
aggregate  65-4
microflow  65-4
QoS port
trust state  67-10
QoS port-based or VLAN-based 67-12
QoS receive queue 67-18
QoS statistics data export  70-2
configuring 70-2
configuring destination host  70-7
configuring time interval  70-6, 70-8
QoS transmit queues  66-6, 67-15, 67-16
QoS VLAN-based or port-based 67-12
queries, IGMP  46-4
queries, MLDv2 53-6

R

RADIUS 80-6
RADIUS. See also port-based authentication.  85-7
range

command 57-3

macro 11-2

rapid convergence 32-14

Rapid-PVST
enabling 32-36
Rapid PVST+
interoperation with MST ~ 33-20
Rapid-PVST+
overview 32-3
Rapid Spanning Tree
See RSTP
Rapid Spanning Tree Protocol
See RSTP
receive queues
see QoS receive queues
recirculation  38-5
redirect URLs
described  85-25
reduced MAC address 32-3
redundancy (RPR+) 10-1
configuring 10-4
configuring supervisor engine  10-2
displaying supervisor engine configuration 10-5
redundancy command 10-4
related documentation  1-i

Remote Authentication Dial-In User Service. See
RADIUS.

report, MLD  53-5
reserved-range VLANSs
See VLANSs
restricted VLAN
configuring 85-46
described  85-20
using with IEEE 802.1x  85-20
restricting MIB access  88-10, 88-11
rewrite, packet
CEF 34-2
IP MMLS  45-5
RHI 5-54
RIF cache monitoring 11-12
ROM monitor
CLI 3-7
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MST 33-20
PVST simulation  33-20
root bridge, STP  32-29
root guard
See STP root guard
root switch
MSTP 32-39
route health injection
See RHI
route-map (IP) command 35-4
route maps
defining 35-4
router guard  50-1
RPF
failure 45-7
non-RPF multicast 45-7
RPR and RPR+ support IPv6 multicast traffic 10-1
RSTP
active topology 32-13
BPDU
format 32-16
processing  32-17
designated port, defined 32-13
designated switch, defined 32-13
interoperability with IEEE 802.1D
described 32-24
restarting migration process  32-47
topology changes 32-17
overview 32-13
port roles
described 32-13
synchronized 32-15
proposal-agreement handshake process 32-14
rapid convergence
described 32-14
edge ports and Port Fast 32-14
point-to-point links  32-14, 32-46
root ports  32-14

Index

root port, defined 32-13
See also MSTP

S

secondary VLANs  28-6
Secure MAC Address Aging Type 87-10
security

configuring 73-1
security, port  87-3
security considerations 88-9
Security Exchange Protocol (SXP) 72-2
Security Group Access Control List (SGACL) 72-2
Security Group Tag (SGT) 72-2
serial IDs

description 55-14
serial interfaces

clearing 11-13

synchronous

maintaining  11-13

server IDs

description 55-14
service instance

configuration mode 42-5

creating 42-4

defined 42-4

service-policy input command 65-17, 66-17, 67-4, 67-6,

69-25, 78-6
service-provider network, MSTP and RSTP  32-18
set default interface command 35-4
set interface command 35-4
set ip default next-hop command 35-4
set ip df command
PBR 354
set ip next-hop command 35-4

set ip precedence command

PBR 35-4
set ip vrf command
PBR 354
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set power redundancy enable/disable command  15-2

set requests  88-7, 88-8, 88-11

setting up lawful intercept 88-7

SGACL 72-2

SGT 72-2

short pipe mode
configuring 69-30

show authentication command  85-58

show catalyst6000 chassis-mac-address command  32-4

show dotlx interface command 85-39

show eobc command  11-12

show history command 3-4

show ibc command 11-12

show interfaces command 11-8, 11-9, 11-12, 22-6, 22-12
clearing interface counters 11-12
displaying, speed and duplex mode 11-6

show ip local policy command  35-5

show mab command 85-61

show module command  10-5

show platform aging command 54-4

show platform entry command  34-5

show platform ip multicast group command
displaying IP MMLS group 45-27

show platform ip multicast interface command
displaying IP MMLS interface 45-27

show platform ip multicast source command
displaying IP MMLS source 45-27

show platform ip multicast statistics command
displaying IP MMLS statistics  45-27

show platform ip multicast summary
displaying IP MMLS configuration 45-27

show protocols command  11-12

show rif command 11-12

show running-config command 11-12
displaying ACLs 75-7,75-8

show svclc rhi-routes command  5-54

show version command 11-12

shutdown command  11-13

shutdown interfaces

result 11-13
slot number, description 11-2
smart call home 55-1

description 55-4

destination profile (note) 55-23

registration requirements  55-5

service contract requirements  55-2

Transport Gateway (TG) aggregation point  55-4
SMARTRnet

smart call home registration 55-5
smart port macros 4-1

configuration guidelines 4-2
Smartports macros

applying global parameter values 4-14

applying macros 4-14

creating 4-13

default configuration 4-4

defined 4-4

displaying 4-15

tracing 4-2
SNMP

configuring 88-10

default view  88-9

get and set requests  88-7, 88-8, 88-11

notifications 88-9, 88-12

support and documentation 2-7
SNMP-COMMUNITY-MIB 88-9
SNMP-USM-MIB  88-4, 88-9
SNMP-VACM-MIB 88-4, 88-9
snooping

See IGMP snooping
software

upgrading router  6-5
source IDs

call home event format 55-13

source specific multicast with [IGMPv3, IGMP v3lite, and
URD 45-26

SPAN

configuration guidelines  58-2
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configuring 58-12

sources 58-16,58-19, 58-21, 58-22, 58-24, 58-25,
58-26, 58-28

VLAN filtering  58-30

destination port support on EtherChannels
58-19, 58-22, 58-24, 58-25, 58-29

distributed egress  58-10, 58-15
modules that disable for ERSPAN  58-7
input packets with don’t learn option
ERSPAN  58-28, 58-29
local SPAN  58-17, 58-18, 58-19
RSPAN  58-22,58-23, 58-25
understanding  58-12

58-12,

local SPAN egress session increase  58-3, 58-16

overview 58-7
SPAN Destination Port Permit Lists  58-15
spanning-tree backbonefast

command 33-15,33-16

command example 33-15,33-16
spanning-tree cost

command 32-33

command example 32-33
spanning-tree portfast

command 33-2,33-3,33-4
33-3,33-4

spanning-tree portfast bpdu-guard

command example

command 33-8
spanning-tree port-priority
command 32-31
spanning-tree protocol for bridging  36-1
spanning-tree uplinkfast
command 33-13
command example 33-13
spanning-tree vlan
command 32-27,32-29, 32-30, 32-31, 33-8, 33-17
command example 32-28, 32-29, 32-30, 32-31
spanning-tree vlan cost

command 32-33

spanning-tree vlan forward-time

command 32-35
command example 32-35
spanning-tree vlan hello-time
command 32-35
command example 32-35
spanning-tree vlan max-age
command 32-36
command example 32-36
spanning-tree vlan port-priority
command 32-31
command example 32-32
spanning-tree vlan priority
command 32-34
command example 32-34
speed
configuring interface 11-4
speed command 11-4

speed mode

autonegotiation status 11-6

standards, lawful intercept 88-4

standby links 23-2
static sharing
description  85-25
statistics
802.1X  85-57, 86-15
sticky ARP  78-9
sticky MAC address  87-3
Sticky secure MAC addresses
storm control
see traffic-storm control
STP
configuring 32-26
bridge priority 32-34
enabling 32-27, 32-28

87-8, 87-9

forward-delay time 32-35

hello time  32-35
maximum aging time
port cost  32-32
port priority 32-31

32-36
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root bridge  32-29 BPDU filter
secondary root switch  32-30 configuring 33-10
defaults 32-25 BPDU filtering 33-9
EtherChannel 24-7 configuring 33-2
normal ports  33-3 spanning-tree portfast
understanding  32-2 command 33-2,33-3,33-4
802.1Q Trunks 32-12 command example 33-3,33-4
Blocking State  32-8 understanding  33-2
BPDUs 32-4 STP port types
disabled state  32-12 normal 33-3
forwarding state = 32-11 STP root guard  33-17
learning state  32-10 STP UplinkFast
listening state  32-9 configuring 33-12
overview 32-3 spanning-tree uplinkfast
port states  32-6 command 33-13
protocol timers ~ 32-5 command example 33-13
root bridge election 32-5 understanding  33-11
topology 32-5 subdomains, private VLAN  28-5
STP BackboneFast supervisor engine
configuring 33-15 environmental monitoring  16-1
figure redundancy 10-1
adding a switch  33-18 synchronizing configurations 10-5
spanning-tree backbonefast supervisor engine redundancy
command 33-15,33-16 configuring 10-2
command example 33-15,33-16 supervisor engines
understanding  33-13 displaying redundancy configuration 10-5
STP BPDU Guard supplicant  85-7
configuring 33-7 surveillance 88-7
spanning-tree portfast bpdu-guard svclc command  5-54
command 33-8 Switched Port Analyzer 58-1
understanding  33-7 switch fabric functionality 19-1
STP bridge ID  32-3 configuring 19-3
STP EtherChannel guard 33-16 monitoring  19-4
STP extensions switchport
description  ?? to 33-20 configuring 22-13
STP loop guard example 22-12
configuring 33-19 show interfaces 11-8, 11-9, 22-6, 22-12
overview 33-17 switchport access vlan  22-6, 22-7, 22-10, 22-13
STP PortFast example 22-14
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switchport mode access 22-4,22-6,22-7,22-13 described 61-2
example 22-14 IP addresses and subnets 61-2
switchport mode dynamic  22-8 MAC addresses and VLANs  61-2
switchport mode dynamic auto  22-4 multicast traffic  61-2
switchport mode dynamic desirable 22-4 multiple devices on a port 61-2
default 22-5 unicast traffic  61-2
example 22-12 usage guidelines 61-1
switchport mode trunk  22-4,22-8 traffic-storm control
switchport nonegotiate  22-4 command
switchport trunk allowed vlan = 22-11 broadcast 83-4
switchport trunk encapsulation  22-7 described 83-2
switchport trunk encapsulation negotiate monitoring  83-5
default 22-5 thresholds  83-2
switchport trunk native vlan  22-10 traffic suppression
switchport trunk pruning vlan 22-11 see traffic-storm control
switch priority transmit queues
MSTP 32-43 see QoS transmit queues
switch TopN reports traps, see SNMP notifications
foreground execution  60-2 trunks 22-4
running  60-3 802.1Q Restrictions  22-2
viewing  60-3 allowed VLANs 22-11
SXP 72-2 configuring 22-8
system event archive (SEA) 56-1 default interface configuration 22-6
System Hardware Capacity 2-3 default VLAN 22-10

different VTP domains 22-4
native VLAN  22-10

T to non-DTP device 22-4
TDR VLAN 1 minimization 22-11
checking cable connectivity 11-14 trusted boundary  20-6
enabling and disabling test 11-14 trusted boundary (extended trust for CDP devices) 20-4
guidelines 11-14 trustpoint  55-2
Telnet tunneling  69-4, 69-26
accessing CLI ~ 3-2 tunneling, 802.1Q
Time Domain Reflectometer 11-14 See 802.1Q 30-4
TLV type length value
host presence detection 20-4, 85-14, 87-4 See TLV
traceroute, Layer 2
and ARP 61-2
and CDP  61-1
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UDE
configuration 37-5
overview 37-4
UDE and UDLR  37-1
UDLD
default configuration 12-4
enabling
globally 12-5
on ports  12-5, 12-6
overview 12-2
UDLR 37-1
back channel 37-3
configuration 37-6
tunnel
(example) 37-7
ARP and NHRP 37-4
UDLR (unidirectional link routing) 37-1
UDP port for SNMP notifications 88-12
unauthorized ports with 802.1X  85-12
unicast storms
see traffic-storm control
Unidirectional Ethernet 37-1
unidirectional ethernet
example of setting  37-5
UniDirectional Link Detection Protocol
see UDLD
uniform mode
configuring 69-34
unknown unicast and multicast flood blocking  84-1
unknown unicast flood blocking
See UUFB
unknown unicast flood rate-limiting
See UUFRL
UplinkFast
See STP UplinkFast
URD 45-26
User-Based Rate Limiting  65-6, 65-15

user EXEC mode 3-5
UUFB 84-2
UUFRL 84-2

\%

VACLs 76-2
configuring
examples 76-5
Layer 3 VLAN interfaces 76-5
Layer 4 port operations  71-2
logging
configuration example 76-8
configuring 76-7
restrictions  76-7
MAC address based 76-2
multicast packets 75-6
SVIs 76-5
WAN interfaces 76-2
vlan
command 27-5,27-6, 58-20
command example 27-6
VLAN Access Control Lists
See VACLs
VLAN-based QoS filtering 71-10
VLAN-bridge spanning-tree protocol
vlan database
command 27-5,27-6, 58-20
vlan group command  85-44
VLAN locking 27-4
vlan mapping dotlq
command 27-8,27-9
VLAN maps
applying  75-8
VLAN mode 40-3
VLAN port provisioning verification
VLANSs
allowed on trunk 22-11

configuration guidelines 27-2

36-1

27-4
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configuring (tasks) 27-4
defaults 27-3
extended range 27-3
interface assignment 27-6
multicast  48-2
name (default) 27-3
normal range 27-3
reserved range 27-3
support for 4,096 VLANs 27-2
token ring  27-3
trunks
understanding  22-4
understanding  27-2
VLAN 1| minimization 22-11
VTP domain 27-4
VLAN translation
command example 27-8, 27-9
voice VLAN
Cisco 7960 phone, port connections  20-2
configuration guidelines  20-1
configuring IP phone for data traffic
override CoS of incoming frame 20-6, 21-5
configuring ports for voice traffic in
802.1Q frames 20-5
connecting to an IP phone 20-5
default configuration 20-4
overview 20-2
voice VLAN. See also port-based authentication. 85-22
VPN
configuration example 39-4
guidelines and restrictions  39-2
VPN supported commands  39-2
VPN switching 39-1
VSS
dual-active detection
Enhanced PAgP, advantages 5-24
Enhanced PAgP, description 5-24
enhanced PAgP, description  5-48

fast-hello, advantages 5-24
fast-hello, description  5-25
VSLP fast-hello, configuration 5-50
VSS Quad-Sup SSO (V4S0O) 5-9
VTP
advertisements 26-4, 26-5
client, configuring  26-15
configuration guidelines 26-1
default configuration 26-9
disabling 26-15

domains 26-3

VLANs 27-4
modes
client 26-4

server 26-4
transparent  26-4
monitoring  26-17
overview 26-2
per-port enable and disable 26-16
pruning
configuration 22-11
configuring 26-12
overview 26-7
server, configuring  26-15
statistics  26-17
transparent mode, configuring 26-15
version 2
enabling 26-13
overview  26-5
version 3
enabling 26-13
overview 26-6

server type, configuring 26-11
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wake-on-LAN. See also port-based authentication.
web-based authentication

AAA fail policy 86-5

85-28

Supervisor Engine 2T Software Configuration Guide, Release 15.4SY
| g o]



W Index

description  86-2
web browser interface  2-7

wiretaps 88-4
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