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1. INTRODUCTION 
This document describes the implementation of video telephony in the Cisco corporate environment and presents 
best practices from this experience. 

The intended audience is IT professionals (including IT planners, practitioners, managers, and implementers of video 
telephony) who are interested in implementing video telephony in their own business environments. 

This document focuses specifically on video telephony and the best practices for determining inherent requirements 
and considerations for implementing the IT infrastructure to support video telephony. A comprehensive architecture 
for an integrated conferencing solution would require an in-depth discussion of voice, video, Web conferencing, 
scheduling, and reservation services, which is beyond the scope of this document. 

Video telephony allows users to place and receive video calls on an IP telephony network. Users make calls from IP 
phones using familiar devices and application interfaces, but calls are enhanced with video as part of the experience. 
This is accomplished without any extra button-pushing or mouse-clicking. “Conducting a video conference is as 
simple as making a phone call.” 

Video telephony allows wider use of real-time video communications, previously an option that was reserved for 
conference rooms and executive offices. Personal desktop video telephony enables a greater number of employees 
to collaborate face to face in real time. Video telephony also allows users at their desks to communicate with existing 
H.323 video-conferencing systems and available conferencing services. In this study, this communication was 
accomplished by integrating existing voice and video dial plans. 

2. BUSINESS CASE 
This project involved upgrading 13 Cisco CallManager (now Cisco Unified Communications Manager) clusters 
worldwide and deploying the Cisco VT Advantage video telephony solution to approximately 30,000 users in nearly 
every country where Cisco conducts business. 

The primary purpose of deploying internal video telephony services was to increase employee productivity through 
enhanced and more efficient communications. This decision was facilitated by the relative ease of extending video to 
VoIP phones on which Cisco had already standardized. Additionally, Cisco CallManager easily handles video as part 
of normal call processing. Cisco VT Advantage (now Cisco Unified Video Advantage) is the first Cisco application to 
take advantage of the video-aware capability within Cisco CallManager.  

By deploying Cisco VT Advantage as a desktop video application, Cisco IT extended video-conference room 
capabilities to the desktop without replacing the existing video-conference room infrastructure. 

3. TECHNOLOGY 
Video telephony service is layered on top of an existing network infrastructure and call-processing model. Interaction 
with external applications occurs on top of this service (see Figure 1).  

Implementation of a video telephony solution involves the following: 

● Application layers including scheduling, messaging, presence, and reporting interact with video telephony 
through various application programming interfaces (APIs) and integration points. 

● End-user devices and applications with video codec capabilities in turn require registration and integration into 
a call-processing component through various standards of call signaling and control protocols as well as call 
routing. These end-user devices and services tap into conferencing resources, as well as on-net and off-net 
interaction, through interfaces with myriad cloud services such as the public switched telephone network 
(PSTN) and Internet service providers (ISPs). 
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● Video telephony services require a robust, intelligent network foundation. This network must have adequate 
bandwidth and minimum latency to deliver real-time communications. 

Figure 1.   General Taxonomy of Video Telephony Architecture 

 

At a high level, Cisco IT video telephony provides a solution where a phone device or application can signal that it is 
video capable to Cisco CallManager during call setup. The call-signaling protocol used depends on what the end-
client device can support as well as what Cisco CallManager can communicate in the signaling process. This call-
signaling protocol includes Skinny Client Control Protocol (SCCP). CallManager in turn facilitates opening the 
additional video channel and routes the call appropriately as defined by the dial plan, as well as the call routing and 
processing rules. The following figures outline the general logical process by showing a simplified example of two 
endpoints that are registered with Cisco CallManager setting up a video call. 
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Figure 2.   Skinny-to-Skinny Video Channel Logic in Cisco CallManager 

 

Figure 3.   Skinny-to-SIP Video Logic in Cisco CallManager 

 

When Cisco implemented video telephony, Cisco CallManager was able to transcode, route video calls across 
different signaling protocols through various trunking mechanisms, and manage bandwidth through Call Admission 
Control (CAC) capability (available in Cisco CallManager 4.0 and later).Because video was an added media channel 
to the existing call-processing model, video telephony allowed for features such as call hold, transfer, and shared line 
appearance. These capabilities were not previously available with traditional H.323 video conferencing. 
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Voice signaling and bearer traffic behave no differently from an ordinary IP phone on the network. The audio bearer 
traffic originates from the telephony device in the proper virtual LAN (VLAN) where the packet’s type of service (ToS) 
DiffServ Code Point (DSCP) values are either trusted or, in the case of the data VLAN, untrusted. Cisco CallManager 
adjusts the audio stream’s quality of service (QoS) value to match the QoS value on the video stream so as to 
minimize the differential latency in the arrival of the audio and video streams. Because of existing WAN QoS policies, 
video bearer traffic ToS/DSCP values are rewritten and placed in the video queue on the WAN.  

Video-enabled telephone calls potentially consume large amounts of bandwidth. For example, a 384-kbps call can 
consume bandwidth of 410 to 455 kbps, including overhead. These values are reflected in how much bandwidth 
Resource Reservation Protocol (RSVP) reserved as well. The total bandwidth took into account two separate media 
streams, one for voice and one for video. The video portion was the difference of the bandwidth consumed for voice 
and the total call bandwidth. For example, a 384-kbps call using G.711 audio at 64 kbps had a video component at 
320 kbps, which is five times the audio component. Additionally, video codecs such as H.263 and H.264 do not 
maintain a constant bit rate (see Figure 4). 

Figure 4.   Breakdown of Frame Types and Length Used by Common Video Codecs 

 

The “I” frames are the full video sample, whereas the “P” and “B” frames are used for motion vector quantization. 
Depending on the frame type, the packet per second (pps) rate varies. A typical Cisco VT Advantage call had a video 
portion with these frame lengths distributed through a wide sampling. Figure 5 shows the plot of the video codec 
portion of such a call. 
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Figure 5.   Video Bearer Traffic Packet Length During a Cisco VT Advantage Call 

 

This behavior dictated that CAC, specifically across the WAN, became an important component required for a 
scalable video telephony deployment. CAC could reroute or reprocess a call based on available bandwidth. If the 
bandwidth allocated was exceeded, the call could be converted to audio-only for transmission over the WAN or could 
be pushed back to audio-only over the PSTN.  

A common audio and video gateway platform had to exist to preserve video over the PSTN. Without such a gateway, 
failure or rerouting scenarios were not feasible. (Cisco now includes this gateway with the Voice Gateway (PVDM2) 
on Cisco Integrated Services Routers.) Deploying to satellite office sites created additional risk in this context, 
because the “overprovisioning” model that could be used at campus and backbone sites was less effective at lower 
bandwidths. (Risk mitigation and tradeoffs are discussed in section 4.3 of this document).  

Cisco CallManager could interact with provisioned SCCP Multipoint Control Unit (MCU) ports. This function allowed 
video telephony endpoints to use the digital signal processor resources of the MCU to participate in “ad hoc” 
multipoint video. Depending on code releases, hardware options, and configuration, the service allowed for a 
continuous presence format where all participants could see each other simultaneously in distinct quadrants on the 
display. SCCP MCU ports had to be listed first in a CallManager Media Resource Group List (MRGL). Because the 
MCU was listed as the first resource in a prioritized list of conferencing resources, it was used in any ad hoc 
conference calls, regardless of whether video was present. At the time of deployment, SCCP MCU ports were more 
expensive and latency-sensitive than audio-only conferencing ports, which was disadvantageous when looking at 
providing global ad-hoc multipoint video telephony. In the longer term, video telephony is expected to become more 
integrated with other applications and capabilities such as presence and collaboration suites. Video, in general, was 
considered a component of rich media and conferencing that will become commonplace as the service evolves into 
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more software-based solutions, thus increasing the requirements upon user desktop platforms, devices, and 
operating systems.  

Video telephony is a small piece in an overall collaboration framework whose details are beyond the scope of this 
document. However, this document discusses how video is expected to integrate into existing and future applications 
through services such as messaging, conferencing, and presence. All of these examples will continue to build on a 
larger framework with video increasingly becoming a shared collaboration service application. 

4. CISCO IT VIDEO TELEPHONY ARCHITECTURE 
Video telephony’s demand for bandwidth was not especially noticeable at sites with large amounts of bandwidth 
because the overall percentage of video telephony traffic is small. For instance, a campus and backbone site WAN 
link has approximately 10 percent of the bandwidth reserved for video, whereas a site with 1.5 Mbps has 30 percent 
reserved.  

Typically in Cisco nomenclature, large sites can be characterized as Tier 1 sites; examples include campus and 
remote sites with WAN bandwidth of at least 34 Mbps that have appropriate QoS policies in place. Lesser sites are 
characterized as Tier 2 through 4. Table 1 summarizes how Cisco IT characterized tier sites and how these sites 
translate into general business terminology. Beyond Tier 2, providing for CAC and QoS was in some cases infeasible. 
Regardless, all site categories had to include CAC to ensure that QoS policies were met. 

Table 1. Overview of Tiered Sites and Their Physical Characteristics 

Tier Description Bandwidth Features 

1 Campus and backbone 
sites 

LAN, MAN, WAN >34 Mbps 
Fixed latency <200 ms 

BW Analysis 
CAC, QoS required 

2 Satellite offices WAN <34 Mbps 
Fixed latency <250 ms 

CAC, QoS required 

3 VPN sites 
VPN home 

<2 Mbps 
Variable latency 

CAC, QoS required 
IPSec 

4 Hotspots/dial Variable bandwidth 
Unpredictable latency 

No QoS 
IPSec 

 

These characteristics had to be taken into account when describing a video telephony framework. Real-time 
applications such as video are particularly sensitive to the physical characteristics of the network on which they 
reside, so Cisco IT implemented video telephony through QoS to ensure enough bandwidth to support the service.  

As video becomes more pervasive, bandwidth, latency, and QoS will be key requirements when considering 
application provisioning. 

4.1. DIAL PLAN 
Video telephony is unique because it offers features such as call hold, call transfer, and other features not previously 
available in H.323 video conferencing. Although video telephony offers many new telephony-based features, clients 
transitioning from traditional H.323 video endpoints expected video telephony to be backward-compatible with 
existing systems. Therefore, Cisco IT had to impose a minimum level of integration between the telephony dial plan 
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and the H.323 video conferencing dial plan. H.323 integration also allowed video telephony to integrate with rich-
media conferencing services.  

For video-enabled phones to place and receive calls from H.323 video endpoints, video telephony had an immediate 
impact on both voice and H.323 video dial plans. Dial plan integration was part of the IT standard Cisco CallManager 
configuration for Cisco VT Advantage. Extending video telephony to various tier-level sites required the same 
considerations from a dial plan integration perspective. Cisco IT recommends adopting a common converged dial 
plan and moving away from an integrated dial plan that enables routing between voice and video traffic. With 
convergence all the video endpoints (such as SCCP, SIP, and H.323) directly connect to Cisco CallManager. 
Integration is a good strategy for incorporating video conferencing into existing equipment, and convergence is the 
best strategy for new deployments that start with Cisco CallManager and then add video.   

4.2. CISCO CALLMANAGER VIDEO IMPLEMENTATION CONSIDERATIONS 
To ensure that locations, regions, and partitions could properly accommodate video bandwidth, CAC, and codec 
negotiation, global changes were required. The following sections discuss the strategy overview. 

4.2.1. CISCO CALLMANAGER REGIONS 
Cisco CallManager regions were used to specify the bandwidth for audio and video calls within a region and between 
regions. The audio codec determined the type of compression and the maximum amount of bandwidth used per 
audio call. The video call bandwidth was the sum of the audio bandwidth and video bandwidth but did not include 
overhead. Regions were characterized by region name, audio codec, and video call bandwidth. (Valid values are 1 to 
8128 kbps.)  

For calls placed both inside and outside a particular region, various factors determined the default bandwidth value. 
Today, Cisco IT configures all H.323 video endpoints to place calls at 384 kbps and permits those calls to traverse 
the WAN. The H.263 video codec operating at 384 kbps is a common endpoint capability that allows most IP-based 
video endpoints to communicate with each other. Further, video multiplexing on the MCU imposes certain limits on 
the number of multipoint video calls that can be supported. For these reasons, 384 kbps was selected as the default 
value for all video telephony calls placed throughout video-enabled regions.  

Calls from phones in regions configured for G.729 to H.323 video terminals, and to H.323 conferencing resources, 
must use G.711. Transcoding capabilities are of limited use from a scaling perspective to deliver video with 
transcoded audio. This approach ensures that regions that can support video calls at 384 kbps would do so using 
G.711 to all other video regions. 

Table 2 lists the regional pairing requirements for voice codecs and the video bandwidth required. These determine 
the bit rate required when calling from one location to another. 
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Table 2. Cisco CallManager Region Pairing Requirements 

Voice codec ¦ Video call bandwidth 

Regions Usage Within this 
region 

All other 
non-video 
regions  

All other 
video low 
regions  

All other 
video high 
regions  

G729 

Remote  

Remote 
video Core MoH H323 Core Xcoder 

TLS Phones in 
site TLS G711 0 G729 0 G729 0 G711 0 G729 0 G729 0 G711 0 G729 0 G729 0 G711 0 

TLS video 
Low (new) 

video-
enabled 
phones in 
TLS (VTA) 

G711 384 

G729 

(see 
note 
1) 

0 G729 384 G711 384 G729 0 G729 384 G711 0 G711 384 G711 384 G711 0 

TLS video 
High (new) 

Standalone 
video 
endpoints in 
TLS, e.g., 
SCCP 
Tandberg 

G711 384 G711 0 G711 384 G711 384 G711 0 G711 384 G711 0 G711 384 G711 384 G711 0 

G729 
Remote 

Softphones/ 
IP Phones at 
home 

G729 0 G729 0 G729 0 G711 0  G729 0 G711 0 G729 0 G729 0 G729 0 

Remote 
video 

Video-
enabled 
phones at 
home 

G729 384 G729 0 G729 384 G711 384 G729 0  G711 0 G711 384 G711 384 G729 0 

Core MOH MoH servers G711 0 G711 0 G711 0 G711 0 G711 0 G711 0  G711 0 G711 0 G711 0 

H323 ICLs and GK 
trunks G711 384 G729 0 G711 384 G711 384 G729 0 G711 384 G711 0  G729 384 G729 0 

Core G711 Apps G711 384 G729 0 G711 384 G711 384 G729 0 G711 384 G711 0 G729 384  G711 0 
Xcoder Xcoders G711 0 G711 0 G711 0 G711 0 G729 0 G729 0 G711 0 G729 0 G711 0  

Note:   G.711 should be configured as the codec within the site. That means TLS video Low should use G.711 non-video regions. 

Note:   TLS represents the three-letter site code, the abbreviated name for a site. XYZ represents the site code, the three numbers that uniquely identify a site.
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4.2.2. CISCO CALLMANAGER LOCATIONS 
Cisco CallManager locations were configured to match the bandwidth percentage allotted to the video conference 
QoS policy. CallManager location values needed to allow for the fact that potential video traffic from existing H.323 
video terminals was vying for the same queue based on packet classification. CallManager and the existing video 
gatekeepers do not notify each other about call state information under location-based CAC. An accounting activity 
was conducted for both to ensure that the combined H.323 and video telephony bandwidth values did not exceed the 
QoS policy for a given link. This activity is in place today with existing campus and backbone sites that have both 
H.323 IPVC service and Cisco VT Advantage service. Cisco IT discovered all video applications should be 
automatically accounted for. For sites with unequal-cost backup WAN links, Cisco IT discovered that the QoS policy 
had to enforce the policing of video traffic because the location to percentage bandwidth could not be matched in this 
scenario. (Section 5.4 covers QoS in greater detail.) 

4.2.3. DEVICE POOL 
Based on the region settings, additional device pools were required to ensure that the previously mentioned region 
considerations could be met. Placing a phone in the proper pool dictated the video and audio codec pairing 
capabilities used during various call scenarios. 

4.2.4. VIDEO-ENABLED PHONES 
Cisco IT enabled phones sitewide, by pool, or by individual devices. The method chosen depended on site 
requirements at video telephony-enabled locations. Administrative overhead and granular control were the primary 
tradeoffs. 

4.2.5. PSTN ACCESS 
To allow for video to be part of PSTN-routed calls, the gateway interfacing with the PSTN had to be able to 
understand when video capabilities were passed to it. Having an H.320 video gateway interfacing with the PSTN 
allowed video to be part of direct inbound dial call scenarios. This is currently practiced today in certain sites 
provisioned for H.323 IP video conferencing. For the short term, large sites provisioned for video telephony will not be 
able to accommodate direct inbound dialing while still preserving video as part of the call. 

4.3. CALL ADMISSION CONTROL CONSIDERATIONS 
The objective of CAC is to manage how many calls are allowed onto a path at any one time so that the path is not 
overutilized, degrading transmission quality for all active calls. If a path is determined to be busy, other options can be 
made available such as processing an audio/video call with audio-only capabilities over the PSTN or sending a 
reorder signal.  

Cisco IT discovered an inherent risk in using location-based CAC: The application did not know the state of the 
network. The result is that in a WAN failure scenario, the CAC applications could not dynamically adapt to the change 
in available bandwidth and adjust the number of calls permitted through the WAN link. Additionally, beyond the first 
hop, call state information through the second hop probably was not completely accounted for. 

Another undesirable scenario existed when two or more applications controlled access to the priority video queue. 
The gatekeeper operated as the authoritative source of CAC for H.323 video devices (conventional video 
conferencing devices), and Cisco CallManager operated as the authoritative source of CAC for SCCP video devices 
(such as Cisco VT Advantage endpoints). Because the gatekeeper and CallManager did not communicate CAC 
status messages to each other, there was a risk that the video queue would be oversubscribed unless proper 
bandwidth accounting occurred to consider both. This consideration required more scrutiny at the satellite office sites, 
where bandwidth accounting is a higher priority given their lower bandwidths. From a timing and risk acceptance 
perspective, the tradeoff of deploying to satellite office sites sooner than later was an increased potential to 
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oversubscribe WAN links through the rudimentary CAC location mechanisms then available. Without a single dial 
plan, Cisco IT maintained the decoupled CallManager-IPVC gatekeeper and hence ran a moderate level of risk.  

Figures 6 through 8 illustrate varying grades of CAC intelligence starting with the worst-case scenario. These 
diagrams illustrate the challenges faced with video telephony at satellite office sites, as well as the relative risk.  

Satellite office sites with inadequate bandwidth were not candidates for deployment of Cisco VT Advantage. Figure 6 
illustrates sites that deployed both H.323 video conferencing and IP video telephony, which is still a common model.  

Figure 6.   Decoupled Location-Based CAC Model: Multiple Applications with Separate CAC Locations but One Queue – High 
Risk 

Site A has 
competing 
video from 
both IPVC 

and IP video 
telephony 
for video 

QoS.  
Queue may 

get over 
subscribed 

IPVC 
BW 
pool

IPVT 
BW 
pool

Site B has 
no call state 
information 
for A or C.  
Any video 
from other 
sites will 

pass 
through B 

Queue may 
get over 

subscribed 

Site C has 
competing 
video from 
both IPVC 

and IP video 
telephony 
for video 

QoS.  
Queue may 

get over 
subscribed 

Site A Site B Site C

Video 
Queue

Video 
Queue

IPVT 
BW 
pool

IPVC 
BW 
pool

 

This is the least intelligent CAC model, where the various video applications have separate mechanisms to 
determine location bandwidth. In Figure 6, the IPVC bandwidth pool used for CAC did not know, nor did it 
communicate any information to the IP video telephony bandwidth pool used for CAC. Because any one application 
could oversubscribe the single video queue, this had the most risk associated with it. Careful bandwidth accounting at 
the site had to occur to ensure that traffic leaving the site from the combination of both applications was understood. 
Nonetheless, there was still risk at transit sites (intermediary sites such as Site B) because no bandwidth state 
information was communicated through the call path. Campus and backbone sites were not affected because of the 
relatively high bandwidth available. 

Figure 7 shows a location-based CAC mechanism where the site location bandwidth is single in nature, meaning that 
video telephony and H.323 videoconferencing all use the same CAC and location bandwidth pool.  

Figure 7.   Single Location-Based CAC Model: Multiple Applications—Moderate Risk 

 

Bandwidth is properly accounted for at each end site, but bandwidth at transit (intermediary) sites that the call 
traverses still has no end-to-end state information. The video queue is still at risk of being oversubscribed. To achieve 
this model, the site either had to have only one video application deployed (meaning either H.323 video or Cisco VT 
Advantage) or both applications had to have a common dial plan and location CAC control point such as Cisco 
CallManager. Short-term considerations forced some satellite offices to employ this model if it was required to reduce 
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the risk. This also required renumbering a large portion of the H.323 IPVC dial plan to ensure that H.323 endpoints 
and Cisco VT Advantage endpoints were under the same CAC and dial control. Cisco IT found that this method was 
not recommended for satellite office sites. 

Figure 8 shows an end state where CAC is “intelligently” built into the network, using RSVP to predetermine during 
the call setup whether enough bandwidth exists “hop-by-hop” in the call path.  

Figure 8.   Intelligent CAC via RSVP – Low Risk 

 

 

Cisco IT observed that if enough bandwidth existed to meet the QoS parameters, the call would go through. If a 
particular call could not reserve enough bandwidth, an alternative call scenario was negotiated such as a PSTN 
reroute, downgrading to voice only, or dropping the call. Having the network control CAC allowed for applications 
such as H.323 video conferencing and video telephony with Cisco VT Advantage to be provisioned and deployed 
without concern for bandwidth and QoS policy oversubscription. 

When medium- and long-term solutions are developed, video telephony will adhere to those standards and 
incorporate any CAC policy that Cisco IT develops.  

Video telephony deployments required the location-only mechanisms. As the deployment continues, this will evolve 
into the more sophisticated RSVP-based approach. Converging dial plans will reduce requirements down to a single 
CAC mechanism. This will also enable video telephony to more easily adopt the medium-to-long-term goals for CAC. 

4.4. QUALITY OF SERVICE CONSIDERATIONS 
To achieve lip synchronization between voice and video media streams from one or two different IP addresses, delay 
must be minimalized. Video telephony is a good example of a service with a strong need to provide low latency of 
media delivery in real time.  

Cisco IT realized that to contend with asymmetrical backup links at the WAN edge, voice bearer traffic had to be 
given preferential treatment over video bearer traffic in a failure scenario. To accomplish this, QoS policies were 
implemented. Video telephony devices that could not accommodate the QoS requirements were not deployed into 
the trusted voice VLAN.  

4.5. LOCATION AND MOBILITY CONSIDERATIONS 
Concepts such as location-based CAC assume that devices are static in terms of their physical location. Video 
telephony deployments can be controlled at the phone because typically, Cisco users do not pick up their IP phones 
and travel between Cisco sites. However, Cisco’s call-processing infrastructure does not track device location if the 
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device is physically moved. From the perspective of Cisco CallManager, San Jose users carrying their IP Phone to a 
remote location with a 256-kbps WAN link still look as though they are located in San Jose. Cisco IT realized that until 
foundational requirements such as network intelligent CAC and device location awareness are met, all risks and 
considerations in this document will be more difficult to achieve as real-time applications on desktops such as video 
telephony become a reality. Location awareness for call processing is not unique to video telephony, so video 
telephony will need to rely upon the underlying IP telephony and network infrastructure to establish a sense of 
location and will have to behave in accordance with policies at that location. For video, this issue arises primarily 
when moving from a high-bandwidth site to a low-bandwidth site, as described in the next section. If a site cannot 
handle a small number or any video telephony calls, Cisco IT will have to block or downgrade the video portion of a 
call in such scenarios. 

4.6. GENERAL TOPOLOGY CONSIDERATIONS 
From the previous discussion, QoS policy adjusts the DSCP marking on the video stream from Precedence 5 to 
Precedence 4. With Cisco IT’s design, backup WAN circuits with less bandwidth than the primary circuit have a QoS 
policy that limits Precedence 4 traffic. As a result, the video traffic is dropped on the backup circuit. This occurs in a 
failure scenario.  

4.6.1. CISCO TIER 1 SITES 
Calls from campus and backbone sites to campus and backbone sites traverse the Cisco Tier 1 network. These have 
a minimum circuit bandwidth of DS3. The Cisco Tier 1 network adjusts QoS as necessary. 

Cisco IT made two primary topology considerations. The first pertains to equal-cost uplinks and the second to 
nonequal-cost uplinks.  

In campus and backbone sites with equal-cost WAN links, the voice and data traffic might take different paths. Cisco 
Express Forwarding is used for packet forwarding. By default it enforces destination load balancing, which allows the 
router to use multiple paths to achieve load sharing. Packets for a given source-destination host pair are guaranteed 
to take the same path, even if multiple paths are available. Traffic destined for different pairs tend to take different 
paths. The latency difference between the paths is not expected to affect lip synchronization. 

Campus and backbone sites that have nonequal-cost uplinks typically have Back Bone (BB) gateways as the 
preferred path, typically DS3 or 45 Mbps. The backup path is typically multiple T1 lines multiplexed together. If the 
preferred path fails, the backup is expected to be heavily utilized. For example, an estimated average utilization on 
the DS3 lines was approximately 10 percent and the estimated average peak was approximately 48 percent. 
Because of the anticipated utilization rates on the backup circuits, traffic with Precedence 4 was dropped. As a result, 
the video was lost but the audio stream was uninterrupted.  

In the campus and backbone sites that were exceptions to these assumptions, such as those with a single primary 
circuit with a backup provided by a dial-on-demand ISDN link, if a primary circuit failed, voice and video traffic were 
not permitted across the DDR circuit. The calls were audio context only and were provided through Survivable 
Remote Site Telephony (SRST).  

4.6.2. SATELLITES OFFICE SITE CONSIDERATIONS 
In some cases, Cisco IT had to determine whether a satellite office network had the necessary WAN bandwidth 
required for video telephony. For instance, a site with a 256-kbps link required a six-fold bandwidth increase to allow 
a single video call and the necessary QoS policy. The busy hour call average across the WAN, from a bandwidth 
perspective, made every attempt to fit into the bandwidth that was sized for the video priority queue. Excess calls 
were policed by the CAC mechanism in place. Where these requirements were not met, the WAN link required a 
bandwidth upgrade to accommodate video.  
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Typically, satellite office sites had two T1 or E1 links providing equal-cost load balancing during normal operation. A 
few sites had less than a T1 or did not have a T1 backup. Roughly 15 percent of the satellite office sites had a 
bundled multi-T1 solution using two to four T1 links as their primary WAN connection. Nonetheless, no satellite office 
site was able to accomplish more than a few simultaneous video telephony calls without upgrading bandwidth. 
Fortunately, link utilization was low enough that video traffic was not policed.  

4.6.3. AUDIO CODEC CONSIDERATIONS 
Part of implementing video telephony required that the G.711 codec be used. The same Cisco CallManager 
guidelines outlined earlier were also true for satellite office sites. 

Considering that some satellite office sites used lower bit-rate audio codecs, forcing the G.711 requirement caused 
fewer voice-only calls to traverse the WAN for normal on-net telephony. When converting busy hour call average on 
the WAN for voice to G.711 exceeded provisioned voice queues, implementing video caused interoperability 
problems. Cisco IT concluded that a site provisioned for video telephony had to be able to handle G.711 as a 
standard voice codec before implementing video. 

4.6.4. LATENCY CONSIDERATIONS 
Acceptable video transmissions should not experience more than 100–150 ms one-way transit delay. 
Communications and expectations had to be set with satellite office clients located at a site that had significant 
latency beyond what was reasonable for effective communication. Because typical satellite office sites are located 
further apart from each other (with distance proportional to latency), they were more likely to exceed this latency limit 
than campus and backbone sites. Cisco IT found that exceeding these parameters resulted in an unusable 
experience, which made deployment inadvisable. 

4.6.5. WIRELESS NETWORK CONSIDERATIONS 
Video telephony has historically been confined to wired networks. In evaluating deploying Cisco VT Advantage on 
user desktops over a wireless connection, Cisco IT concluded the following: 

● Most video conference and video telephony endpoints did not have the security intelligence built into their 
wireless interface stack to properly authenticate to the internal Cisco wireless network. 

● Video telephony evolution should allow the pairing of applications such as Cisco VT Advantage with Cisco IP 
Communicator. Together they are expected to become a fully functional software-based video telephony 
endpoint. 

● The wireless bandwidth available at a location had to be able to accommodate the video telephony busy hour 
call average, and where this was not possible, video telephony had to be restricted from accessing the 
wireless LAN.  

● Quality of video telephony over wireless. Typically, video telephony solutions such as soft clients reside in the 
data VLAN for both voice and video. The shared media aspect of wireless LANs would mean that applications 
would compete for bandwidth while not being able to use the granular QoS functionality built into many wired 
LAN switch ASICs.  

4.7. IP ADDRESSING CONSIDERATIONS 
Video hard phones had to reside in a voice VLAN. Through 802.1p/q trunking, as well as Trivial File Transfer Protocol 
(TFTP) interaction, the default behavior for this phone was to receive a DHCP lease from the voice VLAN. Proper 
VLAN assignment is imperative to ensure that traffic is trusted properly. 

At deployment time, video telephony software applications had to remain in the untrusted desktop data VLAN in the 
short term because the traffic from the laptop and desktop interfaces was untrusted. In the future, as more application 
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intelligence is built into security agents, a single desktop application might be able to be trusted with relative certainty. 
This would also require policy controls to be built into both the desktop and the network. Such a solution is part of a 
medium- to long-term approach within an overall model for network and application trust and authorization.  

4.8. IP MULTICAST CONSIDERATIONS 
At deployment time, video telephony devices and applications did not have any special requirements to support 
multicast. 

4.9. CONFERENCING CONSIDERATIONS 
The MCU provided multipoint calls to the existing H.323 IP videoconferencing infrastructure. With the availability of 
Skinny-based video conferencing, ad hoc multipoint video telephony calls were achieved by provisioning SCCP ports 
on the 3540 MCU and provisioning the MCU as a bridge resource on Cisco CallManager. MCU resources were 
provisioned as the first available resource in the phones media resource group list (MRGL). This created a scenario 
where if the ad hoc multipoint call was placed to audio-only participants, the video MCU resource was still favored 
over the existing audio-only resource. This behavior was purely a function of Cisco CallManager. Creating global ad 
hoc video capabilities for video telephony required deploying at least one MCU at every cluster that was video 
enabled. Cisco IT determined that ad hoc multipoint video telephony was technically feasible and found that the 
associated tangible and intangible costs associated with deploying one or more Skinny MCUs at each cluster 
throughout the deployment was a business decision. 

A comprehensive multipoint video conferencing strategy will be advanced beyond the existing H.323 MCU service 
offering as part of the Cisco Unified MeetingPlace rich media solution offering. Through the previously mentioned dial 
strategy, video telephony will be able to access future conferencing services involving integrated voice, video, and 
web conferencing. Video telephony will rely upon the dial plan and call processing to accommodate access to rich 
media services as these services become available in the enterprise. 

4.10. USER IMPACT AND CONSIDERATIONS 
Cisco IT found that there were subtle differences depending on whether a video telephony device had a desktop 
component or was a self-contained phone. 

Cisco Unified VT Advantage is a desktop application. User expectations had to be set and managed as with any 
other application on the user desktop. 

Cisco required the user experience to be seamless. It was important that making a video call would not require 
extensive knowledge beyond placing a regular phone call.  

Ad hoc multipoint video capabilities would not work if video DSP resources were not available at the site or were not 
provisioned for the phone in question. 

Attempting to deploy Cisco VT Advantage to noncampus and nonbackbone sites before provisioning the required 
bandwidth, QoS, and CAC mechanisms resulted in a poor user experience. Bandwidth had to be at business quality, 
which is typically 384 kbps (the H.323 standard). Interoperability with other video services meant that minimum 
baselines had to be met. Cisco IT determined that delivering 30 frames per second (fps) in Common Information 
Format (CIF) could be achieved across most codecs at this bandwidth. (This design guideline was based upon the 
original IPVC work as referenced in the video conferencing Solution Reference Network Design: 
http://www.cisco.com/en/US/docs/video/cuvc/design/guides/srnd/uvcsrnd.pdf ) 

PC processor utilization had to be taken into account during an active Cisco VT Advantage call. The difference in 
negotiated video bandwidth did not appear to affect utilization. Utilization rates varied based on the processor state at 
the time of the call. 

http://www.cisco.com/en/US/docs/video/cuvc/design/guides/srnd/uvcsrnd.pdf
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4.11. RESILIENCY AND REDUNDANCY CONSIDERATIONS 
Video telephony-to-video call processing is a function of Cisco CallManager and intercluster gatekeeper call routing. 
These were subject to the CallManager and voice gatekeeper redundancy policies. These policies already existed as 
part of the IP telephony deployment in place for more than five years before video telephony was deployed at Cisco. 

4.12. PHYSICAL AND ENVIRONMENTAL CONSIDERATIONS 
For software applications capable of delivering real-time video telephony capabilities, the underlying hardware 
platform had to have the resources to properly facilitate the processing requirements associated with voice and video.  

Care was taken to match the display output with the standard used. Depending on where video telephony was to be 
provisioned, one of two possible format standards was used:  

● NTSC running at 60 Hz, 120 volts 

● PAL, running at 50 Hz, 240 volts 

The standard used varied from country to country, so proper versions were deployed based on the country and 
region. Cisco IT discovered that the video format version depended on the electrical and lighting frequency in use. 
Using the wrong version resulted in out-of-phase video and flicker. 

4.13. LEGAL CONSIDERATIONS 
Cisco IT required that video telephony not impose any new legal risks. Therefore, standard call- processing rules and 
policies for voice had to be followed. Legal issues were considered in a site-by-site fashion; for instance, if IP network 
traversal was prohibited, video was not included end to end.  

Changes to call routing to accommodate video telephony were examined region by region to ensure adherence to on-
net versus off-net national policies.  

4.14. OPERATIONAL CONSIDERATIONS 
The following operational considerations had to be met before deploying video telephony. 

● Client-facing considerations: At tiered sites, alignment of client solution expectations and actual solution 
features was achieved through communication between Cisco IT and the client. Alignment on expectations 
was required to mitigate support calls and escalations regarding the features the video telephony solution was 
able to deliver. 

● Client platform considerations: Software-based video telephony clients had to run on top of a hardware 
platform capable of processing voice and video encoding. Unless the camera involved used its own native 
processing capability, the actual application was required to perform this task. As new capabilities such as 
H.264 and wideband audio codecs come to fruition, the standard desktop profile supported by Cisco IT should 
be able to facilitate the application’s minimum requirements. With each new technology iteration, not all 
desktop systems will meet minimum requirements and upgrades will be needed.  

● Software delivery considerations: Cisco IT relied on a standard IT mechanism at deployment time to manage 
application delivery. As these applications become as commonplace as e-mail, video telephony applications 
will likely become part of the standard desktop image. 

● Voice and network operations teams: In deploying video telephony, Cisco IT collaborated with the IP 
Telephony and Networking operations teams. These teams played a critical role not only in developing and 
implementing the design, but also in integrating the new support requirements to their areas of operation and 
management. 
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4.15. VIDEO CALL PRIVACY 
With both hardware and software video telephony clients, there were no user prompts with inbound video calls. When 
video is part of the call setup, it initiates automatically. For privacy purposes, users had to learn new habits such as 
putting a built-in shutter in place, or shutting down the application when not in use. Cisco IT also determined that 
hardware-based solutions that could not maintain visual privacy should not use the auto-answer functionality or 
should be configured for muted auto answering.  

Likewise, with soft clients and other desktop applications, users had to be trained to disable or shield video when not 
intended for use. Users had to be made aware, for instance, that Cisco VT Advantage running on a laptop with the 
screen locked still displays video if the user is on a phone call with another video telephony user.  

5. CISCO IT IMPACT 
Cisco IT defined five fundamental considerations for video telephony implementation:  

1. Enabling video on Cisco CallManager required consideration not only of endpoint configuration, but also of call 
processing. To ensure that all video calls were routed on-net with proper audio and video codec pairings, the key 
requirements listed in Table 2 had to be met. This mandated that route patterns, regions, and device pools be 
updated to accommodate the needs of video telephony and video conferencing. 

2. Locations had to be evaluated to ensure that CAC adhered to QoS standards, both existing and under 
development. Any large-scale deployment of video telephony required that Cisco IT monitor and establish good 
baseline measurements of resource requirements on Cisco CallManager. 

3. From a network infrastructure perspective, sites that were capable of accommodating video traffic had to 
guarantee that proper QoS considerations were made for video signaling and bearer traffic in conjunction with 
existing and future CAC strategy. Ensuring that CAC and the QoS policies were aligned was necessary for 
delivery of video telephony without adversely affecting the network or existing applications. This was more critical 
at smaller sites with less WAN bandwidth. Depending on the video telephony solution, whether an end-user 
device was mobile or not also affected the strategy for CAC, bandwidth impact, and QoS. Making informed 
technical and business decisions required the ability to collect meaningful statistics for video telephony call state 
information and network utilization. In some cases, Cisco IT needed to develop or partner to create this 
capability. 

4. As video telephony applications become more pervasive, their impact on the wireless network, as well as 
location determination, will also have to be taken into account. Some areas can be addressed in the short term 
whereas others will arise as new capabilities become available. 

5. At the desktop, client expectations needed to be managed because not all video calls could be completed 
because of bandwidth and CAC limitations. Because not all sites did not get video telephony at precisely the 
same time, expectations had to be set. As with any new technology deployment within Cisco, the support 
organizations had to be adequately staffed to support the expected increase in case load. To lessen the impact, 
a comprehensive list of FAQs and e-learning modules were posted to the Cisco website, and an extensive 
communication strategy around the deployment helped reduce the case load. 

6. SUMMARY OF BEST PRACTICES 
During video telephony deployment at Cisco, the following best practices were identified:  

● End-user phone usability and ease of use must remain intact. Video must not diminish the current capabilities 
of the voice system. 

● Video telephony must not negatively affect core applications on the desktop. 

● Client hardware must be able to support video telephony applications and hardware. 
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● Client software upgrades must be automated. 

● Client software must be available by standard IT supported software delivery mechanisms. 

● The video telephony solution must be supportable and manageable within the Cisco IT global infrastructure. 

● Video telephony must not create legal or security issues in the countries where it is deployed.  

● The overall solution should not negatively affect other conferencing services such as voice, video, and web 
conferencing. 

● Video telephony must not disrupt normal voice or data service on the network. This includes services such as 
voice quality of service or the call-processing infrastructure. 

● Video telephony must not negatively affect the integrity of the available WAN bandwidth, beyond what 
percentage of bandwidth is reserved for video traffic within the WAN QoS guidelines. 

● The audio and video stream must be delivered within 20 ms of each other to ensure lip synchronization. 

● Usage, call statistics, and other typical telephony and network metrics must be available for video. 

● Other incumbent video applications such as H.323 conference room systems or streaming video must be 
taken into account. Neither service should restrict the other from functioning properly. 

● Video codecs must allow native support or transcoding between H.263, H.264, and H.261. 

● Cisco IT recommends standardizing on a common audio codec (for example, G.711) to use what is widely 
available today. Future developments in, for example, wideband audio (G.722) will likely revolutionize 
conference room video telephony, but this codec standard is not yet widely supported on IP phones. 

● One-way latency must be no more than 100–150 ms. 

● Integration of the telephony dial plan and the H.323 video-conferencing dial plans is important. 

● Cisco CallManager locations should be configured to match the bandwidth percentage that will be allotted to 
the videoconference QoS policy.  

● Cisco CallManager and the existing video gatekeepers do not notify each other regarding call-state 
information under location-based CAC. An accounting activity must be done for both to ensure that aggregate 
H.323 and video telephony bandwidth values do not exceed the QoS policy for a given link. If possible, all 
video applications should be accounted for automatically. 

● To contend with asymmetrical backup links at the WAN edge, voice bearer traffic must be guaranteed 
preferential treatment over video bearer traffic in a failure scenario. 

● Hard videophones should have a tight port range in order to enforce QoS policies. 

● Video telephony devices that cannot accommodate QoS requirements should not be deployed into the trusted 
voice VLAN. 

● For software applications to deliver real-time video telephony capabilities, the underlying hardware platform 
must have the resources to meet the processing requirements associated with voice and video. 

● Care should be taken to ensure that the display output is in the right format, PAL or NTSC. 

● A site provisioned for video telephony should be able to handle G.711 as a standard voice codec prior to 
implementing video. In general, the key to deploying Cisco VT Advantage is to ensure sufficient bandwidth to 
handle the increased traffic from video. 

● Cisco IT has concluded that it is desirable to move away from an integrated dial plan that enables routing 
between voice and video traffic and into a common converged dial plan in which all video endpoints (Skinny, 
SIP, H.323) directly connect to Cisco CallManager. Integration is a good strategy for incorporating existing 
equipment, but convergence is the best strategy for new deployments that start with Cisco CallManager and 
then add video.   
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7. NEXT STEPS 
This document has discussed Cisco IT best practices for enabling video telephony throughout the Cisco worldwide 
campus infrastructure. At the time this deployment phase completed, a plan was in place to extend video telephony to 
all Cisco locations, regardless of size. The next phase of this technology deployment will include advances in routing, 
video equipment, codecs, and other technologies that enable VPN connections to support video telephony.  

The next phase is scheduled to start in 2007. This document will be updated with additional best practices for 
deploying video telephony to small and medium-sized business and home-office environments.  

FOR MORE INFORMATION 
To read the entire best practice or for additional Cisco IT best practices on a variety of business solutions, visit Cisco 
on Cisco: Inside Cisco IT www.cisco.com/go/ciscoit 

NOTE 
This publication describes how Cisco has benefited from the deployment of its own products. Many factors may have 
contributed to the results and benefits described; Cisco does not guarantee comparable results elsewhere. 

CISCO PROVIDES THIS PUBLICATION AS IS WITHOUT WARRANTY OF ANY KIND, EITHER EXPRESS OR 
IMPLIED, INCLUDING THE IMPLIED WARRANTIES OF MERCHANTABILITY OR FITNESS FOR A PARTICULAR 
PURPOSE. 

Some jurisdictions do not allow disclaimer of express or implied warranties, therefore this disclaimer may not apply to 
you. 
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