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Carrier class routers - agenda

What is ,carrier class’?
At the heart
The big ones

Last, but not least




What is ,Carrier Class”?




»1he Net” is victim of popularity

Feedback loop:

* new technology gives you more
bandwidth.

* more bandwidth enables you to use
new applications.

* new applications attract new users,
driving bandwidth requirement up.

» to enable it new technology is created...

currently 150xHDTV
DSL/cable

Ethernet Fast Ethernet " .
Gigabit Ethernet TenGE




It’s not finished!

More bandwidth forces changes in
the network.

New services force changes in the
network.

True for all networks, enterprise
and service provider.

4xTenGE




CRS-1, still the fastest router

One, but BIG
1.28 Tbit/s chassis, up to 72 chassis linked (92Tbit/s)

Upgrade without traffic interruption

also from one chassis to multichassis

Scaling preserves the same architecture

the same packet path, functionality, throughput...

Why upgrade better than replacement?
operation cost (new power supply, moving links, traffic stopped)

unified management (whole system seen as one router)




Large networks until 2005
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Introducing CRS-1
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Collapsed nodes (started in 2006)
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At the heart

v10S XR 3.5.2




IOS XR Software for CRS and 12K

Releases at a Glance

3.2
June 2005
Shipping
*Core Routing
*Internet Peering
*IPv4
Unicast/Multica
st
*IPv6
Unicast/Multica
st
*Embedded
Management
*CRS-8/CRS-16
*Fixed and
Modular
Interface
support
*Route Policy
Language

3.3
May 2006
Shipping
*IPoDWDM on
CRS
*Secure Domain
Routers
*Link bundle
*L3VPNs (RPF-
2547 over
MPLS)
*BGP Next-hop
addr tracking
*Diff-Serv TE
with MAM
*GMPLS
*|IPv4 Sample
Netflow

3.4
Oct 2006
Shipping
*CRS-4
*5/8/10x GE 1x
10G SPA,
2x/4x OC48
POS SPA on
CRS
*L2VPN
(IETF PWES3,

static/targeted
LDP)

*MPLS VPN
CcsC

*EoMPLS
L2VPN

*MPLS L3VPN
Inter-AS

3.5.2
Nov 2007
Shipping
*MVPNv4
*MPP
*IP FRR
*|Pv6 and
MPLS

Sampled
Netflow

*L2TPv3
L3VPN
support

*6VPE/6PE

vFW and
IPsec

*PCE

3.6
Dec 2007
Future
*NSR
*QoS
Enhancement

*Scalability
Improvement

*cT1/E1 SPA

*QPPB

*OSPF Sham
Link

*LPTS policing

*FRF.12 and
FRF.16

*Link Bundling
(GE/M10GE)

*Sashimi
Licensing




Common I0OS XR Content
Release 3.5.2

Cisco IOS XR 3.5.0 Common and Platform Features

MVPNv4 LDP Auto-config

« Multicast VPN with default and data MDT * ISIS and OSPF Support
» VRF Mode Support for IGMP, BSR, PIM (SM-SSM) TTL/GTSM for OSPF

* PIM support in core for SM, SSM Management Plane Protection
Hitless Key Exchange + In-band interface configuration to handle traffic
* ISIS support: HMAC-MD5 * RP Ethernet interface supported as default out-
* OSPF Support: MD5, SHA1, HMAC-SHA1, HMAC- of-band interface
MD5 » Support for HTTP, HTTPS, SNMPv3, TELNET,

Path Computation Element SSH, TFTPD Servers
* Inter-area TE with both PCC and PCE support IP SLA Enhancements
* TE tunnels over regular bandwidth pool (non-DS * MPLS LSP Monitor
TE) * LSP Ping and Trace Automation
* PCE Discovery * Support for VCCV for PW

« Support for OSPF MIB support
* Manual or Dynamic PCE Discovery - TE-FRR-MIB

» Backward Recursive Path Computation + CISCO-BGP4-MIB enhancement to support v6
+ Stateless PCE Support peer monitoring

* MVPN-V4-MIBMVPN-V4-MIB




XR12000 Specific I0OS XR Content
Release 3.5.2

Cisco IOS XR 3.5.0 XR12K Features

L2TPv3 L3VPN support
XR 12K Hardware « QOS supported Models-L3/nC/nD, L3/1C/1D,

SPA: CHOC3/STM1 L3/1C/nD, L3/nC/mD
SPA: CHOC12> DS0 * MLPPP w/QoS support on CE-PE MPLS VPN link

SPA: 4,8 x OC3 POS * Route target rewrite on AS boundary
SPA: 2,4,8 x OC12 POS * MTU specification under tunnel template
SPA: 1x OC48 POS * BGP link bandwidth advertisement
* Per VRF Prefix limit
* BGP Hub and Spoke
* IPSec encryption
Sphere fabric support « Next Hop Tracking support
» Chassis supported: 12010, 12410, 12016, 12416 * Support to set tunnel precedence
Link Fragmentation and Interleaving * 6VPN service over L2TPv3
« MLP/LFI support w/ following SPAs:CHOC3/STM1 + 6 VPE/6PE support
CT3 on SIPx01LC’s « PE-CE protocol: static, EIGRP, eBGP
+ Site of Origin support
* ASN Override
* Hub and Spoke
* Allow-AS-In
* BGP Prefix filtering
* BGP AS Path filtering




XR 12000 Specific IOS XR Content
Release 3.5.2

Cisco I10S XR 3.5.0 XR12K features

6 VPE/6PE support (cont’d)

* BGP Max prefix

 BGP Route Refresh

* Route Target rewrite at AS Boundary

* v6 VRF aware ACL, Ping, Telnet, SNMP, MPLS Sampled Netflow

XML * v9 format support
- v6 VRF aware traceroute with or without P * Ingress and Egress Sampled packets

router visibility « Interface and sub-interface mode

* VRF aware BGP Dampening supported

* VRF aware MIB for IPv6 VPN IPv6 over FR encap support

* Diff-Serv QoS on Ingress and Egress -
- BGP Multipath Strict mode uRPF w/o MIB Support

. VRF route limit Flexible RP pairing
* PE to PE MPLS TE Tunnels
» BGP graceful restart for vé VPN AFI or v6
AFI
* Prefix based outbound route filtering
» CISCO-BGP4-MIB to support IPv6 peer
tables
* Interface support: VLAN, MLPPP, FR
DLCI, ATM




XR12000 Specific I0OS XR Content
Release 3.5.2

Cisco IOS XR 3.5.0 XR12K features

Virtual Firewall Services
* Provide network based vFW managed service
» 250 vFW contexts on XBlade HW
* NAT/PAT services
« Stateful redundancy
* Compliance with ACE1.0 vFW features

IPSec Service Enhancements

* Object Tracking

* Debug tool enhancement

* Integration with Biscuit — L2TPv3 core

* MPLS on inbound

* Mixture of I/Fs SPA with IPSEC SPA on same SIP LC




BGP PIC

Prefix independent convergence




T1 T2
Down Convergence +—//mMmMm8m8m™—

Assume a flow from Src to Dest

T1: when L fails, the best path is impacted

loss of traffic

T2: when the network converges, a next best path is computed

traffic reaches the destination again
Loss of Connectivity: T2 — T1, called “Down convergence” hereafter

Our aim is to minimize the “Down convergence” time for BGP prefixes.




Failures to consider

Within AS1:

. Link failures (PE-P, P-P) or P node failures require IGP convergence + BGP
PIC

‘D PE node failure: requires IGP convergence + BGP PIC, optionally also BGP
convergence

Qutside AS1

O PE-CE link failure: requires BGP convergence to recover




BGP Prefix-Independent Convergence
Core failure

PE1’s RIB:

10.1.1/24 via PE2
10.1.2/24 via PE2

99.99.99/24 via PE2

PE2 is reachable via P0oS2

Upon a core failure, the IGP finds an alternate path to
the BGP next-hop PE2 in a few 100’s of msec

Requirement: the BGP prefixes depending on
reachability to PE2 must leverage the new ISIS path as
soon as it is updated in the FIB




traffic loss (msec)

The right behaviour is “BGP PIC/core”

iox-crs1-P-ISIS-BGPipv4-dpi2i-021307_154358-I-nlb

Agilent measurements

| | .

1000 2000 3000 4000 5000 / 6000 7000
prefixnr BGP PIC effect

The measured convergence to the
BGP nhop

The measured convergence to the
first BGP dependent to this BGP
nhop

The measured convergence to the
middle (175k) BGP dependent to
this BGP nhop

The measured convergence to the

g last (350k) BGP dependent to this

BGP nhop

Prefix 1 to 5000 are ISIS prefixes.
The BGP nhop is an important
ISIS prefix and hence is prioritized
to the very start of the
convergence

Testbed: Tier1 ISP topology, CRS1, 10X3.5, 5000 ISIS prefixes,
350k IPv4 BGP dependents to impacted BGP nhop

same behavior for VPNv4 starting with 3.5

When ISIS converges, all the BGP dependents immediately

leverage the ISIS convergence




The right architecture: hierarchical FIB

BGP net

BGP net \
~.

BGP LDI IGP LDl oif

/ BGP nexthop(s) IGP nexthop(s) Output Interface
BGP net

Pointer Indirection between BGP and IGP entries allow
for immediate leveraging of the IGP convergence




Hierarchical FIB - Advantages

Routing Convergence: BGP PIC Core

the BGP dependents converge at IGP convergence of their nhop

Scaling and Robustness
Smaller FIB Memory (thanks to sharing)

Much less CPU requirement (no need to reflatten all BGP prefixes upon
IGP change)

Commercially available — proven




The big ones

v'CRS-1
v Cisco 12000







