
ROUTING & SWITCHING - SWITCHING SECRETS FOR MULTIMEDIA 

 
ANNOUNCER: Welcome to TechWiseTV on the Cisco Interaction Network. Please remember to submit your technical questions in 
the field provided at the bottom of the viewing console. You can also e-mail questions, comments and suggestions to 
techwisetv@cisco.com. Thank you for joining us and enjoy the show. 
 
VALERIE ST JOHN: Network technology has reshaped the entire world and not just made it flatter. 
 
ROBB BOYD: We have the industrial age, the renaissance. This is the information age, it's changed the way we do business. 
 
VALERIE ST JOHN: We're adding new dimensions to the globe today as we discover switching secrets for multimedia. 
 
ROBB BOYD: A switch is not just a switch. 
 
VALERIE ST JOHN: We'll explore Cisco's stack-wise technology and break down the most dangerous mistakes commonly made in so-
called stackable switches. 
 
JIMMY RAY PURSER: A stackable has to mask itself to be a chassis. This switch has to act as a Supervisor card and the other cards 
have to be like linecards. 
 
VALERIE ST JOHN: We'll look at security from the inside out and illustrate three security technologies you may be overlooking. 
 
CARL SOLDER: The whole idea behind Control Plane Policing is to apply a rate limiter to basically limit the amount of traffic that 
goes to that control plane. 
 
VALERIE ST JOHN: We'll take apart the Cisco Catalyst 6500 series virtual switching system and look at the five biggest advantages 
of VSS in your network. 
 
CARL SOLDER: Just administrative and management overhead, consolidated configuration, Multi-Chassis EtherChannel port, MEC, 
nonstop forwarding, stateful switchover. 
 
VALERIE ST JOHN: Video has become the killer app. We'll show you how to build out your network to support high-end full-service 
video. 
 
ROBB BOYD: When you're ready to deploy video we build this network. But the reality is, video's happening on your network already 
and it's coming in at all these different places. 
 
VALERIE ST JOHN: We're pulling back the curtain to reveal a wealth of information as we expose switching secrets for multimedia. 
This is TechWiseTV, technology you can use from geeks you can trust, only on the Cisco Interaction Network. Welcome to 
TechWiseTV. I'm Valerie St John, along with Cisco's solutions experts Robb Boyd and Jimmy Ray Purser. 
 
JIMMY RAY PURSER: Hi Valerie. 
 
VALERIE ST JOHN: My colleagues. Our focus today, switching secrets for multimedia. Okay, Robb, let's get right to it with some 
basics. Describe what you refer to as the network effect. What is that? 
 
ROBB BOYD: The idea, what I mean by the network effect is similar to what many may be familiar with as the butterfly effect, the 
idea that a butterfly's wings can create massive changes somewhere else in the world, even as much as a tornado strictly from a 
butterfly. Well, network effect, we're so interconnected now to this day, the idea behind the network effect is that small changes in 
the network can have such distributed effect somewhere else in a much more major way. It means we need to pay attention to the 
small things. The internet has created this thing called the information age and it's on par with other big changes we've seen over 
time. If you really think about it, we have the industrial age, the renaissance, this is the information age. It's changed the way we 
do business. 
 
VALERIE ST JOHN: So it's a kind of revolution, right? It used to be all about getting connected. Now it's really about being 
connected. 
 
ROBB BOYD: I like that a lot. 
 
VALERIE ST JOHN: So how can we continue, do you think, to harness this innovation? 
 
ROBB BOYD: Well, that's exactly what today's show is about. In fact, looking back at the foundational element of the network and 
highlighting the innovation that makes today's information age possible, intelligent network switches are simultaneously more 
important, yet under-appreciated now than ever before. You think a switch is just a switch? Well, you know what, a lot of switch 
manufacturers would certainly like you to think that. Today we examine unique aspects of the very pillars that support the 



innovation we're talking about, management, troubleshooting, security, availability, familiar terms, of course, to any network geek 
for sure. But today's show promises to give you the new stuff, that stuff that can make your life a whole lot easier. In fact, it's not 
even new. Some of the stuff's been around for a while but people don't even realize it. Bottom line today, secrets are going to be 
revealed. 
 
VALERIE ST JOHN: Secrets, I don't know about you guys at home, but I personally can't wait. Jimmy Ray, what would you say is the 
real need here? 
 
JIMMY RAY PURSER: Well, you know, switching has really changed a lot and the thing is, is that when we're looking at a network 
switch today, a lot of folks are looking at this is the place that we plug our ports and devices and they just kind of ignore them. Lot 
of folks are now focusing on more advanced technologies like security or voice or anything like that. And so switches have really 
grown up, but a lot of times their use has not. And that's really kind of what is disturbing a lot of times is that there's some 
incredibly nice features in switching today that are not being used. I used to do a presentation that was called fifteen minutes. You 
take an extra fifteen minutes in your network and you can really add so much more security and so much more reliability. Right 
now we're more dependent upon our data than we have been at any time in this world. Used to we had stuff in filing cabinets and 
this and that and we could recover from big disasters. But right now if just a simple e-mail server goes down, the whole business is 
considered down. If you lose a backup and you can't restore your data and you lose all your data, 92% of businesses fail within the 
first year because of that. So right now we're so dependent on it and a lot of folks are kind of taking a low-cost route when it comes 
to building out. 
 
ROBB BOYS: Well, that's the idea, right. I think a lot of people have taken their eye off the importance of the lowly switch and they 
said a switch is just a switch, it's just there to pass packets, I can get a per port price much lower. But let's talk about some of the 
specific things that you have deemed as being important to this conversation, one of them which is specific to Cisco switches, in 
general, generic online diagnostics or Gold. 
 
JIMMY RAY PURSER: Right, absolutely, Gold is a really cool feature that we have built into the products here that we actually use to 
take a deeper look at what's going on in a switch. Typically what a lot of people look at Gold at is this is just a way to test more 
stuff during a power-on self test, a post test. Let's go take a look at the laptop here. One of the things that I did was I ran a Gold 
test. You can configure this with a diag command and Gold has so many features and so many things that we can do to it. But one 
of the things that a lot of people use it for is just for the power-on self test. Here's a copy of what I just checked on here and you 
can see this is ran on the 6500. And this is the post-test. Just a little bit of stuff here, we kind of expect this. Now I do a Gold boot 
power up and you can see all the stuff that's being test in this and you can see the most important part about this is is that it's 
actually coming back and it's saying diag_okay and move to the next part of the module. And what it really does is with a 
switchable post-test it's actually just making sure that it's got power that it can bring up the power supplies, that it can deliver line 
power throughout the switch and then it comes online. And here's the thing, a lot of people are using Gold as a way to just do 
power-on self tests and that's a pretty cool way too because actually instead of just checking that I can deliver power, some of the 
physical aspects, some of the more ASIC type of aspects to it, Gold when it boots up, it'll add about maybe between, depending 
upon the switch, about 10 to 15 to 20 seconds per linecard on a boot device but it's checking all my Layer 2 paths, all my Layer 3 
stuff, (inaudible). 
 
ROBB BOYD: How often does that actually happen though? You're not taking a switch up and down. 
 
JIMMY RAY PURSER: It's not that often. 
 
ROBB BOYD: You turn them on. 
 
JIMMY RAY PURSER: It's not that often at all. And the cool thing about it is that I can actually have it in the background continually 
monitoring the health of the switch and checking out if I've got a card bad, if I've got a route starting to flap, if I've got CAM entries 
that are staleing out on this switch. Every now and again, this switch just acts funny, I don't know what it is. Gold is going to catch 
that. 
 
ROBB BOYD: Is it going to proactively reach out and let me know, become sort of a nondisruptive test as the switch (inaudible). 
 
JIMMY RAY PURSER: Well, there's disruptive and nondisruptive. That's a very good point because it's something that I forget a lot 
of times is that with Gold there's a ton of nondisruptive tests, but there's also some disruptive ones too that actually we'll have to 
reset the switch. They're kind of what we call bench boots, a bench test. And if you do that you could actually see where it will say 
right on the thing this is a disruptive test, do you want to run, yes or no. So you won't cut your arm off. 
 
ROBB BOYD: We've got more we could talk about there and there's a couple of things and I want us to build up to something I 
know you've been wanting to talk about. But first, IP SLA or this notion I always think about service level agreements, obviously, 
there, but there's some ways in which we can use that more intelligently within the switches themselves? Some people may be 
overlooking this one too? 
 
JIMMY RAY PURSER: Well, IP SLA is a (inaudible) test my little pad there, is really a pretty slick feature. It actually uses the concept 
of generating synthetic traffic to test what my network is going to be like. So let's take a look here. I've got a couple of switches on 
my network here and let's say that I'm looking at putting voice on my network. And so testing a network for voice can be pretty 
expensive. If you've got Cisco switches out there it doesn't have to be expensive at all. I could actually run IP SLA and I can run 



some jitter tests and see what my traffic is going to be like at the endpoint and when it actually hits I can run -- I think there's like 
13, 14 tests, I think there's like 18 different tests that I can actually run with the 10.4 code or the 12.4, 10.4, man that takes us 
way back doesn't it. The 12.4 code, there's a whole bunch of tests, about 18 or so that I can run, and see what my network's 
doing. They're great for troubleshooting. They're fantastic for actually --. 
 
ROBB BOYD: This is modeling, right? 
 
JIMMY RAY PURSER: It really is modeling. 
 
ROBB BOYD: I want to do this, this is what I understand to be the impact on the network, let me make sure, even though the data 
sheets all say it works, let me make sure it's going to work in my specific configuration and it's going to actually take out a new 
account. 
 
JIMMY RAY PURSER: Absolutely, now let me tell you where a lot of folks disregard an IP SLA. They're like well, okay, this is what I 
first thought. When I first showed I'm like okay, yes, big whoop, now I've seen bit error testing or BERT testing before. And the 
problem is that you're not accounting for processor time right here. So if I got my packet sent out and that's at time socket one and 
my packet is transversing this link, by the time it gets here and hits this interface, it has to go through the CPU, get processed, get 
queued up in whatever else is in that traffic and kind of first-in, first-out or whatever QoS setting I maybe have behind here, and it 
may not get out for a couple of time slices. And then it's going to leave here at time -- actually that would be time three, and then 
get read over here at time four and that's going to tell me my result. That is incredibly inaccurate because I'm not accounting for 
this time slice, as I thought. I was telling people this is my problem, this doesn't work like you say it does. But after I take a look at 
it and get the folks to explain to me, they're like no, listen here Goober, here's how it really works, is that I'm sending this traffic 
down at time one. So it's received by a switch here at time two. Time two is then going to process that packet and by the time it 
gets done processing it, it's at time three. It's going to take that delta because all these packets are time stamped when they come 
in. So I can actually measure them. It'll take the delta of time to the entrance, minus time through the exit. That'll be my time four 
time and that will actually remove this processing time here and actually give me the exact time I have in here which makes IP SLA 
accurate all the way down to the millisecond. It's a fantastically accurate device. 
 
ROBB BOYD: Here's the main point I wanted to get to and then we promised we're going to cover before segment one is over, 
which is this notion of the definition of stackable. And this blew my mind because to me stackable technologies are something 
everybody does, everybody's got stackable switches. They're wonderful for being able to cost-effectively role out switches when 
you're not sure how many users are going to be connected, you can just simply add more of them. But what you were telling me 
and you were schooling me on is that stackable is not stackable and that there is a definition of what it means to be stackable and 
the people that abuse that term are actually potentially misleading customers into truly what the technology can do and setting 
themselves up for disaster. 
 
JIMMY RAY PURSER: Here's the thing. Stackable is something we're all pretty comfortable with. A lot of us got into stackable 
switches and designed them and it's a very low entry point to get into the network as I'm starting to build my network out. Let's say 
I just need 24 ports and I'm going to grow and add another 24 and I'm going to add another 96 or whatever the case may be. It 
gives me a great way to get the connectivity I need without having to make the investment of a chassis switch. 
 
ROBB BOYD: Because the chance is you're going to buy, you're going to simply put one linecard in, the rest of that becomes open 
real estate that is not cost effective at that point but in the long run though it does make more sense. If you'd started with a 
chassis, if you can predict that growth accurately, but a lot of people do the stackable, what kind of mistakes are we making there? 
 
JIMMY RAY PURSER: Here's the problem. A lot of people are looking at stackables and let's take a look here, this is a 3750E. This is 
the cool one with all the power over Ethernet and all that good stuff with it. This, as condescending as this may sound, is not a 
stackable. If I plug this in here and I connect this to another switch, that is not a stackable. Passing the snap frame and having one 
IP address on this line and having to communicate, that is not a stackable switch. That's connected. There's no difference in me 
connecting this to another switch on my network and not doing that, then actually turning it on. Because what a lot of folks are 
doing is they're connecting it through the front with an Ethernet cable. They're passing a snap frame between them and they're 
saying I'm going to use one IP address to manage a whole stack and that is not really -- that's IP masking. And that is something 
that we're really not concerned with because typically on the inside of a network, IP address allocation is really not the issue usually 
because we've got RFC 1918 addresses that give us a humongous range to actually use these IP addresses. Now if he's on the 
internet, yes, that would be definitely an issue because we're definitely running short. But internal to the network that's not a big 
deal. So this is not stacking. This, however, is stacking. Look at the size of this cable. This is pretty heavy duty cable and it plugs in 
through the back, what you can see, and it is heavy duty. It plugs in right here actually to the control plane itself. And I've got a 
couple different connectors that snap into here and these switches are aware enough to know that once I plug these in and start 
receiving that signal or it sees that electrical difference, it's going to know that there's another stack connected to this. It's not on 
the data plane, so my data's still flowing. I'm not sharing that data traffic with like I would on another stackable. This actually is 
private and it's dedicated and it gives me the ability to have some massive bandwidth, 32G on these products. It really does give 
you the opportunity to really do some really great failovers. And what this really amounts to is that on a product similar to this is 
that I can actually have a stackable switch behave like a chassis and that's what you want a stackable to do. A stackable has to 
mask itself to be a chassis. This switch has to act as a Supervisor card and the other cards have to be like linecards that are taking 
their orders from this Sup card. So I have to be able to do things such as if I've got a Multicast packet come in here, I don't want to 
flood that down the entire stack 96 ports. This Supervisor switch should be able to look at that and say, you know --. 
 



ROBB BOYD: It's the only port you need. 
 
JIMMY RAY PURSER: Exactly, the source dest and the sort goes put it on here. It should be smart enough to know that if a packet 
needs to be locally switch, it'll locally switch it and it won't put it off on the ring. 
 
ROBB BOYD: So you're saying these cheaper versions of stacking are almost similar to a hub in terms of how they're wasting 
resources, or is that a little bit drastic? 
 
JIMMY RAY PURSER: Well it might be a little drastic because you know hub floods everything. But it is very wasteful of resources. It 
really doesn't get you a lot of the things that you really want in --. These are great switches, they're great to put in here and stuff. 
But even I like to tell folks look at even some of the hardware aspects. Even forget the internal stuff, which you should never do. 
But just look at how it's designed, look at the smaller vent holes on a switch like this. A lot of switches have these really big vent 
holes in them because they need to suck a lot of air in and that means that, look at the data sheet on these things, they'll say you 
can't mount them. Not these, you can mount these any place. But a lot of them will tell you you can't mount them but only one 
direction because they'll shoot sparks out. These here they don't generate a lot of heat. 
 
ROBB BOYD: Sparks are bad? 
 
JIMMY RAY PURSER: Fire in the data center or in the closet, that's not a good thing. 
 
ROBB BOYD: Let me ask you before we run out of time. What kind of questions would a customer be asking themselves to 
understand because to a certain extent I can almost sympathize with a customer who goes, but wait a minute I can get this so-so 
stackable switch. Let's say I buy into your argument, Jimmy Ray. I can get this so-called stacked switch for a lot lower cost than 
what I could get this one. s\So what are the questions a customer would be asking themselves to say, you know what, I'm putting 
my network in danger, I'm not getting what I think I'm getting, this is the type of truly Cisco stack-wise stackable technology I need 
to be looking at. Is it a business process type of thing I'd be answering? 
 
JIMMY RAY PURSER: It really is. One of the things that folks need to look at is a lot of times look at some of the redundancy 
aspects to it. If I've got to provide redundant power to this thing how do I do it? Do I got to buy a power shelf to do that or can I 
just plug it in side-by-side here, right in the back of the device? Do I got room for expansion, can this grow? Will this stacking 
switch, is it intelligent enough to know that as traffic is flowing in here I'm not flowing it out every port, it's making a lot of wise 
decisions. It's keeping my configurations up-to-date. When I make a change in the configuration it's reflected all the way down. If I 
have a failure --. 
 
ROBB BOYD: It's truly acting like one switch. 
 
JIMMY RAY PURSER: Absolutely, it's acting like a chassis switch. It's chassis features in a stackable switch. 
 
ROBB BOYD: Yes, which means that if you're upgrading the one switch, understand that configuration change, that software 
update, it's reflected through everything so don't make the mistake of thinking that you only applied it to one. It's one switch. 
 
JIMMY RAY PURSER: It most certainly is. These act definitely as one switch. They'll take a single MAC address and they'll mask it all 
out and they will treat a stackable switch just like it is a 4500 or a 6500 and it will manage it. It actually gives us an RPR type of 
processing redundancy, just really incredible stuff here. And I tell folks all the time, man, just because it says stackable, doesn't 
mean it's a stackable. Stacking doesn't mean putting them on top of each other. 
 
VALERIE ST JOHN: Very interesting. Next up we'll be joined by one of only eight, eight, Cisco distinguished TMEs to discuss the 
most overlooked and under-published network security secrets. Stay with us. Security has been endlessly layered on the network 
with many attempting to solve problems from the outside in. Well in this segment our ragtag team of geeky misfits is joined by very 
special guest, Carl Solder. This guy has forgotten more about switching than many of us ever learn, please welcome Carl Solder. 
 
CARL SOLDER: Thank you, good to be here. 
 
VALERIE ST JOHN: Now Carl has been in the IT industry for twenty-four years and currently serves as a distinguished technical 
marketing engineer with the Campus Switching Systems Technology Group and he's now with my colleagues, Robb and Jimmy Ray. 
Robb? 
 
ROBB BOYD: Thank you, Valerie. We need to talk about security and I think the number one thing when we talk about security 
when it's in switching, and we talk about the security today demands we're looking at stuff at a much deeper level. So the first 
thing I want us to address here is this idea of as we start doing, forgive the term, deep inspection and looking at things at a lower 
level, I also think of what does that take from a processing standpoint, how is that going to choke the network, the more security 
means the less throughput and things of that nature. Obviously, I'm setting you up but I want to understand how are we 
recommending we take care of security at the core of the network and prevent that type of thing from happening. 
 
JIMMY RAY PURSER: One of the big things, a lot of the threats and the attacks now are all focusing on the higher layers. Doesn't 
mean we need to forget the lower layer stuff. That's the advantage of securing the low layer stuff. If I could have access to your 
Layer 2 network, if I can get an IP address on that thing, I own that network. That's always kind of been my saying. Owning the 



network is not as important as slurping the data off now and that data slurping has to happen at higher layers. But the higher up 
you go, the slower the processing goes, the more intense stuff we need to actually look at that stuff and dissect it. And that's really 
where a great product like PISA comes in. Would you agree? 
 
CARL SOLDER: Absolutely. 
 
JIMMY RAY PURSER: So why don't you tell us a little bit about the PISA Sup card itself, because one of the things that I thought 
when I first saw it, I'm like oh, this is just a field upgradeable daughter board upgrade and obviously it's not. But what is the 
advantages of buying a PISA Sup card versus just a standard Sup32? 
 
CARL SOLDER: So first of all, you can see here we have this daughter card which sits on top of the Sup32 PISA and it is effectively 
the PISA that we talk about. So we have a couple of things here which we don't have on the base Sup32 and mainly we have this 
thing called a network processor. A network processor is the heart and the brains of basically what PISA provides. PISA today 
provides two key hardware functions, that being network-based application recognition and also flexible packet matching. And a 
combination of those provides a very effective and powerful set of tools that you can really use to both provide better priority and 
levels of service to key applications and data through your network and also to better secure your network as well. 
 
JIMMY RAY PURSER: Here's the thing, I'm a little skeptical if somebody says application recognition because the list of those 
applications are usually stuff we did ten years ago like Enable or Word Press or stuff like that. Can we see this thing in action here 
because this is one of the things that kind of gets me going on a -- before we even do that, I want to ask you something. We were 
talking about this off camera and you were telling me that even if you don't use a piece of stuff, there's a huge advantage in just 
the newer processor on the core. 
 
CARL SOLDER: Yes, one of the best hidden secrets about Sup32 PISA, because on the board here we have the route processor 
which serves as the Layer 3 control plane for the Supervisor. And the CPU that we actually use on Sup32 PISA is significantly faster 
than the one we use on the base Sup32. So even if you don't use any of the PISA functionality, you're going to get much better 
Layer 3 control plane performance. 
 
JIMMY RAY PURSER: That's awesome. But the real trick is use the PISA stuff and you've got a demo here that actually highlights 
how cool PISA is, right? 
 
CARL SOLDER: Absolutely. 
 
JIMMY RAY PURSER: Let's take a look at what you've got. 
 
CARL SOLDER: So what we have here, we have a Windows machine running YouTube. And I'm going to fire up Mr Chambers who's 
going to be doing a bit of TelePresence magic with (inaudible). 
 
JIMMY RAY PURSER: Oh, that's cool video, I remember that. 
 
CARL SOLDER: So this particular video here, it's running a bit slow because we're running it over a network into our TME lab, but 
fundamentally it shows the video running. Now what I'm going to be doing here is starting up a Telnet session into our lab and this 
is the switch that's actually running the Sup32 PISA. So what I'm going to do here is I'm going to do a show IP NBAR protocol 
discovery for the interface that this particular switch is on which is 171. And what I should find here is that automatically it's 
identifying the applications that are running on that particular interface. 
 
JIMMY RAY PURSER: Oh it's actually calling out YouTube. 
 
CARL SOLDER: Absolutely, so there we have our YouTube. Now the nice thing about this is we can via configuration control define 
whether we want to allow YouTube to actually run on the network or not. So what I'm going to do here is I'm just going to go back 
to stop this particular video from running. 
 
ROBB BOYD: I don't think I'd be watching it much anyway based on the speed it's running at, but I know what (inaudible). 
 
CARL SOLDER: Basically, let's have a look here. So what I'm going to do is I'm going to show you the policy that I've preconfigured 
on here. So I'm going to do a show policy map YouTube. And what this is basically showing me here is I've set up a class with a 
police statement and I'm setting it to any rule level. But the key thing here is that I have a conform action drop, which means that 
any traffic that matches the YouTube application is going to be dropped. So that's the key to how we actually define a policy. We 
have a class map, we have a police statement and we're basically identifying the drop keyword here for conform, for exceed, and 
also for violate actions. So effectively we just don't want to allow any YouTube traffic to go through. 
 
ROBB BOYD: What is that unique element that we see with YouTube that tells me that's YouTube? 
 
CARL SOLDER: What's happening here is that the PISA's using this thing called a PDLN. It's a prepackaged signature file that you 
have to download and install into the Supervisor. Now it just so happens that YouTube is one of the prepackaged PDLNs that you 
get automatically with IOS. But you do have a range of additional PDLNs that you can download if you want to look for --. 
 



ROBB BOYD: And the idea is so when you're applying your policy then it simply could be -- for us, our unique application says we 
don't want this, we don't want this, check this, apply policy. 
 
CARL SOLDER: Correct, exactly. So what I'm going to do here is back to the laptop, I'm going to go to the interface where I have 
this particular PC connected to and I'm going to apply the policy. So if I can get past my bad typing here. So service policy input, 
YouTube, and I apply that there. Now I come back to my desktop here and I'm going to click on the same Cisco TelePresence 
magic and you can see here that it's starting to try to load up. Now what this actually does is that it doesn't stop you from going to 
the YouTube. 
 
ROBB BOYD: I just noticed that, yes. So it's not web filtering. 
 
CARL SOLDER: It's not web filtering so you can still get to the YouTube site, but it's going to stop you from actually firing off 
YouTube videos. And you can see here that basically I'm not getting anywhere because the YouTube has basically shut it down. As 
I said, it doesn't actually stop you from going to the YouTube site, it just stops you from actually playing those YouTube videos. 
 
ROBB BOYD: Interesting. 
 
CARL SOLDER: And that's the power of PISA. 
 
ROBB BOYD: Wow, all right, that was the first thing we had on our list, unique aspects that we wanted to cover from a security 
perspective. The other one that I had on the list is Reverse Path Forwarding. Again, this falls into that category of things that I 
would think a lot of switch manufacturers would have been doing for quite a while. It just makes complete sense. This has to do 
with picking up addresses that just flat don't make sense. I shouldn't see addresses on an inbound, coming in from the internet with 
this particular return address. Let's toss this traffic out, anything associated with it. Is that all there is to it? Why would you have 
this as being something that is that unique and important for people to be using? 
 
JIMMY RAY PURSER: Well, because when we're hacking into a network one of the things that as a hacker tries to do is you've got to 
hide your source. And it's typically more important if you're going to do a denial of service attack because I really don't expect 
response back, I don't even care. And so I'll put in any type of Dusa address. A Dusa address is an address used for special 
purposes, like an RFC1918 address that's used internally, some of the experimental ranges. 
 
ROBB BOYD: Non-routable address. 
 
JIMMY RAY PURSER: Cable, router, yes, that kind of stuff. And I'll put those on there. And a router device, just because it's not 
supposed to be on the network or the internet doesn't mean it can't be put on there. And so what a lot of folks will do, a lot of 
hackers, they'll do these denial of service attacks, they'll put in these bogus source addresses and the device won't know, it'll just 
allow the attack to go through. It doesn't have to come back, who really cares. Classic SYN attack is what it really amounts to. And 
Reverse Path Forwarding actually has a mechanism to stop this very intelligently actually. But Carl, we ran into a couple of issues 
with this because where we'd really like to stop this is at the ISP level, but because ISPs are peered with other ISPs in the way that 
it was kind of first designed is that we're looking at the interface the packet came in on, checking back and should that IP address 
live on that interface, yes or no, and it was shunted if it didn't. 
 
CARL SOLDER: Correct. 
 
JIMMY RAY PURSER: In an ISP environment just because traffic came in one interface, it'll probably go out another. So let's talk a 
little bit more about that in detail. 
 
CARL SOLDER: Sure, if I can grab this little template. 
 
JIMMY RAY PURSER: I guess I can let you do that. 
 
CARL SOLDER: So basically the premise behind this whole purpose of URPF as you indicate is that you have a series of interfaces 
running on your switch or your router and this just shows we have interface 1, interface 2 and interface 3. And out each of these 
interfaces is a different network. Let's just say we have network A, network B, network C. Now as you rightly point out, there are 
situations especially with ISPs where traffic that comes in an interface might have come via another path. Asymmetric routing is 
typically the reason behind that. But URPF is essentially doing is it's looking at where the packet came from so in this particular case 
here out interface 1 we should see packets coming in with a source address of A. If, for example, in this interface we saw packets 
coming in with a source address of B, the URPF basically looks up the routing table and says where should I see B from. Should I 
see it coming from 1 or 2? In this particular case I see it coming from 1 which tells me that I have a potential attack on my hands. 
In other words, we have someone who's spoofing an address. So then it's up to you via configuration control whether you choose 
to allow that to go through, it's what we call loose mode, or in strict mode where you just say I'm just going to drop it. It really 
depends on the scenario and the environment where you're actually using this but it is extremely powerful. And the number one 
thing about this is that we do this in hardware so there's no performance penalty if you choose to turn this on and that's perhaps 
one of the key benefits that we have in the Catalyst 6500, specifically with URPF. 
 
JIMMY RAY PURSER: And I think that's a very important feature because it's really important to note that a lot of the features we 
won't even talk about on today's show are hardware-based features because at the level that we're inspecting and at the rate the 



packet's coming, we're talking about running 10G networks now and we're talking about having some incredibly lightweight 
applications out there today that require a lot of interaction, a lot of rich delivery services and stuff. And so running some of these 
things in software is just pretty much unacceptable. 
 
CARL SOLDER: You can't do it. 
 
JIMMY RAY PURSER: And when I first saw this I'm like that's pretty cool and it makes sense how I could code something like this 
up. My problem is that if I've got to check all this stuff back using software it's just going to take forever. 
 
CARL SOLDER: You just can't do it. You have to have this type of capability built into hardware. And by leveraging the pair of the 
hardware lets you provide some of these great facilities that really enhances your whole security story. 
 
ROBB BOYD: Do you still think this kind of thing is unique to Cisco? I mean, doesn't everybody do some version of that now or they 
maybe do it in software? 
 
CARL SOLDER: Some people do it, but exactly that. Some people do it in software. 
 
JIMMY RAY PURSER: I don't see it that much. I see people do it for multicasting because that's just part of the RFC. But I don't 
really see it that often. But you're right, the ones I do see it is in software and man, does that slow stuff down. Oh my goodness. 
 
ROBB BOYD: In which case you would then just turn it off right? 
 
JIMMY RAY PURSER: Well, yes, what's the point? 
 
ROBB BOYD: First user complaint. It's not going to do it at all. Okay, so one that we had talked about before was protecting -- you 
said it caught you by surprise working with a different set of switches, some non-Cisco switches, in that you never expected to see 
a switch get flooded to the point with spurious traffic to the point that actually you lost the ability to even control the switch. 
 
JIMMY RAY PURSER: Yes, that's right. 
 
ROBB BOYD: And so you had to force yourself into a network bound situation because the only way to actually recover that switch 
was to force, power down and back up again in which case then you may run right back into the same issue again. How do you 
deal with that kind of thing? 
 
JIMMY RAY PURSER: It was tough, man. I'd had some switches get overran and the processor cycles get chewed off and spun up 
so high that I had routes that started to flap. I couldn't get in to manage the switch, but I had some sporadic behavior issues, CAM 
tables filling up, a lot of weird things happen. When the CPU starts to spike, Carl, I'm sure you'll give me a witness here, once that 
thing spikes out and you start filling up that CAM table that switch really starts to act kind of funky and trying to protect that against 
attacks is critical. I've been out there and I've had that happen to me and it's tough. 
 
ROBB BOYD: This is an attack situation right? So people are specifically targeting the ability to overwhelm the switch so that you do 
lose control. Do they gain something from that? Is it simply a denial of service or is it accidental? 
 
JIMMY RAY PURSER: A lot of times it's acci -- the times I've seen it's accidental it's a side effect is that like a Slammer Worm that's 
actually coded for ICMP, they're actually doing that for different types of delivery methods. Well because there's so much traffic, it 
chews up the CPU cycles and it wasn't designed to do that, but that was the effect of it, that was the side effect and it was a 
massive side effect, obviously. 
 
ROBB BOYD: Yes, absolutely. So we've been beating around the bush here. What do we do, from a Cisco perspective to protect our 
customers from this type of thing and how do we activate it? 
 
JIMMY RAY PURSER: Please. 
 
CARL SOLDER: So what we have is a facility called Control Plane Policing. And the whole idea behind Control Plane Policing is to 
apply a rate limiter to basically limit the amount of traffic that goes to our control plane. Now there's two ways that we can do it. 
We have this thing called Control Plane Policing, which applies a generic rate limiter to all control plane bound traffic. The second 
and more granular version of that is a thing called hardware based rate limiters. And with hardware based rate limiters we have the 
ability to turn on individually controls for specific types of traffic. So we can actually specify that for a given class of traffic we want 
to limit it to a certain number of packets per second. 
 
JIMMY RAY PURSER: Now in control plane, when we're talking about Control Plane Policing, we're talking switch architecture. We're 
talking about controlling the plane that actually does the CPU clocking, signaling, that actually controls how stuff is shifted in and 
outside. I mean, we're talking about having exclusivity over those type of features. We're not talking about data plane, we're talking 
about a very exclusive subset of features here which is really not important. You've got a demo for us here though. 
 
CARL SOLDER: We do. So this particular demo here we've got a switch connected to a Smartbits traffic generator and I have 
preconfigured a string of traffic which has a unique attribute set that's time to live. So any time the switch sees a packet with a time 



to live value of zero or one, the switch will forward that to the control plane that you processed. So what I've done is I've created a 
single Gigabit stream of traffic with the TTL of one. 
 
ROBB BOYD: So it's all going right to the control plane. 
 
CARL SOLDER: All going to the control plane. 
 
JIMMY RAY PURSER: Oh, that's good stuff. 
 
CARL SOLDER: So let's kick that off there and we can see here that we have traffic running away like mad. Now onto my switch I do 
a show prox cpu and this particular command here is designed to show the level of CPU load. So when I hit this here I can see 
straight away that my load there is 92%. 
 
ROBB BOYD: Not good. 
 
CARL SOLDER: Not good. 
 
ROBB BOYD: That means it's not doing other things that it needs to do. 
 
CARL SOLDER: Correct. I'll just run it again, 98%. So now we've got the situation where a control plane is being overwhelmed, not 
good. So let's show how we can actually remedy this. So I'll stop this for a minute. 
 
ROBB BOYD: Fix it for us, Carl. 
 
CARL SOLDER: Fix it for us. So what I'm going to do here is I'm going to show you the rate limiters that we have and there's a 
whole bunch of them here. And if I just go back to this one here, there's this one called TTL Failure and at the moment it's set off. 
Now what I'm going to do is I'm going to turn this one on. 
 
ROBB BOYD: So this is an example of the granular controls you're talking about. 
 
CARL SOLDER: Correct. 
 
JIMMY RAY PURSER: That's some serious granularity too. 
 
CARL SOLDER: I'm going to turn on this particular rate limiter and what this basically says is I'm going to limit the amount of traffic 
that has TTL at 0 or 1 to 10pps. 
 
ROBB BOYD: So you're just throttling it back. 
 
CARL SOLDER: I'm just throttling it back. So I'm going to turn that on there and I'm going to get out and I'm going to come back 
here and we're going to start this thing up again. And we'll let it run and we can see here counters are starting to run up again. 
 
JIMMY RAY PURSER: Ah, there they go. 
 
CARL SOLDER: There they go. So here, now I'm going to do my show prox cpu and what we should see here --. 
 
JIMMY RAY PURSER: Look at that. 
 
CARL SOLDER: CPU load, 10%. 
 
ROBB BOYD: Much more in control. 
 
CARL SOLDER: So now we're not getting any impact even though that traffic is still heading up to the control plane we have this 
hardware rate limiter which is basically only limiting the traffic to 10pps for that particular class of traffic. 
 
ROBB BOYD: This kind of thing, obviously, doesn't look too hard to configure is it? 
 
CARL SOLDER: It's not hard to configure. It's really simple. And so that's one of the great things about this particular switch. 
 
JIMMY RAY PURSER: It's really overlooked. I mean, a lot of times of some great features here, this is one that's overlooked a lot 
and it is a fantastic feature for protecting that switch because we have to protect that control plane. 
 
CARL SOLDER: Absolutely, it's one of the unsung features in our switching (inaudible). 
 
ROBB BOYD: And this is interesting, so this is in hardware too? 
 
CARL SOLDER: Correct, this is in hardware. 



 
ROBB BOYD: So that might be kind of a central element of security here, hardware-based, deep packet inspection with PISA, 
hardware-based, Reverse Path Forwarding. Only way to really do that, as you were saying there, in that hard-based granular 
inspection on the CPP, Control Plane Policing. 
 
VALERIE ST JOHN: Well, guys, hold that thought. Thanks very much. But don't holster your slide rules just yet. In segment three, 
our geeks show you two features too you virtually can't live without, so stay with us. Online, on-demand, and on the go, this is 
TechWiseTV, technology you can use from geeks you can trust. We're delighted that Carl Solder is still with us. Thanks, Carl, for 
sticking around. So there's a lot of heavy emphasis here on security, which is totally understandable, very important. But what 
about redundancy and management? Those come into play, too, right? 
 
ROBB BOYD: They absolutely come into play, especially when we're talking about how networks have become these days. And 
when Jimmy Ray and I were talking about where we focused today's show if you didn't already pick up on this central theme, what 
we've been talking about, today is unique value, in other words, rich media done right. Rich media's what we've got on the 
networks these days and if it's not there now it's certainly coming, so what are those things that Cisco is doing that nobody else 
does? And the first one, Jimmy Ray, that we talked about that we wanted to cover in this segment is this notion of virtual switching, 
the VSS or Virtual Switching System. Can you lead us off on that one? 
 
JIMMY RAY PURSER: We're talking about some pretty cool features. We did some cool stuff with Control Plane Policing and all that 
good stuff. Those are neat. But when we really get into the meat and taters of some of the really cool technical and logical 
engineering breakthroughs, VSS is one of the tops and the two that we put in this segment are two of our best features, in my 
opinion. Carl, VSS is a feature that I think is also another unsung hero and a lot of folks don't really get some of the coolness of 
VSS. Why don't you explain that to us just a little bit. In particular what makes VSS different and more advanced that VRRP and 
HSRP? 
 
CARL SOLDER: Okay, so the concept behind VSS, Virtual Switching System, is that we take two individual Catalyst 6500 switches 
and we morph them and make them appear as a single logical entity to the rest of the devices in the network. So as far as HSRP 
and VRRP is concerned, there you're actually talking about a redundancy setup between two different devices. But here, even 
though physically you have two separate devices, logically it's one. So HSRP and VRRP don't apply. 
 
JIMMY RAY PURSER: Oh, okay. So now if we went to the board here, let's take a look real quick. If we've got a pair of 6500s in 
here and then, of course, make it a virtual switch here in the middle, my question to you is this is not an active/passive setup. 
 
CARL SOLDER: Correct. 
 
JIMMY RAY PURSER: This is active/active. Give us some more details on that. 
 
CARL SOLDER: Sure, so basically the gel that links these devices together is a special set of links what we call the Virtual Switch 
Link. 
 
JIMMY RAY PURSER: VSL, uh-huh. 
 
CARL SOLDER: And there's specific hardware that you need to provide that particular link. You either use the uplink ports on the 
Supervisor, the Sup720 10G, or you can use the 10G ports on the 8 or the 16-port 10G linecards. And they're equipped with special 
port ASICs that handle that ability to connect the two switches together and set them up as a virtual switching system. So that's the 
number one thing. 
 
JIMMY RAY PURSER: It looks like to me, just my preference, the VSS I'm concerned about redundancy and providing services. So it 
would seem to be a more practical design that if I'm going to channel these together and I can put them on two Sup cards, of 
course, but it seems like it would make more sense if these are on separate linecards. Would you agree or not? 
 
CARL SOLDER: Yes, that's certainly one of many different ways in which you can actually connect these together. Typically most 
people when they start off with a VSS system will run with the two uplink ports on the Supervisor. But certainly having those 10G 
cards in the chassis offer additional options for connectivity in terms of how you want to bring those two devices together. 
 
JIMMY RAY PURSER: And also it seems like to me it also makes sense to make sure we prune our data traffic off of here too, as 
well. 
 
CARL SOLDER: Absolutely, so one of the key design principles behind virtual switching, because you have these two separate 
devices looking as a single logical entity, we typically look at dual homing downstream and upstream devices. So in this respect, if a 
particular link were to go down we still have a valid and viable link to continue to connect to the network. 
 
JIMMY RAY PURSER: Well, that's pretty important to know because we have two active/active devices here and assuming that since 
they're both active they're each keeping track of their forwarding on these switches so I don't have information being copied and 
one's just a backup, just a dumb switch sitting here. But if I do have this link fail, then I've got a real problem here, especially since 
because they share a single route ID, MAC addresses. 
 



CARL SOLDER: Correct. 
 
JIMMY RAY PURSER: So these are all considered one switch. And if that fails I've got a real problem here. 
 
CARL SOLDER: You do. That's what we call dual active scenario. And in that particular situation, we rely on a couple of different 
mechanisms with which to recover from that. And you're absolutely right, having duplicate nodes on the network is not a good 
thing for the entire network. So we have two techniques currently today. We have PAgP+ and we have BFD. Both of those options 
provide ways for the downstream device or indeed if we're using BFD we have a directly connected link between the two devices to 
provide a way to discover that the other device is indeed still up and running. And if that is detected, then one of those device will 
gracefully step out, shut itself down and allow the other device to continue operating. So by having dual homed devices it still 
means that you have a data path to the network, but it avoids that duplicity where you potentially could have duplicate network 
nodes on your network. 
 
JIMMY RAY PURSER: And we're talking milliseconds here. We're not talking seconds, we're talking milliseconds. 
 
ROBB BOYD: That's what makes a large difference there. 
 
CARL SOLDER: Exactly, we're talking sub-second. 
 
ROBB BOYD: Which becomes critical because we're talking about something at the core. Before we walk away, we promised a lot of 
people leading up to this that you were going to cover the five most important reasons, the five advantages to using VSS in your 
network and a lot of people are waiting with bated breath. Let's do it backwards. Let's start with number five. What is the fifth, 
obviously, the fifth most important thing people would need to do. 
 
CARL SOLDER: So the fifth most important thing is reduced administrative and management overhead because literally you have 
fewer devices in your network to manage. So from SNMP monitor you can have fewer nodes to actually look after and manage and 
monitor. 
 
JIMMY RAY PURSER: Yes, I guess that's true because you're actually going to the virtual side. Right, that's makes sense. 
 
ROBB BOYD: All right, number four, what would that one be? 
 
CARL SOLDER: Consolidated configuration, we actually have one active configuration for both of those devices. So a single 
configuration file for someone to manage just simply makes the whole process of management --. 
 
ROBB BOYD: Makes sense to me too because you're talking about buying two 6500s and one of them's just sitting around hoping to 
get used one day. Granted, that's a very important day when it actually happens, but at the same time in the back of your mind 
they're always kind of thinking it feels unnecessarily redundant. Here's you're getting some very much additional value through this 
in addition to the fact that the failover time is something users probably wouldn't even notice. 
 
CARL SOLDER: Absolutely. 
 
JIMMY RAY PURSER: And even something you were talking about with the one config file in VSS, I really think it gives very 
intelligent engineering code writing that when the switches are booting up and coming online one of the very first things they do is 
they parse down to that VSL section and they bring that link up and they start synchronizing these switches together then they start 
bringing them online which means my redundancy's coming back up on my network before even my routing table's populated, 
which is very smart. 
 
CARL SOLDER: Exactly right. 
 
ROBB BOYD: Hold on, we've got three more to go. Number three. 
 
CARL SOLDER: Number three, Multi-chassis EtherChannel or MEC. 
 
ROBB BOYD: All right, explain that one. 
 
CARLSOLDER: So basically today an EtherChannel requires a termination at the other end of the single device. What we're doing 
here is we're taking this EtherChannel and we're actually spreading the links across two physical devices. Now because virtual 
switching or the virtual switch setup looks like a logical single device, as far as this device is concerned here it thinks it's connecting 
to a single device at the other end. 
 
ROBB BOYD: How do get a MAC address --. 
 
CARL SOLDER: So the MAC address actually is unified so the entire two chassis share the same MAC address. But effectively what 
this means is that we have this EtherChannel spread across two physical devices, which improves our resiliency. 
 
ROBB BOYD: Interesting. 



 
JIMMY RAY PURSER: Pretty cool. 
 
ROBB BOYD: All right, number two. 
 
CARL SOLDER: So number two, leading onto resiliency and availability, we boost the availability characteristics because now going 
back to your point on HSRP, we don't use HSRP or VRRP between the two devices. What our engineers have done is they've been 
able to extend nonstop forwarding stateful switchover across those two devices. So nonstop forwarding stateful switchover provides 
a much faster switchover and failover mechanism. 
 
JIMMY RAY PURSER: Big time, big time faster. 
 
CARL SOLDER: You can start to tune down HSRP times to get there but it's a lot of work. NSF/SSO is going to do that very fast 
failover for you without a lot of configuration effort. 
 
ROBB BOYD: All right, as if four reasons were not enough for us to say this is why you need to be using VSS in your network, not to 
put too much pressure on you, but we're building up to this one, hold on. Can I get a drum role? Number one reason you should be 
running VSS in your network is? That almost worked. Is? 
 
CARL SOLDER: Eliminates Spanning Tree. 
 
ROBB BOYD: No more Spanning Tree at all. So this is unique to VSS. 
 
CARL SOLDER: This is unique to VSS. So over this VSL link we do not run Spanning Tree. Effectively, what we're doing is we're 
extending the out-of-band channel that runs along the back plane that the Supervisor uses to communicate to the linecards across 
that VSL link and we don't run Spanning Tree. 
 
JIMMY RAY PURSER: Oh, you're doing it out-of-band. Oh, that's pretty cool. 
 
CARL SOLDER: Correct. 
 
JIMMY RAY PURSER: That's pretty darn clever. Son of a gun, I was wondering how you guys did that. I see that, but okay, all right, 
all right. 
 
ROBB BOYD: Very interesting, I like that quite a bit. I think there's going to be a lot in the geek audience that are going to 
appreciate that kind of stuff. But one very special thing about having you here, something near and dear to Jimmy Ray's heart, is 
something we call EEM. We've talked about it on the show before. You had a lot of background with EEM. In fact, that has to do 
with writing scripts and being able to execute on things, really personalizing to your specific architecture, your specific needs. Can 
you explain what that is for us and where the flexibility comes from? 
 
CARL SOLDER: Sure, so Embedded Event Manager is effectively a set of processes that run in the background as part of IOS and 
they're continually monitoring things that go on inside the switch. And the purpose behind EEM is to provide you with a virtual 
operator, so you effectively can create a set of scripts that can act on a particular event occurring, could be like a Syslog message 
being popped out, someone typing in a command on the CLI or indeed putting a piece of hardware or removing a piece of 
hardware from the switch. Once that event occurs the script is then kicked into action and it can invoke a series of actions that can 
request the switch to maybe initiate some commands, maybe send an alert to net ops fire to an e-mail or a pager. We can do a 
failover, we can shut hardware down, we can reset the switch. 
 
ROBB BOYD: So this is one of those things that the flexibility that it opens up is relatively endless. 
 
CARL SOLDER: Yes. 
 
ROBB BOYD: And one of the thing that you participated in was creating the community that allowed people to say, hey, I created 
this cool script that's done a lot of nice things for me, essentially templates that users can start with. Tell me about how that works, 
how hard is it for us to take advantage of that type of thing and give an example. 
 
CARL SOLDER: So there's www.cisco.com/go/ciscobeyond, one word, will take you to a script repository where we invite and we 
actually encourage people to load scripts up, but it's also a place where you can download scripts. I guess the key challenges for 
many people embarking on Embedded Event Manager is how do I create a script. So there's actually two ways that we can do it. 
We can either create a script by the CLI, which if you can use the question mark you can pretty way knot your way through and 
build a simple configuration script. 
 
JIMMY RAY PURSER: Very true. 
 
CARL SOLDER: The other way and a more powerful way is to use the TCL script. And as I said, this is where some people maybe 
get a little bit daunted. So we've designed the script repository to allow people to go there and actually download some sample 
scripts so that they can use that as a template to maybe start to adjust it, tweak it to suite their own requirements. 



 
ROBB BOYD: I like that. 
 
JIMMY RAY PURSER: The TCL is great language to actually use, too, because they're not actually talking a programming language. 
We're talking about a scripting language that is fairly easy to use and uses some fairly simple language to actually get this going. 
Why don't you show this on the website real quick here. 
 
CARL SOLDER: Absolutely, this is the scripting community website and once you get to the website here, just on the top left hand 
side there's a browse scripts and literally click on that and you can see here that there's a whole range of different scripts that you 
can go and have a look at and try and find something that might meet your requirements. But also more importantly, you can start 
to look at some of these scripts to see how they're built. And the way I go about building scripts is I'll download a few and actually 
start getting code blocks, so (inaudible) statement -- exactly. And so you basically take these little code blocks and you start to 
piece it together like a puzzle and then you can customize it and start to build your own --. 
 
ROBB BOYD: Actually sounds kind of fun. 
 
JIMMY RAY PURSER: That's all right code, too man. It does make it really simple. I really love the scripts that you guys have up 
here. But one of the things I want to make sure that we get across to folks is EEM is not like setting SNMP streams, it's not like 
querying a MIB. This is a very specific subset inside of IOS that allows us to query modules and really mine information and not 
only mine that information but actually take action and do action and make that device perform tricks, if you will, for us on the 
network. 
 
CARL SOLDER: Yes, absolutely. There's so many things that you can do with Embedded Event Manager it's really up to your own 
imagination in terms of how you can use this. When I first started getting into EEM one of the very first scripts I wrote was a script 
that basically was designed to look for when a device was plugged in, specifically I was looking for IP phones. And with IP phones 
when you move an IP phone, you maintain the same extension but the port that you plug it into doesn't necessarily or it's not 
necessarily configured to support and be optimized for supporting a phone. It might not be in the right VLAN, might not necessarily 
have the right QoS settings. So this script basically detected an IP phone and then automatically configured and put the phone into 
the correct voice VLAN plus also assigned some basic QoS statements so they would preserve the integrity of the voice data as it 
traversed the network. 
 
ROBB BOYD: And that's saving, obviously, some valuable steps for people who are moving phones around and such, now no longer 
having to either manually configure or do it in a more cumbersome way. 
 
CARL SOLDER: Exactly. 
 
JIMMY RAY PURSER: And one of the things that we do, we've had this on the show before is when we were at Cisco Live is that we 
saw your script in action that was actually being marketed as a green script, as a way to turn the power down, from a mesh, right, 
exactly. 
 
CARL SOLDER: (Inaudible). 
 
JIMMY RAY PURSER: He's a cool guy. Man, I really like that dude. Not as much as you, Carl. 
 
CARL SOLDER: No, no. 
 
JIMMY RAY PURSER: It's just a way to think outside of the box. I hate to use those terms like that, but it's really a way to think of a 
way to save some money and use EEM to say, you know, this would be a cool thing to do, I wonder if I could do this with EEM, 
because (inaudible) information but I've got to set control commands as well that I could actually really take a lot of action on. 
 
CARL SOLDER: Yes, absolutely. So the green script was certainly one aspect that we took EEM into a differnt direction. Green is on 
top of everyone's mind at the moment and we came up with this script to basically turn off devices that may be in a branch network 
out of hours when they're not in use to potentially save power. 
 
VALERIE ST JOHN: Well guys, you've given us a lot of grist for the mill here. Hold on. We'll bring it all together in our next segment, 
switched design for rich media coming up. Welcome back, we're with Carl, Jimmy Ray and Robb. And Robb, what would you say is 
the one thing, if you could choose just one, that's driving the need for more network intelligence? 
 
ROBB BOYD: I'd say the one thing is video. And don't make the mistake of thinking video is only about bandwidth because that can 
be an extremely costly error. Video's now the killer app for so many things. And it's not video as a standalone item, it's about how 
video is getting incorporated into so many other things, things like surveillance, anything from childcare to security to innovative 
inventory tracking, customer service, call centers, training, travel reduction, collaboration, of course. We could go on and on, I 
won't for the moment. But if you think about it video's that over the top element. Everybody is starting to include it and this is a 
very good thing. People used to grouse, if you will, about the depersonalization of technology, it removes the people out of it. But 
the idea behind video now becoming part of everything, is that personalization is back, baby. 
 
VALERIE ST JOHN: So it's not just about bandwidth. The network effect is still to be accounted for here and I'll toss this to you guys, 



Jimmy Ray and Carl. What makes video such a special event to plan for, why is it so unique to plan for? 
 
JIMMY RAY PURSER: Well, you know, it's a great question because one of the things that we look at in video is actually delivering 
the goods. We see with TelePresence and we're delivering HD quality stuff and the video cameras are getting a lot better and now 
we're collaborating a lot more. And collaboration is not collaboration about video and I know you can tie applications and do all 
kinds of stuff in there, but once you add just a little bit of video in there and it's partially good, many people feel like they're really 
collaborating at that point. I can actually conduct training sessions online and I can really do a lot more with it. So designing our 
network for video is a real challenge because we're talking about doing multiple frames per seconds and when that stuff gets 
messed up it is really easy to tell. We've all seen crappy video and it's really easy to tell when it gets out of sync and stuff. Carl, 
when we were looking at putting all this stuff together, start from segment one to now segment four, putting all this stuff together, 
one of the things we decided is that the biggest challenge we have today is building a video network from the core to the edge. So 
let's me and you start and let's start drawing some stuff out and let's design out a network that's built for video. 
 
CARL SOLDER: Okay, so let's start off with the core. One of the most important elements of any network when we start and talk 
about video is resiliency. So we should be looking at having high availability built into every single layout as we start to build out 
this network. So the core, we're going to be having a connection and I would like to suggest and recommend that we might even 
consider putting VSS here. 
 
JIMNY RAY PURSER: VSS, okay, well it's getting really important because if we do use -- and we can use HSRP or VRP here, but if 
we have a failover here, that's frames dropped. And so we need to be in the millisecond part to actually get this up and going, 
right? 
 
CARL SOLDER: Yes, exactly right. Now you touched on a very good point and this really explains the smorgasbord of features that 
we have. So my personal preference, I love VSS, but it doesn't preclude you from actually using HSRP or VRP because we have 
those tools in the toolkit just the same way that we have VSS, both great ways of going about it. So we start off with the core, 
10GB Ethernet pretty much is a common theme for all core networks today. Now Robb also talked about bandwidth. Bandwidth is 
not all about bandwidth, but certainly at the core we need to provision enough bandwidth there to be able to support all of the 
volumes of data that's actually running through the network because typically everything's going to be coming through the core. 
Then we start to look --. 
 
JIMMY RAY PURSER: But before you even go onto that, now I also want to put a plug in and say this is also a good place to plug in 
our PISA module because we really don't want this, we've got all this bandwidth, we've got some pretty cool stuff in here, we still 
don't want the wild west happening. We don't want to turn people loose and have to put firewalls everywhere and personal 
firewalls on desktops and stuff. We still want a central place to control access and manage that traffic and that's a great place for 
us to put PISA in and not only have a faster processor, but I'm just going to keep talking. 
 
ROBB BOYD: I know, I kept thinking you were wrapping it up. Go ahead. 
 
JIMMY RAY PURSER: But also to actually control traffic flow, go ahead. 
 
ROBB BOYD: But the idea is we think in our perfect world here in the lab that we're talking about when you're ready to deploy video 
we built this network. But the reality is video's happening on your network already and it's coming in at all these different places. 
This represents the idea, it was just striking me here, is that you're choking it and you're actually introducing some control back at 
the network layer, not the network layer but the network level, the idea of we're introducing it when we're ready for it. We also 
don't want it to negatively affect the other applications that our business depends on because it caught us by surprise. But go 
ahead, sorry. 
 
JIMMY RAY PURSER: That's a lot better point than I had. 
 
ROBB BOYD: That's what I was thinking. 
 
CARL SOLDER: I would actually challenge you on that. In a large network, typically what you're going to be doing is you want to 
keep your core simple. You want to get data in and out as quickly as possible. 
 
JIMMY RAY PURSER: That's always something I've kind of disagreed with because I know that that's a Cisco design, that just seems 
so counter intuitive. 
 
CARL SOLDER: It does. And there's no doubt that you can build that in, because, again, it depends on how many tiers you've got. If 
you're talking about collapsed core distribution, absolutely, you could look to put something like that in there. Generally speaking, 
I'm talking about really, really big networks. 
 
JIMMY RAY PURSER: How many seats are we talking about then? 
 
CARL SOLDER: Tens of thousands. 
 
JIMMY RAY PURSER: Seats and sites, okay, so we're talking enterprise class. 
 



CARL SOLDER: In that particular Enterprise real big class, I'd be looking to keep the core simple. And I'd be looking at using the 
distribution layer as the rich services layer. 
 
JIMMY RAY PURSER: Okay, I can see that. 
 
CARL SOLDER: Okay, so there you'd be looking at putting more service related capabilities at that level. Certainly PISA we also see 
is an access layer technology because as you saw in the demonstration we were wanting to actually protect and stop the YouTube 
traffic from actually hitting the network. So you do that and push that out right to the edge. 
 
JIMMY RAY PURSER: Oh, that's interesting. I never would have thought of it that way. 
 
CARL SOLDER: So have a think about that. 
 
JIMMY RAY PURSER: That's true. 
 
CARL SOLDER: So again, there's a couple of different ways you can toss it up, but certainly the flexibility and the whole portfolio of 
products that we have there's a lot of different ways in which you can skin the cat. But certainly from my perspective, I would like 
to see this probably positioned more at the access layer, maybe at the distribution layer depending on the size of the network. So 
let's put the distribution layer in here. And again, we're going to provide a connection between the two. VSS is ideal for the 
distribution layer. Now at this particular point here we're going to provide a connection between these and we're going to cross 
connect those connections. So we take advantage of our multi-chassis EtherChannel, which increases our resiliency, again, a very 
important component of what VSS provides. Now at the distribution layer you start talking about individual blocks and you can have 
a data center distribution block. You could have a services block, you could have a server block, you could have an access block. So 
typically this distribution layer's going to be serving some access layer switches and providing connections to specific components or 
parts of the network. Now again, here is where you start to look at rich services. So you mentioned firewall, you mentioned network 
analysis. Those sorts of capabilities are exactly what you'd be looking at putting in there. And most recently we had an upgrade 
with the VSS software that lets you add in Firewall Services Module, the WISM module, the ICE server load balancing modules and 
also the IDS module. 
 
JIMMY RAY PURSER: Wow, I didn't know that. 
 
CARL SOLDER: Perfect fit for exactly what you want to do. 
 
ROBB BOYD: What does that mean we're doing different when we talk about VSS and say FWSM? 
 
CARL SOLDER: So when we first came out with VSS the only services module that we supported was the Network Analysis Module. 
With the recent version of code that we introduced to the market, we added additionally four other services modules. So we're now 
expanding the services capabilities that VSS provides. 
 
ROBB BOYD: Okay, okay, I got it. 
 
JIMMY RAY PURSER: Yes, makes sense to me. 
 
CARL SOLDER: So now, we're typically talking about connection down to our access layer and our access layer, again, we want to 
start taking advantage of the EtherChannel, multi-chassis EtherChannel capabilities. Now here most customers are starting to see 
the transition to 10Gigabit Ethernet, so typically from the core all the way down to this layer. 
 
ROBB BOYD: Can you label and draw so we don't lose the place where we are here? 
 
CARL SOLDER: So let's say 10G here and also 10G here. So ideally, if you're talking Greenfields, that's what you'd like to be 
positioning. 
 
JIMMY RAY PURSER: Oh, yes, definitely. 
 
CARL SOLDER: Some people at the moment, this 10G here may also be 1G. Again, it depends on the customer, it depends if it's 
there or not. And then from here downwards, we have our Gigabit Ethernet 10/100/100 connectivity to our end hosts. 
 
JIMMY RAY PURSER: Lot of BPDUs there, man. 
 
CARL SOLDER: There is BPDUs there, but the nice thing is because we're using VSS here we basically, at this point here up, 
completely eliminated Spanning Tree from the equation, very nice. 
 
JIMMY RAY PURSER: That is very nice and we're talking for this diameter to fail we're still in the millisecond range, too, right? 
 
CARL SOLDER: Absolutely. 
 
JIMMY RAY PURSER: That's pretty darn impressive. Now let me ask you this though. Looking at this design and wrapping EEM into 



this and say how can I take EEM to mine and query and get more information out here, if somebody approached you with this, 
what would your recommendation be? 
 
CARL SOLDER: One of the nice things about EEM, I'd be looking at maybe putting it on all three layers. One of the top of mind 
scripts that would come into play here is a script to basically monitor and look at those interfaces there. Maybe we have -- let's just 
draw some other examples of some other devices sitting over here. With Embedded Event Manager and high availability networks, 
we have this mechanism to failover should a link fail. But sometimes, just sometimes, we have situations occur where the hardware 
doesn't fail, but we may have erroneous data crossing the network. 
 
JIMMY RAY PURSER: Yes, right. 
 
CARL SOLDER: And that can be dangerous depending on the type of application that's running. 
 
JIMMY RAY PURSER: Especially without Spanning Tree, man, that's a really dangerous thing. 
 
CARL SOLDER: Exactly, so what we could do is we could have an Embedded Event Manager script running here, actually monitoring 
things like error counts, CLC counts, and at a user-defined threshold we could say if it crosses that level I want to gracefully bring 
that link down, alert net ops and failover to my backup link. 
 
JIMMY RAY PURSER: Very cool, that's really cool. 
 
CARL SOLDER: In doing that, we've extended the whole availability argument because in that particular case, as I said, the 
hardware hasn't gone down but we've got a situation where the data's not quite right and we want to bring it over. 
 
VALERIE ST JOHN: Gentlemen, I'm afraid we're out of town so we'll have to stop the data flow on that side of the room, but thank 
you, Carl. It's been an honor having you on the show. 
 
CARL SOLDER: Thank you. 
 
VALERIE ST JOHN: Now we'd like to welcome back Venita Valencia, Community Manager with the Cisco Learning Network. Hey, 
Venita. 
 
VENITA VALENCIA: Hi, Valerie, it's good to be back. 
 
VALERIE ST JOHN: Good to see you. Now the last time you were here, you gave us big hints about some new developments coming 
to the Career Section. 
 
VENITA VALENCIA: I did, I did. So the cat's out of the bag. 
 
VALERIE ST JOHN: Okay. 
 
VENITA VALENCIA: I'm pleased to announce that the Cisco Learning Network Job Portal is now open. 
 
VALERIE ST JOHN: Yay. 
 
VENITA VALENCIA: So this has really been in response to our community members. They always give us feedback, they love the 
salary info, they love the career advice. But what about the jobs? 
 
ROBB BOYD: Yes. 
 
VENITA VALENCIA: Well, we built it and the good news is, they came, they showed up, absolutely. 
 
ROBB BOYD: So now you're done? 
 
VENITA VALENCIA: We're not done, we've only just begun. But the good news is that 60% to 70% of all visitors to the Job Portal 
are actually going on and doing job searches. And of the people searching, 90% of them are using the custom tools we built for 
them. So, say for example, Valerie, if you were a CCNA, all you would have to do would be to click on the CCNA button and presto, 
all the jobs in your area would automatically aggregate for you. 
 
VALERIE ST JOHN: Wow, I'd have to do a lot more than that actually to become a CCNA. 
 
VENITA VALENCIA: And to date, we have more than 10,000 unique job searches. 
 
ROBB BOYD: That is awesome. 
 
VENITA VALENCIA: So for the TechWiseTV viewers interested in checking out the Job Portal, they can visit the career section of the 
Cisco Learning Network. 



 
ROBB BOYD: Okay, that's good, but there's been a lot of hub-bub around expert level certifications. What's happening with that, 
how's that going? 
 
VENITA VALENCIA: Right, so big news, last month we talked about the 360 Leaning Program for CCIE Routing and Switching, and 
now this month we are very excited to announce a brand new certification. So for the first time ever, the CCIE Wireless 
Certification. Now this certification was born out of the realization that really in today's day and age mission critical business needs 
depend on a well-built wireless network, so you need someone to do it. So who's going to build those wireless networks? You need 
to have a certification. So we have the birth of the CCIE Wireless certification. 
 
ROBB BOYD: Awesome, well that's good news. So as people get these certifications, I assume this also ties into the ability to get a 
job with these certifications and such, so we're still helping out with that, the whole part of that process? 
 
VENITA VALENCIA: Absolutely, and that's an excellent point. I'm glad you brought it up. 
 
ROBB BOYD: You're welcome. 
 
VENITA VALENCIA: Because really what the certification does is it validates expertise for IT engineers in the area of planning, 
design, operating and troubleshooting an organization's wireless network and their mobility infrastructure. So really, at the end of 
the day when it comes to staying competitive with the job search, it can really set an engineer apart in terms of things like complex 
design and implementation. 
 
ROBB BOYD: So how can people find out about what's covered in that certification? 
 
VENITA VALENCIA: Right, well we actually have the exam blueprints on the Cisco Learning Network, as well as everything you need 
to know about preparing for a test, scheduling a test. So just look for the brand new CCIE Wireless section on the home page of the 
Cisco Learning Network. 
 
ROBB BOYD: Okay, so how can IT people get a hold of resources and such available for them? 
 
VENITA VALENCIA: Right, so I have something that's called bookmark-worthy pages. We don't have a lot of --. 
 
ROBB BOYD: Is this a Venita exclusive? 
 
VENITA VALENCIA: It's a Venita-ism. We don't have a lot of space on our toolbars for bookmarks, but one page that people are 
going to want to bookmark is the News & Events section, write it down, make a note. The News & Event section of the Cisco 
Learning Network, and that's where we have all the great industry resources, like trade shows, conferences, TV shows like 
TechWiseTV, Webinars, things like that. We feature a lot of great hot events. 
 
ROBB BOYD: So it's a good periodic space we can go back and check to and see what's new, what's different since I last looked. 
 
VENITA VALENCIA: Absolutely, and the hottest thing we have there right now is Networkers in Barcelona, Spain. So that's a real 
exciting event coming up January 29th. 
 
VALERIE ST JOHN: So I guess I'll have to go to the News & Events page. Venita, thank you. 
 
ROBB BOYD: I'm going to Barcelona if I can. 
 
VALERIE ST JOHN: So Robb, please sum up for us, the impact of the network and the internet. You've got a minute or more, please 
be interesting. 
 
ROBB BOYD: No pressure. 
 
VALERIE ST JOHN: No pressure. 
 
ROBB BOYD: A switch is not just a switch. 
 
VALERIE ST JOHN: Okay, for the very loquacious Robb Boyd and for chief geek, Jimmy Ray Purser, I'm Valerie St John. Thanks for 
joining us on TechWiseTV. To find out about future episodes or to check out a complete archive of previous shows, please be sure 
to visit the Cisco Interaction Network at Cisco/com/go/interact.  

 


